Networking
This section covers:

·
TCP/IP 

·
DNS 

·
DHCP 

·
WINS 

·
Internet Authentication Service 

·
Routing and Remote Access 

·
Virtual private networks 

·
Internet Protocol security (IPSec) 

·
Other protocols

TCP/IP

Transmission Control Protocol/Internet Protocol (TCP/IP) is a suite of standard protocols for connecting computers and building networks. TCP/IP is network protocol software provided with Microsoft operating systems that implements and supports the TCP/IP protocol suite:

·
Before you begin using TCP/IP with this computer, see Checklist: Installing and configuring TCP/IP. 

·
To find features that have been moved in Windows 2000, see New ways to do familiar tasks.

·
For tips about using TCP/IP, see Best practices. 

·
For help with specific tasks, see How to. 

·
For general background information, see Concepts. 

·
For problem-solving instructions, see Troubleshooting. 

Checklist: Installing and configuring TCP/IP


Step
Reference

q
Review TCP/IP concepts such as IP addressing, subnet masks, and default gateways.
Understanding TCP/IP

q
Review TCP/IP name resolution concepts and options for resolving NetBIOS and DNS names to IP addresses.
Name resolution

q
Determine how computers on your network will obtain IP addresses.
DHCP

q
Determine how computers on your network will register and resolve NetBIOS names.
WINS

q
Determine how computers on your network will resolve and register DNS names.
Domain Name System (DNS)

q
Determine how this computer will be used with your TCP/IP network.
Installing TCP/IP

q
Verify that network adapter hardware is installed, or install hardware if needed.
Installing devices

q
Determine whether you will configure TCP/IP properties manually, dynamically, or automatically.
Configure TCP/IP

q
(Manual configuration only) Obtain and record the following TCP/IP information from your network administrator: ·  IP address ·  Subnet mask ·  Default gateways ·  DNS servers ·  DNS domain ·  WINS servers 


q
Install TCP/IP on this computer.
To install TCP/IP

q
(Manual configuration only) Configure IP address, subnet mask, and default gateway settings.
Configure TCP/IP for static addressing

q
(Manual configuration only) Use WINS to obtain and resolve NetBIOS names.
Configure TCP/IP to use WINS

q
(Manual configuration only) Use DNS to obtain and resolve DNS names.
Configure TCP/IP to use DNS

q
(Optional) Configure additional or secondary methods to obtain and resolve NetBIOS names.
Advanced configuration

q
(Optional) Configure additional or secondary methods to obtain and resolve DNS names.
Advanced configuration

q
Use the ipconfig /all command to verify all current TCP/IP network configuration values.
Ipconfig

q
Use the ping command to verify that you have TCP/IP installed and working properly.
To test a TCP/IP configuration by using the ping command

q
Use the nslookup command to verify that you are able to obtain and resolve DNS names.
Nslookup

New ways to do familiar tasks

The following table lists common tasks for configuring TCP/IP in Windows 2000. The user interface for performing these tasks is different in Windows 2000 from the way it was in Windows NT version 4.0. 

If you want to
In Windows NT 4.0 use
In Windows 2000 use

Install, configure, and remove TCP/IP
The Protocols tab of Network in Control Panel
The properties of a connection in Network and Dial-up Connections

Best practices

The following list provides best practices for implementing the TCP/IP protocol. Review this list before you begin to build your TCP/IP network.

·
If your network does not already use TCP/IP, develop a comprehensive IP addressing plan for your network. 


You need to know the following information to help make a workable plan:

 1.
How many physically separate network segments are contained within your network? 

 2.
How many host systems on each network segment will use TCP/IP? 

 3.
Will your network be connected to the Internet? 

·
If so, will your network be directly connected to the Internet by using a router (which uses public addresses allocated by your Internet service provider), or will your network be indirectly connected to the Internet by using an network address translator (NAT) or an application layer gateway such as a proxy server (which uses private addresses)? 

·
If not, then it is technically possible to use any IP addressing scheme. However, it is highly recommended that you use private addresses so that an eventual connection to the Internet does not force you to renumber your network. 

For more information about connecting a small office or home office (SOHO) network to the Internet, see Internet connection sharing and network address translation.

·
If you are using private IP addressing, use addresses from the private address ranges reserved by the Internet Assigned Numbers Authority (IANA). 

For more information, see Numbering your network.

·
Configure a default gateway on only one network adapter. 


This practice reduces confusion and assures the results you intended. For example, if you have two network adapters and configure a default gateway for each, the default gateway of the first network adapter is used. The default gateway for the second network adapter is only used if the first default gateway becomes unavailable.

How to...

This section provides instructions for installing and configuring the TCP/IP protocol: 

·
Install and configure TCP/IP 

·
Manage routes 

·
Diagnose connections

Install and configure TCP/IP

·
Install TCP/IP

·
Configure TCP/IP

·
Install Simple TCP/IP Services

·
Remove TCP/IP 

To install TCP/IP

 1.
Open Network and Dial-up Connections. 

 2.
Right-click the network connection for which you want to install and enable TCP/IP, and then click Properties. 

 3.
On the General tab (for a local area connection) or the Networking tab (all other connections), if Internet Protocol (TCP/IP) is not in the list of installed components, then do the following: 

a.
Click Install. 

b.
Click Protocol, and then click Add. 

c.
In the Select Network Protocol dialog box, click Internet Protocol (TCP/IP), and then click OK. 

 4.
Verify that the Internet Protocol (TCP/IP) check box is selected, and then click OK. 

Notes

·
To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

·
TCP/IP is installed as the default network protocol if network adapter hardware was detected during Windows 2000 Setup. You only need to follow these instructions if the TCP/IP default selection was overridden during Setup. 

Configure TCP/IP

·
Configure TCP/IP for dynamic addressing 

·
Configure TCP/IP for automatic addressing 

·
Disable automatic address configuration 

·
Configure TCP/IP for static addressing 

·
Configure TCP/IP to use DNS 

·
Configure TCP/IP to use WINS 

·
Configure TCP/IP to use an IPSec policy 

·
Configure TCP/IP to use TCP/IP filtering 

To configure TCP/IP for dynamic addressing

 1.
Open Network and Dial-up Connections. 

 2.
Right-click the network connection that you want to configure, and then click Properties. 

 3.
On the General tab (for a local area connection) or the Networking tab (all other connections), click Internet Protocol (TCP/IP), and then click Properties. 

 4.
Click Obtain an IP address automatically, and then click OK. 

Notes

·
To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

·
These instructions are only required if a static TCP/IP configuration was previously used. By default, Windows 2000 attempts to obtain the TCP/IP configuration from a DHCP server on your network. 

To configure TCP/IP for automatic addressing

 1.
Open Network and Dial-up Connections.

 2.
Right-click the network connection that you want to configure, and then click Properties. 

 3.
On the General tab (for a local area connection) or the Networking tab (all other connections), click Internet Protocol (TCP/IP), and then click Properties. 

 4.
Click Obtain an IP address automatically, and then click OK. 

Notes

·
To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

·
Windows 2000 uses Automatic Private IP Addressing (APIPA) to automate Internet Protocol (IP) configuration of network connections. 


By default, the computer first tries to contact a DHCP server on the network and dynamically obtain configuration for each installed network connection, as follows:

·
If a DHCP server is reached and leased configuration is successful, TCP/IP configuration is completed. 

·
If a DHCP server is not reached or leased configuration fails, the computer uses APIPA to automatically configure TCP/IP. When APIPA is used, Windows 2000 determines an address in the Microsoft-reserved IP addressing range from 169.254.0.1 through 169.254.255.254. This address is used until a DHCP server is located. The subnet mask is set to 255.255.0.0. 

·
The range of IP addresses (from 169.254.0.1 through 169.254.255.254) used for APIPA is reserved by the Internet Assigned Numbers Authority (IANA). Any IP addresses within this range are not used on the Internet. 

To disable automatic address configuration

 1.
Open Registry Editor.


Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. You can also use the Last Known Good Configuration startup option if problems are encountered after manual changes have been applied. 

 2.
In Registry Editor, navigate to the following registry key: 


HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Tcpip\Parameters\Interfaces\adapter_name

 3.
Create the following entry: 


IPAutoconfigurationEnabled: REG_DWORD

 4.
Assign a value of 0 to disable Automatic Private IP Addressing (APIPA) support for the selected network adapter. 

 5.
Close Registry Editor. 

Notes

·
To open Registry Editor, click Start, click Run, type regedt32, and then click OK. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

·
If the IPAutoconfigurationEnabled entry is not present, a default value of 1 is assumed, which indicates that APIPA is used. 

·
If multiple adapters are installed, you can disable APIPA for all installed adapters by setting the IPAutoconfigurationEnabled entry to 0 at the following registry key: 


HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Tcpip\Parameters

To configure TCP/IP for static addressing

 1.
Open Network and Dial-up Connections.

 2.
Right-click the network connection you want to configure, and then click Properties. 

 3.
On the General tab (for a local area connection) or the Networking tab (all other connections), click Internet Protocol (TCP/IP), and then click Properties. 

 4.
Click Use the following IP address, and do one of the following: 

·
For a local area connection, in IP address, Subnet mask, and Default gateway, type the IP address, subnet mask, and default gateway addresses. 

·
For all other connections, in IP address, type the IP address. 

 5.
Click Use the following DNS server addresses. 

 6.
In Preferred DNS server and Alternate DNS server, type the primary and secondary DNS server addresses. 

 7.
To configure advanced settings, click Advanced, and do one or more of the following: 

·
To configure additional IP addresses: 

 1.
On the IP Settings tab, in IP addresses, click Add. 

 2.
In IP Address and Subnet mask, type an IP address and subnet mask, and then click Add. 

 3.
Repeat step 1 for each IP address you want to add, and then click OK. 

·
To configure additional default gateways: 

 1.
On the IP Settings tab, in Default gateways, click Add. 

 2.
In Gateway and Metric, type the IP address of the default gateway and the metric, and then click Add. 

 3.
Repeat step 1 for each default gateway you want to add, and then click OK. 

·
To configure a custom metric for this connection, type a metric value in Interface metric. 

Notes

·
To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

To configure TCP/IP to use DNS

 1.
Open Network and Dial-up Connections.

 2.
Right-click the network connection you want to configure, and then click Properties. 

 3.
On the General tab (for a local area connection) or the Networking tab (all other connections), click Internet Protocol (TCP/IP), and then click Properties. 

 4.
If you want to obtain DNS server addresses from a DHCP server, click Obtain DNS server address automatically. 

 5.
If you want to manually configure DNS server addresses, click Use the following DNS server addresses, and in Preferred DNS server and Alternate DNS server, type the preferred DNS server and alternate DNS server IP addresses. 

 6.
To configure advanced DNS properties, click Advanced, click the DNS tab, and do one or more of the following: 

·
To configure an additional DNS server IP address: 

 1.
Under DNS server addresses, in order of use, click Add. 

 2.
In DNS server, type the IP address of the DNS server, and then click Add. 

·
To modify the resolution behavior for unqualified DNS names, do the following: 

·
To resolve an unqualified name by appending the primary DNS suffix and the DNS suffix of each connection (if configured), click Append primary and connection specific DNS suffixes. If you also want to search the parent suffixes of the primary DNS suffix up to the second level domain, select the Append parent suffixes of the primary DNS suffix check box. 

·
To resolve an unqualified name by appending the suffixes from a list of configured suffixes, click Append these DNS suffixes (in order), and then click Add to add suffixes to the list. 

·
To configure a connection-specific DNS suffix (local area connection only), type the DNS suffix in DNS suffix for this connection. 

·
To modify DNS dynamic update behavior (local area connection only), do the following: 

·
To use a DNS dynamic update to register the IP addresses of this connection and the primary domain name of the computer, select the Register this connection's addresses in DNS check box. This option is enabled by default. The primary domain name of the computer is the primary DNS suffix appended to the computer name and can be viewed as the full computer name on the Network Identification tab (available in System in Control Panel). 

·
To use a DNS dynamic update to register the IP addresses and the connection-specific domain name of this connection, select the Use this connection's DNS suffix in DNS registration check box. This option is disabled by default. The connection-specific domain name of this connection is the DNS suffix for this connection appended to the computer name. 

Notes

·
To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

·
To completely disable DNS dynamic update for all names on the computer, clear the Register this connection's addresses in DNS and Use this connection's DNS suffix in DNS registration check boxes for all connections in Network and Dial-up Connections. 

To configure TCP/IP to use WINS

 1.
Open Network and Dial-up Connections.

 2.
Right-click the network connection you want to configure, and then click Properties. 

 3.
On the General tab (for a local area connection) or the Networking tab (all other connections), click Internet Protocol (TCP/IP), and then click Properties. 

 4.
Click Advanced, click the WINS tab, and then click Add. 

 5.
In TCP/IP WINS server, type the IP address of the WINS server, and then click Add. 

 6.
Repeat steps 4 and 5 for each WINS server IP address you want to add, and then click OK. 

 7.
To enable the use of the Lmhosts file to resolve remote NetBIOS names, select the Enable LMHOSTS lookup check box. This option is enabled by default. 

 8.
To specify the location of the file that you want to import into the Lmhosts file, click Import LMHOSTS, and select the file in the Open dialog box. 

 9.
To modify the behavior of NetBIOS over TCP/IP behavior, do the following: 

·
To enable the use of NetBIOS over TCP/IP, click Enable NetBIOS over TCP/IP. 

·
To disable the use of NetBIOS over TCP/IP, click Disable NetBIOS over TCP/IP. 

·
To have the DHCP server determine the NetBIOS behavior, click Use NetBIOS setting from the DHCP server. 

Notes

·
To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

·
If you are using a DHCP server to allocate WINS server IP addresses, you do not need to add WINS server addresses. 

·
If you disable NetBIOS over TCP/IP, you may not be able to connect to computers that are running operating systems other than Windows 2000. 

·
You can no longer configure the NetBIOS scope ID on the WINS tab. To configure the NetBIOS scope ID, set the following registry value to the name of the scope ID that you want to use: 


HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\NetBT\Parameters\ScopeID

To configure TCP/IP to use an IPSec policy

 1.
Open Network and Dial-up Connections.

 2.
Right-click the network connection that you want to configure, and then click Properties. 

 3.
On the General tab (for a local area connection) or the Networking tab (all other connections), click Internet Protocol (TCP/IP), and then click Properties. 

 4.
Click Advanced. 

 5.
On the Options tab, click IP security, and then click Properties. 

 6.
To enable IP security, click Use this IP security policy, and then click the name of a policy. 

 7.
To disable IP security, click Do not use IPSEC.

Note   To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

To configure TCP/IP to use TCP/IP filtering

 1.
Open Network and Dial-up Connections. 

 2.
Right-click the network connection you want to configure, and then click Properties. 

 3.
On the General tab (for a local area connection) or the Networking tab (all other connections), click Internet Protocol (TCP/IP), and then click Properties. 

 4.
Click Advanced. 

 5.
Click Options, click TCP/IP filtering, and then click Properties. 

 6.
Do one of the following: 

·
To enable TCP/IP filtering for all adapters, select the Enable TCP/IP Filtering (All adapters) check box. 

·
To disable TCP/IP filtering for all adapters, clear the Enable TCP/IP Filtering (All adapters) check box.

 7.
Based on your requirements for TCP/IP filtering, configure TCP ports, UDP ports, or IP protocols for the allowed traffic. 

Note   To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

To install Simple TCP/IP Services

 1.
Open Add/Remove Programs. 

 2.
Click Add/Remove Windows Components. 

 3.
In the Windows Components wizard, click Next. 

 4.
In Components, click Networking Services, and then click Details. 

 5.
In Subcomponents of Networking Services, click Simple TCP/IP Services, and then click OK. 

 6.
Click Next. 

 7.
If prompted, type the path where the Windows 2000 distribution files are located, and then click OK. 

 8.
Complete any remaining screens in the wizard, and then click Finish. 

Notes

·
To open Add/Remove Programs, click Start, point to Settings, click Control Panel, and then double-click Add/Remove Programs. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

·
Simple TCP/IP Services includes Windows 2000 utility software that provides support for the optional TCP/IP protocol services listed in the following table. 

Protocol
Description
RFC

Character Generator (CHARGEN)
Sends data made up of the set of 95 printable ASCII characters. Useful as a debugging tool for testing or troubleshooting line printers.
864

Daytime
Returns messages containing the day of the week, month, day, year, current time (in hh:mm:ss format), and time-zone information. Some programs can use the output from this service for debugging or monitoring variations in system clock time or on a different host, or to reset system time.
867

Discard
Discards all messages received on this port without response or acknowledgment. Can serve as a null port for receiving and routing TCP/IP test messages during network setup and configuration or, in some cases, can be used by programs as a message discard function.
863

Echo
Echoes back data from any messages it receives on this server port. Can be useful as a network debugging and monitoring tool.
862

Quote of the Day (QUOTE)
Returns a quotation as one or more lines of text in a message. Quotations are taken at random from the following file: systemroot\System32\Drivers\Etc\Quotes. A sample quote file is installed with the Simple TCP/IP Services. If this file is missing, the quote service fails.
865

·
All of these protocol services are classified as elective Internet standards and are defined and described in the specified Request for Comments (RFC) document listed in the table. For more information on these protocol services, see the RFCs. 

·
Do not install Simple TCP/IP Services unless you specifically need this computer to support communication with other systems that use these protocol services. 

To remove TCP/IP

 1.
Open Network and Dial-up Connections.

 2.
Right-click any network connection, and then click Properties. 

 3.
On the General tab (for a local area connection) or the Networking tab (all other connections), click Internet Protocol (TCP/IP), and then click Uninstall. 

 4.
In the Uninstall Internet Protocol (TCP/IP) dialog box, click Yes. 

Notes

·
To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

·
If Uninstall is dimmed, there are no other protocols installed. You cannot uninstall TCP/IP if no other protocols are available. 

·
If you remove TCP/IP, you lose the following: 

·
Internet Protocol security (IPSec) 

·
Active Directory 

·
PPTP and L2TP tunneling 

Manage routes

·
View the IP routing table 

·
Add a static IP route 

·
Remove a static IP route 

·
Enable IP forwarding 

To view the IP routing table

 1.
Open Command Prompt.

 2.
At the command prompt, type: 


route print

Note   To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

To add a static IP route

 1.
Open Command Prompt. 

 2.
At the command prompt, type: 


route add destination mask subnetmask gateway metric costmetric if interface


where:

destination 
Specifies either an IP address or host name for the network or host.

subnetmask
Specifies a subnet mask to be associated with this route entry. If subnetmask is not specified, 255.255.255.255 is used.

gateway
Specifies either an IP address or host name for the gateway or router to use when forwarding. 

costmetric
Assigns an integer cost metric (ranging from 1 through 9,999) to be used in calculating the fastest, most reliable, and/or least expensive routes. If costmetric is not specified, 1 is used.

interface
Specifies the interface to be used for the route that uses the interface number. If an interface is not specified, the interface to be used for the route is determined from the gateway IP address.


For example, to add a static route to the 10.0.0.0 network that uses a subnet mask of 255.0.0.0, a gateway of 192.168.0.1, and a cost metric of 2, you type the following at a command prompt:


route add 10.0.0.0 mask 255.0.0.0 192.168.0.1 metric 2 

Notes

·
To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
To make a static route persistent, you can either enter route add commands in a batch file that is run during system startup or use the –p option when adding routes. 

·
Routes added by using the –p option are stored in the Windows 2000 registry under the following key: 


HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Tcpip \Parameters\PersistentRoutes

·
All symbolic names used for destination or gateway are looked up in the network and computer name database files (Networks and Hosts), which are stored in the local systemroot\System32\Drivers\Etc folder. 

·
If a route addition fails, you can use the tracert command to verify that the gateway specified is directly reachable from the same subnet as this computer. 

To remove a static IP route

 1.
Open Command Prompt. 

 2.
At the command prompt, type: 


route delete destination


where:


destination specifies either an IP address or network name for the remote TCP/IP host computer or network.


For example, to delete a static route to the 10.0.0.0 network, you type the following at a command prompt:


route delete 10.0.0.0 

Notes

·
To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
All symbolic names used for destination are looked up in the network database file Networks, which is stored in the local systemroot\System32\Drivers\Etc folder. 

To enable IP forwarding

 1.
Open Registry Editor. 


Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. You can also use the Last Known Good Configuration startup option if you encounter problems after manual changes have been applied. 

 2.
In Registry Editor, navigate to the following registry key: 


HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\ Services\Tcpip \Parameters 

 3.
Select the following entry: 


IPEnableRouter: REG_DWORD: 0x0

 4.
To enable IP forwarding for all network connections installed and used by this computer, assign a value of 1. 

 5.
Close Registry Editor. 

Notes

·
To open Registry Editor, click Start, click Run, type regedt32, and then click OK. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. 

·
By default, IP forwarding is disabled. 

Diagnose connections

·
Test a TCP/IP configuration by using the ping command 

·
Test TCP/IP connections by using the ping and net view commands 

·
Trace a path by using the tracert command 

·
View the NetBIOS name table by using the nbtstat command 

·
Release and refresh NetBIOS names by using the nbtstat command 

·
View the Address Resolution Protocol (ARP) cache 

·
Add a static ARP cache entry 

·
View current TCP/IP protocol and connection statistics 

To test a TCP/IP configuration by using the ping command

 1.
To quickly obtain the TCP/IP configuration of a computer, open Command Prompt, and then type ipconfig. 

 2.
At the command prompt, ping the loopback address by typing ping 127.0.0.1. 


If the ping command fails, verify that the computer was restarted after TCP/IP was installed and configured.

 3.
Ping the IP address of the computer. 


If the ping command fails, verify that the computer was restarted after TCP/IP was installed and configured.

 4.
Ping the IP address of the default gateway. 


If the ping command fails, verify that the default gateway IP address is correct and that the gateway (router) is operational.

 5.
Ping the IP address of a remote host (a host that is on a different subnet). 


If the ping command fails, verify that the remote host IP address is correct, that the remote host is operational, and that all the gateways (routers) between this computer and the remote host are operational.

 6.
Ping the IP address of the DNS server. 


If the ping command fails, verify that the DNS server IP address is correct, that the DNS server is operational, and that all the gateways (routers) between this computer and the DNS server are operational.

Notes

·
To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
If the ping command is not found or the command fails, you can use Event Viewer to check the System Log and look for problems reported by Setup or the Internet Protocol (TCP/IP) service. 

To test TCP/IP connections by using the ping and net view commands

 1.
To test TCP/IP connectivity by using the ping command, open Command Prompt, and then ping the desired host using its IP address. 


If the ping command fails with a "Request timed out" message, verify that the host IP address is correct, that the host is operational, and that all the gateways (routers) between this computer and the host are operational.

 2.
To test host name resolution by using the ping command, ping the desired host using its host name. 


If the ping command fails with an "Unknown host" message, verify that the host name is correct and that the host name can be resolved by your DNS server.

 3.
To test TCP/IP connectivity by using the net view command, open Command Prompt, and then type net view\\computername. The net view command lists the file and print shares of a computer running Windows 2000 by establishing a temporary NetBIOS connection. If there are no file or print shares on the specified computer, the net view command displays a "There are no entries in the list" message. 


If the net view command fails with a "System error 53 has occurred" message, verify that computername is correct, that the computer running Windows 2000 is operational, and that all the gateways (routers) between this computer and the computer running Windows 2000 are operational.


To further troubleshoot this connectivity problem, do the following:

·
Use the ping command to ping computername. 


If the ping command fails with an "Unknown host" message, then computername cannot be resolved to its IP address.

·
Use the net view command and the IP address of the computer running Windows 2000, as follows: 


net view\\IP address


If the net view command succeeds, then computername is being resolved to the wrong IP address.


If the net view command fails with a "System error 53 has occurred" message, the computer running Windows 2000 is not running the File and Printer Sharing for Microsoft Networks service.

Notes

·
To open a command prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
If the ping command is not found or the command fails, you can use Event Viewer to check the System Log and look for problems reported by Setup or the Internet Protocol (TCP/IP) service. 

To trace a path by using the tracert command

·
Open Command Prompt, and type the following: 


tracert host_name


Or, type tracert ip_address


where host_name or ip_address is the host name or IP address, respectively, of the remote computer.


For example, to trace a connection route from this computer to www.microsoft.com, type the following at a command prompt:


tracert www.microsoft.com 

Notes

·
To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
The tracert command traces the path taken by TCP/IP packets from this computer to another remote computer. The tracert command uses ICMP echo request and reply messages (similar to the ping command) to produce command-line report output about each router that is crossed and the roundtrip time (RTT) for each hop. 

·
If tracert is unsuccessful, you can use the command output to help determine at which intermediate router forwarding failed or was slowed. 

To view the NetBIOS name table by using the nbtstat command

 1.
Open Command Prompt. 

 2.
At the command prompt, type: 


nbtstat –n


The NetBIOS local name table for this computer is displayed as command-line output. The name type is listed to indicate whether each name is a unique name or a group name. Also, the status for each name is given, indicating whether the name is registered or unregistered with the network.

Notes

·
To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
The nbtstat command displays statistics and names information used by NetBIOS over TCP/IP (NetBT) connections. The –n option is used to list only local NetBIOS names for this computer. You can also use nbtstat to: 

·
List the NetBIOS name table of a remote computer. 

·
Display the contents of the NetBIOS names cache on this computer or another remote computer. 

·
Manually load or reload the NetBIOS names cache by using entries in the Lmhosts file with a #PRE option. 

·
List NetBIOS over TCP/IP sessions statistics. 

·
Release and refresh NetBIOS names in WINS. 

To release and refresh NetBIOS names by using the nbtstat command

 1.
Open Command Prompt. 

 2.
At the command prompt, type: 


nbtstat –RR


The progress of the release and refresh process is displayed as command-line output. This information indicates if all local NetBIOS names currently registered in WINS for this computer have released and renewed their registration with a WINS server.

Notes

·
To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
NetBIOS names are registered with WINS and are normally released when the computer shuts down properly. If the computer did not properly shut down or could not contact a WINS server during shutdown and release its names, you can use this command to force a refresh and update in WINS of the local names for this computer. This is useful for mobile or portable computers that are moved between different locations on a network. 

·
You can also use the nbtstat command to: 

·
List the NetBIOS names registered to this computer or another remote computer. 

·
Display the contents of the NetBIOS names cache on this computer or another remote computer. 

·
Manually load or reload the NetBIOS names cache by using entries in the Lmhosts file with a #PRE option. 

·
List NetBIOS over TCP/IP sessions statistics. 

To view the Address Resolution Protocol (ARP) cache

 1.
Open Command Prompt. 

 2.
At the command prompt, type arp –a. 


For example, if you recently used the ping command to test and verify connectivity from this computer to a host computer at IP address 10.0.0.99, the ARP cache displays the following entry:

Interface: 10.0.0.1 on Interface 0x1

  Internet Address      Physical Address      Type

  10.0.0.99             00-e0-98-00-7c-dc     dynamic


In this example, the cache entry indicates that the remote host computer at 10.0.0.99 resolved to a media access control address of 00-e0-98-00-7c-dc assigned in the network adapter hardware of the remote computer. The media access control address is the address that your computer used to physically communicate with this remote TCP/IP host on your network.

Notes

·
To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
To minimize ARP broadcast traffic on your network, Windows 2000 maintains a cache of hardware-to-software address mappings for future use. This cache contains the following two types of entries: 

·
Dynamic ARP cache entries 


These entries are added and deleted automatically during normal use of TCP/IP sessions with remote computers. Dynamic entries age and expire from the cache if not reused within 2 minutes. If a dynamic entry is reused within 2 minutes, it may remain in the cache and age up to a maximum cache life of 10 minutes before being removed or requiring cache renewal by using the ARP broadcast process.

·
Static ARP cache entries 


These entries are added manually by using the arp command with the –s option. Static entries remain in the ARP cache until the computer is restarted.

To add a static ARP cache entry

 1.
Open Command Prompt. 

 2.
At the command prompt, type: 


arp –s ip_address mac_address


where:

ip_address 
Specifies the IP address of a local (on the same subnet) TCP/IP node.

mac_address
Specifies the media access control address for a network adapter installed and used on the local TCP/IP node.


For example, to add a static ARP entry for a local TCP/IP node with an IP address of 10.0.0.200 that resolves to a media access control address of 00-10-54-CA-E1-40, you type the following at a command prompt:


arp -s 10.0.0.200 00-10-54-CA-E1-40 

Notes

·
To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
Static ARP entries can help speed access for hosts that are frequently used. 

·
Static entries are valid only until Windows 2000 is restarted. To make static ARP cache entries persistent, you can add arp commands to a batch file that is run at system startup. 

To view current TCP/IP protocol and connection statistics

 1.
Open Command Prompt. 

 2.
At the command prompt, type: 


netstat

Notes

·
To open Command Prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
To view netstat command-line options, type: 


netstat /?

Concepts

This section provides general background information about building TCP/IP for Windows 2000 networks:

·
TCP/IP overview 

·
Understanding TCP/IP 

·
Using TCP/IP 

·
Resources 

TCP/IP overview

This section covers:

·
TCP/IP for Windows 2000 

·
TCP/IP background 

·
The TCP/IP model 

·
TCP/IP utilities 

·
New TCP/IP features for Windows 2000 

·
Security features of TCP/IP for Windows 2000

TCP/IP for Windows 2000

TCP/IP for Windows 2000 is:

·
Networking software based on industry-standard networking protocols. 

·
A routable, enterprise networking protocol that supports the connection of your Windows-based computer to both LAN and WAN environments. 

·
Core technologies and utilities for connecting your Windows-based computer with dissimilar systems and sharing information. 

·
A foundation for gaining access to global Internet services, such as the World Wide Web and File Transfer Protocol (FTP) servers. 

·
A robust, scalable, cross-platform, client/server framework. 

Because most modern operating systems support the TCP/IP protocol suite, you can use TCP/IP to share information with a wide variety of systems and resources, as shown in the following illustration.

TCP/IP for Windows 2000 provides basic TCP/IP utilities that enable a computer running Windows 2000 to connect and share information with other Microsoft and non-Microsoft systems, including:

·
Internet hosts 

·
Apple Macintosh systems 

·
IBM mainframes 

·
UNIX systems 

·
Open VMS systems 

·
Microsoft Windows NT and Windows 2000 

·
Microsoft Windows 98 

·
Microsoft Windows 95 

·
Microsoft Windows for Workgroups 

·
Microsoft LAN Manager 

·
Network-ready printers, such as HP LaserJet series printers that use HP JetDirect cards 

TCP/IP background

Transmission Control Protocol/Internet Protocol (TCP/IP) is an industry-standard suite of protocols designed for large-scale internetworks that span LAN and WAN environments.

As the following timeline shows, the origins of TCP/IP began in 1969, when the U.S. Department of Defense (DoD) commissioned the Advanced Research Projects Agency Network (ARPANET).

The ARPANET was the result of a resource-sharing experiment. The purpose was to provide high-speed network communication links between various supercomputers located at various regional sites within the United States.

Early protocols such as Telnet (for virtual terminal emulation) and the File Transfer Protocol (FTP) were first developed to specify basic utilities needed for sharing information across the ARPANET. As the ARPANET grew in size and scope, two other important protocols appeared:

·
In 1974, the Transmission Control Protocol (TCP) was introduced as a draft specification that described how to build a reliable, host-to-host data transfer service over a network. 

·
In 1981, the Internet Protocol (IP) was introduced in draft form and described how to implement an addressing standard and route packets between interconnected networks. 

On January 1, 1983, ARPANET began to require standard use of the TCP and IP protocols for all network traffic and essential communication. From this date forward, ARPANET started to become more widely known as the Internet and its required protocols started to become more widely known as the TCP/IP protocol suite.

The TCP/IP protocol suite is implemented in a variety of TCP/IP software offerings available for use with many computing platforms. Today, TCP/IP software remains widely in use on the Internet and is used often for building large routed private internetworks.

The TCP/IP model

TCP/IP is based on a four-layer reference model. All protocols that belong to the TCP/IP protocol suite are located in the top three layers of this model.

As shown in the following illustration, each layer of the TCP/IP model corresponds to one or more layers of the seven-layer Open Systems Interconnection (OSI) reference model proposed by the International Standards Organization (ISO).

The types of services performed and protocols used at each layer within the TCP/IP model are described in more detail in the following table.

Layer
Description 
Protocols

Application
Defines TCP/IP application protocols and how host programs interface with transport layer services to use the network.
HTTP, Telnet, FTP, TFTP, SNMP, DNS, SMTP, X Windows, other application protocols

Transport
Provides communication session management between host computers. Defines the level of service and status of the connection used when transporting data.
TCP, UDP, RTP

Internet
Packages data into IP datagrams, which contain source and destination address information that is used to forward the datagrams between hosts and across networks. Performs routing of IP datagrams.
IP, ICMP, ARP, RARP

Network interface
Specifies details of how data is physically sent through the network, including how bits are electrically signaled by hardware devices that interface directly with a network medium, such as coaxial cable, optical fiber, or twisted-pair copper wire.
Ethernet, Token Ring, FDDI, X.25, Frame Relay, RS-232, v.35

For more information about ARP, IP, ICMP, IGMP, UDP, and TCP, see Understanding TCP/IP.

Note   The OSI reference model is not specific to TCP/IP. It was developed by the ISO in the late 1970s as a framework for describing all functions required of an open interconnected network. It is a widely known and accepted reference model in the data communications field and is used here only for comparison purposes. 

TCP/IP utilities

Windows 2000 includes three types of TCP/IP-based utilities:

·
Connectivity utilities that you can use to interact with and use resources on a variety of Microsoft and non-Microsoft hosts, such as UNIX systems. 

·
Diagnostic utilities that you can use to detect and resolve networking problems. 

·
TCP/IP server software that provides printing and publishing services to TCP/IP-based clients on Windows 2000. 

The following tables describe the TCP/IP-based utilities.

Connectivity utilities 

Utility
Description

Ftp
Transfers files of any size between Windows 2000 and any computer running File Transfer Protocol (FTP) server software. For more information, see Ftp.

Lpr
Sends print jobs to remote UNIX printers managed by Line Printer Daemon (LPD) print server software. For more information, see Lpr.

Rcp
Copies files between Windows 2000 and computers running Remote Copy Protocol (RCP) server software. For more information, see Rcp.

Rexec
Executes processes on remote computers. For more information, see Rexec.

Rsh
Runs commands on a computer running Remote Shell (RSH) server software. For more information, see Rsh.

Telnet
Uses terminal-based login to remotely access network devices that are running Telnet server software. For more information, see Telnet.

Tftp
Transfers small files between Windows 2000 and computers running Trivial File Transfer Protocol (TFTP) server software. For more information, see Tftp.

Diagnostic utilities 

Utility
Description

Arp
Displays and modifies the Address Resolution Protocol (ARP) cache. This cache is a local table used by Windows 2000 to resolve IP addresses to media access control addresses used on the local network. For more information, see Arp and Troubleshooting hardware addresses by using arp.

Hostname 
Returns the host name of the local computer. For more information, see Hostname.

Ipconfig
Displays the current TCP/IP configuration. Also used to manually release and renew TCP/IP configurations assigned by a DHCP server. For more information, see Ipconfig and Command-line utilities.

Lpq
Obtains print queue status information from computers running Line Printer Daemon (LPD) print server software. For more information, see Lpq.

Nbtstat
Displays the local NetBIOS name table, a table of NetBIOS names registered by local applications, and the NetBIOS name cache, a local cache listing of NetBIOS computer names that have been resolved to IP addresses. For more information, see Nbtstat and Troubleshooting NetBIOS names by using nbtstat.

Netstat
Displays TCP/IP protocol session information. For more information, see Netstat and Displaying connection statistics by using netstat.

Nslookup
Checks records, domain host aliases, domain host services, and operating system information by querying DNS servers. For more information, see Nslookup.

Ping
Verifies configurations and tests IP connectivity. For more information, see Ping and Testing connections by using ping.

Route
Displays or modifies the local routing table. For more information, see Route.

Tracert
Traces the route a packet takes to a destination. For more information, see Tracert and Tracing network connections by using tracert.

Pathping
Traces the route a packet takes to a destination and displays information on packet losses for each router in the path. Pathping can also be used to troubleshoot Quality of Service (QoS) connectivity. For more information, see Testing routers by using Pathping.

Server-based software 

Server software
Description

TCP/IP Printing service
The TCP/IP Printing service offers a Line Printer Daemon (LPD) printing service for computers running Windows 2000. This service allows UNIX computers to send print jobs to computers running Windows 2000 by using the Line Printer Remote (Lpr) utility for printing.

Internet Information Services
Internet Information Services (IIS) offers Web, Gopher, and FTP server software for providing TCP/IP-based publishing services. IIS is provided with Windows 2000 Server to offer an enterprise-ready Web server to use with an unlimited number of simultaneous connections.

Peer Web Services
Peer Web Services is provided with Windows 2000 Professional to provide Web-publishing services similar to those offered by IIS for serving fewer than 10 simultaneous connections.

New TCP/IP features for Windows 2000

TCP/IP for Windows 2000 has been updated to include several features that simplify configuration on a single subnet and optimize TCP performance in high-bandwidth network environments.

These new features include support for:

·
Automatic private address configuration. 

·
Large TCP windows. 

·
Selective acknowledgments. 

·
Better roundtrip time (RTT) estimation. 

·
ICMP router discovery. 

·
DNS caching. 

·
Disabling NetBIOS over TCP/IP. 

Automatic private address configuration

You use Automatic Private IP Addressing (APIPA) to automate TCP/IP address configuration for single-subnet networks that do not contain a DHCP server.

By default, a computer running Windows 2000 first tries to contact a DHCP server on the network to dynamically obtain configuration for each installed network connection.

·
If a DHCP server is reached and the leased configuration is successful, TCP/IP configuration is completed. 

·
If a DHCP server is not reached, the computer instead uses APIPA to automatically configure TCP/IP. When you use APIPA, Windows 2000 determines an address in the reserved IP address range from 169.254.0.1 through 169.254.255.254. This address is used as a temporary IP address configuration until a DHCP server is located. The subnet mask is set to 255.255.0.0. 

The APIPA range of IP addresses is reserved by the Internet Assigned Numbers Authority (IANA). Any IP addresses within this range are not used on the Internet.

APIPA eliminates IP address configuration for single-network small office or home office networks that are not connected to the Internet.

Large TCP windows

Window size reflects the maximum number of packets that can be sent without waiting for positive acknowledgment. Large TCP windows improve TCP/IP performance when large amounts of data are in transit between the sender and receiver. In typical TCP-based communication, the maximum window size is usually fixed at the onset of connection and limited to 64 kilobytes.

With large window support, you can dynamically recalculate and scale the actual window size by using a TCP option as needed during longer sessions. With this option, more data packets are in transit on the network at one time, which increases throughput.

For more information about large TCP windows, see RFC 1323, "TCP Extensions for High Performance."

Selective acknowledgments

In typical TCP-based communication, acknowledgments are cumulative. TCP only acknowledges segments received that are contiguous with previously acknowledged segments. Noncontiguous segments—segments received out of sequence—are not explicitly acknowledged. TCP requires that segments are received and acknowledged within a brief time period, or the missing segment, and all subsequent segments that follow it, must be retransmitted.

Selective acknowledgments are a recent TCP option that allow the receiver to selectively notify and request that a sender resend only data that is actually missing. This results in smaller amounts of data that require retransmission and better use of network bandwidth.

For more information about selective acknowledgments, see RFC 2018, "TCP Selective Acknowledgment Options."

Better RTT estimation

Roundtrip time (RTT) is used by TCP to estimate the amount of time that is needed for roundtrip communication between a sender and a receiver. Windows 2000 supports the use of the TCP Round Trip Time Measurement option to improve how RTT is estimated. By calculating more accurate RTT information more often, TCP uses better estimates for setting retransmission timers, which helps improve overall TCP speed and performance.

Improvements in estimating RTT help significantly over longer roundtrip network links, such as WANs that span continents or that use either wireless or satellite communication links.

For more information about TCP roundtrip time measurement, see RFC 1323, "TCP Extensions for High Performance."

ICMP router discovery

Internet Control Message Protocol (ICMP) router discovery is the use of ICMP messages to discover the default gateway on a network segment when a default gateway is not manually configured or assigned by using DHCP. ICMP router discovery consists of two ICMP messages: the router solicitation and the router advertisement. A router solicitation is sent by a host to discover the routers on the network. A router advertisement is sent by a router in response to a router solicitation and periodically to notify hosts on the network that the router is still available. ICMP router discovery is enabled by default on TCP/IP for Windows 2000 hosts.

You can configure a Windows 2000 Server computer running the Routing and Remote Access service to support ICMP router discovery as a router. For more information, see Routing overview.

ICMP router discovery is described in RFC 1256, "ICMP Router Discovery Messages".

DNS caching

The Domain Name System (DNS) resolver in TCP/IP for Windows 2000 caches DNS name queries. You can view and flush the contents of the DNS cache by using the Ipconfig utility. For more information, see Client features and Using ipconfig to view or reset a client resolver cache.

Disabling NetBIOS over TCP/IP

With Windows 2000, you can disable NetBIOS over TCP/IP (NetBT) for each network connection. This feature is intended for computers that only use DNS name registration and resolution techniques and communicate by using the Client for Microsoft Networks and the File and Print Sharing for Microsoft Networks components with other computers where NetBT is disabled. Examples of disabling NetBT include computers in specialized or secured roles for your network, such as an edge proxy server or bastion host in a firewall environment, where NetBT support is not required or desired.

The following are considerations for disabling NetBT on computers running Windows 2000:

·
The computer no longer listens for traffic to the NetBIOS datagram service at User Datagram Protocol (UDP) port 138, the NetBIOS name service at UDP port 137, and the NetBIOS session service at Transmission Control Protocol (TCP) port 139. 

·
TCP/IP-based connections that use the Client for Microsoft Networks and the File and Print Sharing for Microsoft Networks components are only possible to other computers that have NetBT disabled. This affects the ability to see computers on the network and connect to file shares and network printers. 

·
NetBIOS name resolution techniques such as WINS, local subnet broadcasts, and the Lmhosts file are no longer used. All name resolution occurs through DNS queries and the Hosts file. 

·
If the computer needs to participate in WINS as a client, it must have NetBT enabled on at least one network connection. 

·
If a Windows 2000 Server computer needs to run the WINS service, it must have NetBT enabled on at least one network connection. 

A good example of disabling NetBT is for a server computer that has a connection to a private network and connection to an external network, such as the Internet. In this case, NetBT is not required for the Internet connection. By disabling NetBT on only the Internet connection, the dual-homed computer continues to function as either a WINS server or client for the internal network, and WINS clients are still serviced for connections made by using other physical network adapters installed on the computer.

You can disable NetBT on the WINS tab in the properties of the TCP/IP protocol. For more information, see To configure TCP/IP to use WINS. You can also disable NetBT through DHCP by using a Microsoft vendor-specific DHCP option. For more information, see Microsoft vendor-specific options.

Additional feature information

For additional information about TCP/IP performance enhancements and features in Windows 2000, see the RFC documents previously listed. For information about obtaining RFC documents, see Obtaining RFCs.

Security features of TCP/IP for Windows 2000

TCP/IP for Windows 2000 incorporates security features that provide protection of the TCP/IP data as it is sent on the network and configuration of the types of local host traffic that are processed.

Internet Protocol security

Internet Protocol security (IPSec) is a set of Internet standards that uses cryptographic security services to provide the following:

·
Confidentiality 


IPSec traffic is encrypted. Captured IPSec traffic is unintelligible without knowledge of the encryption key. 

·
Authentication 


IPSec traffic is digitally signed with the shared encryption key so that the receiver can verify that it was sent by the IPSec peer.

·
Data integrity 


IPSec traffic contains a cryptographic checksum that incorporates the encryption key. The receiver can verify that the packet was not modified in transit.

For more information about IPSec, see Internet Protocol security (IPSec)

For information about configuring IPSec policies for the TCP/IP protocol, see To configure TCP/IP to use an IPSec policy.

TCP/IP filtering

With TCP/IP filtering, a feature known as TCP/IP Security in Windows NT version 4.0, you can specify exactly which types of incoming TCP/IP traffic are processed for each IP interface. This feature is designed to isolate the traffic that is processed by Internet or intranet servers in the absence of other TCP/IP filtering provided by the Routing and Remote Access service or other TCP/IP applications or services. TCP/IP filtering is disabled by default.

TCP/IP filtering is a set of filters for inbound local host TCP/IP traffic. Local host traffic is traffic that is processed by the host because the destination IP address of inbound TCP/IP traffic is addressed to an assigned interface addresses, appropriate subnet broadcast addresses, or a multicast address. TCP/IP filtering does not apply to routed traffic that is forwarded between interfaces.

With TCP/IP filtering, you can confine local host inbound TCP/IP traffic based on the:

·
Destination TCP port 

·
Destination UDP port 

·
IP protocol 

For information about configuring TCP/IP filtering, see To configure TCP/IP to use TCP/IP filtering.

Understanding TCP/IP

This section covers:

·
Core protocols of TCP/IP 

·
IP addressing and routing 

·
Name resolution

Core protocols of TCP/IP

This section covers:

·
Address Resolution Protocol (ARP) 

·
Internet Protocol (IP) 

·
Internet Control Message Protocol (ICMP) 

·
Internet Group Management Protocol (IGMP) 

·
User Datagram Protocol (UDP) 

·
Transmission Control Protocol (TCP) 

Address Resolution Protocol (ARP)

Address Resolution Protocol (ARP) is a required TCP/IP standard defined in RFC 826, "Address Resolution Protocol (ARP)." ARP resolves IP addresses used by TCP/IP-based software to media access control addresses used by LAN hardware. ARP provides the following protocol services to hosts located on the same physical network:

·
Media access control addresses are obtained by using a network broadcast request in the form of the question "What is the media access control address for a device that is configured with the enclosed IP address?" 

·
When an ARP request is answered, both the sender of the ARP reply and the original ARP requester record each other's IP address and media access control address as an entry in a local table called the ARP cache for future reference. 

Hardware addressing

Hardware built for use on LANs must contain a unique address programmed into the device by the manufacturer. For Ethernet and Token Ring LAN hardware, this address is known as a media access control address.

Each media access control address identifies the device within its own physical network with a 6-byte number programmed into read-only memory (ROM) on each physical hardware device, such as a network adapter. Media access control addresses are typically displayed in hexadecimal (for example, 00-AA-00-3F-89-4A).

Authority and registration of media access control addresses are overseen by the Institute of Electrical and Electronics Engineers (IEEE). Currently, the IEEE registers and assigns unique numbers for the first three bytes of the media access control address to individual manufacturers. Each manufacturer can then assign the last three bytes of the media access control address to individual network adapters.

How ARP resolves media access control addresses for local traffic

The following illustration shows how ARP resolves IP addresses to hardware addresses for hosts on the same local network.

In this example, two TCP/IP hosts, Hosts A and B, are both located on the same physical network. Host A is assigned the IP address of 10.0.0.99 and Host B is assigned the IP address of 10.0.0.100.

When Host A tries to communicate with Host B, the following steps resolve Host B's software-assigned address (10.0.0.100) to Host B's hardware-assigned media access control address:

 1.
Based on the contents of the routing table on Host A, IP determines that the forwarding IP address to be used to reach Host B is 10.0.0.100. Host A then checks its own local ARP cache for a matching hardware address for Host B. 

 2.
If Host A finds no mapping in the cache, it broadcasts an ARP request frame to all hosts on the local network with the question "What is the hardware address for 10.0.0.100?" Both hardware and software addresses for the source, Host A, are included in the ARP request. 


Each host on the local network receives the ARP request and checks for a match to its own IP address. If a host does not find a match, it discards the ARP request. 

 3.
Host B determines that the IP address in the ARP request matches its own IP address and adds a hardware/software address mapping for Host A to its local ARP cache. 

 4.
Host B sends an ARP reply message containing its hardware address directly back to Host A. 

 5.
When Host A receives the ARP reply message from Host B, it updates its ARP cache with a hardware/software address mapping for Host B. 

Once the media access control address for Host B has been determined, Host A can send IP traffic to Host B by addressing it to Host B's media access control address. 

How ARP resolves media access control addresses for remote traffic

ARP is also used to forward IP datagrams to local routers for destinations that are not on the local network. In this situation, ARP resolves the media access control address of a router interface on the local network.

The following illustration shows how ARP resolves IP addresses to hardware addresses for two hosts on different physical networks connected by a common router.

In this example, Host A is assigned an IP address of 10.0.0.99 and Host B uses an IP address of 192.168.0.99. Router interface 1 is on the same physical network as Host A and uses the IP address 10.0.0.1. Router interface 2 is on the same physical network as Host B and uses the IP address 192.168.0.1.

When Host A tries to communicate with Host B, the following steps resolve Router interface 1's software-assigned address (10.0.0.1) to its hardware-assigned media access control address:

 1.
Based on the contents of the routing table on Host A, IP determines that the forwarding IP address to be used to reach host B is 10.0.0.1, the IP address of its default gateway. Host A then checks its own local ARP cache for a matching hardware address for 10.0.0.1. 

 2.
If Host A finds no mapping in the cache, it broadcasts an ARP request frame to all hosts on the local network with the question "What is the hardware address for 10.0.0.1?" Both hardware and software addresses for the source, Host A, are included in the ARP request. 


Each host on the local network receives the ARP request and checks for a match to its own IP address. If a host does not find a match, it discards the ARP request. 

 3.
The router determines that the IP address in the ARP request matches its own IP address and adds a hardware/software address mapping for Host A to its local ARP cache. 

 4.
The router then sends an ARP reply message containing its hardware address directly back to Host A. 

 5.
When Host A receives the ARP reply message from the router, it updates its ARP cache with a hardware/software address mapping for 10.0.0.1. 

Once the media access control address for Router interface 1 has been determined, Host A can send IP traffic to Router interface 1 by addressing it to the Router interface 1 media access control address. The router then forwards the traffic to Host B through the same ARP process as discussed in How ARP resolves media access control addresses for local traffic. 

The ARP cache

To minimize the number of broadcasts, ARP maintains a cache of IP address–to–media access control address mappings for future use. The ARP cache can contain both dynamic and static entries. Dynamic entries are added and removed automatically over time. Static entries remain in the cache until the computer is restarted. 

Each dynamic ARP cache entry has a potential lifetime of 10 minutes. New entries added to the cache are timestamped. If an entry is not reused within 2 minutes of being added, it expires and is removed from the ARP cache. If an entry is used, it receives two more minutes of lifetime. If an entry keeps getting used, it receives an additional two minutes of lifetime up to a maximum lifetime of 10 minutes.

You can view the ARP cache by using the arp command. To view the ARP cache on a computer running Windows 2000, type arp –a at a Windows 2000 command prompt. To view arp command-line options, type arp /? at a command prompt.

Note   There is a separate ARP cache for each network adapter on a computer running Windows 2000. 

Internet Protocol (IP)

IP is a required TCP/IP standard defined in RFC 791, "Internet Protocol (IP)." IP is a connectionless, unreliable datagram protocol primarily responsible for addressing and routing packets between hosts.

Connectionless means that a session is not established before exchanging data. Unreliable means that delivery is not guaranteed. IP always makes a best-effort attempt to deliver a packet. An IP packet might be lost, delivered out of sequence, duplicated, or delayed. IP does not attempt to recover from these types of errors. The acknowledgment of packets delivered and the recovery of lost packets is the responsibility of a higher-layer protocol, such as TCP.

An IP packet, also known as an IP datagram, consists of an IP header and an IP payload, as shown in the following illustration.

The IP header contains the following fields for addressing and routing:

IP header field
Function

Source IP address
The IP address of the original source of the IP datagram.

Destination IP address
The IP address of the final destination of the IP datagram.

Time-to-Live (TTL)
Designates the number of network segments on which the datagram is allowed to travel before being discarded by a router. The TTL is set by the sending host and is used to prevent packets from endlessly circulating on an IP internetwork. When forwarding an IP packet, routers are required to decrease the TTL by at least 1.

Internet Control Message Protocol (ICMP)

Internet Control Message Protocol (ICMP) is a required TCP/IP standard defined in RFC 792, "Internet Control Message Protocol (ICMP)." With ICMP, hosts and routers that use IP communication can report errors and exchange limited control and status information.

ICMP messages are usually sent automatically in one of the following situations:

·
An IP datagram cannot reach its destination. 

·
An IP router (gateway) cannot forward datagrams at the current rate of transmission. 

·
An IP router redirects the sending host to use a better route to the destination. 

ICMP messages are encapsulated and sent within IP datagrams, as shown in the following illustration.

Different types of ICMP messages are identified in the ICMP header. Because ICMP messages are carried in IP datagrams, they are unreliable.

The most common ICMP messages are listed and described in the following table.

ICMP message
Description

Echo request
Determines whether an IP node (a host or a router) is available on the network.

Echo reply
Replies to an ICMP echo request.

Destination unreachable
Informs the host that a datagram cannot be delivered.

Source quench
Informs the host to lower the rate at which it sends datagrams because of congestion.

Redirect
Informs the host of a preferred route.

Time exceeded
Indicates that the Time-to-Live (TTL) of an IP datagram has expired.

You can use the ping command to send ICMP echo request messages and record the receipt of ICMP echo reply messages. With these messages, you can detect network or host communication failures and troubleshoot common TCP/IP connectivity problems.

For more information about ICMP, see RFC 792, "Internet Control Message Protocol (ICMP)." For more information about obtaining RFCs, see Obtaining RFCs.

Internet Group Management Protocol (IGMP)

The use of IP multicasting in TCP/IP networks is defined as a TCP/IP standard in RFC 1112, "Internet Group Management Protocol (IGMP)." In addition to defining address and host extensions for how IP hosts support multicasting, this RFC also defines the Internet Group Management Protocol (IGMP) version 1. RFC 2236, "Internet Group Management Protocol (IGMP), version 2" defines IGMP version 2. Both versions of IGMP provide a protocol to exchange and update information about host membership in specific multicast groups

What is IP multicasting?

Multicast IP traffic is sent to a single address but is processed by multiple hosts. IP multicasting is similar to a newsletter subscription. When only subscribers receive the newsletter when it is published, only host computers that belong to the multicast group receive and process IP traffic sent to the group's reserved IP address. The set of hosts listening on a specific IP multicast address is called a multicast group.

Other important aspects of IP multicasting include the following:

·
Group membership is dynamic, allowing hosts to join and leave the group at any time. 

·
The ability of hosts to join multicast groups is performed through the sending of IGMP messages. 

·
Groups are not limited by size and members can be spread out across multiple IP networks (if connecting routers support the propagation of IP multicast traffic and group membership information). 

·
A host can send IP traffic to the group's IP address without belonging to the corresponding group. 

Multicast addressing

IP multicast addresses are reserved and assigned from within the Class D address range from 224.0.0.0 through 239.255.255.255. The following table is a partial list of well-known Class D addresses used by Windows 2000 components that are reserved for IP multicasting and registered with the Internet Assigned Numbers Authority (IANA).

IP multicast address
Description

224.0.0.0
Base address (reserved).

224.0.0.1
The All Hosts multicast group that contains all systems on the same network segment.

224.0.0.2
The All Routers multicast group that contains all routers on the same network segment.

224.0.0.5
The Open Shortest Path First (OSPF) AllSPFRouters address. Used to send OSPF routing information to all OSPF routers on a network segment.

224.0.0.6
The OSPF AllDRouters address. Used to send OSPF routing information to OSPF designated routers on a network segment.

224.0.0.9
The RIP Version 2 group address. Used to send RIP routing information to all RIP v2 routers on a network segment.

224.0.1.24
WINS server group address. Used to support autodiscovery and dynamic configuration of replication for WINS servers. For more information, see WINS replication.

For a full and current listing of additional IP addresses that are reserved for multicasting, see the Internet Multicast Addresses Web site (http://www.isi.edu/in-notes/iana/assignments/multicast-addresses).

A single IP address within the Class D reserved range identifies each multicast group. Each group's reserved IP address is shared by all host members of the group who listen and receive any IP messages sent to the group's IP address.

IP multicast addresses are mapped to a reserved set of media access control multicast addresses.

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

IGMP messages

IGMP is used to exchange membership status information between IP routers that support multicasting and members of multicast groups. Host membership in a multicast group is reported by individual member hosts, and membership status is periodically polled by multicast routers.

IGMP message types are described in the following table.

IGMP message type
Description

Host membership report
When a host joins a multicast group, it sends an IGMP host membership report message, declaring its membership in a specific host group. IGMP host membership report message are also sent in response to an IGMP host membership query sent by a router.

Host membership query
Used by a multicast router to periodically poll a network for group members.

Leave group
Sent by a host when they leave a host group and are the last member of that group on the network segment.

IGMP messages are encapsulated and sent within IP datagrams as shown in the following illustration.

User Datagram Protocol (UDP)

The User Datagram Protocol (UDP) is a TCP/IP standard defined in RFC 768, "User Datagram Protocol (UDP)." UDP is used by some programs instead of TCP for fast, lightweight, unreliable transportation of data between TCP/IP hosts.

UDP provides a connectionless datagram service that offers best-effort delivery, which means that UDP does not guarantee delivery or verify sequencing for any datagrams. A source host that needs reliable communication must use either TCP or a program that provides its own sequencing and acknowledgment services.

UDP messages are encapsulated and sent within IP datagrams, as shown in the following illustration.

UDP ports

UDP ports provide a location for sending and receiving UDP messages. A UDP port functions as a single message queue for receiving all datagrams intended for the program specified by each protocol port number. This means UDP-based programs can receive more than one message at a time.

The server side of each program that uses UDP listens for messages arriving on their well-known port number. All UDP server port numbers less than 1,024 (and some higher numbers) are reserved and registered by the Internet Assigned Numbers Authority (IANA).

Each UDP server port is identified by a reserved or well-known port number. The following table shows a partial list of well-known UDP server port numbers that are used by standard UDP-based programs.

UDP port number
Description 

53
DNS name queries

69
Trivial File Transfer Protocol (TFTP)

137
NetBIOS name service

138
NetBIOS datagram service

161
Simple Network Management Protocol (SNMP)

520
Routing Information Protocol (RIP)

For an updated, complete list of all currently registered well-known UDP ports, see the Port Numbers Web site (http://www.isi.edu/in-notes/iana/assignments/port-numbers).

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

UDP and TCP

In general, differences in how UDP and TCP deliver data are similar to the differences between a telephone call and a postcard. TCP works like a telephone call by verifying that the destination is available and ready to communicate. UDP works like a postcard—messages are small and delivery is likely, but not always assured.

UDP is typically used by programs that transmit small amounts of data at one time or have real-time requirements. In these situations, the low overhead and multicasting capabilities of UDP (for example, one datagram, many recipients) are better suited than TCP. 

UDP contrasts directly with the services and features provided by TCP. The following table compares differences in how TCP/IP communication is handled depending on whether UDP or TCP is used for transporting data. 

UDP
TCP

Connectionless service; no session is established between hosts.
Connection-oriented service; a session is established between hosts.

UDP does not guarantee or acknowledge delivery, or sequence data.
TCP guarantees delivery through the use of acknowledgments and sequenced delivery of data.

Programs that use UDP are responsible for providing any reliability needed to transport data.
Programs that use TCP are provided assurance of reliable data transport.

UDP is fast, has low overhead requirements, and can support point-to-point and point-to-multipoint communication.
TCP is slower, has higher overhead requirements, and only supports point-to-point communication.

Both UDP and TCP use ports to identify communications for each TCP/IP program.

Transmission Control Protocol (TCP)

Transmission Control Protocol (TCP) is a required TCP/IP standard defined in RFC 793, "Transmission Control Protocol (TCP)," that provides a reliable, connection-oriented packet delivery service. The Transmission Control Protocol:

·
Guarantees delivery of IP datagrams. 

·
Performs segmentation and reassembly of large blocks of data sent by programs. 

·
Ensures proper sequencing and ordered delivery of segmented data. 

·
Performs checks on the integrity of transmitted data by using checksum calculations. 

·
Sends positive messages depending on whether data was received successfully. By using selective acknowledgments, negative acknowledgments for data not received are also sent. 

·
Offers a preferred method of transport for programs that must use reliable session-based data transmission, such as client/server database and e-mail programs. 

How TCP works

TCP is based on point-to-point communication between two network hosts. TCP receives data from programs and processes this data as a stream of bytes. Bytes are grouped into segments that TCP then numbers and sequences for delivery.

Before two TCP hosts can exchange data, they must first establish a session with each other. A TCP session is initialized through a process known as a three-way handshake. This process synchronizes sequence numbers and provides control information that is needed to establish a virtual connection between both hosts.

Once the initial three-way handshake completes, segments are sent and acknowledged in a sequential manner between both the sending and receiving hosts. A similar handshake process is used by TCP before closing a connection to verify that both hosts are finished sending and receiving all data.

TCP segments are encapsulated and sent within IP datagrams, as shown in the following illustration.

TCP ports

TCP ports use a specific program port for delivery of data sent by using Transmission Control Protocol (TCP). TCP ports are more complex and operate differently from UDP ports.

While a UDP port operates as a single message queue and the network endpoint for UDP-based communication, the final endpoint for all TCP communication is a unique connection. Each TCP connection is uniquely identified by dual endpoints.

Each single TCP server port is capable of offering shared access to multiple connections because all TCP connections are uniquely identified by two pairs of IP address and TCP ports (one address/port pairing for each connected host).

TCP programs use reserved or well-known port numbers, as shown in the following illustration.

The server side of each program that uses TCP ports listens for messages arriving on their well-known port number. All TCP server port numbers less than 1,024 (and some higher numbers) are reserved and registered by the Internet Assigned Numbers Authority (IANA).

The following table is a partial list of some well-known TCP server ports used by standard TCP-based programs.

TCP port number
Description 

20
FTP server (data channel)

21
FTP server (control channel)

23
Telnet server

53
Domain Name System zone transfers

80
Web server (HTTP)

139
NetBIOS session service

For an updated, complete list of all currently registered well-known TCP ports, see the Port Numbers Web site (http://www.isi.edu/in-notes/iana/assignments/port-numbers).

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

IP addressing and routing

This section covers:

·
IP addressing 

·
Subnet masks 

·
IP routing 

·
The Windows 2000 IP routing table 

IP addressing

Each TCP/IP host is identified by a logical IP address. This address is unique for each host that communicates by using TCP/IP. Each 32-bit IP address identifies a location of a host system on the network in the same way that a street address identifies a house on a city street.

Just as a street address has a standard two-part format (a street name and a house number), each IP address is separated internally into two parts—a network ID and a host ID:

·
The network ID, also known as a network address, identifies a single network segment within a larger TCP/IP internetwork (a network of networks). All the systems that attach and share access to the same network have a common network ID within their full IP address. This ID is also used to uniquely identify each network within the larger internetwork. 

·
The host ID, also known as a host address, identifies a TCP/IP node (a workstation, server, router, or other TCP/IP device) within each network. The host ID for each device identifies a single system uniquely within its own network. 

Here is an example of a 32-bit IP address:

10000011 01101011 00010000 11001000

To make IP addressing easier, IP addresses are expressed in dotted decimal notation. The 32-bit IP address is segmented into four 8-bit octets. The octets are converted to decimal (base-10 numbering system) and separated by periods. Therefore, the previous IP address example is 131.107.16.200 when converted to dotted decimal notation.

For more information about dotted decimal notation and the conversion of numbers from binary to decimal, see Converting binary to decimal.

The following illustration shows a sample view of an IP address (131.107.16.200) as it is divided into network and host ID sections. The network ID portion (131.107) is indicated by the first two numbers of the IP address. The host ID portion (16.200) is indicated by the last two numbers of the IP address.

Notes

·
Because IP addresses identify devices on a network, a unique IP address must be assigned to each device on the network. 

·
In general, most computers have only a single network adapter installed and therefore require only a single IP address. If a computer has multiple network adapters installed, each adapter needs its own IP address. 

IP address classes

The Internet community has defined five address classes. Class A, B, and C addresses are used for assignment to TCP/IP nodes.

The class of address defines which bits are used for the network and host ID parts of each address. The address class also defines how many networks and hosts per network can be supported.

The following table uses w.x.y.z to designate the four octet values in any given IP address. The table is used to show:

·
How the value of the first octet (w) of any given IP address effectively indicates the class of address. 

·
How the octets in an address are divided into network ID and host ID. 

·
The number of possible networks and hosts per network available for each class. 

Class
Value of w
Network ID
Host ID
Number of networks
Number of hosts per network

A
1–126
w
x.y.z
126
16,777,214

B
128–191
w.x
y.z
16,384
65,534

C
192–223
w.x.y
z
2,097,152
254

D
224–239
Reserved for multicast addressing
N/A
N/A
N/A

E
240–254
Reserved for experimental use
N/A
N/A
N/A

Subnet masks

Network IDs and host IDs within an IP address are distinguished by using a subnet mask. Each subnet mask is a 32-bit number that uses consecutive bit groups of all ones (1) to identify the network ID and all zeroes (0) to identify the host ID portions of an IP address.

For example, the subnet mask normally used with the IP address 131.107.16.200 is the following 32-bit binary number:

11111111 11111111 00000000 00000000

This subnet mask number is 16 one-bits followed by 16 zero-bits, indicating that the network ID and host ID sections of this IP address are both 16 bits in length. Normally, this subnet mask is displayed in dotted decimal notation as 255.255.0.0.

The following table displays subnet masks for the Internet address classes.

Address class 
Bits for subnet mask
Subnet mask

Class A
11111111 00000000 00000000 00000000
255.0.0.0

Class B
11111111 11111111 00000000 00000000
255.255.0.0

Class C
11111111 11111111 11111111 00000000
255.255.255.0

Typically, default subnet mask values (as shown in the previous table) are acceptable for most networks with no special requirements and where each IP network segment corresponds to a single physical network.

In some cases, you can use customized subnet masks to implement IP subnetting. With IP subnetting, you can subdivide the default host ID portion of an IP address to specify subnets, which are subdivisions of the original class-based network ID.

By customizing the subnet mask length, you can reduce the number of bits that are used for the actual host ID. For more information about using a custom subnet mask for subnetting your network, see the Windows 2000 Resource Kit.

Important   To prevent addressing and routing problems, you should make sure all TCP/IP computers on any network segment use the same subnet mask. 

IP routing

In general terms, routing is the process of forwarding packets between connected networks. For TCP/IP-based networks, routing is part of the Internet Protocol (IP) and is used in combination with other network protocol services to provide forwarding capabilities between hosts that are located on separate network segments within a larger TCP/IP-based network.

IP is the mailroom of the TCP/IP protocol, where IP data sorting and delivery take place. Each incoming or outgoing packet is called an IP datagram. An IP datagram contains two IP addresses: the source address of the sending host and the destination address of the receiving host. Unlike hardware addresses, the IP addresses within a datagram remain the same as it travels across a TCP/IP network.

Routing is the primary function of IP. IP datagrams are exchanged and processed on each host by using IP at the Internet layer.

Above the IP layer, transport services on the source host pass data in the form of TCP segments or UDP messages to the IP layer. The IP layer assembles IP datagrams with source and destination address information that is used to route the data through the network. The IP layer then passes datagrams down to the network interface layer. At this layer, data-link services convert IP datagrams into frames for transmission over network-specific media on a physical network. This process happens in reverse order on the destination host.

Each IP datagram contains a source and destination IP address. IP layer services on each host examine the destination address of each datagram, compare this address to a locally maintained routing table, and then decide what further forwarding action to take. IP routers are attached to two or more IP network segments that are enabled to forward packets between them. The following sections discuss IP routers and the use of routing tables in further detail.

IP routers

TCP/IP network segments are interconnected by IP routers, which are devices that pass IP datagrams from one network segment to another. This process is known as IP routing and is shown in the following illustration.

IP routers provide the primary means of joining together two or more physically separated IP network segments. All IP routers share two essential characteristics:

·
IP routers are multihomed hosts. 


A multihomed host is a network host that uses two or more network connection interfaces to connect to each physically separated network segment.

·
IP routers provide packet forwarding for other TCP/IP hosts. 


IP routers are distinct from other hosts that use multihoming in one important way: An IP router must be able to forward IP-based communication between networks for other IP network hosts.

You can implement IP routers by using a variety of possible hardware and software products. Box-based routers—dedicated hardware devices that run specialized software—are common. In addition, you can use routing solutions that are based on software, such as the Routing and Remote Access service, which runs on a computer running Windows 2000 Server.

For information about IP routing with the Windows 2000 Routing and Remote Access service, see Routing.

Regardless of the type of IP routers that you use, all IP routing relies on the use of a routing table to communicate between network segments.

Routing tables

TCP/IP hosts use a routing table to maintain knowledge about other IP networks and IP hosts. Networks and hosts are identified by using an IP address and a subnet mask. In addition, routing tables are important because they provide needed information to each local host regarding how to communicate with remote networks and hosts.

For each computer on an IP network, you can maintain a routing table with an entry for every other computer or network that communicates with the local computer. In general, this is not practical, and a default gateway (IP router) is used instead.

When a computer prepares to send an IP datagram, it inserts its own source IP address and the destination IP address of the recipient into the IP header. The computer then examines the destination IP address, compares it to a locally maintained IP routing table, and takes appropriate action based on what it finds. The computer does one of three things:

·
It passes the datagram up to a protocol layer above IP on the local host. 

·
It forwards the datagram through one of its attached network interfaces. 

·
It discards the datagram. 

IP searches the routing table for the route that is the closest match to the destination IP address. The most specific to the least specific route is in the following order:

·
A route that matches the destination IP address (host route). 

·
A route that matches the network ID of the destination IP address (network route). 

·
The default route. 

If a matching route is not found, IP discards the datagram.

For more information, see The Windows 2000 IP routing table.

The Windows 2000 IP routing table

Every computer that runs TCP/IP makes routing decisions. These decisions are controlled by the IP routing table. To display the IP routing table on a computer that is running Windows 2000, you can type route print at a command prompt.

The following table shows an example of an IP routing table. This example is for a computer running Windows 2000 with one network adapter and the following configuration:

·
IP address: 10.0.0.169 

·
Subnet mask: 255.0.0.0 

·
Default gateway: 10.0.0.1 

Description 
Network destination
Netmask
Gateway
Interface
Metric

Default route
0.0.0.0
0.0.0.0
10.0.0.1
10.0.0.169
1

Loopback network
127.0.0.0
255.0.0.0
127.0.0.1
127.0.0.1
1

Local network
10.0.0.0
255.0.0.0
10.0.0.169
10.0.0.169
1

Local IP address
10.0.0.169
255.255.255.255
127.0.0.1
127.0.0.1
1

Multicast addresses
224.0.0.0
240.0.0.0
10.0.0.169
10.0.0.169
1

Limited broadcast address
255.255.255.255
255.255.255.255
10.0.0.169
10.0.0.169
1

Note   The descriptions in the first column of the preceding table are not actually displayed in the output of the route print command. 

The routing table is built automatically, based on the current TCP/IP configuration of your computer. Each route occupies a single line in the displayed table. The routing table is searched by your computer for an entry that is the most specific match to the destination IP address.

Your computer uses the default route if no other host or network route matches the destination address included in an IP datagram. The default route typically forwards an IP datagram (for which there is no matching or explicit local route) to a default gateway address for a router on the local subnet. In the previous example, the default route forwards the datagram to a router with a gateway address of 10.0.0.1.

Because the router that corresponds to the default gateway contains information about the network IDs of the other IP subnets within the larger TCP/IP internet, it forwards the datagram to other routers until the datagram is eventually delivered to an IP router that is connected to the specified destination host or subnet within the larger network.

The following sections describe each of the columns displayed in the IP routing table: network destination, netmask, gateway, interface, and metric.

Network destination

The network destination is used with the netmask to match the destination IP address. The network destination can range from 0.0.0.0 for the default route through 255.255.255.255 for the limited broadcast, which is a special broadcast address to all hosts on the same network segment.

Netmask

The netmask is the subnet mask that is applied to the destination IP address when matching to the value in the network destination. When netmask is written in binary, a "1" must match and a "0" need not match. For example, a 0.0.0.0 netmask is used for the default route, which means that none of the bits must match. For host routes, a route that matches an IP address, a 255.255.255.255 netmask is used.

Gateway

The gateway address is the IP address that the local host uses to forward IP datagrams to other IP networks. This is either the IP address of a local network adapter or the IP address of an IP router (such as a default gateway router) on the local network segment.

Interface

The interface is the IP address that is configured on the local computer for the local network adapter that is used when an IP datagram is forwarded on the network.

Metric

A metric indicates the cost of using a route, which is typically the number of hops to the IP destination. Anything on the local subnet is one hop, and each router crossed after that is an additional hop. If there are multiple routes to the same destination with different metrics, the route with the lowest metric is selected.

For information about adding routes to the IP routing table, see To add a static IP route. For information about deleting routes in the IP routing table, see To remove a static IP route.

Multihomed Windows 2000 hosts

The following shows the default routing table for a multihomed Windows 2000 host with this configuration:

·
Network adapter 1 

·
IP address: 10.0.0.169 

·
Subnet mask: 255.0.0.0 

·
Default gateway: 10.0.0.1 

·
Network adapter 2 

·
IP address: 192.168.0.200 

·
Subnet mask: 255.255.0.0 

·
Default gateway: 192.168.0.1 

Network destination
Netmask
Gateway
Interface
Metric

0.0.0.0
0.0.0.0
10.0.0.1
10.0.0.169
1

0.0.0.0
0.0.0.0
192.168.0.1
192.168.0.200
1

127.0.0.0
255.0.0.0
127.0.0.1
127.0.0.1
1

10.0.0.0
255.0.0.0
10.0.0.169
10.0.0.169
1

10.0.0.169
255.255.255.255
127.0.0.1
127.0.0.1
1

192.168.0.0
255.255.0.0
192.168.0.200
192.168.0.200
1

192.168.0.200
255.255.255.255
127.0.0.1
127.0.0.1
1

192.168.0.255
255.255.255.255
192.168.0.200
192.168.0.200
1

224.0.0.0
240.0.0.0
10.0.0.169
10.0.0.169
1

224.0.0.0
240.0.0.0
192.168.0.200
192.168.0.200
1

255.255.255.255
255.255.255.255
10.0.0.169
10.0.0.169
1

255.255.255.255
255.255.255.255
192.168.0.200
192.168.0.200
1

For information about enabling IP forwarding on a multihomed computer running Windows 2000, see To enable IP forwarding.

Notes

·
When you configure a default gateway to each network adapter, you create a 0.0.0.0 route for each network adapter. However, only one default route is actually used. In the previous example, the 10.0.0.169 IP address is the first network adapter in the TCP/IP bindings, and therefore the default route for Network adapter 1 is used. Because only one default gateway is used, you only need to configure one network adapter with a default gateway. This reduces confusion and assures the results you intended. 

·
If the IP router is a Windows 2000 router and does not have an interface on a given network, it needs a route to get there. You can add static routes or use routing protocols that are provided by the Routing and Remote Access service. For information about IP routing with the Routing and Remote Access service, see Routing.

Name resolution

While IP is designed to work with the 32-bit IP addresses of the source and the destination hosts, computers are used by people who are not very good at using and remembering the IP addresses of the computers with which they want to communicate. People are much better at using and remembering names rather than IP addresses.

If a name is used as an alias for an IP address, you need to ensure that the name is unique and that it resolves to the correct IP address.

In Windows 2000, there are two types of names to resolve:

·
Host names 


Host names are used by programs that use the Windows Sockets programming interface, such as Web browsers. For more information, see Host name resolution.

·
NetBIOS names 


NetBIOS names are used by network programs or services that use the NetBIOS programming interface, such as Client for Microsoft Networks and File and Printer Sharing for Microsoft Networks. For more information, see NetBIOS name resolution.

Host name resolution

Host name resolution means successfully mapping a host name to an IP address. A host name is an alias that is assigned to an IP node to identify it as a TCP/IP host. The host name can be up to 255 characters long and can contain alphabetic and numeric characters, hyphens, and periods. You can assign multiple host names to the same host.

Windows Sockets (Winsock) programs, such as Internet Explorer and the FTP utility, can use one of two values for the destination to which you want to connect: the IP address or a host name. When the IP address is specified, name resolution is not needed. When a host name is specified, the host name must be resolved to an IP address before IP-based communication with the desired resource can begin.

Host names can take various forms. The two most common forms are a nickname and a domain name. A nickname is an alias to an IP address that individual people can assign and use. A domain name is a structured name in a hierarchical namespace called the Domain Name System (DNS). An example of a domain name is www.microsoft.com/.

Nicknames are resolved through entries in the Hosts file, which is stored in the systemroot\System32\Drivers\Etc folder. For more information, see TCP/IP database files.

Domain names are resolved by sending DNS name queries to a configured DNS server. The DNS server is a computer that stores domain name–to–IP address mapping records or has knowledge of other DNS servers. The DNS server resolves the queried domain name to an IP address and sends the result back.

You are required to configure your computers running Windows 2000 with the IP address of your DNS server in order to resolve domain names. You must configure Active Directory–based computers running Windows 2000 with the IP address of a DNS server.

For more information, see DNS defined.

NetBIOS name resolution

NetBIOS name resolution means successfully mapping a NetBIOS name to an IP address. A NetBIOS name is a 16-byte address that is used to identify a NetBIOS resource on the network. A NetBIOS name is either a unique (exclusive) or group (nonexclusive) name. When a NetBIOS process is communicating with a specific process on a specific computer, a unique name is used. When a NetBIOS process is communicating with multiple processes on multiple computers, a group name is used.

An example of a process that uses a NetBIOS name is the File and Printer Sharing for Microsoft Networks service on a computer running Windows 2000. When your computer starts up, this service registers a unique NetBIOS name based on the name of your computer. The exact name used by the service is the 15-character computer name plus a 16th character of 0x20. If the computer name is not 15 characters long, it is padded with spaces up to 15 characters.

When you attempt to make a file-sharing connection to a computer running Windows 2000 by name, the File and Printer Sharing for Microsoft Networks service on the file server you specify corresponds to a specific NetBIOS name. For example, when you attempt to connect to a computer called CORPSERVER, the NetBIOS name corresponding to the File and Printer Sharing for Microsoft Networks service on that computer is:

CORPSERVER     [20]

Note the use of spaces to pad the computer name. Before you can establish a file and print sharing connection, a TCP connection must be created. In order for a TCP connection to be established, the NetBIOS name "CORPSERVER [20]" must be resolved to an IP address.

The exact mechanism by which NetBIOS names are resolved to IP addresses depends on the NetBIOS node type that is configured for the node. RFC 1001, "Protocol Standard for a NetBIOS Service on a TCP/UDP Transport: Concepts and Methods," defines the NetBIOS node types, as listed in the following table.

Node type
Description

B-node(broadcast)
B-node uses broadcast NetBIOS name queries for name registration and resolution. B-node has two major problems: (1) Broadcasts disturb every node on the network, and (2) Routers typically do not forward broadcasts, so only NetBIOS names on the local network can be resolved.

P-node (peer-peer)
P-node uses a NetBIOS name server (NBNS), such as a WINS server, to resolve NetBIOS names. P-node does not use broadcasts; instead, it queries the name server directly.

M-node (mixed)
M-node is a combination of B-node and P-node. By default, an M-node functions as a B-node. If an M-node is unable to resolve a name by broadcast, it queries a NBNS using P-node.

H-node(hybrid)
H-node is a combination of P-node and B-node. By default, an H-node functions as a P-node. If an H-node is unable to resolve a name through the NBNS, it uses a broadcast to resolve the name.

Computers running Windows 2000 are B-node by default and become H-node when they are configured with a WINS server. Windows 2000 can also use a local database file called Lmhosts to resolve remote NetBIOS names. The Lmhosts file is stored in the systemroot\System32\Drivers\Etc folder. For more information, see TCP/IP database files.

It is highly recommended that you configure computers running Windows 2000 with the IP address of your WINS server in order for remote NetBIOS names to be resolved. You must configure Active Directory–based computers running Windows 2000 with the IP address of a WINS server if they are to communicate with other computers running Windows NT and Windows 2000, Windows 95, or Windows 98 that are not Active Directory–based.

For more information about WINS, see WINS defined.

Using TCP/IP

This section covers:

·
TCP/IP configuration items 

·
TCP/IP configuration methods 

·
Installing TCP/IP 

·
Numbering your network 

·
Default gateways 

·
Advanced configuration 

TCP/IP configuration items

For Windows 2000 TCP/IP to function properly, you need to configure the following:

·
IP address 

·
Subnet mask 

·
Default gateway 

·
DNS server 

·
WINS server 

IP address

You must configure each interface on each TCP/IP node (host or router) with a unique IP address that is correct for the attached network segment. The IP address is a required configuration item.

For more information, see IP addressing.

Subnet mask

You must configure each interface on each TCP/IP node (host or router) with a subnet mask that, when combined with the IP address, yields the network ID. All IP interfaces on the same network segment must use the same network ID. Therefore, all IP interfaces on the same network segment must use the same subnet mask. The subnet mask is a required configuration item.

For more information, see Subnet masks.

Default gateway

To communicate with TCP/IP nodes on other network segments, you must configure at least one interface with the IP address of a default gateway (a local router that forwards remote TCP/IP traffic to its destination).

You do not need to configure a default gateway for a network that consists of a single network segment.

For more information, see IP routing.

DNS server

A DNS server can resolve domain names to IP addresses. When a TCP/IP host is configured with the IP address of a DNS server, the TCP/IP host sends DNS name queries to the DNS server for resolution. A DNS server is required for computers running Active Directory–based Windows 2000.

You do not need to configure a DNS server for a network that consists of a single network segment.

For more information, see Host name resolution.

A computer running Windows 2000 Server can be a DNS server. For more information, see Domain Name System (DNS).

WINS server

A WINS server can store and resolve NetBIOS names to IP addresses. When a TCP/IP host is configured with the IP address of a WINS server, the TCP/IP host registers its own NetBIOS names with the WINS server and sends NetBIOS name queries to the WINS server for resolution. A WINS server is highly recommended when there is more than one network segment in your network and when you have computers that are not based on Active Directory (for example, computers running Windows NT 4.0, Windows 95, and Windows 98).

You do not need to configure a WINS server for a network that consists of a single network segment.

For more information, see NetBIOS name resolution.

A computer running Windows 2000 Server can be a WINS server. For more information, see WINS.

TCP/IP configuration methods

You can configure TCP/IP in Windows 2000 by using the following methods:

·
Automatic configuration 

·
Dynamic configuration 

·
Manual configuration 

If you are using either a dynamic or manual configuration, find out more about developing an effective TCP/IP network numbering plan in Numbering your network.

Automatic configuration

By using the new Automatic Private IP Addressing (APIPA) feature, Windows 2000 provides default automatic configuration of the IP address in the reserved range from 169.254.0.1 through 169.254.255.254 and a subnet mask of 255.255.0.0. There is no automatic configuration of a default gateway, DNS server, or WINS server. APIPA is designed for networks that consist of a single network segment that are not connected to the Internet. Therefore, you do not need to configure the default gateway, DNS server, and WINS server.

For more information, see To configure TCP/IP for automatic addressing.

Dynamic configuration

By using DHCP, TCP/IP configuration is done dynamically and automatically when the computer is started. Dynamic configuration requires the configuration of a DHCP server. By default, computers running Windows 2000 are DHCP clients. By properly configuring the DHCP server, TCP/IP hosts can obtain IP address, subnet mask, default gateway, DNS server, NetBIOS node type, and WINS server configuration information. Dynamic configuration (using DHCP) is recommended for medium-to-large TCP/IP networks.

For more information, see To configure TCP/IP for dynamic addressing.

Manual configuration

By manually configuring the properties of the TCP/IP protocol through the properties of a network connection (in Network and Dial-up Connections), you can assign an IP address, subnet mask, default gateway, DNS server, and WINS server. Manual configuration is required in a network with multiple network segments when no DHCP server is present.

For more information, see To configure TCP/IP for static addressing.

Installing TCP/IP

Before you install Microsoft TCP/IP on a computer running Windows 2000, you need to know:

·
Whether your network supports a dynamic TCP/IP configuration, which uses the Dynamic Host Configuration Protocol (DHCP). 


A dynamic configuration is the simplest to complete and can be used if another computer on your network is installed as a DHCP server. The DHCP server provides IP address, subnet mask, default gateway (IP router), DNS domain name, DNS server, and WINS server configuration information.

·
Whether your network requires a manual TCP/IP configuration. 


Some existing networks either do not use DHCP or require that TCP/IP configuration is performed manually for each computer.

For more information about configuration methods, see TCP/IP configuration methods. 

If you do not use DHCP to configure TCP/IP dynamically, obtain the following information from your network administrator to configure TCP/IP manually:

·
The IP address and subnet mask for each network adapter that is installed on the computer. 

·
The IP address for the default local gateway (IP router). 

·
The name of your DNS domain and the IP addresses of the DNS servers on the network.


For Active Directory deployment, the primary DNS suffix of a computer, also known as the computer's primary domain name, is by default the name of the Active Directory domain that the computer has joined. If you want your computer's primary DNS suffix to be different from the name of the Active Directory domain that the computer has joined, see To change the DNS suffix of your computer.

·
The IP addresses for the WINS servers, if WINS services are available on your network. 

For more information about configuration items, see TCP/IP configuration items. 

For instructions about installing and configuring TCP/IP, see To install TCP/IP and Configure TCP/IP.

Numbering your network

For private TCP/IP networks that are not directly or indirectly connected to the Internet, you can use any range of valid IP addresses from Class A, B, or C.

For private TCP/IP networks that are indirectly connected to the Internet by using a network address translator (NAT) or an application layer gateway such as a proxy server, the Internet Assigned Numbers Authority (IANA) recommends that you use the private IP addresses shown in the following table.

Private network ID
Subnet mask
Range of IP addresses

10.0.0.0
255.0.0.0
10.0.0.1 – 10.255.255.254

172.16.0.0
255.240.0.0
172.16.0.1 – 172.31.255.254

192.168.0.0
255.255.0.0
192.168.0.1 – 192.168.255.254

Numbers in these ranges are reserved by IANA for private use on TCP/IP networks and are not used on the Internet.

Usually, for security reasons, you should not connect more than a few TCP/IP systems within your network directly to the Internet. For any host systems on your network that connect to the Internet, you must obtain the use of registered IP addresses from your Internet service provider (ISP).

Notes

·
If your ISP cannot provide sufficient public addresses to accommodate your needs and you are located in the United States, you can apply directly to the American Registry for Internet Numbers (ARIN) to obtain an IANA-assigned IP network address. For more information about registering a public address, see the ARIN Web site. (http://www.arin.net/intro.html) 

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here. 

·
For more information about private IP address numbering for private networks, see RFC 1597, "Address Allocation for Private Internets." 

Default gateways

Default gateways serve an important role in TCP/IP networking. They provide a default route for TCP/IP hosts to use when communicating with other hosts on remote networks.

The following illustration shows the role played by two default gateways (IP routers) for two networks: Network 1 and Network 2.

In order for Host A on Network 1 to communicate with Host B on Network 2, Host A first checks its routing table to see if a specific route to Host B exists. If there is no specific route to Host B, Host A forwards its TCP/IP traffic for Host B to its own default gateway, IP Router 1.

The same principle applies if Host B is sending to Host A. Without a specific route to Host A, Host B forwards any TCP/IP traffic destined for Host A to its own default gateway, IP Router 2.

Why gateways work

Default gateways are important to make IP routing work efficiently. In most cases, the router that acts as the default gateway for TCP/IP hosts—either a dedicated router or a computer that connects two or more network segments—maintains knowledge of other networks in the larger network and how to reach them.

TCP/IP hosts rely on default gateways for most of their communication needs with hosts on remote network segments. In this way, individual hosts are freed of the burden of having to maintain extensive and continuously updated knowledge about individual remote IP network segments. Only the router that acts as the default gateway needs to maintain this level of routing knowledge to reach other remote network segments in the larger internetwork.

If the default gateway fails, communication beyond the local network segment may be impaired. To prevent this, you can use the Advanced TCP/IP Settings dialog box (in Network and Dial-up Connections) for each connection to specify multiple default gateways. You can also use the route command to manually add routes to the routing table for heavily used hosts or networks.

Using multiple gateways

When configuring TCP/IP for Windows 2000, you can add more default gateways for each network adapter. When a computer is configured for multiple default gateways, all remote TCP/IP traffic that does not match an entry in the routing table is passed to the first default gateway defined for the first network adapter.

Because only one default gateway (the one defined for the first network adapter) is used, you should configure only one network adapter to have default gateways. This practice reduces confusion and assures the results you intended. For example, if you have two network adapters and configure a default gateway for each, the default gateway of the first network adapter is used. The default gateway for the second is used if the first is unavailable.

Advanced configuration

Beyond the configuration of an IP address, subnet mask, default gateway, DNS server, and WINS server, you can configure Windows 2000 TCP/IP for:

·
Advanced IP settings 

·
Advanced DNS settings 

·
Advanced WINS settings 

·
Advanced options 

Advanced IP settings

Advanced IP settings include:

·
Multiple IP addresses 


You can use multiple IP addresses per network connection for multiple IP numbering schemes, such as public addresses used for the Internet and private addresses, and for multiple logical IP networks on the same physical network segment.

·
Multiple default gateways 


You can use TCP/IP for Windows 2000 to detect downed routers by using a feature called dead gateway detection. If multiple default gateways are configured, a failing TCP connection updates the IP routing table with the next default gateway in the list.

For more information about configuring advanced IP settings, see To configure TCP/IP for static addressing.

Advanced DNS settings

Advanced DNS settings include:

·
Multiple DNS servers 


If multiple DNS servers are configured, and TCP/IP fails to receive any response from the current DNS server, TCP/IP switches to the next DNS server.

·
Unqualified name resolution 


For unqualified names, you can configure TCP/IP to either:

·
Append the primary and connection-specific DNS suffixes to the unqualified name for DNS queries. 

·
Append a series of configured DNS suffixes to the unqualified name for DNS queries. 

·
Connection-specific DNS suffixes 


You can configure each connection in Network and Dial-up Connections to have its own DNS suffix in addition to the primary DNS suffix that is configured for the computer on the Network Identification tab (available in System in Control Panel).

·
DNS dynamic update behavior 


If you have DNS servers that support DNS dynamic update (such as the Windows 2000 DNS service), you can enable the DNS dynamic update of the domain name and IP addresses for the computer. If you configure a connection-specific DNS suffix, you can also enable the DNS dynamic update of the domain name and IP addresses for the connection.

For more information about configuring advanced DNS settings, see To configure TCP/IP to use DNS.

Advanced WINS settings

Advanced WINS settings include:

·
Multiple WINS servers 


If multiple WINS servers are configured, and TCP/IP fails to receive any response from the current WINS server, TCP/IP switches to the next WINS server.

·
Enabling and disabling the use of the Lmhosts file 


If the Lmhosts file is enabled, TCP/IP parses the Lmhosts file found in the systemroot\System32\Drivers\Etc folder during NetBIOS name resolution. By default, the use of the Lmhosts file is enabled. For more information, see TCP/IP database files.

·
Enabling and disabling the use of NetBIOS over TCP/IP 


You can enable or disable the use of NetBIOS over TCP/IP. If the use of NetBIOS over TCP/IP is disabled, NetBIOS programs cannot run over TCP/IP. Therefore, you may not be able to connect to computers that are running an operating system other than Windows 2000. By default, the use of NetBIOS over TCP/IP is specified by the settings obtained from a DHCP server.

For more information about configuring advanced WINS settings, see To configure TCP/IP to use WINS.

Note

·
You can no longer configure the NetBIOS scope ID on the WINS tab. To configure the NetBIOS scope ID, set the following registry value to the name of the scope ID that you want to use: 


HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\NetBT\Parameters\ScopeID

Advanced options

Advanced options include:

·
Enabling Internet Protocol security (IPSec) and specifying an IPSec security policy 


If IPSec is configured, secure end-to-end communication of IP-based traffic on a private network or the Internet is used. By default, IPSec is disabled. For more information, see Security features of TCP/IP for Windows 2000 and To configure TCP/IP to use an IPSec policy.

·
Enabing TCP/IP filtering and specifying TCP/IP traffic 


If TCP/IP filtering is enabled, you can specify what types of TCP/IP traffic are processed. For more information, see Security features of TCP/IP for Windows 2000 and To configure TCP/IP to use TCP/IP filtering.

Resources

This section covers:

·
TCP/IP RFCs 

·
TCP/IP references 

·
Converting binary to decimal 

·
TCP/IP utilities 

·
TCP/IP database files 

·
Using Performance Logs and Alerts 

TCP/IP RFCs

The standards for TCP/IP are published in a series of documents called Requests for Comments (RFCs). RFCs are an evolving series of reports, proposals for protocols, and protocol standards that describe the internal workings of TCP/IP and the Internet.

Although TCP/IP standards are always published as RFCs, not all RFCs specify standards. RFCs are authored by individuals who voluntarily write and submit a draft proposal for a new protocol or specification to the Internet Engineering Task Force (IETF) and other working groups. Submitted drafts are first reviewed by a technical expert, a task force, or an RFC editor, and then assigned a status.

If a draft passes this initial review stage, it is circulated to the larger Internet community for a period of further comment and review, and assigned an RFC number. This RFC number remains constant.

If changes are made to the proposed specification, drafts that are revised or updated are circulated by using a new RFC (a number higher than the original RFC number) to identify more recent documents.

There are five status assignments for RFCs in the standards process, as shown in the following table.

Status
Description

Standard protocol
An official standard protocol of the Internet.

Draft standard protocol
Under active consideration and review to become a standard protocol.

Proposed standard protocol
A protocol that in the future may become a standard protocol.

Experimental protocol
A protocol designed for experimental purposes. An experimental protocol is not intended for operational use.

Informational protocol
A protocol developed by another standards organizations that is included for the convenience of the Internet community.

Historic protocol
Protocols that have been superceded or obsoleted by other protocols.

RFCs for TCP/IP for Windows 2000

The following table shows the RFCs supported by the TCP/IP protocol in Windows 2000.

RFC number
Title

768
User Datagram Protocol (UDP)

783
Trivial File Transfer Protocol (TFTP)

791
Internet Protocol (IP)

792
Internet Control Message Protocol (ICMP)

793
Transmission Control Protocol (TCP)

816
Fault Isolation and Recovery

826
Address Resolution Protocol (ARP)

854
Telnet Protocol (TELNET)

862
Echo Protocol (ECHO)

863
Discard Protocol (DISCARD)

864
Character Generator Protocol (CHARGEN)

865
Quote of the Day Protocol (QUOTE)

867
Daytime Protocol (DAYTIME)

894
IP over Ethernet

919
Broadcasting Internet Datagrams

922
Broadcasting Internet Datagrams in the Presence of Subnets

950
Internet Standard Subnetting Procedure

959
File Transfer Protocol (FTP)

1001
Protocol Standard for a NetBIOS Service on a TCP/UDP Transport: Concepts and Methods

1002
Protocol Standard for a NetBIOS Service on a TCP/UDP Transport: Detailed Specifications

1009
Requirements for Internet Gateways

1034
Domain Names – Concepts and Facilities

1035
Domain Names – Implementation and Specification

1042
IP over Token Ring

1112
Internet Group Management Protocol (IGMP)

1122
Requirements for Internet Hosts – Communication Layers

1123
Requirements for Internet Hosts – Application and Support

1157
Simple Network Management Protocol (SNMP)

1179
Line Printer Daemon Protocol

1188
IP over FDDI

1191
Path MTU Discovery

1201
IP over ARCNET

1256
ICMP Router Discovery Messages

1323
TCP Extensions for High Performance

1518
An Architecture for IP Address Allocation with CIDR

1519
Classless Inter-Domain Routing (CIDR): An Address Assignment and Aggregation Strategy

1812
Requirements for IP Version 4 Routers

1878
Variable Length Subnet Table For IPv4

2018
TCP Selective Acknowledgment Options

2131
Dynamic Host Configuration Protocol (DHCP)

2136
Dynamic Updates in the Domain Name System (DNS UPDATE)

2236
Internet Group Management Protocol, Version 2

Obtaining RFCs

You can obtain RFCs from the Request for Comments Web site. (http://www.rfc-editor.org/) This Web site is currently maintained by members of the Information Sciences Institute (ISI), who publish a classified listing of all RFCs. RFCs are classified as one of the following: approved Internet standard, proposed Internet standard (circulated in draft form for review), Internet best practices, or For Your Information (FYI) document.

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

TCP/IP references

For more information about the TCP/IP protocol suite, consult the following references:

·
Comer, D. Internetworking with TCP/IP, Volume I: Principles, Protocols, and Architecture. Third edition. Englewood Cliffs, NJ: Prentice Hall, 1995. 

·
Comer, D. and D. Stevens. Internetworking with TCP/IP, Volume II: Design, Implementation, and Internals. Englewood Cliffs, NJ: Prentice Hall, 1991. 

·
Lee, T. and J. Davies. Microsoft Windows 2000 TCP/IP Protocols and Services Technical Reference. Redmond, WA: Microsoft Press, 1999. 

·
Stevens, W.R. TCP/IP Illustrated, Volume 1: The Protocols. Reading, MA: Addison-Wesley, 1994.

Converting binary to decimal

Because all IP addresses and subnet mask values are composed of a standard-length 32-bit data field, they are viewed and interpreted by computers as a single binary numeric string, such as:

10001010 00111001 00000111 00011011

Obviously, binary notation is not well suited for use by people, who prefer to express the same number in a simpler way, such as 138.57.7.27. To communicate IP addresses and enter them in configurations quickly, you can use dotted decimal notation to convert IP address numbers from binary format.

With dotted decimal notation, each 32-bit address number is viewed as four distinct groupings of 8 bits. Each of the four groupings of 8 consecutive bits is referred to as an octet.

The first octet uses the first 8 bits (bit places 1–8), the second octet uses the next 8 bits (bit places 9–16), followed by the third octet (bit places 17–24) and fourth octet (bit places 25–32). Periods are used to separate the four octets that are described as separate decimal number values in the IP address.

The following table shows the scientific notation for each bit place in an individual octet and the equivalent decimal value.

Equivalent decimal values for bit places in a single IP address octet

Octet
1st bit
2nd bit
3rd bit
4th bit
5th bit
6th bit
7th bit
8th bit

Scientific notation
27
26
25
24
23
22
21
20

Decimal notation
128
64
32
16
8
4
2
1

For example, if the first bit place is filled with a bit value of 1, the equivalent decimal value is 128. Where the bit value is 0, the equivalent decimal value is 0 as well.

If all the bit places in an octet are filled with ones (1), the highest equivalent decimal value is 255. If all the bit places are filled with zeroes (0), the lowest equivalent decimal value is 0.

To see how each octet in an IP address is converted from an 8-digit binary number to an equivalent decimal number from 0 through 255, a brief example follows.

The following binary string shows the first octet in an IP address:

10001010

In this 8-digit binary number the first, fifth, and seventh bit places are filled with ones. All other bit places are filled with zeroes. By using the previous table as a reference, you can perform simple addition of each bit place's decimal equivalent value to find the decimal sum for this octet string, as follows:

1st bit (128) + 5th bit (8) + 7th bit (2) = octet total (138)

Because the sum is 138, the first octet of the example IP address is 138. After using this method on the other octets, the final result of the conversion is the dotted decimal equivalent: 138.57.7.27.

TCP/IP utilities

This section covers:

·
Windows 2000 utilities 

·
Command-line utilities 

Windows 2000 utilities

The following table lists the TCP/IP diagnostic utilities that are included with Windows 2000. You can use these utilities to help identify or resolve TCP/IP networking problems.

Utility
Description

Arp
Allows viewing and editing of the Address Resolution Protocol (ARP) cache. The ARP cache contains software-to-hardware address mappings used by Windows 2000 for sending data on the local network. For more information, see Arp and Troubleshooting hardware addresses by using arp.

Hostname
Displays the host name of the computer as used for authentication by the Rcp, Rsh, and Rexec utilities. For more information, see Hostname.

Ipconfig
Displays current TCP/IP configuration values. Also used to manually release and renew a TCP/IP configuration lease assigned by a DHCP server and to reset DNS name registrations. For more information, see Ipconfig and Command-line utilities.

Lpq
Displays print queue status information on computers running Line Printer Daemon (LPD) print server software. For more information, see Lpq.

Nbtstat
Checks the state of current NetBIOS over TCP/IP connections, updates the Lmhosts cache, and determines the registered names and scope ID. For more information, see Nbtstat and Troubleshooting NetBIOS names by using nbtstat.

Netstat
Displays protocol statistics and information on current TCP/IP connections. For more information, see Netstat and Displaying connection statistics by using netstat.

Nslookup
Checks records, domain host aliases, domain host services, and operating system information by querying DNS server. For more information, see Nslookup.

Ping
Verifies whether TCP/IP is configured correctly and tests connectivity to other host systems. For more information, see Ping and Testing connections by using ping.

Route
Allows viewing and editing of the local IP routing table. For more information, see Route.

Tracert
Traces the network route taken by an IP datagram to its destination. For more information, see Tracert and Tracing network connections by using tracert.

Pathping
Traces the route a packet takes to a destination and displays information on packet losses for each router in the path. Pathping can also be used to troubleshoot Quality of Service (QoS) connectivity. For more information, see Testing routers by using Pathping.

The following table lists additional Windows 2000 administrative utilities you can use for TCP/IP troubleshooting:

Administrative tool
Description

SNMP service
Provides statistical information to SNMP management systems.

Event Viewer
Tracks errors and events.

Performance Logs and Alerts
Analyzes TCP/IP core protocol performance when the SNMP service is installed.

Network Monitor
Captures and analyzes TCP/IP to and from a computer running Windows 2000 Server.

Registry Editor
Allows viewing and editing of registry settings.

Command-line utilities

This section covers:

·
Viewing configuration by using ipconfig /all 

·
Refreshing configuration by using ipconfig /renew 

·
Managing DNS and DHCP class IDs by using ipconfig 

·
Testing connections by using ping 

·
Troubleshooting hardware addresses by using arp 

·
Troubleshooting NetBIOS names by using nbtstat 

·
Displaying connection statistics by using netstat 

·
Tracing network connections by using tracert 

·
Testing routers by using pathping 

Viewing configuration by using ipconfig /all

When you troubleshoot a TCP/IP networking problem, begin by checking the TCP/IP configuration on the computer that is experiencing the problem. You can use the ipconfig command to get host computer configuration information, including the IP address, subnet mask, and default gateway. 

Note   For Windows 95 and Windows 98 clients, use the winipcfg command instead of ipconfig. 

When you use the ipconfig command with the /all option, a detailed configuration report is produced for all interfaces, including any configured serial ports. With ipconfig /all, you can redirect command output to a file and paste the output into other documents. You can also use this output to confirm the TCP/IP configuration of each computer on the network or to further investigate of TCP/IP network problems.

For example, if a computer is configured with an IP address that is a duplicate of an existing IP address, the subnet mask appears as 0.0.0.0.

The following example shows the output of the ipconfig /all command on a computer that is configured to use the DHCP server for automatic TCP/IP configuration, and WINS and DNS servers for name resolution.

Windows 2000 IP Configuration

        Node Type . . . . . . . . . : Hybrid

        IP Routing Enabled. . . . . : No

        WINS Proxy Enabled. . . . . : No

Ethernet adapter Local Area Connection:

        Host Name . . . . . . . . . : corp1.microsoft.com

        DNS Servers . . . . . . . . : 10.1.0.200

        Description . . . . . . . . : 3Com 3C90x Ethernet Adapter

        Physical Address. . . . . . : 00-60-08-3E-46-07

        DHCP Enabled. . . . . . . . : Yes

        Autoconfiguration Enabled . : Yes

        IP Address. . . . . . . . . : 192.168.0.112

        Subnet Mask . . . . . . . . : 255.255.0.0

        Default Gateway . . . . . . : 192.168.0.1

        DHCP Server . . . . . . . . : 10.1.0.50

        Primary WINS Server . . . . : 10.1.0.101

        Secondary WINS Server . . . : 10.1.0.102

        Lease Obtained. . . . . . . : Wednesday, September 02, 1998 10:32:13 AM

        Lease Expires . . . . . . . : Friday, September 18, 1998 10:32:13 AM

If no problems appear in the TCP/IP configuration, the next step is testing the ability to connect to other host computers on the TCP/IP network.

Refreshing configuration by using ipconfig /renew

When you troubleshoot a TCP/IP networking problem, begin by checking the TCP/IP configuration on the computer that is experiencing the problem. If the computer is DHCP-enabled and is using a DHCP server to obtain configuration, you can initiate a refresh of the lease by using the ipconfig /renew command.

When you use ipconfig /renew, all network adapters on the computer that uses DHCP (except those that are manually configured) try to contact a DHCP server and renew their existing configuration or obtain a new configuration.

You can also use the ipconfig command with the /release option to immediately release the current DHCP configuration for a host. For more information about DHCP and the lease process, see How clients obtain configuration.

Note   For Windows 95 and Windows 98 DHCP-enabled clients, use the release and renew options of the winipcfg command instead of ipconfig /release and ipconfig /renew to perform manual release or renewal of the IP configuration lease for a client. 

Managing DNS and DHCP class IDs by using ipconfig

You can also use the ipconfig command to:

·
Display or reset the DNS cache. 


For more information, see Using ipconfig to view or reset a client resolver cache.

·
Refresh registered DNS names. 


For more information, see Using ipconfig to renew DNS client registration.

·
Display the DHCP class IDs for an adapter. 


For more information, see To show DHCP class ID information at a client computer.

·
Set the DHCP class IDs for an adapter. 


For more information, see To set DHCP class ID information at a client computer.

Testing connections by using ping

The ping command helps to verify IP-level connectivity. When troubleshooting, you can use ping to send an ICMP echo request to a target host name or IP address. Use ping whenever you need to verify that a host computer can connect to the TCP/IP network and network resources. You can also use ping to isolate network hardware problems and incompatible configurations.

It is usually best to verify that a route exists between the local computer and a network host by first using the ping command and the IP address of the network host to which you want to connect. Try pinging the IP address of the target host to see if it responds, as follows:

ping IP_address

You should perform the following steps when using ping:

 1.
Ping the loopback address to verify that TCP/IP is installed and configured correctly on the local computer. 


ping 127.0.0.1

 2.
Ping the IP address of the local computer to verify that it was added to the network correctly. 


ping IP_address_of_local_host

 3.
Ping the IP address of the default gateway to verify that the default gateway is functioning and that you can communicate with a local host on the local network. 


ping IP_address_of_default_gateway

 4.
Ping the IP address of a remote host to verify that you can communicate through a router. 


ping IP_address_of_remote_host

The ping command uses Windows Sockets–style name resolution to resolve a computer name to an IP address, so if pinging by address succeeds, but pinging by name fails, then the problem lies in address or name resolution, not network connectivity. For more information, see Troubleshooting hardware addresses by using arp.

If you cannot use ping successfully at any point, confirm that:

·
The computer was restarted after TCP/IP was installed and configured. 

·
The IP address of the local computer is valid and appears correctly on the General tab of the Internet Protocol (TCP/IP) Properties dialog box. 

·
IP routing is enabled and the link between routers is operational. 

You can use different options with the ping command to specify the size of packets to use, how many packets to send, whether to record the route used, what Time-to-Live (TTL) value to use, and whether to set the "don't fragment" flag. You can type ping –? to see these options.

The following example illustrates how to send two pings, each 1,450 bytes in size, to IP address 172.16.48.10:

C:\>ping -n 2 -l 1450 172.16.48.10

Pinging 172.16.48.10 with 1450 bytes of data:

Reply from 172.16.48.10: bytes=1450 time<10ms TTL=32

Reply from 172.16.48.10: bytes=1450 time<10ms TTL=32

Ping statistics for 157.59.8.1:

    Packets: Sent = 2, Received = 2, Lost = 0 (0% loss),

Approximate roundtrip times in milli-seconds:

    Minimum = 0ms, Maximum =  10ms, Average =  2ms

By default, ping waits 1,000 ms (1 second) for each response to be returned before displaying the "Request Timed Out" message. If the remote system being pinged is across a high-delay link, such as a satellite link, responses may take longer to be returned. You can use the –w (wait) option to specify a longer time-out.

Troubleshooting hardware addresses by using arp

The Address Resolution Protocol (ARP) allows a host to find the media access control address of a host on the same physical network, given the IP address of the host. To make ARP efficient, each computer caches IP–to–media access control address mappings to eliminate repetitive ARP broadcast requests.

You can use the arp command to view and modify the ARP table entries on the local computer. The arp command is useful for viewing the ARP cache and resolving address resolution problems.

For more information, see To view the Address Resolution Protocol (ARP) cache and To add a static ARP cache entry.

Troubleshooting NetBIOS names by using nbtstat

NetBIOS over TCP/IP (NetBT) resolves NetBIOS names to IP addresses. TCP/IP provides many options for NetBIOS name resolution, including local cache lookup, WINS server query, broadcast, DNS server query, and Lmhosts and Hosts file lookup.

Nbtstat is a useful tool for troubleshooting NetBIOS name resolution problems. You can use the nbtstat command to remove or correct preloaded entries:

·
nbtstat –n displays the names that were registered locally on the system by programs such as the server and redirector. 

·
nbtstat –c shows the NetBIOS name cache, which contains name-to-address mappings for other computers. 

·
nbtstat –R purges the name cache and reloads it from the Lmhosts file. 

·
nbtstat –RR releases NetBIOS names registered with a WINS server and then renews their registration. 

·
nbtstat –a name performs a NetBIOS adapter status command against the computer specified by name. The adapter status command returns the local NetBIOS name table for that computer plus the media access control address of the adapter. 

·
nbtstat –S lists the current NetBIOS sessions and their status, including statistics, as shown in the following example: 

NetBIOS connection table

Local name State     In/out Remote Host    Input   Output

------------------------------------------------------------------

CORP1 <00> Connected Out    CORPSUP1<20>   6MB     5MB

CORP1 <00> Connected Out    CORPPRINT<20>  108KB   116KB

CORP1 <00> Connected Out    CORPSRC1<20>   299KB   19KB

CORP1 <00> Connected Out    CORPEMAIL1<20> 324KB   19KB

CORP1 <03> Listening

Displaying connection statistics by using netstat

You can use the netstat command to display protocol statistics and current TCP/IP connections. The netstat –a command displays all connections, and netstat –r displays the route table plus active connections. The netstat –e command displays Ethernet statistics, and netstat –s displays per-protocol statistics. If you use netstat –n, addresses and port numbers are not converted to names. The following shows sample output for netstat:

C:\>netstat -e

Interface Statistics

                       Received      Sent

Bytes                  3995837940    47224622

Unicast packets        120099        131015

Non-unicast packets    7579544       3823

Discards               0             0

Errors                 0             0

Unknown protocols      363054211

C:\>netstat -a

Active Connections

 Proto Local Address      Foreign Address       State

 TCP  CORP1:1572       172.16.48.10:nbsession   ESTABLISHED

 TCP  CORP1:1589       172.16.48.10:nbsession   ESTABLISHED

 TCP  CORP1:1606       172.16.105.245:nbsession ESTABLISHED

 TCP  CORP1:1632       172.16.48.213:nbsession  ESTABLISHED

 TCP  CORP1:1659       172.16.48.169:nbsession  ESTABLISHED

 TCP  CORP1:1714       172.16.48.203:nbsession  ESTABLISHED

 TCP  CORP1:1719       172.16.48.36:nbsession   ESTABLISHED

 TCP  CORP1:1241       172.16.48.101:nbsession  ESTABLISHED

 UDP  CORP1:1025       *:*

 UDP  CORP1:snmp       *:*

 UDP  CORP1:nbname     *:*

 UDP  CORP1:nbdatagram *:*

 UDP  CORP1:nbname     *:*

 UDP  CORP1:nbdatagram *:*

C:\>netstat -s

IP Statistics

 Packets Received             = 5378528

 Received Header Errors       = 738854

 Received Address Errors      = 23150

 Datagrams Forwarded          = 0

 Unknown Protocols Received   = 0

 Received Packets Discarded   = 0

 Received Packets Delivered   = 4616524

 Output Requests              = 132702

 Routing Discards             = 157

 Discarded Output Packets     = 0

 Output Packet No Route       = 0

 Reassembly Required          = 0

 Reassembly Successful             = 0

 Reassembly Failures               = 0

 Datagrams Successfully Fragmented = 0

 Datagrams Failing Fragmentation   = 0

 Fragments Created                 = 0

ICMP Statistics

                          Received  Sent

 Messages                 693       4

 Errors                   0         0

 Destination Unreachable  685       0

 Time Exceeded            0         0

 Parameter Problems       0         0

 Source Quenches          0         0

 Redirects                0         0

 Echoes                   4         0

 Echo Replies             0         4

 Timestamps               0         0

 Timestamp Replies        0         0

 Address Masks            0         0

 Address Mask Replies     0         0

TCP Statistics

 Active Opens                 = 597

 Passive Opens                = 135

 Failed Connection Attempts   = 107

 Reset Connections            = 91

 Current Connections          = 8

 Segments Received            = 106770

 Segments Sent                = 118431

 Segments Retransmitted       = 461

UDP Statistics

 Datagrams Received   = 4157136

 No Ports             = 351928

 Receive Errors       = 2

 Datagrams Sent       = 13809

Tracing network connections by using tracert

Tracert (Trace Route) is a route-tracing utility that is used to determine the path that an IP datagram takes to reach a destination. The tracert command uses the IP Time-to-Live (TTL) field and ICMP error messages to determine the route from one host to another through a network.

How tracert works

The Tracert diagnostic utility determines the route taken to a destination by sending Internet Control Message Protocol (ICMP) echo packets with varying IP Time-to-Live (TTL) values to the destination. Each router along the path is required to decrement the TTL on a packet by at least 1 before forwarding it. When the TTL on a packet reaches 0, the router should send an "ICMP Time Exceeded" message back to the source computer.

Tracert determines the route by sending the first echo packet with a TTL of 1 and incrementing the TTL by 1 on each subsequent transmission until the target responds or the maximum TTL is reached. The route is determined by examining the "ICMP Time Exceeded" messages sent back by intermediate routers. Some routers silently drop packets with expired TTLs and are invisible to the Tracert utility.

The tracert command prints out an ordered list of the near-side interface of the routers in the path that returned the "ICMP Time Exceeded" message. If the –d option is used, the Tracert utility does not perform a DNS lookup on each IP address.

In the following example, the packet must travel through two routers (10.0.0.1 and 192.168.0.1) to get to host 172.16.0.99. The default gateway of the host is 10.0.0.1 and the IP address of the router on the 192.168.0.0 network is 192.168.0.1.

C:\>tracert 172.16.0.99 -d

Tracing route to 172.16.0.99 over a maximum of 30 hops

1     2 ms     3 ms     2 ms  10.0.0.1

2    75 ms    83 ms    88 ms  192.168.0.1

3    73 ms    79 ms    93 ms  172.16.0.99

Trace complete.

Troubleshooting with tracert

You can use the tracert command to determine where a packet stopped on the network. In the following example, the default gateway has determined that there is not a valid path for the host on 192.168.10.99. There is probably a router configuration problem or the 192.168.10.0 network does not exist (a bad IP address).

C:\>tracert 192.168.10.99

Tracing route to 192.168.10.99 over a maximum of 30 hops

1 10.0.0.1 reports: Destination net unreachable.

Trace complete.

The Tracert utility is useful for troubleshooting large networks where several paths can be taken to arrive at the same point.

Tracert command-line options

The tracert command supports several options, as shown in the following table.

tracert [–d] [–h maximum_hops] [–j host-list] [–w timeout] target_name

Option
Description 

–d
Specifies that IP addresses are not resolved to host names.

–h maximum_hops
Specifies the number of hops to allow in tracing a route to the host named in target_name.

–j host-list
Specifies the list of router interfaces in the path taken by the Tracert utility packets.

–w timeout
Waits the number of milliseconds specified by timeout for each reply.

target_name
Name or IP address of the target host.

For more information, see To trace a path by using the tracert command.

Testing routers by using pathping

The pathping command is a route tracing tool that combines features of the ping and tracert commands with additional information that neither of those tools provides. The pathping command sends packets to each router on the way to a final destination over a period of time, and then computes results based on the packets returned from each hop. Since the command shows the degree of packet loss at any given router or link, it is easy to determine which routers or links might be causing network problems. A number of options are available, as shown in the following table.

Option
Name
Function

–n
Hostnames
Does not resolve addresses to host names.

–h
Maximum hops
Maximum number of hops to search for target.

–g
Host-list
Loose source route along host list.

–p
Period
Number of milliseconds to wait between pings.

–q
Num_queries
Number of queries per hop.

–w
Time-out
Waits this many milliseconds for each reply.

-T
Layer 2 tag
Attaches a layer-2 priority tag (for example, for IEEE 802.1p) to the packets and sends it to each of the network devices in the path. This helps in identifying the network devices that do not have layer-2 priority configured properly. The -T switch is used to test for Quality of Service (QoS) connectivity.

-R
RSVP test
Checks to determine whether each router in the path supports the Resource Reservation Protocol (RSVP), which allows the host computer to reserve a certain amount of bandwidth for a data stream. The -R switch is used to test for Quality of Service (QoS) connectivity.

The default number of hops is 30, and the default wait time before a time-out is 3 seconds. The default period is 250 milliseconds, and the default number of queries to each router along the path is 100.

The following is a typical pathping report. The compiled statistics that follow the hop list indicate packet loss at each individual router.

D:\>pathping -n msw

Tracing route to msw [7.54.1.196]

over a maximum of 30 hops:

  0  172.16.87.35

  1  172.16.87.218

  2  192.68.52.1

  3  192.68.80.1

  4  7.54.247.14

  5  7.54.1.196

Computing statistics for 125 seconds...

            Source to Here   This Node/Link

Hop  RTT    Lost/Sent = Pct  Lost/Sent = Pct  Address

  0                                           172.16.87.35

                                0/ 100 =  0%   |

  1   41ms     0/ 100 =  0%     0/ 100 =  0%  172.16.87.218

                               13/ 100 = 13%   |

  2   22ms    16/ 100 = 16%     3/ 100 =  3%  192.68.52.1

                                0/ 100 =  0%   |

  3   24ms    13/ 100 = 13%     0/ 100 =  0%  192.68.80.1

                                0/ 100 =  0%   |

  4   21ms    14/ 100 = 14%     1/ 100 =  1%  10.54.247.14

                                0/ 100 =  0%   |

  5   24ms    13/ 100 = 13%     0/ 100 =  0%  10.54.1.196

Trace complete.

When pathping is run, you first see the results for the route as it is tested for problems. This is the same path that is shown by the tracert command. The pathping command then displays a busy message for the next 125 seconds (this time varies by the hop count). During this time, pathping gathers information from all the routers previously listed and from the links between them. At the end of this period, it displays the test results.

The two rightmost columns—This Node/Link Lost/Sent=Pct and Address—contain the most useful information. The link between 172.16.87.218 (hop 1), and 192.68.52.1 (hop 2) is dropping 13 percent of the packets. All other links are working normally. The routers at hops 2 and 4 also drop packets addressed to them (as shown in the This Node/Link column), but this loss does not affect their forwarding path.

The loss rates displayed for the links (marked as a | in the rightmost column) indicate losses of packets being forwarded along the path. This loss indicates link congestion. The loss rates displayed for routers (indicated by their IP addresses in the rightmost column) indicate that those routers' CPUs might be overloaded. These congested routers might also be a factor in end-to-end problems, especially if packets are forwarded by software routers.

TCP/IP database files

The following table lists the UNIX-style database files that are stored in the systemroot\System32\Drivers\Etc folder when you install TCP/IP for Windows 2000.

File name
Use

Hosts
Provides host name–to–IP address resolution for Windows Sockets programs.

Lmhosts
Provides NetBIOS name–to–IP address resolution for Windows-based networking.

Networks
Provides network name–to–network ID resolution for Windows Sockets programs.

Protocols
Provides protocol name–to–protocol ID resolution for Windows Sockets programs.

Services
Provides service name–to–port ID resolution for Windows Sockets programs.

To troubleshoot any of these files on a local computer, do the following:

 1.
Make sure the format of entries in each file matches the format defined in the sample file originally installed with TCP/IP for Windows 2000. 

 2.
Check for spelling errors. 

 3.
Check for invalid IP addresses and identifiers. 

Note   By default, the Lmhosts file does not exist. There is an Lmhosts.sam sample file that you can use as a basis for creating an Lmhosts file. 

Using Performance Logs and Alerts

You can use the Windows 2000 Performance Logs and Alerts to view many different TCP/IP-related counters. Because the Performance Logs and Alerts access statistics that are gathered by the SNMP service, the SNMP service must be installed on computers running Windows 2000 where TCP/IP statistics are to be monitored. Counters for Performance Logs and Alerts are available for network adapters, IP, ICMP, UDP, and TCP.

With Performance Logs and Alerts, you can monitor counters from various systems from a single management window. You can also set alert levels for the counters being monitored.

For more information, see Using Performance.

Troubleshooting

What problem are you having?

Host name resolution is failing.

Cause: Host name resolution techniques are failing to resolve a host name to its IP address.

Solution: Windows 2000 includes several basic TCP/IP tools that you can use to troubleshoot address and name resolution problems, including the ping command. If you receive the correct response when you use the ping command with an IP address but an incorrect response when you use ping with the host name or NetBIOS name, there is a name resolution problem.

When you use TCP/IP tools such as the ping command, the Hosts file or a DNS server is used for name resolution. You can find the Hosts file in the systemroot\System32\Drivers\Etc folder. This file is not dynamic; you must manually add entries. The format of the file is as follows:

IP address 
Friendly name

72.16.48.10   
1jsmith   # Remarks are denoted with a #.

When you use a Hosts file for name resolution, the following steps occur:

 1.
A user at Computer A enters a command by using the host name of Computer B. 

 2.
The Hosts file on Computer A (in the systemroot\System32\Drivers\Etc folder) is parsed. When the host name of Computer B is found, it is resolved to an IP address. 

The following problems can occur because of errors related to the Hosts file:

·
The Hosts file or the DNS server does not contain the particular host name. 

·
The host name in the Hosts file or in the command is misspelled. 

·
An invalid IP address is entered for the host name in the Hosts file. 

·
The Hosts file contains multiple entries for the same host on separate lines; if so, the first entry from the top of the file is used. 

·
A mapping for a computer name–to–IP address was mistakenly added to the Hosts file, rather than the Lmhosts file. 

For DNS server host name resolution, verify that the correct DNS servers are configured and in the proper order. You can use the ipconfig /all command to check the current TCP/IP configuration and the ping command to check connectivity with your DNS servers. You can use the nslookup command to send DNS name queries to your primary DNS server.

If you use a DNS server for host name resolution, the name resolution steps are similar. Computer A sends a DNS name query to its configured DNS server. The DNS server resolves the host name of Computer B to an IP address and sends the results back to Computer A.

See also: Host name resolution; Viewing configuration by using ipconfig /all; Ping; Nslookup; TCP/IP database files

Unable to add a default gateway.

Cause: The IP address of the default gateway is not on the same IP network ID as your IP address.

Solution: Find out whether the default gateway is located on the same logical network as the network adapter of the computer by comparing the IP address of the default gateway with the network IDs of any of the network adapters of the computer.

For example, a computer with a single network adapter that is configured with an IP address of 192.168.0.33 and a subnet mask of 255.255.0.0 requires that the default gateway be of the form 192.168.y.z because the network ID portion of the IP interface is 192.168.0.0.

See also: IP addressing; Subnet masks; Default gateways

System error 53 occurred.

Cause: System error 53 is returned if name resolution fails for a particular computer name when the net use command is used.

Solution: If the computer is on the local subnet, confirm that the name is spelled correctly and that the target computer is running TCP/IP as well. If the computer is not on the local subnet, be sure that its name and IP address mapping are available in the Lmhosts file or the WINS database. If all TCP/IP elements appear to be installed properly, use the ping command with the remote computer to verify that its TCP/IP software is working.

See also: To test a TCP/IP configuration by using the ping command; To test TCP/IP connections by using the ping and net view commands; Net use; Ping

Cannot connect to a specific server.

Cause: Either NetBIOS name resolution is failing to resolve the name or the wrong IP address is being resolved.

Solution: Use the nbtstat –n command on the server to determine what names the server registered on the network. The computer name of the computer you are trying to connect to should be on the displayed list. If the name is not listed, try one of the other unique computer names displayed by nbtstat.

If the name being used by a remote computer is the same as the name displayed by the nbtstat –n command, then make sure that the remote computer has an entry for the server name on the WINS server or in its Lmhosts file.

See also: NetBIOS name resolution; To test TCP/IP connections by using the ping and net view commands; Net use; TCP/IP database files; Nbtstat

Long connect times when using Lmhosts for name resolution.

Cause: The Lmhosts file is parsed sequentially to locate entries without the #PRE option.

Solution: Place frequently used entries near the top of the file and place the #PRE entries near the bottom. If an entry is added to the end of a large Lmhosts file, mark the entry in Lmhosts as a preloaded entry by using the #PRE option. Then use the nbtstat –R command to update the local name cache immediately.

See also: TCP/IP database files; Nbtstat; To view the NetBIOS name table by using the nbtstat command; To release and refresh NetBIOS names by using the nbtstat command

TCP/IP connection to a host appears to be hung.

Cause: Either data is blocked in TCP and UDP queues or there are network or application delay problems.

Solution: Use the netstat –a command to show the status of all activity on TCP and UDP ports on the local computer.

The state of a good TCP connection is usually established with 0 bytes in the send and receive queues. If data is blocked in either queue, or if the state is irregular, there is probably a problem with the connection. If not, you are probably experiencing a network or application delay.

See also: Netstat; To view current TCP/IP protocol and connection statistics

Cannot ping across a local router when using a dial-up connection.

Cause: This problem occurs if the Use default gateway on remote network check box is selected on the General tab in the Advanced TCP/IP Settings dialog box (in the Internet Protocol (TCP/IP) dialog box on the General or Networking tab for the properties of the dial-up connection).

This feature adds a default route to the IP routing table that is used instead of the current default route for the duration of the connection. The new default route causes network traffic for IP addresses that are not resolved by other entries in the routing table to be sent across the dial-up connection. This new default route is needed when you dial an Internet service provider (ISP) and use Internet utilities, such as a Web browser or FTP, to access Internet resources.

Solution: If you want to ping or otherwise connect to computers in a remote network segment across a local router while you are connected as a dial-up client to an ISP, then use the route add command to add the route of the network segment you are attempting to reach by specifying the destination network and subnet mask of the remote network segment and the IP address of the local router.

See also: Route

A "The registry subkey already exists" message is displayed.

Cause: The registry keys for a component being installed already exist.

Solution: Ensure that all the components of a given TCP/IP service are properly removed, and then remove the appropriate registry subkeys by using the Windows 2000 Registry Editor.

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

TCP/IP registry keys

If you removed TCP/IP and its related service components, you must also remove the following registry subkeys:

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\NetBT 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Tcpip 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\TcpipCU 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Dhcp 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\LmHosts 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\AdapterName\Parameters\Tcpip

SNMP service registry keys

If you removed the SNMP service components, you must also remove the following registry subkeys:

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\RFC1156Agent 

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Snmp 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Snmp 

TCP/IP Printing service registry keys

If you removed the TCP/IP Printing service components, you must also remove the following registry subkeys:

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Lpdsvc 

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\TcpPrint 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\LpdsvcSimple TCP/IP Services

Simple TCP/IP Services registry keys

If you removed the Simple TCP/IP Services components, you must also remove the following registry subkeys:

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\SimpTcp 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\SimpTcp 

DHCP service registry keys

If you removed the DHCP service components, you must also remove the following registry subkeys:

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\DhcpMibAgent 

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\DhcpServer 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\DhcpServer

WINS service registry keys

If you removed the WINS service components, you must also remove the following registry subkeys:

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Wins 

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\WinsMibAgent 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Wins 

DNS service registry keys

If you have removed the DNS service components, you must also remove the following registry subkeys:

·
HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Dns 

·
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Dns

For more advanced TCP/IP troubleshooting information, see the Windows 2000 Resource Kit.

DNS

The Domain Name System (DNS) is an Internet and TCP/IP standard name service. The DNS service enables client computers on your network to register and resolve DNS domain names. These names are used to find and access resources offered by other computers on your network or other networks, such as the Internet.

·
Before you begin using this computer as a DNS server, see the Checklist: Installing a DNS server. 

·
To find features that have been moved in Windows 2000, see New ways to do familiar tasks. 

·
For tips about using DNS, see Best practices. 

·
For help with specific tasks, see How to. 

·
For general background information, see Concepts. 

·
For problem-solving instructions, see Troubleshooting. 

Checklists

·
Checklist: Installing a DNS server 

·
Checklist: Deploying DNS 

·
Checklist: Deploying DNS for Active Directory 

Checklist: Installing a DNS server


Step
Reference

q
(Recommended for beginners) If you are new to working with the Domain Name System (DNS), first learn and understand DNS concepts, review DNS-related tools, and client/server features of DNS.
DNS overview

q
(Recommended) Learn in more detail about how DNS works and understand more about DNS-related features provided in Windows 2000.
Understanding DNS; Using DNS

q
Before installing a DNS server, determine if the server computer is now a domain controller (DC) or whether it will be promoted to one later.
Server planning for DNS; DNS considerations for Active Directory 

q
Install the first Windows 2000 DNS server on your network. If you are using Active Directory, promote the server computer to a domain controller to install a DNS server. Otherwise, install DNS as an optional component.
To install a DNS server; To install a domain controller

q
Select the checklist that best describes your deployment needs and and follow it to complete your DNS installation.
Checklist: Deploying DNS; Checklist: Deploying DNS for Active Directory

Checklist: Deploying DNS


Step
Reference

q
(Recommended) Review best practices and all planning issues specific to deploying DNS servers on your network when not additionally deploying Active Directory.
Planning issues; Best practices

q
Plan your namespace by specifying a domain name standard for your organization.
Namespace planning for DNS

q
Plan how to divide up your DNS domain name and network address space into forward and reverse lookup zones as needed.
Zone planning for DNS; Reverse lookup

q
Plan your DNS servers, such as determining how many servers you need to use and where to put them on your network.
Server planning for DNS

q
(Optional - advanced) Test and evaluate server performance using DNS performance optimizing and monitoring tools.
Monitoring and optimizing servers

q
Review migration and interoperability issues, if appropriate.
Migrating servers; Interoperability issues

q
If clients on your network need to be able to resolve external DNS names, consider the use of forwarders for your network.
Using forwarders; To have a DNS server use forwarders

q
Register your organization's domain name with the Internet domain name registrar. This name is used to form the DNS names your organization uses on the Internet. Internet DNSName: ____________________._____Note   Registering a parent or second-level DNS domain name for your organization with an active Internet domain name registration authority is only required if you plan to use this name externally on the Internet.
Namespace planning for DNS; Interoperability issues

q
Determine how to manage DNS client resolver configurations.
Managing clients

q
Begin adding and configuring zones for your first DNS server.
To configure a new DNS server; To add a forward lookup zone; To add a reverse lookup zone

q
Install and configure additional DNS servers if they are to be used as secondary servers for your initial zones.
To install a DNS server; To add a secondary server for an existing zone; Using secondary servers

q
(For primary zones only) If the previous step was used, add additional secondary servers for your existing zones to the name server (NS) record to make them authoritative for the zone.
To specify other DNS servers as authoritative for a zone

q
(Optional) Install any additional zones (and DNS servers) for subdomains you want to delegate away from your first DNS server and its zones.
To configure a new DNS server; Configuring a new primary server

q
If the previous step was used, add delegations in parent zones for any subdomains added based on the previous step. For example, if adding sub.example.microsoft.com as a new DNS domain, you would need to add to it a delegation at the example.microsoft.com zone.
To create a zone delegation; Delegating zones

q
Add DNS resource records--such as A, PTR, CNAME, and MX records--as needed to complete zone configurations.
Managing resource records; To add a resource record to a zone; Resource records reference

q
Enable or disable dynamic updates for zones as needed.
To allow dynamic updates; Dynamic update

q
(optional) Enable WINS lookup for selected zones.
To enable DNS to use WINS resolution; WINS lookup integration; Using WINS lookup

q
(optional - advanced) If you want to push updates to secondary servers for a zone, configure DNS notify at the primary server.
To create and manage a notify list for a zone; Understanding zones and zone transfer

q
Use the monitoring features of the DNS console, such as simple or recursive query testing, to verify that DNS servers are operating correctly.
Monitor servers

q
Troubleshoot common DNS-related problems, if needed.
Troubleshooting

Checklist: Deploying DNS for Active Directory


Step
Reference

q
Review best practices for planning your deployment and use of Active Directory with DNS.
Best practices (DNS); Best practices (Active Directory)

q
(Recommended) Understand how Active Directory integration for Windows 2000 DNS servers works.
Active Directory integration

q
(Recommended for medium- to large-scale organizations) Consider additional advanced namespace design issues that can affect DNS namespace planning and use before finalizing your Active Directory namespace plans. Obtain additional information resources on Windows 2000 namespace design available from either the Microsoft Web site or Microsoft Press books before for planning your network.
DNS namespace planning for Active Directory; Microsoft Web site (http://www.microsoft.com/); Microsoft Web site (http://www.microsoft.com/).

q
(Recommended) Review all planning issues specific to deploying DNS servers on your network for supporting Active Directory.
Planning issues

q
Plan your namespace by specifying a domain name standard for your organization.
Namespace planning for DNS

q
If necessary, register your organization's domain name with the Internet domain name registrar. This name is then used to form the basis for DNS names your organization uses on the Internet and might also form the basis for names used internally on your intranet as well. Internet DNSName: ____________________._____Note   Registering a parent or second-level DNS domain name for your organization with an active Internet domain name registration authority is only required if you plan to use this name externally on the Internet.
Choosing your first DNS domain name; Choosing names; Interoperability issues

q
Plan how to divide up your DNS domain name and network address space into forward and reverse lookup zones as needed.
Zone planning for DNS; Reverse lookup

q
Plan your DNS servers, such as determining how many servers you need to use and where to put them on your network. For Active Directory, keep in mind that by default server computers promoted to be domain controllers also operate as DNS servers.
Server planning for DNS

q
(Optional - advanced) Test and evaluate server performance before finalizing your server plans. To perform DNS server evaluation, use related performance and event monitoring tools.
Monitoring and optimizing servers

q
Review additional migration and interoperability issues, if appropriate.
Migrating servers; Interoperability issues

q
If clients on your network need to be able to resolve external DNS names, consider whether you need to configure and use forwarders at DNS servers on your network.
Using forwarders; To have a DNS server use forwarders

q
Determine how to manage DNS client resolver configurations.
Managing clients

q
If needed, add additional zones for any additional subdomains you need to add and use on your network.
To add a forward lookup zone; To add a secondary zone; To add a reverse lookup zone

q
(Optional - recommended) Modify zone configurations to enable dynamic updates and change zone types to integrate storage of zones in Active Directory.
To allow dynamic updates; To change the zone type; To allow only secure dynamic updates

q
Install and configure domain controllers (or optionally, additional non-integrated DNS servers) and domains if they are to be used for hosting your zones.
To install a domain controller; To configure a DNS server for use with Active Directory; To install a DNS server; To configure a new DNS server

q
As needed, add delegations in parent zones for any subdomains added based on the previous step. For example, if adding sub.example.microsoft.com as a new Active Directory domain, you would need to add to it a delegation at the example.microsoft.com zone.
To create a zone delegation; Delegating zones

q
(For standard primary zones only) Add new DNS servers you need to host your zones to the name server (NS) record at the primary zone/server to make them authoritative for the zone.
To specify other DNS servers as authoritative for a zone

q
Add DNS resource records--such as A, PTR, CNAME, and MX records--as needed to complete zone configurations.
Managing resource records; To add a resource record to a zone; Resource records reference

q
(Optional) Enable WINS lookup for selected zones.
To enable DNS to use WINS resolution

q
(Optional) Install and configure the DNS servers to act as secondary servers for your DNS deployment, if needed.
To install a DNS server; To add a secondary server for an existing zone; Using secondary servers

q
Use the monitoring features of the DNS console, such as simple or recursive query testing, to verify that DNS servers are operating correctly.
Monitor servers

q
Troubleshoot DNS-related problems, if needed.
Troubleshooting; Troubleshoot DNS using command tools

New ways to do familiar tasks

The following table lists common tasks performed using the DNS snap-in tool and shows how to do them in Windows 2000 Server. For users of earlier versions of Windows NT Server, the table also shows where these tasks are performed when using DNS Manager, provided with Windows NT Server 4.0.

If you want to
In Windows NT 4.0 use
In Windows 2000 use

Install a DNS server on this computer
Network in Control Panel
Windows Components wizard. For more information, see To install a DNS server.

Start DNS Manager
Start menu shortcut to DNS Manager, listed in Administrative Tools
Open the DNS console. For more information, see To open the DNS console.

Start or stop a DNS server
Services in Control Panel
Use the DNS console to start or stop a DNS server. For more information, see To start or stop a DNS server.

Add a remote server to DNS Manager.
Server menu in DNS Manager
Add the remote server to the DNS console. For more information, see To add a server to the DNS console.

Best practices

·
Enter the correct e-mail address of the responsible person for each zone you add to or manage on a DNS server.


This field is used by applications to notify DNS administrators for a variety of reasons. For example, query errors, incorrect data returned in a query, and security problems are a few ways in which this field can be used. While most Internet e-mail addresses contain the at sign (@) when used in e-mail applications, this symbol must be replaced with a period (.) when entering an e-mail address for this field. For example, instead of "example@microsoft.com", you would use "example.microsoft.com".


For more information on configuring the responsible person for a zone, see To modify the start of authority (SOA) record for a zone.

·
Be conservative in adding alias records to zones. 


Avoid using CNAME resource records (RRs) where they are not needed to alias a host name used in a host (A) resource record. Also, ensure that any alias names you use are not used in other RRs. For example, if you want to use a CNAME RR to support an alias name of "alias.example.microsoft.com", you would not use the first name label ("alias") in other RRs for the "example.microsoft.com" zone.


Windows 2000 DNS permits you to repeat a name label used in other types of resource records (such as NS, MX, or TXT records) at the same domain level in the namespace tree. As per the Request for Comments (RFCs) guidelines, CNAMEs are expected to follow a sectional processing scheme in which they resolve an aliased host name submitted as a query to mapped host names as stated in other host (A) resource records. For standard and expected resolution of CNAMEs, you must administer your zones manually to enforce uniqueness of names for RRs used to support this process.


For more information, see Alias (CNAME) resource records.

·
When designing your DNS network use standard guidelines and, wherever possible, follow preferred practices for managing your DNS infrastructure.


DNS was designed to provide a level of fault tolerance for resolving names. If possible, you should have at least two name servers hosting each zone.

Server best practices

For the routine management and administration of servers that you operate on your network using the DNS service, the following guidelines should be considered and used as appropriate to your DNS deployment:

·
If you are using Active Directory, use directory-integrated storage for your zones for best results and simplified deployment and troubleshooting. 


By integrating zones, you can simplify network planning. For example, domain controllers for each of your Active Directory domains correspond in a direct one-to-one mapping to DNS servers. This can simplify planning and troubleshooting DNS and Active Directory replication problems because the same server computers are used in both topologies.


If your DNS client computers are running Windows 2000, configuring them to perform dynamic updates in DNS can also be simplified. For example, when configuring a list of preferred and alternate DNS servers for each client to use, you only need to use server IP addresses corresponding to domain controllers located near each client. If a client should fail to update with its preferred server (because the server is unavailable), an alternate server can be tried instead. This permits the client to successfully update its records at another server that loads the directory-integrated DNS zone.

·
If you are not using Active Directory, be aware of the points of failure and configuration issues that apply to using dynamic updates with standard primary type zones. 


Standard primary type zones are required to create and manage zones in your DNS namespace if you are not using Active Directory. In this case, a single-master update model applies, with one DNS server designated as the primary server for a zone. Only the primary server, as determined in the SOA record properties for the zone, can process an update to the zone.


For this reason, be certain that clients are configured to use a preferred DNS server that is reliable and available to process and refer updates. Otherwise, clients are not able to successfully update their host (A) or pointer (PTR) resource records (RRs).

·
Consider the use of secondary or caching-only servers for your zones to assist in off-loading DNS query traffic wherever it makes sense. 


Secondary servers can be used as backups for DNS clients or as the preferred DNS servers for legacy DNS clients. For mixed-mode environments, this allows you to use secondary servers as a means to load balance DNS query traffic on your network, and reserve your DNS-enabled primary servers for use only by those clients that need them to perform dynamic registration and updates of their A and PTR RRs.


For more information on the use of secondary or caching-only servers, refer to the following sections.

Internet DNS best practices

The Internet Engineering Task Force (IETF) has published several Request for Comment (RFC) documents that cover best practices for DNS, as recommended by various DNS architects and planners for the Internet. It is useful to review these RFCs, particularly if you are planning a large DNS design, such as for a large Internet service provider (ISP) that supports the use of DNS name service.

Current RFCs that cover Internet DNS best practices include those listed in the following table.

RFC
Title

1912
Common DNS Operational and Configuration Errors

2182
Selection and Operation of Secondary DNS Servers

2219
Use of DNS Aliases for Network Services

You can obtain these RFCs from the Request for Comments Web site. This Web site is currently maintained by members of the Information Sciences Institute (ISI) who publish a classified listing of all RFCs. RFCs are classified as one of the following: approved Internet standards, proposed Internet standards (circulated in draft form for review), Internet best practices, or For Your Information (FYI) documents.

To see the most current RFCs related to actively defining the DNS standard, use the following links to refer to the appropriate Active IETF Working Groups Web sites:

·
DNS incremental zone transfer (IXFR), notification, and dynamic update 

·
DNS operations 

·
DNS security 

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

How to...

·
Install and configure servers 

·
Install and configure clients 

·
Manage servers 

·
Optimize servers 

·
Monitor servers 

·
Add and remove zones 

·
Configure zone properties 

·
Manage zones 

·
Manage resource records 

·
Use aging and scavenging 

·
Troubleshoot DNS using command tools 

Install and configure servers

·
Install a DNS server 

·
Configure a DNS server for use with Active Directory 

·
Configure a new DNS server 

·
Add a secondary server for an existing zone 

·
Install a caching-only DNS server 

·
Restrict a DNS server to listen only on selected addresses 

·
Have a DNS server use forwarders 

To install a DNS server

 1.
Open Windows Components wizard. 

 2.
In Components, click Networking Services, and then click Details. 

 3.
In Subcomponents of Networking Services, select the Domain Name System (DNS) check box, click OK, and then click Next. 

 4.
In Copy files from, type the full path to the Windows 2000 distribution files, and then click OK. 


Required files are copied to your hard disk, and server software can be used after restarting the system.

Notes

·
To open the Windows Component wizard, from the desktop, click Start, point to Settings, and click Control Panel. 


When Control Panel opens, double-click Add/Remove Programs and then click Add/Remove Windows Components.

·
Certain Windows components require configuration before thay can be used. If you installed one or more of these components, but did not configure them, when you click Add/Remove Windows Components, a list of components that need to be configured is displayed. To start the Windows Components wizard, click Components. 

·
It is strongly recommended that you manually configure the computer to use a static IP address. 

·
After you install a DNS server, you can decide how to administer it and its zones. Although you can use a text editor to make changes to server boot and zone files, this method is not recommended. The DNS console simplifies maintenance of these files and should be used whenever possible. Once you begin using console-based management of these files, manually editing them is not recommended. 

·
Where Active Directory-integrated zones are used, file-based zone management cannot be used. 

·
When writing DNS server boot and zone data to text files, Windows 2000 DNS servers use the Berkeley Internet Name Domain (BIND) file format recognized by legacy BIND 4 servers, not the more recent BIND 8 format. 

To configure a DNS server for use with Active Directory 

·
When Active Directory is installed, the option to automatically install and configure a DNS server for use is provided. 


To install Active Directory on this computer, use the Active Directory Installation wizard. 

Notes

·
This procedure only applies to server computers used as domain controllers. If member servers are used as DNS servers, they are not integrated with Active Directory. 

·
The Windows 2000 Resource Kit has more information about setting up DNS for Active Directory. 

To configure a new DNS server

 1.
Open DNS. 

 2.
If needed, add and connect to the applicable server in the console. 

 3.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L Applicable DNS server 

 4.
On the Action menu, click Configure the server. 

 5.
Follow the instructions in the Configure DNS Server wizard. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
As a best practice, use the checklist for installing a new DNS server provided in the online help. 

·
When you finish configuring the server, you might need to complete additional tasks, such as enabling dynamic updates for its zones or adding resource records to its zones. 

·
In step 2, you only need to add the DNS server to the console if it is not running locally on the same computer you are using to manage it. 

To add a secondary server for an existing zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L Applicable DNS server 

 3.
On the Action menu, click New Zone. 

 4.
Follow the instructions in the New Zone wizard. 


When adding the zone, select Standard secondary as the zone type.

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
In order to add a secondary server for an existing zone, you need to have network access to the server acting as the master server for this server and its use of the zone. The master server acts as the source for zone data. It is contacted periodically to assist in renewing the zone and to transfer zone updates whenever they are needed. 

·
In step 2, you might need to add the applicable DNS server to the console first if it is not running locally on the same computer you are using to manage it.

To install a caching-only DNS server

 1.
To install a caching-only DNS server, install a DNS server on the server computer. 

 2.
Do not configure the DNS server (as you might normally) to load any zones. 

 3.
Verify server root hints are configured or updated correctly. 

Notes

·
Caching-only DNS servers do not host any zones and are not authoritative for a particular domain. They are DNS servers that build a local server cache of names learned while performing recursive queries on behalf of their clients. This information is then available from its cache when answering subsequent client queries. 

·
A caching-only DNS server can be valuable at a site where DNS functionality is needed locally but it is not administratively desirable to create a separate domain or zone for that location. 

·
It is strongly recommended that, when operating the computer as a DNS server, you manually configure TCP/IP and use a static IP address. 

To restrict a DNS server to listen only on selected addresses

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L Applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
On the Interfaces tab, click Only the following IP addresses. 

 5.
In the IP address text box, type an IP address for the DNS server to be enabled for use and then click Add. 

 6.
As needed, repeat the previous step to specify other server IP addresses to be enabled for use by this DNS server. 


If you need to remove an IP address from the list, click it and then click Remove.

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
By default, the DNS service listens for DNS message communications on all configured IP addresses for the server computer. If you choose to restrict interfaces at this server, at least one server IP address must be added to the list. 

·
Server IP addresses that are added here need to be statically managed. If later you change or remove addresses specified here from TCP/IP configurations maintained at this server, update this list accordingly. 

·
After you update or revise the list of restricted interfaces, you need to stop and restart the DNS server to apply the new list. 

To have a DNS server use forwarders

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L Applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Forwarders tab. 

 5.
Select the Enable forwarders check box. 

 6.
If you want this DNS server to only use forwarders, select the Do not use recursion check box. 

 7.
Add IP addresses for other DNS servers that act as forwarders for this server. 

 8.
As an option, you can change the Forward time-out (seconds) value, if the Do not use recursion check box is cleared. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Forwarders are DNS servers configured to provide recursive service for other DNS servers. When forwarders are specified, they are used to help resolve any DNS names not answered by this server. 

Install and configure clients

·
Configure DNS for static clients 

·
Enable DNS for DHCP-enabled clients 

·
Configure the primary DNS suffix for a client computer 

·
Preload the client resolver cache 

To configure DNS for static clients

·
To configure DNS for clients with statically configured IP addresses, you likely need to configure the following: 

a.
DNS host name (or names) for the client computer. 

b.
Primary and alternate DNS servers that the client uses to assist in resolving DNS domain names. 

c.
A list of DNS suffixes to be appended for use in completing unqualified DNS names, which are used for searching and submitting DNS queries at the client for resolution. 

d.
Connection-specific dynamic update and registration behavior, such as whether specific network adapters installed at the client dynamically register their configured IP addresses with a DNS server. 

Note   For more information on how to configure DNS for static clients not running Windows 2000, see the applicable TCP/IP or DNS documentation provided by the appropriate vendor for these clients. 

To enable DNS for DHCP-enabled clients

·
To configure DNS for clients with dynamically configured IP addresses provided by a DHCP server, you generally need to configure the following at either the DHCP server or applicable clients: 

a.
DNS host name (or names) for the client computer. 


For Windows 2000 DHCP clients, this must be set at the client computer or assigned during unattended setup.

b.
Primary and alternate DNS servers that the client uses to assist in resolving DNS domain names. 


For Windows 2000 DHCP clients, this can be set by assigning the DNS Server service option (option 6) and providing a configured list of ordered IP addresses for DNS servers that the client is configured to use.

c.
A list of DNS suffixes to be appended for use in completing unqualified DNS names used for searching and submitting DNS queries at the client for resolution. 


For Windows 2000 DHCP clients, this can be set by assigning the DNS domain name option (option 15) and providing single DNS suffix for the client to append and use in searches. To configure additional DNS suffixes, configure TCP/IP manually for DNS configuration.

d.
Connection-specific dynamic update and registration behavior, such as whether specific network adapters installed at the client dynamically register their configured IP addresses with a DNS server. 


For Windows 2000 DHCP clients, the default is for client connections to register their configured IP addresses with a DNS server. To modify this behavior at the client, configure TCP/IP manually for DNS configuration.

Note   For more information on how to configure DNS for DHCP clients not running Windows 2000, see the applicable TCP/IP or DNS documentation provided by the appropriate vendor. 

To configure the primary DNS suffix for a client computer 

 1.
Open System in Control Panel. 

 2.
Click the Network Identification tab. 


This tab displays the computer name, the workgroup or domain to which it belongs, and a brief description of the computer.

 3.
Click Properties, and then click More. 

 4.
In DNS Suffix and NetBIOS Computer Name, do the following: 


For Primary DNS suffix of this computer, specify the DNS suffix to be appended to the name of this computer when completing its fully qualified domain name (FQDN).

 5.
After applying these changes, restart the computer to initialize it with its new DNS domain name. 

 6.
If the computer has been previously installed and configured as a Windows 2000 DNS server, verify that zone authority records are updated by the DNS Server service. 


These include the start of authority (SOA) and name server (NS) resource records, substituting the new FQDN to replace the single label name previously in use.

Notes

·
To open System, click Start, point to Settings, and then click Control Panel. In Control Panel, double-click System. 

·
For more information on how to configure the DNS suffix for clients not running Windows 2000, see the applicable TCP/IP or DNS documentation provided by the appropriate vendor for your other clients. 

·
If you are configuring a DNS primary suffix that is different than the name of the Active Directory domain where the computer is joined, you need to perform additional configuration steps. 

To preload the client resolver cache

 1.
At the client computer, open Command Prompt. 

 2.
At the command prompt, type the following command: 


notepad %systemroot%\system32\drivers\etc\hosts


The Hosts file opens for editing in Notepad.

 3.
Using the default entry in the file (a mapping for the local host to the loopback IP address, 127.0.0.1), add additional host name-to-address mappings on separate lines to be preloaded into the resolver cache of the client. For example, you might add: 


10.0.0.1 host-a host-a.example.microsoft.com


For more information about Host file formatting or other limitations, see Notes.

 4.
On the File menu, click Save, and then Exit. 

 5.
As an option, you can verify that your changes have been updated in the resolver cache by viewing its contents. 

Notes

·
To open Command Prompt, click Start, point to Programs, and then click Command Prompt. 

·
To open Notepad, click Start, point to Programs, point to Accessories, then click Notepad. 

·
Entries you add are always answered first from the local resolver cache and not sent to the DNS query when queries are made locally to resolve these names to host (A) resource records. 

·
Every line in the Hosts file should contain an IP address followed by one or more host names. For example, you could add a line such as the following with an IP address (10.0.0.1) that maps to more than one DNS host name: 


10.0.0.1 host-a host-a.example.microsoft.com host-b.example2.microsoft.com


Likewise, a single DNS host name can correspond to more than one IP address if each of the addresses is mapped and used in separate lines. For example, you could add lines for the following multi-homed or multi-addressable DNS host computer:


10.0.0.1 host-a.example.microsoft.com

10.0.0.2 host-a.example.microsoft.com

10.0.0.3 host-a.example.microsoft.com

·
When multiple names or IP addresses are used in the file, the DNS Client service must be running for all entries to be returned or used in answering queries. If the DNS Client service is not running, only the first entry in the file is used to resolve the query. 

Manage servers

·
Open the DNS console 

·
Start or stop a DNS server 

·
Add a server to the DNS console 

·
Remove a server from the DNS console 

·
Manually update server data files 

·
Change the boot method used by the DNS server 

·
Change the name-checking method used by the DNS server 

To open the DNS console

·
Open DNS. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
The DNS console is an administrative tool for managing Windows 2000 DNS servers only.

To start or stop a DNS server

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L Applicable DNS server 

 3.
On the Action menu, point to All Tasks and then click one of the following: 

·
To start the service, click Start. 

·
To stop the service, click Stop. 

·
To interrupt the service, click Pause. 

·
To stop and then automatically restart the service, click Restart. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
The DNS Server service is an optional server component provided with Windows 2000 Server. If, on the computer you are managing, this service was not previously installed, it does not appear in the listed services. 

·
After you pause or stop the service, on the Action menu, in All Tasks, you can click Resume to immediately resume service. 

·
You can also perform most of these tasks at a command prompt by using the following commands: 

·
net start dns 

·
net stop dns 

·
net pause dns 

·
net continue dns

To add a server to the DNS console

 1.
Open DNS. 

 2.
On the Action menu, click Connect To Computer. 

 3.
From Select Target Computer, select either: 

·
This computer, if the server you want to connect to and manage is located on the same computer you are using to manage it. 

·
The following computer, if the server you want to connect to and manage is located on a remote computer. 

·
If you choose to connect to a remote server, specify either its DNS computer name or its IP address.

 4.
Select the Connect to the specified computer now check box, and then click OK. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
The DNS console is an administrative tool for managing Windows 2000 DNS servers only.

To remove a server from the DNS console

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Delete. 

 4.
When prompted to confirm you want to delete this server from the list, click OK. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To manually update server data files

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Update Server Data Files. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
For standard primary zones, this procedure causes the DNS server to immediately write its in-memory changes out to disk for storage with the zone file. Normally these changes are only written at predefined update intervals and when the DNS server is shut down. 

·
For Active Directory-integrated zones, this procedure does not apply since most changes to directory-integrated zone data are written immediately back to the applicable directory-integrated zone database. 

To change the boot method used by the DNS server 

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In the Load zone data on startup list, select From registry, From file, or From Active Directory and registry. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
By default, Windows 2000 DNS servers use information stored in the Windows 2000 registry to initialize for service and load any zone data for use at the server. As added options, you can configure the DNS server to boot from a file or, in Active Directory environments, you can supplement local registry data with zone data retrieved for directory integrated zones stored in the Active Directory database. If you use the file method, the file used must be a text file named Boot, located on this computer in the \Winnt\System32\Dns folder. 

To change the name-checking method used by the DNS server

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In the Name checking list, select Non RFC (ANSI), Strict RFC (ANSI), or Multibyte (UTF8). 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Windows 2000 DNS servers support three possible methods for checking names it receives and processes during normal server operations: 

·
Strict RFC (ANSI) This method strictly enforces RFC-compliant naming rules for all DNS names that the server processes. Names that are not RFC-compliant are treated as erred data by the server. 

·
Non RFC (ANSI) This method allows names that are not RFC-compliant to be used with the DNS server, such as names that use ASCII characters but are not compliant with RFC host naming requirements. 

·
Multibyte (UTF8) This method allows names that use the Unicode 8-bit translation encoding scheme, which is a proposed RFC draft, to be used with the DNS server. 


By default, the server uses Non RFC (ANSI) to check names. This option provides loose name checking and allows any DNS names that use standard ANSI or ASCII encoded characters to be received and processed by the server, providing the highest possible interoperability with other DNS servers and host systems.

Optimize servers

·
Enable or disable fast transfer format during zone transfers 

·
Prevent loading of a zone when bad data is found 

·
Disable round-robin rotation for multihomed names 

·
Disable local subnet prioritization for multihomed names 

·
Restore server default preferences 

·
Disable recursion on the DNS server 

·
Update root hints on the DNS server 

·
Secure server cache against names pollution 

·
Clear the server names cache 

To enable or disable fast transfer format during zone transfers

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In the Server options list, select the BIND secondaries check box, and then click OK. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
This setting is to be used only for optimizing zone transfers between Windows 2000 DNS servers and other DNS server implementations. Zone transfers between Windows-based DNS servers always use the fast transfer format. 

·
DNS servers running versions of the Berkeley Internet Name Domain (BIND) server implementation prior to version 4.9.4 do not support the fast transfer format. You should enable this option only if you are transferring zones to BIND servers running version 4.9.4 or later. 

To prevent loading of a zone when bad data is found 

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In Server options, select the Fail on load if bad zone data check box, and then click OK. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To disable round-robin rotation for multihomed names

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In Server options, clear the Enable round robin check box, and then click OK. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To disable local subnet prioritization for multihomed names

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In Server options, clear the Enable netmask ordering check box, and then click OK. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To restore server default preferences

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
Click Reset to Default, and then click OK. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To disable recursion on the DNS server

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In Server options, select the Disable recursion check box, and then click OK. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To update root hints on the DNS server

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Root Hints tab. 

 5.
Modify server root hints as follows: 

·
To add a root server to the list, click Add, then specify the name and IP address of the server to be added to the list. 

·
To modify a root server in the list, click Edit, then specify the name and IP address of the server to be modified in the list. 

·
To remove a root server from the list, select it in the list and click Remove. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To secure server cache against names pollution

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In Server options, select the Secure cache against pollution check box, and then click OK. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To clear the server names cache

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Clear cache. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

Monitor servers

·
Select and enable debug logging options on the DNS server 

·
Disable debug logging options on the DNS server 

·
Test a simple query on the DNS server 

·
Test a recursive query on the DNS server 

·
Enable automatic query testing on the DNS server 

·
View the DNS server system event log 

·
View a DNS server debug log file 

To select and enable debug logging options on the DNS server 

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Logging tab. 

 5.
Select the events that you want the DNS server to record for debug logging, and then click OK. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Using debug logging options slows DNS server performance. For this reason, all debug logging options are disabled by default. 

To disable debug logging options on the DNS server

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Logging tab. 

 5.
Click Reset To Default, and then click OK. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To test a simple query on the DNS server

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Monitoring tab. 

 5.
Select the A simple query against this DNS server check box. 

 6.
Click Test Now. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Results of the query test appear in Test results. 

To test a recursive query on the DNS server

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Monitoring tab. 

 5.
Select the A recursive query to other DNS servers check box. 

 6.
Click Test Now. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Results of the query test appear in the Test results list box. 

To enable automatic query testing on the DNS server

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Monitoring tab. 

 5.
Select the type of testing to be used during automatic query testing. You can select from the following: 

a.
A simple query against this DNS server 

b.
A recursive query to other DNS servers 

c.
Both query test types 

 6.
Select the Perform automatic testing at the following interval check box. 

 7.
Set the Test interval to be used. 


The query tests that you select are performed at regular intervals based on the value of the interval you specify. The default polling interval is 1 minute.

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Results of automated query tests appear in Test results and are updated after each test interval. 

To view the DNS server system event log

 1.
Open Event Viewer. 

 2.
If the DNS server for which you want to view the log is located on another computer, do the following: 

a.
on the Action menu, click Connect to another computer. 

b.
Select Another computer and specify the name or IP address of the remote computer. 

 3.
In console tree, click DNS Server. 

 4.
In the details pane, you can view the listing of events the DNS Server service has logged. 


To view additional details for a specific event, double-click the event.

Note   To open Event Viewer, click Start, point to Programs, point to Administrative Tools, and then click Event Viewer. 

To view a DNS server debug log file

 1.
Stop the DNS Server service. 

 2.
Open WordPad. 

 3.
On the File menu, click Open. 

 4.
In Open, for File name, specify the path to the DNS server debug log file. 


By default, if the applicable DNS server is running locally, the file and path are as follows:


%SystemRoot%\System32\Dns\Dns.log

 5.
After you specify the correct path and file, click Open to view the log file. 

Notes

·
To open WordPad, click Start, point to Programs, point to Accessories, and then click WordPad. 

·
By default, the Dns.log file is empty if you have not previously enabled debug logging options. 

·
Debug logging slows DNS server performance and should only be enabled for temporary use. 

Add and remove zones

·
Add a forward lookup zone 

·
Add a reverse lookup zone 

·
Delete a zone 

·
Pause a zone 

·
Start a zone 

To add a forward lookup zone

 1.
Open DNS. 

 2.
In the console tree, click Forward Lookup Zones. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

 3.
On the Action menu, click New Zone. 

 4.
In the New Zone wizard, follow the instructions to create the new forward lookup zone. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To add a reverse lookup zone

 1.
Open DNS. 

 2.
In the console tree, click Reverse Lookup Zones. Where?


L DNS 

   L applicable DNS server 

      L Reverse Lookup Zones 

 3.
On the Action menu, click New Zone. 

 4.
In the New Zone wizard, follow the instructions to create the new reverse lookup zone. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To delete a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Delete. 

 4.
When asked to confirm that you want to delete the zone, click OK. 

Caution   Deleting an Active Directory-integrated zone effectively deletes the zone from use at all other Windows 2000 DNS servers that use same directory store of zone data to load and update the zone locally. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
This procedure is most often used to delete a secondary copy of a zone, although it can also be used to delete a primary zone. 

·
Deleting a standard primary zone is usually unnecessary, unless you are redesigning your DNS namespace and the zone is no longer needed or used. In most cases, you can change the zone type if you only want to modify the zone.

To pause a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
In the Applicable zone Properties, on the General tab, click Pause, and then click OK. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
By default, zones are started when created or loaded at the server. Once you use this procedure to pause a zone, you must restart the zone before it is available for servicing clients or zone updates. 

To start a zone 

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
In Applicable zone Properties, on the General tab, click Start, and then click OK. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
By default, zones are started when created or loaded at the server. Only zones that have previously been paused need to be restarted. 

Configure zone properties

·
Change the zone type 

·
Change a zone file name 

·
Modify the start of authority (SOA) record for a zone 

·
Create and manage a notify list for a zone 

·
Create a zone delegation 

·
Specify other DNS servers as authoritative for a zone 

·
Update the master server for a secondary zone 

·
Enable DNS to use WINS resolution 

To change the zone type

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, note the current zone type, then click Change. 

 5.
In Change Zone Type, select a zone type other than the current one, and then click OK. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
You can select from Standard primary or Standard secondary as appropriate for all zones. When selecting the Standard secondary zone type, you need to specify the IP address of another DNS server to be used as the source for obtaining updated information for the zone. 

·
If the DNS server computer is operating as a domain controller, the option to change the zone type to Active Directory-integrated is available. This option is not otherwise available. When this zone type is selected for use, zone data is stored and replicated as part of the Active Directory database. 

·
Changing a zone from secondary to primary type can affect other zone activities, including management of dynamic updates and zone transfers, and the use of DNS notify lists to notify other servers about changes in the zone. 

To change a zone file name 

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
From the General tab, in the Zone file name text box, type the new file name for this zone. 

 5.
Click OK when you have finished entering the new zone file name. 

Caution

·
If the zone file name is changed, be sure to update Zone file name on other DNS servers that maintain this zone. Otherwise, subsequent zone transfers and updates might fail. This can occur in the following situations: 

·
The zone type is primary on this server. 

·
The zone type is secondary on this server and this server acts as a source or master server for this zone to other DNS servers that host secondary copies of this zone. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
The name of the zone file changes, not the name of the zone. You can use Windows Explorer to view or verify the new zone file name. 

·
The zone file name is not used for Active Directory-integrated zones because these zones store zone data in the Active Directory database and not a text file on the DNS server computer. 

To modify the start of authority (SOA) record for a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
Click the Start of Authority (SOA) tab. 

 5.
As needed, modify properties for the start of authority (SOA) record. 

·
For more information about a dialog box item, click the What's This? button, point to the item, and then click on it.

 1.
Click OK when you have finished making changes. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
The settings applied for the start of authority (SOA) record affect how zone transfers are made between servers. 

To create and manage a notify list for a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
Click the Zone Transfers tab. 

 5.
Click Notify. 

 6.
Verify that the Automatically notify check box is checked. 

 7.
Select the method to be used for creating a list for notifying other DNS servers when changes to the zone occur. Your options are: 

a.
Use the default, Servers listed on the Name Servers tab, to permit only those servers that appear by IP address on the Name Servers tab to be included in the notify list. 

b.
Select The following servers if you want to specify a different notify list to be used instead. 

 8.
If you selected The following servers in the previous step, add or remove server IP addresses to form the notify list as needed: 

·
To add a server to the notify list, type its IP address in the IP address field and click Add. 

·
To remove a server from the notify list, click the server IP address in the list box and click Remove. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Changes to the notify list properties are only available on primary zones. For secondary zones, these properties are read-only. DNS Notify is an RFC-compliant extension of the DNS standard defined in RFC 1996, "A Mechanism for Prompt Notification of Zone Changes." 

To create a zone delegation

 1.
Open DNS. 

 2.
In the console tree, click the applicable subdomain. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

            L applicable domain (if used) 

               L applicable subdomain 

 3.
On the Action menu, click New Delegation. 

 4.
Follow the instructions provided in the New Delegation wizard to finish creating the new delegated domain. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
All domains (or subdomains) that appear as part of the applicable zone delegation must be created in the current zone prior to performing delegation as described here. As necessary, use the DNS console to first add domains to the zone before completing this procedure. 

To specify other DNS servers as authoritative for a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
Click the Name Servers tab. 

 5.
Click Add. 

 6.
Specify additional DNS servers by their IP address, and then click Add to add them to the list. 


You can add to the list of authoritative servers for the zone by either specifying server IP addresses or entering their DNS names. When entering names, click Resolve to resolve the name to its IP address prior to adding it to the list.

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
DNS servers specified using this procedure are added to those server IP addresses already present for the existing name server (NS) resource record for the zone. Typically, you might only need to perform this procedure at the primary zone when adding DNS servers to act as secondary servers and also to specify that these servers are known to be authoritative when answering queries for zone data. 

·
Windows 2000 DNS servers automatically add and perform initial configuration of the NS resource record for each new primary type zone added to the server. 

To update the master server for a secondary zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable secondary zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, in IP address, specify the IP address for a new master server and click Add to update it in the list. 


For more information about a dialog box item, click the What's This? button, point to the item, and then click on it.

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To enable DNS to use WINS resolution

 1.
Open DNS. 

 2.
In the console tree, click the applicable secondary zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
Click the applicable tab: 

·
The WINS tab, if the applicable zone is a forward lookup zone. 

·
The WINS-R tab, if the applicable zone is a reverse lookup zone. 

 5.
Select the applicable check box to enable the use of WINS resolution: 

·
The Use WINS forward lookup check box, if the applicable zone is a forward lookup zone. 

·
The Use WINS-R lookup check box, if the applicable zone is a reverse lookup zone. 

 6.
Type the IP address of a WINS server to be used for further resolution of names not found in DNS. (Or, in the case of a reverse lookup zone, type a name in Domain to append to returned name). 

 7.
Click Add to add the server IP address to the list. 

 8.
If additional WINS server addresses should be used for a forward lookup zone during WINS lookup referral, repeat steps 6 and 7 as needed to add them to the list. 

 9.
Select the Do not replicate this record check box for this WINS record if applicable. If you are replicating this zone between other DNS servers that do not recognize the WINS or WINS-R resource records, click this check box. This prevents these records from being replicated to these other servers during zone transfers. 

10.
Optionally, click Advanced to adjust advanced WINS lookup parameters. 


For more information about a dialog box item, click the What's This? button, point to the item, and then click on it.

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
When this option is used, specified WINS servers configured in this procedure are used for final referral of names not found in the applicable zone. 

Manage zones

·
Allow dynamic updates 

·
Allow only secure dynamic updates 

·
Initiate a zone transfer at a secondary server 

·
Adjust the refresh interval for a zone 

·
Adjust the retry interval for a zone 

·
Adjust the expire interval for a zone 

·
Modify security for a directory integrated zone 

To allow dynamic updates

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
On the General property tab, verify that the zone type is either Primary or Active Directory-integrated. 

 5.
In the Allow dynamic updates? list, click Yes. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Dynamic update is an RFC-compliant extension to the DNS standard. The DNS update process is defined in RFC 2136, "Dynamic Updates in the Domain Name System (DNS UPDATES)." 

To allow only secure dynamic updates

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, verify that the zone type is Active Directory-integrated. 

 5.
In the Allow dynamic updates? drop-down list, click Only secure updates. 

Caution   For Windows 2000, the use of secure dynamic updates can be compromised by running a DHCP server on a domain controller when Windows 2000 DHCP server is configured to perform registration of DNS records on behalf of its clients. To avoid this issue, deploy DHCP servers and domain controllers on separate computers. If you are not concerned about security of reverse lookup (PTR) records, this precaution is only advisable if the DHCP server is configured to perform registration of host (A) records on behalf of its clients (which is not a default behavior). 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Secure dynamic update is supported only for Active Directory-integrated zones. If the zone type is configured differently, you must change the zone type and directory integrate the zone prior to securing it for DNS dynamic updates. 

·
Dynamic update is an RFC-compliant extension to the DNS standard. The DNS update process is defined in RFC 2136, "Dynamic Updates in the Domain Name System (DNS UPDATES)." 

To initiate a zone transfer at a secondary server

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Transfer from master. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To adjust the refresh interval for a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, verify that the zone type is either Primary or Active Directory-integrated. 

 5.
Click the Start of Authority (SOA) tab. 

 6.
To adjust the Refresh interval, select from the drop-down list a time period in minutes, hours, or days, and type a number in the text box. 

 7.
Click OK to save the adjusted interval. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
By default, the refresh interval for each zone is set to 1 hour. The refresh interval is used to determine how often other DNS servers that load and host the zone must attempt to renew the zone. 

To adjust the retry interval for a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, verify that the zone type is either Primary or Active Directory-integrated. 

 5.
Click the Start of Authority (SOA) tab. 

 6.
To adjust the Retry interval, select from the drop-down list an interval in minutes, hours, or days, and type a number in the text box. 

 7.
Click OK to save the adjusted interval. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
By default, the retry interval for each zone is set at 10 minutes. The retry interval is used to determine how often other DNS servers that load and host the zone are to retry a request for update of the zone each time the refresh interval occurs. 

To adjust the expire interval for a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, verify that the zone type is either Primary or Active Directory-integrated. 

 5.
Click the Start of Authority (SOA) tab. 

 6.
For Expires after, select from the drop-down list an interval in either minutes, hours, or days, and then type a number in the text box. 

 7.
Click OK to save the adjusted interval. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
By default, the expire interval for each zone is set to 1 day. The expire interval is used by other DNS servers configured to load and host the zone to determine when zone data expires if not renewed. 

To modify security for a directory integrated zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, verify that the zone type is Active Directory-integrated. 

 5.
On the Security tab, modify the list of member users or groups that are allowed to securely update the applicable zone and reset their permissions as needed. 


For more information about a dialog box item, click the What's This? button, point to the item, and then click it.

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Secure dynamic updates are only supported for Active Directory-integrated zones. 

Manage resource records

·
Add a host (A) resource record to a zone 

·
Add a mail exchanger (MX) resource record to a zone 

·
Add an alias (CNAME) resource record to a zone 

·
Add a new domain to a zone 

·
Add a pointer (PTR) resource record to a reverse zone 

·
Add a resource record to a zone 

·
Modify an existing resource record in a zone 

·
Delete a resource record from a zone 

·
View unsupported resource records in a zone 

·
Modify security for a resource record 

To add a host (A) resource record to a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
On the Action menu, click New Host. 

 4.
In the Name text box, type the DNS computer name for the new host. 

 5.
In the IP address text box, type the IP address for the new host. 

 6.
As an option, select the Create associated pointer (PTR) record check box to create an additional pointer record in a reverse zone for this host, based on the information you entered in Name and IP address. 

 7.
Click Add Host to add the new host record to the zone. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To add a mail exchanger (MX) resource record to a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
On the Action menu, click New Mail Exchanger. 

 4.
In the Host or domain text box, type the domain name for which this record is to be used to deliver mail. 

 5.
In the Mail server text box, type the DNS host computer name of the mail exchanger or mail server host that delivers mail for the specified domain name. 


As an option, you can click Browse to view the DNS namespace for mail exchanger hosts in this domain that have host (A) records already defined.

 6.
Adjust the Mail server priority as needed for this zone. 

 7.
Click OK to add the new record to the zone. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To add an alias (CNAME) resource record to a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
On the Action menu, click New Alias. 

 4.
In the Alias name text box, type the alias name. 

 5.
In the Fully qualified name for target host text box, type the fully qualified domain name of the DNS host computer for which this alias is to be used. 


As an option, you can click Browse to search the DNS namespace for hosts in this domain that have host (A) records already defined.

 6.
Click OK to add the new record to the zone. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To add a new domain to a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
On the Action menu, click New Domain. 

 4.
In New Domain, type the name of the new domain without using periods. 

 5.
Click OK to add the new domain to the zone. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To add a pointer (PTR) resource record to a reverse zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
On the Action menu, click New Pointer. 

 4.
In the Host IP number text box, type the host IP address octet number. 

 5.
In the Host name text box, type the fully qualified domain name for the DNS host computer for which this pointer record is to be used to provide reverse lookup (address-to-name resolution). 

 6.
As an option, you can click Browse to search the DNS namespace for hosts in this domain that have host (A) records already defined.

 7.
Click OK to add the new record to the zone. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To add a resource record to a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
On the Action menu, click Other New Records. 

 4.
In Select a resource record type list box, scroll to and select the type of resource record you want to add. 

 5.
Click Create Record. 

 6.
In New Resource Record, enter the information needed to complete the resource record. 


For more information about a dialog box item, click the What's This? button, point to the item, and then click on it.

 7.
After you specify all of the necessary information for the resource record, click OK to add the new record to the zone. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To modify an existing resource record in a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
In the details pane, click the resource record you want to modify. 

 4.
On the Action menu, click Properties. 

 5.
In Properties, edit any properties available to be modified. 


If necessary, you can view and modify advanced resource record properties for the DNS console. To display advanced properties, on the View menu, click Advanced.

 6.
Click OK when you have finished modifying the record. 

Note

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
When Advanced view options are enabled, you can modify additional settings for an existing resource record, such as its record-specific Time-to-Live (TTL), or set a record-specific time stamp to be used where aging and scavenging are available. 

To delete a resource record from a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
In the details pane, click the resource record you want to delete. 

 4.
On the Action menu, click Delete. 

 5.
When you are asked to confirm that you want to delete the selected resource record, click OK. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To view unsupported resource records in a zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
In the details pane, click the record you want to view. 

 4.
On the Action menu, click Properties. 

 5.
In Properties, view properties specific to this record. 

 6.
When you have finished viewing the record, click OK. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
The DNS console allows you to view unsupported resource records (RRs) in secondary zones that are obtained from other DNS server implementations, such as DNS servers running versions of BIND. These records are not used by Windows 2000 DNS servers and cannot be managed through the DNS console. These include the following types of records: 

·
Legacy records, such as mail forwarder (MF) and mail domain (MD) resource records (RRs). 

·
Secure or encrypting DNS records, such as signature (SIG) or next (NXT) RRs. 

To modify security for a resource record

 1.
Open DNS. 

 2.
In the console tree, click the applicable forward lookup zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones 

         L applicable zone 

 3.
In the details pane, click the record you want to view. 

 4.
On the Action menu, click Properties. 

 5.
On the Security tab, modify the list of member users or groups that are allowed to securely update the applicable record and reset their permissions as needed. 


For more information about a dialog box item, click the What's This? button, point to the item, and then click it.

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Secure dynamic updates are only supported or configurable for resource records stored with Active Directory-integrated zones. 

Use aging and scavenging

·
Set aging/scavenging properties for the DNS server 

·
Set aging/scavenging properties for a selected zone 

·
Enable automatic scavenging of stale resource records 

·
Start immediate scavenging of stale resource records 

·
View when a zone can start scavenging stale records 

·
Reset scavenging and aging properties for a specified resource record 

To set aging/scavenging properties for the DNS server

 1.
Open DNS. 

 2.
In the console tree, click the applicable DNS server. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Set Aging/Scavenging for all zones. 

 4.
Select the Scavenge stale resource records check box. 

 5.
Modify other aging and scavenging properties as needed. 


For more information about a dialog box item, click the What's This? button, point to the item, and then click on it.

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
Aging and scavenging properties configured by this procedure act as server defaults that apply only toward Active Directory-integrated zones. For standard primary zones, you must set the appropriate properties at the applicable zone. 

·
Once you apply changes for server aging/scavenging settings, the DNS console prompts you to confirm. You then have the option to apply your changes to new Active Directory-integrated zones only. If needed, you can also apply your changes to existing Active Directory-integrated zones. 

·
Regardless of whether the Scavenge stale resource records check box is selected as described in step 4, for standard primary zones, this feature is disabled unless manually enabled at the applicable zone. 

To set aging/scavenging properties for a selected zone

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, click Aging. 

 5.
Select the Scavenge stale resource records check box. 

 6.
Modify other aging and scavenging properties as needed. 


For more information about a dialog box item, click the What's This? button, point to the item, and then click it.

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To enable automatic scavenging of stale resource records

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
Select the Enable automatic scavenging of stale records check box. 

 6.
To adjust the Scavenging period, select from the drop-down list an interval in either hours or days, and then type a number in the text box. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To start immediate scavenging of stale resource records

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

 3.
On the Action menu, click Scavenge stale resource records. 

Note   To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS.

To view when a zone can start scavenging stale records

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
On the View menu, click Advanced. 

 4.
On the Action menu, click Properties. 

 5.
On the General tab, click Aging. 

 6.
In the Zone Aging/Scavenging Properties dialog box, view the value in Date and time to see when the zone is first eligible to be scavenged for stale resource records. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
The start scavenging date and time stamp are used to determine when zone scavenging starts. 

·
After the start scavenging date and time stamp are reached, scavenging can occur only if the Scavenge stale resource records check box is selected. If the check box is cleared, scavenging for the zone cannot be performed. 

To reset scavenging and aging properties for a specified resource record

 1.
Open DNS. 

 2.
In the console tree, click the applicable zone. Where?


L DNS 

   L applicable DNS server 

      L Forward Lookup Zones (or Reverse Lookup Zones) 

         L applicable zone 

 3.
In the details pane, double-click the resource record for which you want to reset scavenging and aging properties. 


The properties for the selected resource record appears.

 4.
Depending on the how the resource record was originally added to the zone, do the following as appropriate to reset the Delete this record when it becomes stale check box: 

a.
If the record was added dynamically using the DNS dynamic update protocol, you can clear the check box to prevent its aging or potential removal during the scavenging process. 

b.
If you added the record statically, you can select the check box to permit its aging or potential removal during the scavenging process. 

Notes

·
To open DNS, click Start, point to Programs, point to Administrative Tools, and then click DNS. 

·
This procedure is only necessary for resource records that are dynamically registered. For records that you manually add to a zone, a time stamp value of zero always applies to the record, excluding it from the scavenging process. 

Troubleshoot DNS using command tools

·
Display and view a client resolver cache using the ipconfig command 

·
Flush and reset a client resolver cache using the ipconfig command 

·
Renew DNS client registration using the ipconfig command 

·
Verify DNS server responsiveness using the nslookup command 

·
Verify a zone delegation using the nslookup command 

·
Verify DNS registration for domain controllers using the nslookup command 

·
Verify WINS as the source for answering a DNS query 

To display and view a client resolver cache using the ipconfig command

·
At a command prompt, type: 


ipconfig /displaydns


Or, type ipconfig /displaydns|more to pause the display of the command output to one screen at time.

Notes

·
To open a command prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
The ipconfig /displaydns command provides you with a means to view the contents of the DNS client resolver cache, which includes entries preloaded from the local Hosts file, as well as any recently obtained resource records for name queries resolved by the system. This information is used by the DNS Client service to quickly resolve frequently queried names before it queries its configured DNS servers. 

·
When the ipconfig /displaydns command is used to display current resolver cache contents, the resultant output generally includes the local host and loopback IP address (127.0.0.1) mappings. This is because these mappings typically exist in the default (unmodified) contents of the local Hosts file. 

·
After you can add host mapping entries to the local Hosts file and save the file, these entries are added to the displayed output of this command.

·
The resolver cache can also support negative caching of unresolved or non-valid DNS names. These entries are added by the DNS Client service when it receives a negative answer from a DNS server for a queried name. The negative result is cached for a short period of time so that it is not again queried, which could cause query performance problems. 


During DNS troubleshooting, you can flush and reset the cache to discard negative entries from the cache and any other dynamically added entries that were not preloaded.

·
Although the ipconfig command is provided for earlier versions of Windows, the /displaydns option is only available for use at computers running Windows 2000 where the DNS Client service is started. 

To flush and reset a client resolver cache using the ipconfig command

·
At a command prompt, type: 


ipconfig /flushdns

Notes

·
To open a command prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
The ipconfig /flushdns command provides you with a means to flush and reset the contents of the DNS client resolver cache. During DNS troubleshooting, if necessary, you can use this procedure to discard negative cache entries from the cache, as well as, any other dynamically added entries. 

·
Resetting the cache does not eliminate entries that are preloaded from the local Hosts file. To eliminate those entries from the cache, remove them from this file. 

·
Although the ipconfig command is provided for earlier versions of Windows, the /flushdns option is only available for use at computers running Windows 2000 The DNS Client service must also be started. 

To renew DNS client registration using the ipconfig command

·
At a command prompt, type: 


ipconfig /registerdns


Or, type ipconfig /registerdns [adapter]


Where adapter is the name of a specific network adapter installed on the computer for which you want to renew or update registrations.

Notes

·
To open a command prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
The ipconfig /registerdns command provides you with a means to manually initiate dynamic registration for the DNS names and IP addresses configured at a computer. This option can assist in troubleshooting a failed DNS name registration or in resolving a dynamic update problem between a client and the DNS server without requiring a client reboot. 

·
By default, the ipconfig /registerdns command refreshes all DHCP address leases and registers all related DNS names configured and used by the client computer. 

·
To learn the names of adapters that you can optionally specify with this command, first type the ipconfig command by itself (that is, do not specify any additional parameters). The command output displays all adapters by name that are available for use at the computer. 

·
Although the ipconfig command is provided for earlier versions of Windows, the /registerdns option is only available for use at computers running Windows 2000 with the DHCP Client service started. 

·
For Windows 2000, the DHCP Client service is used to perform dynamic registrations and updates, regardless of whether the computer uses a DHCP server or static configuration to obtain its IP address. 

·
If you are troubleshooting a failed DNS dynamic registration for a client computer and its DNS names, it might help to verify that the cause is not related to one of the following commonly known causes for such failures: 

a.
The zone where the client requires update or registration is not able to accept dynamic updates. 

b.
The DNS servers that the client is configured to use do not support or recognize the DNS dynamic update protocol. 

c.
The primary (or directory-integrated) DNS server for the zone refused the update request. This can most likely occur because the client is not permitted under current zone or resource records security sufficient access rights to update its own name. 

d.
The server or zone is not available because of other problems, such as a network or server failure. 

To verify DNS server responsiveness using the nslookup command

 1.
At a command prompt, type: 


nslookup server_ip_address 127.0.0.1


where server_ip_address is the IP address of the DNS server at which you are verifying its responsiveness.


For example, if the IP address of your DNS server is 10.0.0.1, you would type:


nslookup 10.0.0.1 127.0.0.1

 2.
If the server is responding, the name "localhost" is returned. 


If the server does not respond, continue troubleshooting the DNS server. 

Note   To open a command prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

To verify a zone delegation using the nslookup command

 1.
At a command prompt, type: 


nslookup root_server_ip_address


where root_server_ip_address is the IP address of a valid root server for your network.


network.

 2.
At the nslookup command prompt, type: 


set norecursion

 3.
After the previous command completes, type: 


set q=rr_type


where rr_type is the type of resource record (RR) for the failed name for which you are attempting to verify (or troubleshoot) a zone delegation.


For example, type set q=a if the type of RR used by the failed name is a host (A) RR.

 4.
Type the fully qualified domain name (FQDN) for the failed name. 


Use the trailing period (.) when entering the name. If zone delegations are set correctly, a list of name server (NS) RRs for delegated servers should be returned in the response.

 5.
If the NS query response contains no names or IP addresses for delegated servers, type q=ns and query again using the FQDN for the parent zone of the failed name. 


For example, if the failed name you used in the previous step was example.microsoft.com, query for microsoft.com.

 6.
If the response contains name server (NS) RRs, but no host (A) RRs, type set recursion and query individually for any of the A RRs of servers listed in the NS RRs. 


If, for each NS RR you encounter in a zone, you do not find at least one valid IP address in an A RR, you have a broken delegation.

 7.
Either fix the broken delegation or retry the delegation test described in the previous step using a different IP address. 


If more than one A RR or IP address is found, use it to repeat the delegation test described in the previous step. To fix a delegation, add or update an A RR in the parent zone with a valid IP address for a correct DNS server for the delegated zone.

Note   To open a command prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

To verify DNS registration for domain controllers using the nslookup command

 1.
At a command prompt, type: 


nslookup


nslookup

 2.
After the previous command completes, at the nslookup (">") prompt type: 


set q=rr_type


where rr_type is the resource record (RR) type to apply as a filter for subsequent lookups.


For example, in this instance, because you want to limit subsequent name queries to filter and return only service location (SRV) RRs that use a specified name, type:


set q=srv.

 3.
After the previous command completes, type: 


_ldap._tcp.dc._msdcs.Active_Directory_domain_name


where Active_Directory_domain_name is the DNS name configured for use with your Active Directory domain and any of its associated domain controllers.


For example, if the DNS domain name of your Active Directory domain is example.microsoft.com, type:


_ldap._tcp.dc._msdcs.example.microsoft.com.

 4.
Review the output of the previous SRV query and determine if further action is needed based on whether the previous query succeeded or failed: 

·
If the query succeeded, review the registered SRV RRs returned in the query to determine if all domain controllers for your Active Directory domain are included and registered using valid IP addresses. 

·
If the query failed, continue troubleshooting dynamic update or DNS server related issues to determine the exact cause of the problem. 

Notes

·
To open a command prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
In some cases, when performing the above procedure, you might see several time-outs reported. This happens when reverse lookup is not configured for DNS servers servicing the same DNS domain as your Active Directory domain. 

·
The following is an example of command-line output for an Nslookup session, used to verify service location (SRV) resource records that are registered by Windows 2000 domain controllers. In this example, the two domain controllers are dc1 and dc2 and are registered for the "example.microsoft.com" domain. 

C:\>nslookup

Default Server:  dc1.example.microsoft.com

Address:  10.0.0.14

> set type=srv

> _ldap._tcp.dc._msdcs.example.microsoft.com

Server:  dc1.example.microsoft.com

Address:  10.0.0.14

_ldap._tcp.dc._msdcs.example.microsoft.com   SRV service location:

          priority       = 0

          weight         = 0

          port           = 389

          svr hostname   = dc1.example.microsoft.com

_ldap._tcp.dc._msdcs.example.microsoft.com   SRV service location:

          priority       = 0

          weight         = 0

          port           = 389

          svr hostname   = dc2.example.microsoft.com

dc1.example.microsoft.com     internet address = 10.0.0.14

dc2.example.microsoft.com     internet address = 10.0.0.15

·
The nslookup command is a standard command-line utility provided in most DNS service implementations, including Windows 2000. It offers the ability to perform query testing of DNS servers and obtain detailed responses as the command output. This information is useful in troubleshooting name resolution problems, verifying that resource records (RRs) are added or updated correctly in a zone, and debugging other server-related problems. 

·
Verify that resource records used to register services and critical hosts, such as domain controllers, are correctly added to zones. 


In some cases, you might need to manually add or verify registration of the service location (SRV) resource records used to support Windows 2000 domain controllers.


To add the SRV resource records that have been created for a domain controller, open and view the Netlogon.dns file, created by the Active Directory Installation wizard when a server computer is promoted to a domain controller. It can be found at:


systemroot\System32\Config\Netlogon.dns 

·
The resource records used in this file are listed in RFC-compliant text-file format. When verifying these records, look for the following records: 


_ldap._tcp.Active_Directory_domain_name IN SRV 0 0 389 ldap_server_name

_ldap._tcp.dc._msdcs.Active_Directory_domain_name IN SRV 0 0 389 domain_controller_name


In some cases, you might need to modify the Lightweight Directory Access Protocol (LDAP) server name if you are using a non-domain controller as an LDAP server for your network.

·
The Net Logon service on each Windows 2000 domain controller registers, as appropriate, a number of different DNS resource records with DNS servers. To learn more about these records and how Net Logon updates DNS, obtain additional technical information on Windows 2000 DNS available from the Microsoft Web site. 


To verify WINS as the source for answering a DNS query

 1.
At a command prompt, type: 


nslookup

 2.
After the previous command completes, at the nslookup (">") prompt type: 


set debug


to enable the nslookup command to operate in debug mode, providing extended information in the command output.


This mode is required to view query response information about whether the source for a query answer is:

·
authoritative (from a DNS zone or WINS server database) 

·
non-authoritative (cached data from previous queries made by the DNS server or loaded from root hints) 

 3.
Next, either type: 


set qtype=a


if you are testing for a WINS forward lookup, or:


set qtype=ptr


if you are testing for a WINS-R reverse lookup.


Respectively, these two commands can be used to set the query type to filter either by host (A) or pointer (PTR) resource records as appropriate for researching either a forward or reverse lookup.

 4.
Based on whether you are verifying possible WINS sourcing for either a forward or reverse lookup, type the appropriate fully qualified domain name (FQDN). 


For example, if the forward lookup you are tracing is for a domain name host-a.example.microsoft.com, type:


host-a.example.microsoft.com.


If the reverse lookup you are tracing is for an IP address 10.0.0.1, type:


1.0.0.10.in-addr.arpa.

 5.
In the response, note whether the server answered authoritatively or non-authoritatively, and note the Time-To-Live (TTL) value. 

 6.
If the server answered authoritatively, repeat the same query you performed in step 4. 

 7.
In the response, note whether the TTL value decreased with the second query answer or if it remained consistent with the TTL value specified in the first query answer. 


If the TTL value decreased for an authoritatively answered query, the source of the query answer is a WINS server.

 8.
To leave debug mode and return to the command prompt, type exit. 

Notes

·
To open a command prompt, click Start, point to Programs, point to Accessories, and then click Command Prompt. 

·
Normally, when a Windows 2000 DNS server answers a query from its authoritative zone data, it uses the set minimum or default TTL for the zone or the record-specific TTL value (if one is configured). In so doing, TTLs are decreased in answers the server returns if based on non-authoritative data, such as a cached record at the server. 


WINS lookups present an exceptional case, where an answer received back from a WINS server is cached by the DNS server but is also considered to be authoritative data. In this case, the WINS sourced data is returned to clients as authoritative but ages while in the DNS server names cache, causing the TTL used by the server to decrease over time.

Concepts

This section provides general background information about the Domain Name System (DNS) and the DNS service provided with Windows 2000 Server, as well as details about supporting software provided for DNS clients running under Microsoft operating systems.

·
DNS overview 

·
Understanding DNS 

·
Using DNS 

·
Resources 

DNS overview

This section covers:

·
DNS defined 

·
DNS tools 

·
Server features 

·
Client features 

DNS defined

DNS is an abbreviation for Domain Name System, a system for naming computers and network services that is organized into a hierarchy of domains. DNS naming is used in TCP/IP networks, such as the Internet, to locate computers and services through user-friendly names. When a user enters a DNS name in an application, DNS services can resolve the name to other information associated with the name, such as an IP address.

For example, most users prefer a friendly name such as example.microsoft.com to locate a computer such as a mail or Web server on a network. A friendly name can be easier to learn and remember. However, computers communicate over a network by using numeric addresses. To make use of network resources easier, name services such as DNS provide a way to map the user-friendly name for a computer or service to its numeric address. If you have ever used a Web browser, you have used DNS.

The following graphic shows a basic use of DNS, which is finding the IP address of a computer based on its name.

In this example, a client computer queries a server, asking for the IP address of a computer configured to use host-a.example.microsoft.com as its DNS domain name. Because the server is able to answer the query based on its local database, it replies with an answer containing the requested information, which is a host (A) resource record that contains the IP address information for host-a.example.microsoft.com.

The example shows a simple DNS query between a single client and server. In practice, DNS queries can be more involved than this and include additional steps not shown here. For more information, see How DNS query works.

Note   For additional background information about other DNS concepts, see Understanding DNS. 

DNS tools

Windows 2000 provides a number of utilities for administering, monitoring, and troubleshooting both DNS servers and clients. These utilities include:

·
The DNS console, which is part of Administrative Tools. 

·
Command-line utilities, such as Nslookup, which can be used to troubleshoot DNS problems. 

·
Logging features, such as the DNS server log, which can be viewed using Event Viewer. File-based logs can also be used temporarily as an advanced debugging option to log and trace selected service events. 

·
Performance monitoring utilities, such as statistical counters to measure and monitor DNS server activity with System Monitor. 

The DNS console

The primary tool that you use to manage Windows 2000 DNS servers is the DNS console, which is provided in the Administrative Tools folder in Control Panel. The DNS console appears as a Microsoft Management Console (MMC) snap-in, to further integrate DNS administration into your total network management.

After you install a DNS server, you can use the DNS console to perform these basic administrative server tasks:

 1.
Performing initial configuration of a new DNS server. 

 2.
Connecting to and managing a local DNS server on the same computer, or remote DNS servers on other computers. 

 3.
Adding and removing forward and reverse lookup zones as needed. 

 4.
Adding, removing, and updating resource records in zones. 

 5.
Modifying how zones are stored and replicated between servers. 

 6.
Modifying how servers process queries and handle dynamic updates. 

 7.
Modifying security for specific zones or resource records. 

In addition, you can also use the DNS console to perform the following tasks:

·
Perform maintenance on the server. You can start, stop, pause, or resume the server, or manually update server data files. 

·
Monitor the contents of the server cache and, as needed, clear it. 

·
Tune advanced server options. 

·
Configure and perform aging and scavenging of stale resource records stored by the server. 

In addition, you can also operate the DNS console from a non-server computer to remotely administer Windows 2000 DNS servers (provided you have first installed the DNS Server service on them). For more information, see Managing servers remotely.

Important   The DNS console can only be used to manage Windows 2000 DNS servers. 

Notes

·
The DNS console provides new ways to perform familiar DNS administrative tasks previously performed in Windows NT Server 4.0 using DNS Manager. For more information, see New ways to do familiar tasks. 

·
For Windows 2000 Server, the DNS console appears after a DNS server is installed. To use the DNS console from another non-server computer, such as one running Windows 2000 Professional, you must install the Administrative Tools pack. 

Command-line utilities

Windows 2000 provides several command-line utilities. You can use them to manage and troubleshoot DNS servers and clients. The following table describes each of these utilities, which can be run either by typing them at a command prompt or by entering them in batch files for scripted use.

Command
Description

Nslookup
Used to perform query testing of the DNS domain namespace. For more information, see Troubleshoot DNS using command tools.

Dnscmd
A command-line interface for managing DNS servers. This utility is useful in scripting batch files to help automate routine DNS management tasks, or to perform simple unattended setup and configuration of new DNS servers on your network. For more information, see Automating server administration using Dnscmd.

Ipconfig
This command is used to view and modify IP configuration details used by the computer. For Windows 2000, additional command-line options are included with this utility to provide help in troubleshooting and supporting DNS clients. For more information, see To flush and reset a client resolver cache using the ipconfig command or To renew DNS client registration using the ipconfig command.

Event monitoring utilities

Windows 2000 Server includes two options for monitoring DNS servers:

·
Default logging of DNS server event messages to the DNS server log. 


For Windows 2000 Server, server event messages are separated and kept in their own system event log, the DNS server log, which can be viewed using Event Viewer.


The DNS server log contains basic events logged by the DNS Server service. For example, when the DNS server starts or stops, a corresponding event message is written to this log. Some additional critical DNS service events are also logged here, such as when the server starts but cannot locate initializing data, such as zones or boot information stored in the Windows 2000 registry or (in some cases) Active Directory.


The event types logged by Windows 2000 DNS servers are predetermined. For more information, see DNS server log reference.


You can also use Event Viewer to view and monitor client-related DNS events. These appear in the System log and are written by the DNS Client service at any computers running Windows 2000 (all versions). For more information, see Using Event Viewer.

·
Optional debug options for trace logging to a text file on the DNS server computer. 


You can also use the DNS console to selectively enable additional debug logging options for temporary trace logging to a text-based file of DNS server activity. The file created and used for this feature, Dns.log, is stored in the systemroot\System32\Dns folder.


For more information, see Using server debug logging options.

Performance monitoring utilities

Performance monitoring for Windows 2000 DNS servers can be done using additional service-specific counters that measure DNS server performance. These counters are accessible through System Monitor, which is provided in the Performance console.

When using System Monitor, you can create charts and graphs of server performance trends over time for any of your Windows 2000 DNS servers. These can be further studied and analyzed to determine if additional server tuning is needed.

By measuring and reviewing server metrics over a period of time, it is possible to determine performance benchmarks and decide if further adjustments can be made to optimize the system. For more information, see Monitoring server performance.

Note   If you have previously used Windows DNS servers, the DNS console replaces DNS Manager, which was used in Windows NT Server 4.0. For more information, see New ways to do familiar tasks. 

Server features

The DNS service running in Windows 2000 Server provides the following:

·
An RFC-compliant DNS name server 


DNS is an open protocol and is standardized by a set of Requests for Comments (RFCs). Microsoft supports and complies with these standard specifications.


For more information, see DNS RFCs.

·
Interoperability with other DNS server implementations 


Because the DNS service is RFC-compliant and can use standard DNS data file and resource record formats, it can successfully work with most other DNS server implementations, such as those that use the Berkeley Internet Name Domain (BIND) software.


For more information, see Interoperability issues.

·
Support for Active Directory 


DNS is required for support of Active Directory. If you install Active Directory on a server computer, Windows 2000 Server can automatically install and configure a DNS server if one cannot be located based on the current configuration of the server computer.


First, in the Active Directory installation wizard, you specify the DNS name of the Active Directory domain for which you are promoting the server to become a domain controller. Later in the installation process, the wizard tests for the following:

 1.
Based on its TCP/IP client configuration, it checks to see whether a preferred DNS server is configured for its use 

 2.
If a preferred DNS server is available, it queries to find the primary authoritative server for the DNS domain you specified earlier in the wizard. 

 3.
It then tests to see whether the authoritative primary server can support and accept dynamic updates as described in the DNS dynamic update protocol. 

 4.
If, at this point in the process, a supporting DNS server cannot be located to accept updates for the specified DNS domain name you are using with Active Directory, you are provided with the option to install one that uses the DNS Server service. 


In general, the use of the Windows 2000 DNS Server service is strongly recommended for the best possible integration and support of Active Directory and enhanced DNS server features. You can, however, use another type of DNS server to support Active Directory deployment.


When using other DNS servers, consider additional issues related to DNS interoperability. For more information, see Supporting Active Directory with other DNS server implementations.

·
Integration with other Microsoft networking services 


The DNS service offers integration with other Windows 2000 services and contains features beyond those specified in the RFCs. These include integration with Active Directory, WINS, and DHCP services.


For more information, see Windows 2000 DNS implementation.

·
Improved ease of administration 


The DNS snap-in offers an improved graphical user interface for managing the DNS service. Also, Windows 2000 Server provides several new configuration wizards for performing common server administration tasks. In addition to the DNS snap-in, other tools are provided to help you better manage and support DNS servers and clients on your network.


For more information, see DNS tools.

·
RFC-compliant dynamic update protocol support 


The DNS service allows clients to dynamically update resource records, based on the DNS dynamic update protocol (RFC 2136). This improves DNS administration by reducing the time needed to manually manage these records. Computers running Windows 2000 can dynamically register their DNS names and IP addresses.


For more information, see Dynamic update.

·
Support for incremental zone transfer between servers 


Zone transfers are used between DNS servers to replicate information about a portion of the DNS namespace. Incremental zone transfer is used to replicate only the changed portions of a zone, conserving network bandwidth.


For more information, see Understanding zones and zone transfer.

·
Support for new resource record types 


The DNS service includes support for several new resource record (RR) types. These types, which include the service location (SRV) and ATM address (ATMA) RRs, expand the possibilities for using DNS as a names database service.


For more information, see Resource records reference.

Client features

The DNS Client service running in Windows 2000 is used to resolve DNS domain names and implements the following features:

·
System-wide caching 


Resource records (RRs) from query responses are added to the client cache as applications query DNS servers. This information is then cached for a set Time-To-Live (TTL) and can be used again to answer subsequent queries.

·
RFC-compliant negative caching support 


In addition to caching positive query responses from DNS servers (which contain resource record information in the answered reply), the DNS Client service also caches negative query responses. A negative response results when a resource record for the queried name does not exist.


Negative caching prevents the repeating of additional queries for names that do not exist, which can adversely affect client system performance. Any query information negatively cached is kept for a shorter period of time than is used for positive query responses; by default, no more than 5 minutes. This avoids continued negative caching of stale information if the records later become available.


Negative caching is a new DNS standard specification defined in RFC 2308. For more information, refer to this RFC. For more information on obtaining RFCs, see TCP/IP RFCs.

·
Avoidance of unresponsive DNS servers 


The DNS Client service uses a server search list, ordered by preference. This list includes all preferred and alternate DNS servers configured for each of the active network connections on the system.


Windows 2000 rearranges these lists based on the following criteria:

 1.
Preferred DNS servers are given first priority. 

 2.
If no preferred DNS servers are available, then alternate DNS servers are used. 

 3.
Unresponsive servers are removed temporarily from these lists. 

Important   In Windows 2000, the DHCP Client service initiates dynamic registration for client DNS names. For more information, see Dynamic update or Using DNS servers with DHCP. 

Understanding DNS

This section covers:

·
DNS domain names 

·
How DNS query works 

·
Understanding zones and zone transfer 

·
Reverse lookup 

·
Dynamic update 

·
Windows 2000 DNS implementation 

DNS domain names

The Domain Name System (DNS) was originally defined in Request for Comments (RFCs) 1034 and 1035. These documents specify elements common to all implementations of DNS-related software, including:

·
A DNS domain namespace, which specifies a structured hierarchy of domains used to organize names. 

·
Resource records, which map DNS domain names to a specific type of resource information for use when the name is registered or resolved in the namespace. 

·
DNS servers, which store and answer name queries for resource records. 

·
DNS clients, also known as resolvers, which query servers to look up and resolve names to a type of resource record specified in the query. 

Understanding the DNS domain namespace

The DNS domain namespace, as shown in the following figure, is based on the concept of a tree of named domains. Each level of the tree can represent either a branch or a leaf of the tree. A branch is a level where more than one name is used to identify a collection of named resources. A leaf represents a single name used once at that level to indicate a specific resource.

The previous graphic shows how Microsoft is assigned authority by the Internet root servers for its own part of the DNS domain namespace tree on the Internet. DNS clients and servers use queries as the fundamental method of resolving names in the tree to specific types of resource information. This information is provided by DNS servers in query responses to DNS clients, who then extract the information and pass it to a requesting program for resolving the queried name.

In the process of resolving a name, keep in mind that DNS servers often function as DNS clients, querying other servers in order to fully resolve a queried name. For more information, see How DNS query works.

How the DNS domain namespace is organized

Any DNS domain name used in the tree is technically a domain. Most DNS discussions, however, identify names in one of five ways, based on the level and the way a name is commonly used. For example, the DNS domain name registered to Microsoft (microsoft.com.) is known as a second-level domain. This is because the name has two parts (known as labels) that indicate it is located two levels below the root or top of the tree. Most DNS domain names have two or more labels, each of which indicates a new level in the tree. Periods are used in names to separate labels.

In addition to second-level domains, other terms used to describe DNS domain names by their function in the namespace are described in the following table.

Name type
Description
Example

The domain root
This is the top of the tree, representing an unnamed level; it is sometimes shown as two empty quotation marks (""), indicating a null value. When used in a DNS domain name, it is stated by a trailing period (.) to designate that the name is located at the root or highest level of the domain hierarchy. In this instance, the DNS domain name is considered to be complete and points to an exact location in the tree of names. Names stated this way are called fully qualified domain names (FQDNs).
A single period (.) or a period used at the end of a name, such as "example.microsoft.com.".

Top-level domain
A name of two or three letters used to indicate a country/region or the type of organization using a name. For more information, see Top-level domains.
".com", which indicates a name registered to a business for commercial use on the Internet.

Second-level domain
Variable-length names registered to an individual or organization for use on the Internet. These names are always based upon an appropriate top-level domain, depending on the type of organization or geographic location where a name is used.
"microsoft.com.", which is the second-level domain name registered to Microsoft by the Internet DNS domain name registrar.

Subdomain
Additional names that an organization can create that are derived from the registered second-level domain name. These include names added to grow the DNS tree of names in an organization and divide it into departments or geographic locations.
"example.microsoft.com.", which is a fictitious subdomain assigned by Microsoft for use in documentation example names.

Host or resource name
Names that represent a leaf in the DNS tree of names and identify a specific resource. Typically, the leftmost label of a DNS domain name identifies a specific computer on the network. For example, if a name at this level is used in a host (A) RR, it is used to look up the IP address of computer based on its host name.
"host-a.example.microsoft.com.", where the first label ("host-a") is the DNS host name for a specific computer on the network.

Interpreting a DNS domain name

DNS has a method of noting and interpreting the fully qualified path to a DNS domain name similar to the way full paths to files or directories are noted or displayed at a command prompt.

For example, a directory tree path helps point to the exact location of a file stored on your computer. For Windows computers, the backslash (\) indicates each new directory that leads to the exact location of a file. For DNS, the equivalent is a period (.) indicating each new domain level used in a name.

For example, for a file called Services, the full path to this file as displayed at a Windows command prompt would be:

C:\Winnt\System32\Drivers\Etc\Services

To interpret the full path of the file, the name is read in a left-to-right direction from the highest or most general piece of information (drive C, the drive where the file is stored) to its most specific information, the file name "Services". This example shows five separate levels of hierarchy that lead toward the location of the Services file on drive C:

 1.
The root folder for drive C (C:\). 

 2.
The system root folder where Windows is installed (Winnt). 

 3.
A system folder where system components are stored (System32). 

 4.
A subfolder where system device drivers are stored (Drivers). 

 5.
A subfolder where miscellaneous files used by system and network device drivers are stored (Etc). 

For DNS, an example of a domain name with multiple levels is the following, a fully qualified domain name (FQDN):

host-a.example.microsoft.com.

Unlike the file name example, a DNS FQDN, when read from left to right, moves from its most specific information (the DNS name for a computer called "host-a") to its highest or most general piece of information (the trailing period (.) that indicates the root of the DNS name tree). This example shows the four separate DNS domain levels that lead away from the specific host location of "host-a":

 1.
The "example" domain, which corresponds to a subdomain where the computer name "host-a" is registered for use. 

 2.
The "microsoft" domain, which corresponds to the parent domain that roots the "example" subdomain. 

 3.
The "com" domain, which corresponds to the top-level domain designated for use by business or commercial organizations that roots the "microsoft" domain. 

 4.
The trailing period (.), which is a standard separator character used to qualify the full DNS domain name to the root level of the DNS namespace tree. 

Background on DNS and the Internet

The Domain Name System (DNS) was developed because of the need to provide a name-to-address mapping service for computers on the Internet. Before DNS was introduced in 1987, the practice of mapping friendly computer names to IP addresses was done mainly through the use of a shared static file, known as a Hosts file.

Originally, the Internet was small enough to use one centrally administered file that was published and downloaded using FTP for Internet-connected sites. Periodically, each Internet site would update its copy of the Hosts file, and updated versions of the Hosts file were posted to reflect network changes.

As the number of computers on the Internet grew, it became unworkable to have one centralized authority managing a single Hosts file for all Internet hosts. The file became increasingly larger, which made it harder to maintain and distribute to all sites in a current and updated form.

The DNS standard was developed to provide an alternative to Hosts files. RFCs 1034 and 1035 specify most of the core protocols and have been added to and updated by additional RFCs submitted to the Internet Engineering Task Force (IETF). The IETF reviews and approves new drafts continuously, so the standards for DNS evolve and change as needed.

For more information, see DNS RFCs.

Notes

·
DNS domain names are required to be unique at each level, but individual name labels can be reused in other domains. For example, the name "mailserver" can be used one time only in both the example.microsoft.com and microsoft.com domains. 

·
For more information on the use of labels, FQDNs, and other DNS host naming requirements, see Choosing names. 

·
For Windows 2000, Hosts files are supported as a local static file method of mapping DNS domain names for host computers to their IP addresses. In addition to this basic and traditional function, Windows 2000 preloads any mapped entries added to this file into the local DNS names cache on each computer when the DNS Client service is started. 

·
The Hosts file is provided in the systemroot\System32\Drivers\Etc folder. To view or modify this file, you can use Notepad or another text-based editor. For more information on creating or editing the Hosts file, refer to the comments and examples in the file. 

How DNS query works

When a DNS client needs to look up a name used in a program, it queries DNS servers to resolve the name. Each query message the client sends contains three pieces of information, specifying a question for the server to answer:

·
A specified DNS domain name, stated as a fully qualified domain name (FQDN) 

·
A specified query type, which can either specify a resource record by type or a specialized type of query operation 

·
A specified class for the DNS domain name. 


For Windows DNS servers, this should always be specified as the Internet (IN) class.

For example, the name specified could be the FQDN for a computer, such as "host-a.example.microsoft.com.", and the query type specified to look for an address (A) resource record by that name. Think of a DNS query as a client asking a server a two-part question, such as "Do you have any A resource records for a computer named 'hostname.example.microsoft.com.'?" When the client receives an answer from the server, it reads and interprets the answered A resource record, learning the IP address for the computer it asked for by name.

DNS queries resolve in a number of different ways. A client can sometimes answer a query locally using cached information obtained from a previous query. The DNS server can use its own cache of resource record information to answer a query. A DNS server can also query or contact other DNS servers on behalf of the requesting client to fully resolve the name, then send an answer back to the client. This process is known as recursion.

In addition, the client itself can attempt to contact additional DNS servers to resolve a name. When a client does so, it uses separate and additional queries based on referral answers from servers. This process is known as iteration.

In general, the DNS query process occurs in two parts:

·
A name query begins at a client computer and is passed to a resolver, the DNS Client service, for resolution. 

·
When the query cannot be resolved locally, DNS servers can be queried as needed to resolve the name. 

Both of these processes are explained in more detail in the following sections.

Part 1: The local resolver

The following graphic shows an overview of the complete DNS query process.

As shown in the initial steps of the query process, a DNS domain name is used in a program on the local computer. The request is then passed to the DNS Client service for resolution using locally cached information. If the queried name can be resolved, the query is answered and the process is completed.

The local resolver cache can include name information obtained from two possible sources:

·
If a Hosts file is configured locally, any host name-to-address mappings from that file are preloaded into the cache when the DNS Client service is started. 

·
Resource records obtained in answered responses from previous DNS queries are added to the cache and kept for a period of time. 

If the query does not match an entry in the cache, the resolution process continues with the client querying a DNS server to resolve the name.

Part 2: Querying a DNS server

As indicated in the previous graphic, the client queries a preferred DNS server. The actual server used during the initial client/server query part of the process is selected from a global list. For more information on how this global list is compiled and updated by Windows 2000, see Client features.

When the DNS server receives a query, it first checks to see if it can answer the query authoritatively based on resource record information contained in a locally configured zone on the server. If the queried name matches a corresponding resource record in local zone information, the server answers authoritatively, using this information to resolve the queried name.

If no zone information exists for the queried name, the server then checks to see if it can resolve the name using locally cached information from previous queries. If a match is found here, the server answers with this information. Again, if the preferred server can answer with a positive matched response from its cache to the requesting client, the query is completed.

If the queried name does not find a matched answer at its preferred server — either from its cache or zone information — the query process can continue, using recursion to fully resolve the name. This involves assistance from other DNS servers to help resolve the name. By default, the DNS Client service asks the server to use a process of recursion to fully resolve names on behalf of the the client before returning an answer. In most cases, the DNS server is configured, by default, to support the recursion process as shown in the following graphic.

In order for the DNS server to do recursion properly, it first needs some helpful contact information about other DNS servers in the DNS domain namespace. This information is provided in the form of root hints, a list of preliminary resource records that can be used by the DNS service to locate other DNS servers that are authoritative for the root of the DNS domain namespace tree. Root servers are authoritative for the domain root and top-level domains in the DNS domain namespace tree. For more information, see Updating root hints.

By using root hints to find root servers, a DNS server is able to complete the use of recursion. In theory, this process enables any DNS server to locate the servers that are authoritative for any other DNS domain name used at any level in the namespace tree.

For example, consider the use of the recursion process to locate the name "host-b.example.microsoft.com." when the client queries a single DNS server. The process occurs when a DNS server and client are first started and have no locally cached information available to help resolve a name query. It assumes that the name queried by the client is for a domain name of which the server has no local knowledge, based on its configured zones.

First, the preferred server parses the full name and determines that it needs the location of the server that is authoritative for the top-level domain, "com". It then uses an iterative query to the "com" DNS server to obtain a referral to the "microsoft.com" server. Next, a referral answer comes from the "microsoft.com" server to the DNS server for "example.microsoft.com".

Finally, the "example.microsoft.com." server is contacted. Because this server contains the queried name as part of its configured zones, it responds authoritatively back to the original server that initiated recursion. When the original server receives the response indicating that an authoritative answer was obtained to the requested query, it forwards this answer back to the requesting client and the recursive query process is completed.

Although the recursive query process can be resource-intensive when performed as described above, it has some performance advantages for the DNS server. For example, during the recursion process, the DNS server performing the recursive lookup obtains information about the DNS domain namespace. This information is cached by the server and can be used again to help speed the answering of subsequent queries that use or match it. Over time, this cached information can grow to occupy a significant portion of server memory resources, although it is cleared whenever the DNS service is cycled on and off.

Alternate query responses

The previous discussion of DNS queries assumes that the process ends with a positive response returned to the client. However, queries can return other answers as well. These are the most common:

·
An authoritative answer 

·
A positive answer 

·
A referral answer 

·
A negative answer 

An authoritative answer is a positive answer returned to the client and delivered with the authority bit set in the DNS message to indicate the answer was obtained from a server with direct authority for the queried name.

A positive response can consist of the queried RR or a list of RRs (also known as an RRset) that fits the queried DNS domain name and record type specified in the query message.

A referral answer contains additional resource records not specified by name or type in the query. This type of answer is returned to the client if the recursion process is not supported. The records are meant to act as helpful reference answers that the client can use to continue the query using iteration.

A referral answer contains additional data such as resource records (RRs) that are other than the type queried. For example, if the queried host name was "www" and no A RRs for this name were found in this zone but a CNAME RR for "www" was found instead, the DNS server can include that information when responding to the client.

If the client is able to use iteration, it can make additional queries using the referral information in an attempt to fully resolve the name for itself. For more information, see How iteration works.

A negative response from the server can indicate that one of two possible results was encountered while the server attempted to process and recursively resolve the query fully and authoritatively:

·
An authoritative server reported that the queried name does not exist in the DNS namespace. 

·
An authoritative server reported that the queried name exists but no records of the specified type exist for that name. 

The resolver passes the results of the query, in the form of either a positive or negative response, back to the requesting program and caches the response.

Notes

·
If the resultant answer to a query is too long to be sent and resolved in a single UDP message packet, the DNS server can initiate a failover response over TCP port 53 to answer the client fully in a TCP connected session. 

·
Disabling the use of recursion on a DNS server is generally done when DNS clients are being limited to resolving names to a specific DNS server, such as one located on your intranet. Recursion might also be disabled when the DNS server is incapable of resolving external DNS names, and clients are expected to fail over to another DNS server for resolution of these names.


For Windows 2000 Server, you can disable the use of recursion for DNS servers as needed by configuring in Advanced properties in the DNS console on the applicable server. For more information, see To disable recursion on the DNS server.

·
By default, Windows 2000 DNS servers use several default timings when performing a recursive query and contacting other DNS servers. These are: 

·
A recursion retry interval of 3 seconds. This is the length of time the DNS service waits before retrying a query made during a recursive lookup. 

·
A recursion time-out interval of 15 seconds. This is the length of time the DNS service waits before failing a recursive lookup that has been retried. 


Under most circumstances, these parameters do not need adjustment. However, if you are using recursive lookups over a slow-speed WAN link, you might be able to improve server performance and query completion by making slight adjustments to the settings. For more information, see Tuning advanced server parameters.

How iteration works

Iteration is the type of name resolution used between DNS clients and servers when the following conditions are in effect:

·
The client requests the use of recursion, but recursion is disabled on the DNS server. 

·
The client does not request the use of recursion when querying the DNS server. 

An iterative request from a client tells the DNS server that the client expects the best answer the DNS server can provide immediately, without contacting other DNS servers.

When iteration is used, a DNS server answers a client based on its own specific knowledge about the namespace with regard to the names data being queried. For example, if a DNS server on your intranet receives a query from a local client for "www.microsoft.com", it might return an answer from its names cache. If the queried name is not currently stored in the names cache of the server, the server might respond by providing a referral — that is, a list of NS and A resource records for other DNS servers that are closer to the name queried by the client.

When a referral is made, the DNS client assumes responsibility to continue making iterative queries to other configured DNS servers to resolve the name. For example, in the most involved case, the DNS client might expand its search as far as the root domain servers on the Internet in an effort to locate the DNS servers that are authoritative for the "com" domain. Once it contacts the Internet root servers, it can be given further iterative responses from these DNS servers that point to actual Internet DNS servers for the "microsoft.com" domain. When the client is provided records for these DNS servers, it can send another iterative query to the external Microsoft DNS servers on the Internet, which can respond with a definitive and authoritative answer.

When iteration is used, a DNS server can further assist in a name query resolution beyond giving its own best answer back to the client. For most iterative queries, a client uses its locally configured list of DNS servers to contact other name servers throughout the DNS namespace if its primary DNS server cannot resolve the query.

How caching works

As DNS servers process client queries using recursion or iteration, they discover and acquire a significant store of information about the DNS namespace. This information is then cached by the server.

Caching provides a way to speed the performance of DNS resolution for subsequent queries of popular names, while substantially reducing DNS-related query traffic on the network.

As DNS servers make recursive queries on behalf of clients, they temporarily cache resource records (RRs). Cached RRs contain information obtained from DNS servers that are authoritative for DNS domain names learned while making iterative queries to search and fully answer a recursive query performed on behalf of a client. Later, when other clients place new queries that request RR information matching cached RRs, the DNS server can use the cached RR information to answer them.

When information is cached, a Time-To-Live (TTL) value applies to all cached RRs. As long as the TTL for a cached RR does not expire, a DNS server can continue to cache and use the RR again when answering queries by its clients that match these RRs. Caching TTL values used by RRs in most zone configurations are assigned the Minimum (default) TTL which is set used in the zone's start of authority (SOA) resource record. By default, the minimum TTL is 3,600 seconds (1 hour) but can be adjusted or, if needed, individual caching TTLs can be set at each RR.

Notes

·
You can install a Windows 2000 DNS server to operate as a caching-only server (without any configured zones). For more information, see Using caching-only servers. 

·
By default, Windows 2000 DNS servers use a root hints file, Cache.dns, that is stored in the %SystemRoot%\System32\Dns folder on the server computer. The contents of this file are preloaded into server memory when the service is started and contain pointer information to root servers for the DNS namespace where you are operating DNS servers. For more information on this file or how it is used, see DNS-related files. 

Understanding zones and zone transfer

The Domain Name System (DNS) allows a DNS namespace to be divided up into zones, which store name information about one or more DNS domains. For each DNS domain name included in a zone, the zone becomes the authoritative source for information about that domain.

Understanding the difference between zones and domains

A zone starts as a storage database for a single DNS domain name. If other domains are added below the domain used to create the zone, these domains can either be part of the same zone or belong to another zone. Once a subdomain is added, it can then either be:

·
Managed and included as part of the original zone records, or 

·
Delegated away to another zone created to support the subdomain 

For example, the following graphic shows the microsoft.com domain, which contains domain names for Microsoft. When the microsoft.com domain is first created at a single server, it is configured as a single zone for all of the Microsoft DNS namespace. If, however, the microsoft.com domain needs to use subdomains, those subdomains must be included in the zone or delegated away to another zone.

In this example, the example.microsoft.com domain shows a new subdomain — the example.microsoft.com domain — delegated away from the microsoft.com zone and managed in its own zone. However, the microsoft.com zone needs to contain a few resource records to provide the delegation information that references the DNS servers that are authoritative for the delegated example.microsoft.com subdomain.

If the microsoft.com zone does not use delegation for a subdomain, any data for the subdomain remains part of the microsoft.com zone. For example, the subdomain dev.microsoft.com is not delegated away but is managed by the microsoft.com zone.

Why zone replication and zone transfers are needed

Because of the important role that zones play in DNS, it is intended that they be available from more than one DNS server on the network to provide availability and fault tolerance when resolving name queries. Otherwise, if a single server is used and that server is not responding, queries for names in the zone can fail. For additional servers to host a zone, zone transfers are required to replicate and synchronize all copies of the zone used at each server configured to host the zone.

When a new DNS server is added to the network and is configured as a new secondary server for an existing zone, it performs a full initial transfer of the zone to obtain and replicate a full copy of resource records for the zone. For most earlier DNS server implementations, this same method of full transfer for a zone is also used when the zone requires updating after changes are made to the zone. For Windows 2000 Server, the DNS service supports incremental zone transfer, a revised DNS zone transfer process for intermediate changes.

Incremental zone transfers

Incremental zone transfers are described in RFC 1995 as an additional DNS standard for replicating DNS zones. When incremental transfers are supported by both a DNS server acting as the source for a zone and any servers that copy the zone from it, it provides a more efficient method of propagating zone changes and updates.

In earlier DNS implementations, any request for an update of zone data required a full transfer of the entire zone database using an AXFR query. With incremental transfer, an alternate query type (IXFR) can be used instead. This allows the secondary server to pull only those zone changes it needs to synchronize its copy of the zone with its source, either a primary or secondary copy of the zone maintained by another DNS server.

With IXFR zone transfers, differences between the source and replicated versions of the zone are first determined. If the zones are identified to be the same version — as indicated by the serial number field in the start of authority (SOA) resource record of each zone — no transfer is made.

If the serial number for the zone at the source is greater than at the requesting secondary server, a transfer is made of only those changes to resource records (RRs) for each incremental version of the zone. For an IXFR query to succeed and changes to be sent, the source DNS server for the zone must keep a history of incremental zone changes to use when answering these queries. The incremental transfer process requires substantially less traffic on a network and zone transfers are completed much faster.

Example: Zone transfer

A zone transfer might occur during any of the following scenarios:

·
When the refresh interval expires for the zone 

·
When a secondary server is notified of zone changes by its master server 

·
When the DNS Server service is started at a secondary server for the zone 

·
When the DNS console is used at a secondary server for the zone to manually initiate a transfer from its master server 

Zone transfers are always initiated at the secondary server for a zone and sent to their configured master servers which act as their source for the zone. Master servers can be any other DNS server that loads the zone, such as either the primary server for the zone or another secondary server. When the master server receives the request for the zone, it can reply with either a partial or full transfer of the zone to the secondary server.

As shown in the following graphic, zone transfers between servers follow an ordered process. This process varies depending on whether a zone has been previously replicated, or if initial replication of a new zone is being performed.

In this example, the following sequence is performed for a requesting secondary server — the destination server — for a zone and its source server, another DNS server that hosts the zone.

 1.
During new configuration, the destination server sends an initial "all zone" transfer (AXFR) request to the master DNS server configured as its source for the zone. 

 2.
The master (source) server responds and fully transfers the zone to the secondary (destination) server. 


The zone is delivered to the destination server requesting the transfer with its version established by use of a Serial number field in the properties for the start of authority (SOA) resource record (RR). The SOA RR also contains a stated refresh interval in seconds (by default, 900 seconds or 15 minutes) to indicate when the destination server should next request to renew the zone with the source server.

 3.
When the refresh interval expires, an SOA query is used by the destination server to request renewal of the zone from the source server. 

 4.
The source server answers the query for its SOA record. 


This response contains the serial number for the zone in its current state at the source server.

 5.
The destination server checks the serial number of the SOA record in the response and determines how to renew the zone. 


If the value of the serial number in the SOA response is equal to its current local serial number, it concludes that the zone is the same at both servers and that a zone transfer is not needed. The destination server then renews the zone by resetting its refresh interval based on the value of this field in the SOA response from its source server.


If the value of the serial number in the SOA response is higher than its current local serial number, it concludes that the zone has been updated and that a transfer is needed.

 6.
If the destination server concludes that the zone has changed, it sends an IXFR query to the source server, containing its current local value for the serial number in the SOA record for the zone. 


The source server responds with either an incremental or full transfer of the zone. 

 7.
If the source server supports incremental transfer by maintaining a history of recent incremental zone changes for modified resource records, it can answer with an incremental zone transfer (IXFR) of the zone.


If the source server does not support incremental transfer, or does not have a history of zone changes, it can answer with a full (AXFR) transfer of the zone instead.

Note   For Windows 2000 Server, incremental zone transfer through IXFR query is supported. For earlier versions of the DNS service running on Windows NT Server 4.0 and for many other DNS server implementations, incremental zone transfer is not available and only full-zone (AXFR) queries and transfers are used to replicate zones. 

DNS Notify

Windows DNS servers support DNS Notify, an update to the original DNS protocol specification that permits a means of initiating notification to secondary servers when zone changes occur (RFC 1996). DNS notification implements a push mechanism for notifying a select set of secondary servers for a zone when it is updated. Servers that are notified can then initiate a zone transfer as described above to pull zone changes from their master servers and update their local replicas of the zone.

For secondaries to be notified by the DNS server acting as their configured source for a zone, each secondary server must first have its IP address in the notify list of the source server. When using the DNS console to manage zones loaded at Windows 2000 DNS servers, this list is maintained in the Notify dialog box, which is accessible from the Zone Transfer tab located in zone Properties.

In addition to notifying the listed servers, the DNS console permits you to use the contents of the notify list as a means to restrict or limit zone transfer access to only those secondary servers specified in the list. This can help prevent an undesired attempt by an unknown or unapproved DNS server to pull, or request, zone updates. For more information, see To create and manage a notify list for a primary zone.

The following is a brief summary of the typical DNS notification process for zone updates:

 1.
The local zone at a DNS server acting as a master server, a source for the zone to other servers, is updated. When the zone is updated at the master or source server, the serial number field in the SOA RR is also updated, indicating a new local version of the zone. 

 2.
The master server sends a DNS notify message to other servers that are part of its configured notify list. 

 3.
All secondary servers that receive the notify message can then respond by initiating a zone transfer request back to the notifying master server. 

The normal zone transfer process can then continue as described in the previous section.

Important

·
Use DNS notification only to notify servers operating as secondary servers for a zone. For replication of directory-integrated zones, DNS notification is not needed. 


This is because any DNS servers that load a zone from Active Directory automatically poll the directory (approximately once every 15 minutes) to update and refresh the zone.


In these cases, configuring a notify list can actually degrade system performance by causing unnecessary additional transfer requests for the updated zone.

Reverse lookup

In most DNS lookups, clients typically perform a forward lookup, which is a search based on the DNS name of another computer as stored in an address (A) resource record. This type of query expects an IP address as the resource data for the answered response.

DNS also provides a reverse lookup process, enabling clients to use a known IP address during a name query and look up a computer name based on its address. A reverse lookup takes the form of a question, such as "Can you tell me the DNS name of the computer that uses the IP address 192.168.1.20?"

DNS was not originally designed to support this type of query. One problem for supporting the reverse query process is the difference in how the DNS namespace organizes and indexes names and how IP addresses are assigned. If the only method to answer the previous question was to search in all domains in the DNS namespace, a reverse query would take too long and require too much processing to be useful.

To solve this problem, a special domain, the in-addr.arpa domain, was defined in the DNS standards and reserved in the Internet DNS namespace to provide a practical and reliable way to perform reverse queries. To create the reverse namespace, subdomains within the in-addr.arpa domain are formed using the reverse ordering of the numbers in the dotted-decimal notation of IP addresses.

This reversed ordering of the domains for each octet value is needed because, unlike DNS names, when IP addresses are read from left to right, they are interpreted in the opposite manner. When an IP address is read from left to right, it is viewed from its most generalized information (an IP network address) in the first part of the address to the more specific information (an IP host address) contained in the last octets.

For this reason, the order of IP address octets must be reversed when building the in-addr.arpa domain tree. With this arrangement, administering lower limbs of the DNS in-addr.arpa tree can be given to companies as they are assigned a specific or limited set of IP addresses within the Internet-defined address classes.

Finally, the in-addr.arpa domain tree, as built into DNS, requires that an additional resource record (RR) type — the pointer (PTR) RR — be defined. This RR is used to create a mapping in the reverse lookup zone that typically corresponds to a host (A) named RR for the DNS computer name of a host in its forward lookup zone.

Note

·
The in-addr.arpa domain applies for use in all TCP/IP networks that are based on Internet Protocol version 4 (IPv4) addressing. The New Zone wizard automatically assumes that you are using this domain when creating a new reverse lookup zone. 


If you are installing DNS and configuring reverse lookup zones for an Internet Protocol version 6 (IPv6) network, you can specify an exact name in the New Zone wizard. This will permit you to create reverse lookup zones in the DNS console that can be used to support IPv6 networks, which uses a different special domain name, the ip6.int domain.


Additional information is available on IPv6 and DNS, including examples of how to create and use ip6.int domain names in RFC 1886, "DNS Extensions to support IP version 6." For more information, refer directly to this RFC, which can be obtained from the Request for Comments Web site.

Example: Reverse query (for IPv4 networks)

The following graphic shows an example of a reverse query initiated by a DNS client (host-b) to learn the name of another host (host-a) based on its IP address, 192.168.1.20.

The reverse query process as shown in this graphic occurs in the following steps:

 1.
The client, "host-b", queries the DNS server for a pointer (PTR) RR that maps to the IP address of 192.168.1.20 for "host-a". 


Because the query is for PTR records, the resolver reverses the address and appends the in-addr.arpa domain to the end of the reverse address. This forms the fully qualified domain name ("20.1.168.192.in-addr.arpa.") for which to be searched in a reverse lookup zone.

 2.
Once located, the authoritative DNS server for "20.1.168.192.in-addr.arpa" can respond with the PTR record information. This includes the DNS domain name for "host-a", completing the reverse lookup process. 

Keep in mind that if the queried reverse name is not answerable from the DNS server, normal DNS resolution (either recursion or iteration) can be used to locate a DNS server that is authoritative for the reverse lookup zone and that contains the queried name. In this sense, the name resolution process used in a reverse lookup is identical to that of a forward lookup.

Note   For Windows 2000 Server, the DNS snap-in provides a means for you to configure a subnetted reverse lookup "classless" zone when the Advanced view is selected. This allows you to configure a zone in the in-addr.arpa domain for a limited set of assigned IP addresses where a nondefault IP subnet mask is used with those addresses. For more information, see Managing reverse lookup zones. 

Inverse queries

Inverse queries are an outdated practice, originally proposed as part of the DNS standard to look up a host name based on its IP address. They use a nonstandard DNS query operation, and their use is limited to some of the earlier versions of Nslookup, a command-line utility for troubleshooting and testing DNS service.

For Windows 2000 Server, DNS service recognizes and accepts inverse query messages, answering them with a fake inverse query response. For DNS servers running in Windows NT Server 4.0, this support is available by default if the server computer has been updated to Service Pack 4 or later.

Notes

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here. 

·
The configuration of PTR resource records and reverse lookup zones for identifying hosts by reverse query is strictly an optional part of the DNS standard implementation. You are not required to use reverse lookup zones, although for some networked applications, they are used to perform security checks. 

Dynamic update

Dynamic update enables DNS client computers to register and dynamically update their resource records with a DNS server whenever changes occur. This reduces the need for manual administration of zone records, especially for clients that frequently move or change locations and use DHCP to obtain an IP address.

Windows 2000 provides client and server support for the use of dynamic updates, as described in RFC 2136. For DNS servers, the DNS service allows dynamic update to be enabled or disabled on a per-zone basis at each server configured to load either a standard primary or directory-integrated zone. By default, client computers running under any version of Windows 2000 dynamically update their host (A) resource records (RRs) in DNS when configured for TCP/IP.

How Windows 2000 computers update their DNS names

By default, computers that run Windows 2000 and are statically configured for TCP/IP attempt to dynamically register host (A) and pointer (PTR) resource records (RRs) for IP addresses configured and used by their installed network connections. By default, all computers register records based on their Full computer name.

For Windows 2000 computers, the primary full computer name, a fully qualified domain name (FQDN), is based on the following system settings:

The Primary DNS suffix of this computer appended to the Computer name.

Both of these settings are displayed or configured from the Network Identification tab in System properties. For more information, see To view your computer's network identification or To configure the primary DNS suffix for a client computer.

Dynamic updates can be sent for any of the following reasons or events:

·
An IP address is added, removed, or modified in the TCP/IP properties configuration for any one of the installed network connections. 

·
An IP address lease changes or renews with the DHCP server any one of the installed network connections. For example, when the computer is started or if the ipconfig /renew command is used. 

·
The ipconfig /registerdns command is used to manually force a refresh of the client name registration in DNS. 

·
At startup time, when the computer is turned on. 

When one of the previous events triggers a dynamic update, the DHCP Client service (not the DNS Client service) sends updates. This is designed so that if a change to the IP address information occurs because of DHCP, corresponding updates in DNS are performed to synchronize name-to-address mappings for the computer. The DHCP Client service performs this function for all network connections used on the system, including connections not configured to use DHCP.

Notes

·
The process of how dynamic updates are performed for Windows 2000 computers that use DHCP to obtain their IP address is different than is described in this section. For more information, see Using DNS servers with DHCP. 

·
The update process described in this section assumes Windows 2000 installation defaults are in effect. Specific names and update behavior is tunable where advanced TCP/IP properties are configured to use non-default DNS settings. 


In addition to the full computer name (or primary name) of the computer, additional connection-specific DNS names can be configured and optionally registered or updated in DNS. For more information, see Configuring multiple names or To configure TCP/IP to use DNS.

Example: How dynamic update works

For Windows 2000, dynamic updates are typically requested when either a DNS name or IP address changes on the computer. For example, suppose a client named "oldhost" is first configured in System properties with the following names:

Computer name
oldhost

DNS domain name of computer 
example.microsoft.com

Full computer name
oldhost.example.microsoft.com 

In this example, no connection-specific DNS domain names are configured for the computer. Later, the computer is renamed from "oldhost" to "newhost", resulting in the following name changes on the system:

Computer name
newhost

DNS domain name of computer 
example.microsoft.com

Full computer name
newhost.example.microsoft.com 

Once the name change is applied in System properties, Windows 2000 prompts you to restart the computer. When the computer restarts Windows, the DHCP Client service performs the following sequence to update DNS:

 1.
The DHCP Client service sends a start of authority (SOA) type query using the DNS domain name of the computer. 


The client computer uses the currently configured FQDN of the computer (such as "newhost.example.microsoft.com") as the name specified in this query.

 2.
The authoritative DNS server for the zone containing the client FQDN responds to the SOA-type query. 


For standard primary zones, the primary server (owner) returned in the SOA query response is fixed and static. It always matches the exact DNS name as it appears in the SOA RR stored with the zone. If, however, the zone being updated is directory-integrated, any DNS server loading the zone can respond and dynamically insert its own name as the primary server (owner) of the zone in the SOA query response.

 3.
The DHCP Client service then attempts to contact the primary DNS server. 


The client processes the SOA query response for its name to determine the IP address of the DNS server authorized as the primary server for accepting its name. It then proceeds to perform the following sequence of steps as needed to contact and dynamically update its primary server:

a.
It sends a dynamic update request to the primary server determined in the SOA query response. 


If the update succeeds, no further action is taken.

b.
If this update fails, the client next sends an NS-type query for the zone name specified in the SOA record. 

c.
When it receives a response to this query, it sends an SOA query to the first DNS server listed in the response. 

d.
After the SOA query is resolved, the client sends a dynamic update to the server specified in the returned SOA record. 


If the update succeeds, no further action is taken.

e.
If this update fails, then the client repeats the SOA query process by sending to the next DNS server listed in the response. 

 4.
Once the primary server is contacted that can perform the update, the client sends the update request and the server processes it. 


The contents of the update request include instructions to add A (and possibly PTR) RRs for "newhost.example.microsoft.com" and remove these same record types for "oldhost.example.microsoft.com", the name that was previously registered.


The server also checks to ensure that updates are permitted for the client request. For standard primary zones, dynamic updates are not secured, so any client attempt to update succeeds. For Active Directory-integrated zones, updates are secured and performed using directory-based security settings. For more information, see Secure dynamic updates.

Dynamic updates are sent or refreshed periodically. By default, Windows 2000 sends a refresh once every 24 hours. If the update results in no changes to zone data, the zone remains at its current version and no changes are written. Updates result in actual zone changes or increased zone transfer only if names or addresses actually change.

Note that names are not removed from DNS zones if they become inactive or are not updated within the refresh interval (24 hours). DNS does not use a mechanism to release or tombstone names, although DNS clients do attempt to delete or update old name records when a new name or address change is applied.

When the DHCP Client service registers A and PTR resource records for a Windows 2000 computer, it uses a default caching Time-To-Live (TTL) of 15 minutes for host records. This determines how long other DNS servers and clients cache a computer's records when they are included in a query response.

Secure dynamic update

For Windows 2000, DNS update security is available only for zones that are integrated into Active Directory. Once you directory-integrate a zone, access control list (ACL) editing features are available in the DNS console so you can add or remove users or groups from the ACL for a specified zone or resource record. For more information, see To modify security for a resource record or To modify security for a directory integrated zone.

By default, dynamic update security for Windows 2000 DNS servers and clients can be handled as follows:

·
Windows 2000 DNS clients attempt to use unsecured dynamic update first. If an unsecured update is refused, clients try to use secure update. 


Also, clients use a default update policy that permits them to attempt to overwrite a previously registered resource record, unless they are specifically blocked by update security.

·
Once a zone becomes Active Directory-integrated, Windows 2000 DNS servers default to allowing only secure dynamic updates. 


When using standard zone storage, the default for the DNS Server service is to not allow dynamic updates on its zones. For zones that are either directory-integrated or use standard file-based storage, you can change the zone to allow all dynamic updates which permits all updates to be accepted, by passing the use of secure updates.

Important

·
For Windows 2000 Server, the DHCP Server service can perform proxy registration and update of DNS records for legacy clients that do not support dynamic updates. 


If you use multiple Windows 2000 DHCP servers on your network and also configure your zones to allow secure dynamic updates only, you need to use Active Directory Users and Computers to add your DHCP server computers to the built-in DnsUpdateProxyGroup. This will permit all of your DHCP servers the secure rights to perform proxy updates for any of your DHCP clients.


For information, see Using DNS servers with DHCP or Manage groups.

Caution   For Windows 2000, the use of secure dynamic updates can be compromised by running a DHCP server on a domain controller when Windows 2000 DHCP server is configured to perform registration of DNS records on behalf of its clients. To avoid this issue, deploy DHCP servers and domain controllers on separate computers. If you are not concerned about security of reverse lookup (PTR) records, this precaution is only advisable if the DHCP server is configured to perform registration of host (A) records on behalf of its clients (which is not a default behavior). For more information, see Security concerns when using the DnsUpdateProxy group. 

Notes

·
Dynamic update is a recent additional DNS standard specification, defined in RFC 2136. For more information, refer to the RFC. For information on obtaining RFCs, see TCP/IP RFCs. 

·
Additional information about DNS dynamic updates and secure updates for Windows 2000 DNS servers and clients is available in the Windows 2000 Server Resource Kit. For more information, see Windows 2000 Resource Kit. 

Windows 2000 DNS implementation

This section covers:

·
Active Directory integration 

·
Understanding aging and scavenging 

·
Unicode character support 

·
WINS lookup integration 

Active Directory integration

For Windows 2000 Server, the DNS Server service has been carefully integrated into the design and implementation of Active Directory, the next-generation directory service designed by Microsoft for networks using Windows NT technologies. Active Directory provides an enterprise-level tool for organizing, managing, and locating resources in a network.

There are two significant changes when deploying Windows 2000 DNS servers together with Active Directory:

·
DNS is required for locating Windows 2000 domain controllers. 


The Netlogon service uses new DNS server support to provide registration of domain controllers in your DNS domain namespace.

·
Windows 2000 DNS servers can use Active Directory for storing and replicating your zones. 


By directory integrating your zones, you can take advantage of additional Windows 2000 DNS features such as secure dynamic updates and record aging/scavenging features.


For more information, see either Secure dynamic update and Understanding aging and scavenging.

How DNS integrates with Active Directory

When you install Active Directory on a server computer, you promote the server to the role of a domain controller (DC) for a specified domain. When completing this process, you are prompted to specify a DNS domain name for the Active Directory domain for which you are joining and promoting the server.

If during this process, a DNS server authoritative for the domain that you specified either cannot be located on the network or does not support the DNS dynamic update protocol, you are prompted with the option to install a Windows 2000 DNS server. This option is provided because a DNS server is required to support the use of Active Directory and for WIndows 2000 computers to locate this server or other domain controllers for the domain. For more information on how Windows 2000 locates domain controllers using DNS, see the Windows 2000 Resource Kit.

Once you have installed Active Directory, you have two options for storing and replicating your zones when operating the DNS server at the new domain controller:

·
Standard zone storage, using a text-based file. 


Zones stored this way are located in .Dns files that are stored in the %SystemRoot%\System32\Dns folder on each computer operating a DNS server. Zone file names correspond to the name you choose for the zone when creating it, such as Example.microsoft.com.dns if the zone name was "example.microsoft.com."

·
Directory-integrated zone storage, using the Active Directory database. 


Zones stored this way are located in the Active Directory tree under the domain object container. Each directory-integrated zone is stored in a dnsZone container object identified by the name you choose for the zone when creating it.

Benefits of Active Directory integration

For networks deploying DNS to support Active Directory, directory-integrated primary zones are strongly recommended and provide the following benefits:

·
Multi-master update and enhanced security based on the capabilities of Active Directory. 


In a standard zone storage model, DNS updates are conducted based upon a single-master update model. In this model, a single authoritative DNS server for a zone is designated as the primary source for the zone.


This server maintains the master copy of the zone in a local file. With this model, the primary server for the zone represents a single fixed point of failure. If this server is not available, update requests from DNS clients are not processed for the zone.


With directory-integrated storage, dynamic updates to DNS are conducted based upon a multi-master update model.


In this model, any authoritative DNS server, such as a domain controller (DC) running the Windows 2000 DNS Server service, is designated as a primary source for the zone. Because the master copy of the zone is maintained in the Active Directory database, which is fully replicated to all domain controllers, the zone can be updated by the DNS servers operating at any DC for the domain.


With the multi-master update model of Active Directory, any of the primary servers for the directory-integrated zone can process requests from DNS clients to update the zone as long as a DC is available and reachable on the network.


Also, when using directory-integrated zones, you can use access control list (ACL) editing to secure a dnsZone object container in the directory tree. This feature provides granulated access to either the zone or a specified RR in the zone.


For example, an ACL for a zone RR can be restricted so that dynamic updates are only allowed for a specified client computer or a secure group such as a domain administrators group. This security feature is not available with standard primary zones.


Note that when you change the zone type to be directory-integrated, the default for updating the zone changes to allow only secure updates.

·
Zones are replicated and synchronized to new DCs automatically whenever a new one is added to an Active Directory domain. 


Although DNS service can be selectively removed from a DC, directory-integrated zones are already stored at each DC, so zone storage and management is not an additional resource. Also, the methods used to synchronize directory-stored information offer performance improvement over standard zone update methods, which can potentially require transfer of the entire zone.

·
By integrating storage of your DNS zone databases in Active Directory, you can streamline database replication planning for your network. 


When your DNS and Active Directory namespaces are stored and replicated separately, you need to plan and potentially administer each namespace separately. For example, when using standard DNS zone storage and Active Directory together, you would need to design, implement, test, and maintain two different database replication topologies. For instance, one replication topology is needed for replicating directory data between domain controllers, and another topology would be needed for replicating zone databases between DNS servers.


This can create additional administrative complexity for planning and designing your network and allowing for its eventual growth. By integrating DNS storage, you unify storage management and replication issues for both DNS and Active Directory, merging and viewing them together as a single administrative entity.

·
Directory replication is faster and more efficient than standard DNS replication. 


Because Active Directory replication processing is performed on a per-property basis, only relevant changes are propagated. This allows less data to be used and submitted in updates for directory-stored zones.

Notes

·
Only primary zones can be stored in the directory. A DNS server cannot store secondary zones in the directory. It must store them in standard text files. 

·
The Windows 2000 DNS server includes an option to initialize a DNS server running on a domain controller and to load all DNS zones and related configuration details stored in the Active Directory for the Active Directory domain. For more information, see Modifying server defaults. 

Understanding aging and scavenging

Windows 2000 DNS servers support aging and scavenging features. These features are provided as a mechanism for performing cleanup and removal of stale resource records (RRs), which can accumulate in zone data over time.

With dynamic update, RRs are automatically added to zones when computers start on the network. However, in some cases, they are not automatically removed when computers leave the network. For example, if a computer registers its own host (A) RR at startup and is later improperly disconnected from the network, its host (A) RR might not be deleted. If your network has mobile users and computers, this situation can occur frequently.

If left unmanaged, the presence of stale RRs in zone data might cause some problems. The following are examples:

·
If a large number of stale RRs remain in server zones, they can eventually take up server disk space and cause unnecessarily long zone transfers. 

·
DNS servers loading zones with stale RRs might use outdated information to answer client queries, potentially causing the clients to experience name resolution problems on the network. 

·
The accumulation of stale RRs at the DNS server can degrade its performance and responsiveness. 

·
In some cases, the presence of a stale RR in a zone could prevent a DNS domain name from being used by another computer or host device. 

To solve these problems, the DNS Server service has the following features:

 1.
Time stamping, based on the current date and time set at the server computer, for any RRs added dynamically to primary-type zones. In addition, time stamps are recorded in standard primary zones where aging/scavenging is enabled. 


For RRs that you add manually, a time stamp value of zero is used, indicating that they are not affected by the aging process and can remain without limitation in zone data unless you otherwise change their time stamp or delete them.

 2.
Aging of RRs in local data, based on a specified refresh time period, for any eligible zones. 


Only primary type zones that are loaded by the DNS Server service are eligible to participate in this process.

 3.
Scavenging for any RRs that persist beyond the specified refresh period. 


When a Windows 2000 DNS server performs a scavenging operation, it can determine that RRs have aged to the point of becoming stale and remove them from zone data. Servers can be configured to perform recurring scavenging operations automatically, or you can initiate an immediate scavenging operation at the server.


For more information, see either To enable automatic scavenging of stale resource records or To start immediate scavenging of stale resource records.

Caution   By default, the aging and scavenging mechanism is disabled at Windows 2000 DNS servers. It should only be enabled when all parameters are fully understood. Otherwise, the server could be accidentally configured to delete records that should not be deleted. If a record is accidentally deleted, not only will users fail to resolve queries for that record, but any user can create the record and take ownership of it, even on zones configured for secure dynamic update. 

The server uses the contents of each RR-specific time stamp, along with other aging/scavenging properties that you can adjust or configure, to determine when it scavenges records.

Prerequisites for aging/scavenging

Before the aging and scavenging features of Windows 2000 DNS can be used, several conditions must be met:

 1.
Scavenging and aging must be enabled both at the DNS server and on the zone. 


By default, aging and scavenging of resource records is disabled.

 2.
Resource records must either be dynamically added to zones or manually modified to be used in aging and scavenging operations. 


Typically, only those resource records added dynamically using the DNS dynamic update protocol are subject to aging and scavenging. For more information, see Dynamic update.


You can, however, enable scavenging for other resource records added through non-dynamic means. For records added to zones in this way, either by loading a text-based zone file from another DNS server or by manually adding them to a zone, a time stamp of zero is set. This makes these records ineligible for use in aging/scavenging operations.


In order to change this default, you can administer these records individually, to reset and permit them to use a current (non-zero) time stamp value. This enables these records to become aged and scavenged.

For more information, see To reset scavenging and aging properties for a specified resource record.

Note   In the case of changing a zone from standard primary to Active Directory-integrated, you might want to enable scavenging of all existing resource records in the zone. To enable aging for all existing resource records in a zone, you can use the AgeAllRecords command, which is available through the dnscmd command-line tool. For more information, see Automating server administration using Dnscmd. 

Aging/scavenging terminology

The aging and scavenging process is a new feature in Windows 2000 Server. The following table indicates new or revised terms that have been introduced to help specifically when discussing these features.

Term
Description

Resource record (RR) time stamp
A date and time value used by the DNS server to determine removal of the resource record when it performs aging and scavenging operations.

Current server time
The current date and time on the DNS server. This number can be expressed as an exact numeric value at any point in time.

No-refresh interval
An interval of time, determined for each zone, as bounded by the following two events: a.  The date and time when the record was last refreshed and its time stamp set. b.  The date and time when the record next becomes eligible to be refreshed and have its time stamp reset. This value is needed to decrease the number of write operations to the Active Directory database. By default, this interval is set to 7 days. It should not be increased to an unreasonably high level, because the benefits of the aging and scavenging feature might either be lost or diminished.

Refresh interval
An interval of time, determined for each zone, as bounded by the following two distinct events: a.  The earliest date and time when the record becomes eligible to be refreshed and have its time stamp reset. b.  The earliest date and time when the record becomes eligible to be scavenged and removed from the zone database. This value should be large enough to allow all clients to refresh their records. By default, this interval is set to 7 days. It should not be increased to an unreasonably high level, because the benefits of the aging and scavenging feature might either be lost or diminished.

Start scavenging time
A specific time, expressed as a number. This time is used by the server to determine when a zone becomes available for scavenging. For more information, see When scavenging can start.

Scavenging period
When automatic scavenging is enabled at the server, this period represents the time between repetitions of the automated scavenging process. The default value for this is 7 days. To prevent deterioration of DNS server performance, the minimum allowed value for this is 1 hour.

Record refresh
When a DNS dynamic update is processed for a resource record when only the resource record time stamp, and no other characteristics of the record, are revised. Refreshes generally occur for the following reasons:1.  When a computer is restarted on the network and, if at startup, its name and IP address information are consistent with the same name and address information it used prior to being shut down, it sends a refresh to renew its associated resource records for this information. 2.  A periodic refresh is sent by the computer while it is running. For Windows 2000, all computers renew DNS registration of their associated resource records every 24 hours. When this renewal attempt occurs, if the same DNS name and IP address mappings information are in effect, the resulting update request is considered to be a refresh and not a resource record update.3.  Other network services make refresh attempts, such as: DHCP servers which renew client address leases, cluster servers which register and update records for a cluster, and the Net Logon service, which can register and update resource records used by Active Directory domain controllers. 

Record update
When a DNS dynamic update is processed for a resource record where other characteristics of the record in addition to its time stamp are revised. Updates generally occur for the following reasons:1.  When a new computer is added to the network and, at startup, it sends an update to register its resource records for the first time with its configured zone. 2.  When a computer with existing records in the zone has a change in IP address, causing updates to be sent for its revised name-to-address mappings in DNS zone data. 3.  When the Net Logon service registers a new Active Directory domain controller. 

Scavenging servers
An optional advanced zone parameter that enables you to specify a restricted list of IP addresses for DNS servers that are enabled to perform scavenging of the zone. By default, if this parameter is not specified, all Windows 2000 DNS servers enabled to use scavenging that load a directory-integrated zone (also enabled for scavenging) attempt to perform scavenging of the zone. In some cases, this parameter can be useful if it is preferable that scavenging only be performed at some servers loading the directory-integrated zone.To set this parameter, you must specify the list of IP addresses for the servers enabled to scavenge the zone in the ScavengingServers parameter for the zone. This can be done using the dnscmd command, a command-line based tool for administering Windows DNS servers. For more information, see Automating server administration using Dnscmd.

When scavenging can start

Once all prerequisites for enabling the use of scavenging are met, it can start for a server zone when the current server time is greater than the value of the start scavenging time for the zone.

The server sets the time value to start scavenging on a per-zone basis whenever one of the following events occurs:

·
Dynamic updates are enabled for the zone. 

·
A change in the state of the Scavenge stale resource records check box is applied. You can use the DNS console to modify this setting at either an applicable DNS server or one of its primary zones. 

·
The DNS server loads a primary zone enabled to use scavenging. 


This can occur when the server computer is started or when the DNS Server service is started.

·
When a zone resumes service after having been paused. 

When the previous events occur, the DNS server sets the value of start scavenging time by calculating the following sum:

Current server time + Refresh interval = Start scavenging time

This value is used as a basis of comparison during scavenging operations.

Example of the aging/scavenging process for a sample record

To understand the process of aging and scavenging at the server, consider the life span and successive stages of a single resource record, as it is added to a server and zone where this process is in effect and then aged and removed from the database.

 1.
A sample DNS host, "host-a.example.microsoft.com", registers its host (A) resource record at the DNS server for a zone where aging/scavenging is enabled for use. 

 2.
When registering the record, the DNS server places a time stamp on this record based on current server time. 


After the record time stamp is written, the DNS server does not accept refreshes for this record for the duration of the zone no-refresh interval. It can, however, accept updates prior to that time. For example, if the IP address for "host-a.example.microsoft.com" changes, the DNS server can accept the update. In this case, the server also updates (resets) the record time stamp.

 3.
Upon expiration of the no-refresh period, the server begins to accept attempts to refresh this record. 


Once the initial no-refresh period ends, the refresh period immediately begins for the record. During this time, the server does not suppress attempts to refresh the record for its remaining life span.

 4.
During and after the refresh period, if the server receives a refresh for the record, it processes it. 


This resets the time stamp for the record based on the method described in step 2.

 5.
When subsequent scavenging is performed by the server for the "example.microsoft.com" zone, the record (and all other zone records) are examined by the server. 


Each record is compared to current server time on the basis of the following sum to determine whether the record should be removed:


Record time stamp + No-refresh interval for zone + Refresh interval for zone

·
If the value of this sum is greater than current server time, no action is taken and the record continues to age in the zone. 

·
If value of this sum is less than current server time, the record is deleted both from any zone data currently loaded in server memory and also from the applicable DnsZone object store in Active Directory for the directory-integrated "example.microsoft.com" zone. 

Note   For more information, see Managing the aging and scavenging of server data. 

Unicode character support

Originally Internet host names were restricted to the character set specified in RFCs 952 and 1123. These restrictions include limiting names to using upper and lower case letters (A-Z, a-z), numbers (0-9) and hyphens (-). In addition, the first character of the DNS name can be a number and names must be encoded and represented using US-ASCII-based characters.

These requirement were maintained when DNS was introduced as part of RFC 1035, one of the core DNS standards specifications. For use of DNS in international settings, this requirement has significant limitations where extended character sets are used for local naming standards.

In order to remove these limitations, Microsoft has provided the ability with Windows 2000 Server to expand DNS character support beyond the RFC 1035 specification. For this release, DNS service now provides enhanced default support for UTF-8, a Unicode transformation format.

What is UTF-8?

UTF-8 is the recommended character set for protocols evolving beyond the use of ASCII. The UTF-8 protocol provides for support of extended ASCII characters and translation of UCS-2, a 16-bit Unicode character set that encompasses most of the world's writing systems. UTF-8 enables a far greater range of names than can be achieved using ASCII or extended ASCII encoding for character data.

Beginning with Windows 2000 Server, the DNS service is UTF-8 aware. This means that when UTF-8 encoded characters are received or used as data by the server, the server can load and store this data in its zones. Although DNS servers running in Windows 2000 Server are UTF-8 aware, they remain compatible with other DNS servers that use traditional US-ASCII data encoding and current DNS standards.

How the DNS service implements UTF-8

To provide standards compatibility and interoperability with other DNS implementations, the DNS service uses uniform downcasing of any received character data. In this process, the DNS service converts all uppercase characters used in standard US-ASCII data to lowercase equivalent data for the following reasons:

·
To maintain compatibility with current and existing DNS standards. 

·
To provide interoperability with DNS server implementations that do not recognize or support UTF-8 encoding. 

To understand why uniform downcasing was chosen, several related points must first be considered from the current revised Internet standards for DNS. Several key points in the standards pertain directly to how character data is to be handled between DNS servers and other servers and clients. These include the following:

·
Any binary string can be used in a DNS name. (RFC 2181) 

·
DNS servers must be able to compare names in a case-insensitive way. (RFC 1035) 

·
The original case for character data should be preserved whenever possible as the data is entered into the system. (RFC 1035) 

Because case insensitivity is a required part of the core DNS standard and case preservation is an optional recommendation, uniform downcasing was chosen to provide an effective standards-compliant solution. By downcasing UTF-8 encoded names before transmission, other DNS servers (which are not UTF-8 aware) are able to receive and perform successful binary comparisons of the data and obtain the desired results.

Considerations for interoperability with UTF-8

For Windows 2000 Server, the DNS service can be configured to allow or disallow the use of UTF-8 characters on a per-server basis. Although other DNS server implementations that are not UTF-8 aware might be able to accept the transfer of a zone containing UTF-8 encoded names, these servers might not be able to write back those names to a zone file or reload those names from a zone file. Administrators should exercise caution when transferring a zone containing UTF-8 names to a DNS server that is not UTF-8-aware.

Some protocols place restrictions on the characters allowed in a name. In addition, names that are intended to be globally visible (RFC 1958) should contain ASCII-only characters, as recommended in RFC 1123. 

Notes

·
The use of UTF-8 for transformation of Unicode characters is not noticeable for general users. Only where Network Monitor or another similar tool is used to analyze DNS-related traffic over the physical network are UTF-8 encoded characters observable. 

·
In addition to DNS server support for the UTF-8 encoding format, the Windows 2000 Server client resolver defaults to using the UTF-8 character encoding format. 

·
Names encoded in UTF-8 format must not exceed the size limits clarified in RFC 2181, which specifies a maximum of 63 octets per label and 255 octets per name. Character count is insufficient to determine size because some UTF-8 characters exceed one octet in length. 

·
The UTF-8 encoding protocol adapts to use with existing DNS protocol implementations that expect US-ASCII characters because representation of US-ASCII characters in UTF-8 is identical, byte for byte, to the US-ASCII representation. DNS clients in earlier Windows NT DNS or other DNS server implementations that do not recognize UTF-8 characters always encode names in the US-ASCII format. Those names are always correctly interpreted by the DNS service running in Windows 2000 Server. 

·
The DNS service provides the ability to configure name checking to allow or restrict the use of UTF-8 characters in DNS data. This option can be configured on a per-server or per-zone basis. For more information, see To change the name-checking method used by the DNS server. 


By default, multibyte UTF-8 name checking is used, allowing the greatest tolerance when the DNS service processes characters. This is the preferred name-checking method for most privately operated DNS servers that are not providing name service for Internet hosts. 

WINS lookup integration

Support for using Windows Internet Name Service (WINS) is provided to look up DNS names that cannot be resolved by querying the DNS domain namespace. To accomplish WINS lookup, two specific resource record types are used and can be enabled for any zones loaded by the DNS service:

·
The WINS resource record, which can be enabled to integrate WINS lookup into forward lookup zones 

·
The WINS-R resource record, which can be enabled to integrate WINS reverse lookup for reverse lookup zones 

The WINS resource record

The WINS and DNS services are used to provide name resolution for the NetBIOS namespace and the DNS domain namespace, respectively. Although both DNS and WINS can provide a separate and useful name service to clients, WINS is mainly needed to provide support for older clients and programs that require support for NetBIOS naming.

However, the DNS service can work with WINS to provide combined name searches in both namespaces when resolving a DNS domain name not found in zone information. To provide this interoperability, a new record (the WINS record) was defined as part of the zone database file.

The WINS resource record is specific to Windows 2000 Server and earlier versions of Windows NT Server, and can be attached only to the domain of origin for a zone. The presence of a WINS resource record can instruct the DNS service to use WINS to look up any forward queries for host names or names that are not found in the zone database. This functionality is particularly useful for name resolution required by clients that are not WINS-aware (for example, UNIX) for the names of computers not registered with DNS, such as Windows 95 or Windows 98 computers.

How WINS lookup works

The following is an example of a DNS client ("host-b") querying its DNS server in an attempt to look up the address for another computer named "host-a.example.microsoft.com.".

In Step 1, the client queries its preferred DNS server. In Steps 2 through 8, the normal process of recursion proceeds as the preferred DNS server queries other DNS servers in succession on behalf of the client. This process concludes at Step 8, when the DNS server for the example.microsoft.com zone is located through the previous chain of referral answers. At this point in the process, the server contacted is a Windows DNS server either running Windows NT Server 4.0 or Windows 2000 Server.

When the Windows DNS server for the example.microsoft.com zone receives the query for "host-a", it looks in its configured zone to see if a matching address (A) resource record (RR) can be found. If no A record is found and the zone is enabled to use WINS lookup, the server does the following:

·
The DNS server separates the host part of the name (host-a) from the fully qualified domain name contained in the DNS query. 


The host part of the name is the first label in the queried DNS domain name before a period is used in the name.

·
The server then sends a NetBIOS name request to the WINS server using the host name, "host-a". 

·
If the WINS server can resolve the name, it returns the IP address to the DNS server. 

·
The Windows DNS server then returns this IP address information to the original preferred DNS server that was queried by the requesting client, "host-b". 

·
The preferred DNS server then passes the query answer back to the requesting client. 

How WINS reverse lookup works

There is also a WINS-R record or WINS reverse lookup entry that can be enabled and added to reverse lookup zones. However, because the WINS database is not indexed by IP address, the DNS service cannot send a reverse name lookup to WINS to get the name of a computer given its IP address.

Because WINS does not provide reverse lookup capability, the DNS service instead sends a node adapter status request directly to the IP address implied in the DNS reverse query. When the DNS server gets the NetBIOS name from the node status response, it appends the DNS domain name back onto the NetBIOS name provided in the node status response and forwards the result to the requesting client.

Note   The WINS and WINS-R resource records are proprietary to the DNS service provided by Windows 2000 Server and earlier versions of Windows NT Server. You can prevent these resource records from being included in zone transfers to other DNS server implementations. For more information, see Using WINS lookup. 

Using DNS

This section covers:

·
Planning issues 

·
Managing servers 

·
Managing clients 

·
Managing zones 

·
Monitoring and optimizing servers 

·
Advanced server configuration 

Planning issues

This section covers:

·
Namespace planning for DNS 

·
Zone planning for DNS 

·
Server planning for DNS 

·
Migrating servers 

·
Interoperability issues 

Namespace planning for DNS

Before you begin using DNS on your network, decide on a plan for your DNS domain namespace. Coming up with a namespace plan involves making some decisions about how you intend to use DNS naming and what goals you are trying to accomplish in using DNS. Some questions you might have at this stage include the following:

·
Have you previously chosen and registered a DNS domain name for use on the Internet? 

·
Are you going to set up DNS servers on a private network or the Internet? 

·
Are you going to use DNS to support your use of Active Directory? 

·
What naming requirements do you need to follow when choosing DNS domain names for computers? 

Each of these questions is further discussed in the following sections.

Choosing your first DNS domain name

When setting up DNS servers, it is recommended that you first choose and register a unique parent DNS domain name that can be used for hosting your organization on the Internet, for example, "microsoft.com". This name is a second-level domain within one of the top-level domains used on the Internet. For a list and description of the most common top-level domains used on the Internet, see Top-level domains.

Once you have chosen your parent domain name, you can combine this name with a location or organizational name used within your organization to form other subdomain names. For example, if a subdomain were added, such as the itg.example.microsoft.com domain tree (for resources used by the information technology group at your organization), additional subdomain names could be formed using this name. For instance, a group of programmers working on electronic data interchange (EDI) in this division could have a subdomain named "edi.itg.example.microsoft.com". Likewise, another group of workers providing support in this division might use "support.itg.example.microsoft.com".

Before you decide on a parent DNS domain name for your organization to use on the Internet, perform a search to see if the name is already registered to another organization or person. The Internet DNS namespace is currently managed by the Internet Network Information Center (InterNIC). In the future, other domain name registrars might also be available.

For more information, see Using DNS on the Internet.

DNS namespace planning for Active Directory

If you are using Active Directory, you need to first establish a namespace plan. Before a DNS domain namespace can be properly implemented in Windows 2000, the Active Directory structure needs to be available. Therefore, begin with the Active Directory design and support it with the appropriate DNS namespace. Upon review, if you detect unforeseen or undesirable consequences for either of your plans, make revisions as needed.

In Windows 2000, Active Directory domains are named with DNS names. When choosing DNS names to use for your Active Directory domains, start with the registered DNS domain name suffix that your organization has reserved for use on the Internet, such as "microsoft.com" and combine this name with either geographical or divisional names used in your organization to form full names for your Active Directory domains.

For example, the Windows test group at Microsoft might call their domain "wintest.example.microsoft.com." This method of naming ensures that each Active Directory domain name is globally unique. And, once employed, this naming method also makes it easy to use existing names as parents for creating additional subdomains and further grow the namespace to accommodate new departments within your organization.

For a small organization using only a single domain or a small multidomain model, planning can be straightforward and follow an approach similar to the previous examples. For a larger organization using a more complex domain model, refer to additional Microsoft resources such as the Windows 2000 Server Resource Kit Deployment Planning Guide, which provides more advanced planning information for Active Directory namespace design.

To obtain this book or other Microsoft Press books that might be useful resources for Active Directory, search the Microsoft Web site (http://www.microsoft.com/).

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Caution

·
When planning your DNS and Active Directory namespace, it is recommended that you use a differing set of distinguished names that do not overlap as the basis for your internal and external DNS use. As an example, assuming your organization's parent domain name is "example.microsoft.com" 

·
For internal DNS names usage you could use a name such as "internal.example.microsoft.com" 

·
For external DNS names usage you could use a name such as "external.example.microsoft.com" 


By keeping your internal and external namespaces separate and distinct in this way, you enable simplified maintenance of configurations such as domain name filter or exclusion lists.

Choosing names

It is strongly recommended that you use only characters in your names that are part of the Internet standard character set permitted for use in DNS host naming. Allowed characters are defined in RFC 1123 as follows: all uppercase letters (A-Z), lowercase letters (a-z), numbers (0-9), and the hyphen (-).

For organizations with a prior investment in Microsoft NetBIOS technology, existing computer names might conform to the NetBIOS naming standard. If this is the case, consider revising the names of your computers to the Internet DNS standard.

The process of adjusting your naming conventions might prove to be time consuming. To ease the transition from Windows NT 4.0 NetBIOS names to Windows 2000 DNS domain names, the DNS service includes support for extended ASCII and Unicode characters. However, this additional character support can only be used in a pure Windows 2000 network environment. This is because most other DNS resolver client software is based on RFC 1123, the specification that standardizes Internet host naming requirements. If a nonstandard DNS domain name is entered during Windows 2000 setup, a warning message appears recommending that a standard DNS name be used instead.

In Windows NT 4.0 and earlier versions, the name used to identify a Windows computer on the network was a NetBIOS name. In Windows 2000, a computer can be identified in any of the following ways:

·
A NetBIOS computer name, which is optional and is used for interoperability with earlier Windows systems. 

·
The Full computer name, which is a fully qualified domain name (FQDN) for the computer and is its primary (or default) name. 

In addition to these, a computer might also be identified by the FQDN comprised of the computer (or host) name and a connection-specific domain name, where one is configured and applied for a specific network connection on the computer.

The full computer name is a combination of both the computer name and the DNS domain name for the computer. The DNS domain name for the computer is part of the System properties for the computer and is not related to any specifically installed networking components. However, computers running Windows 2000 that do not use either networking or TCP/IP do not have a DNS domain name.

The following table is a comparison of NetBIOS and DNS computer names.


NetBIOS computer name
DNS computer name

Type
Flat
Hierarchical

Character restrictions
Unicode characters, numbers, white space.Symbols: ! @ # $ % ^ & ' ) ( . - _ { } ~
Same as for NetBIOS except no white space permittedPeriod (.) has special reserved meaning.

Maximum length
15 character bytes
63 octets per label255 octets per fully qualified domain name (FQDN)

Name service
Windows Internet Name Service (WINS)NetBIOS broadcast
Domain Name System (DNS) service

To ensure interoperability between NetBIOS and DNS naming in Windows 2000, a new naming parameter called the NetBIOS computer name was introduced. The value of this parameter, which is not required in a pure Windows 2000 environment, is derived from the first 15 octets of the DNS full computer name.

When the full computer name is a combination of the computer name and the DNS domain name for the computer, the impact of renaming and making the transition from a NetBIOS namespace to a DNS namespace can be minimal. Users continue to focus on the short computer name. If this name is 15 characters or less, it can be made identical to the NetBIOS computer name. The administrator can then also assign a DNS domain name for each computer. This can be done using remote administration tools.

In this way, the System properties page can have the following settings on the Network Identification tab (or its related dialog boxes):

Computer name
longer-than-15characters-name

NetBIOS computer name
longer-than-15c

Primary DNS suffix for this computer
example.microsoft.com

Note   In addition to the primary DNS domain name for a computer, Windows 2000 provides connection-specific DNS naming as well. For more information, see Configuring multiple names. 

Integration planning: Supporting multiple namespaces

In addition to support for the internal DNS namespace used by Windows 2000 and Active Directory, many networks require support for resolving external DNS names, such as those used on the Internet. The DNS service provides ways to integrate and manage disjointed namespaces where both external and internal DNS names are resolved on your network.

In deciding how to integrate namespaces, determine which of the following scenarios most closely resembles your situation and proposed use of DNS:

·
An internal DNS namespace, used only on your own network 

·
An internal DNS namespace with referral and access to an external namespace, such as referral or forwarding to a DNS server on the Internet 

·
An external DNS namespace, used only on a public network such as the Internet 

If you decide to limit the use of DNS for name service within your private namespace, there are no restrictions on how it is designed or implemented. For example, you can choose any DNS naming standard, configure DNS servers to be valid root servers for your network's DNS distributed design, or form an entirely self-contained DNS domain tree structure and hierarchy.

When you start providing either referral to an external DNS namespace or full DNS service on the Internet, you need to consider compatibility between your private and external namespaces. Additionally, Internet service requires the registration of parent domain names for your organization.

For more information on planning secure integration of Internet DNS names referral through your secured private network (such as one supported by Microsoft Proxy Server or another firewall product), refer to additional Microsoft information resources on Windows DNS planning available from the Microsoft Web site (http://www.microsoft.com/).

Notes

·
When you add and connect to a Windows 2000 DNS server for the first time using the DNS console, the root hints file (Cache.dns) is automatically primed for use on your network. This occurs transparently and does not require that you take any further action for this to be done. 


Depending on how you use DNS, you can update this file in one of the following ways:

·
If you are connected to the Internet, you can either edit or update this file when the root hints file, Named.root, is updated and released. For a current copy of this file, you can use anonymous FTP to the following site: ftp://rs.internic.net/domain/named.root. If you are 

·
If you are not connected to the Internet, you can remove the default resource records contained in this file and replace them with NS and A resource records for the DNS authoritative servers at the root domain of your site. For root domain servers on your private network, you can safely remove this file entirely because servers operating at this domain level do not require or use a cache of root hints. 

·
If you delete the Cache.dns file for a private root domain server when you have configured the DNS service using the Boot From File method, as opposed to the default Boot From Registry option, you also need to remove the cache directive from the server boot file before restarting the DNS service. 

Zone planning for DNS

When first partitioning your namespace into zones, review traffic patterns in your current or proposed network. Although DNS is designed to help reduce broadcast traffic between local subnets, it does create some traffic between servers and clients that should be reviewed. This is particularly true in cases where DNS is used on routed networks.

To review DNS traffic, you can use DNS server statistics or the DNS performance counters provided with System Monitor. For more information, see Verifying server configuration or Monitoring server performance.

In addition to routing traffic, consider the impact of the following common types of DNS-related communication, especially when you are operating across slow-speed links on a wide area network:

·
Server-to-server traffic caused both by zone transfers with other DNS servers and by DNS interoperability with other servers (for example, when WINS lookup is enabled). 

·
Client-to-server traffic caused by both query loads and dynamic updates sent by DNS client computers or Windows 2000 DHCP servers providing dynamic updating for earlier-version DNS clients that do not support dynamic updates. 

For small, flat namespaces, you might use full replication of all DNS zones to all DNS servers in your network. For large, vertical namespaces, this is neither possible nor recommended. In larger networks, it is often necessary to study, test, analyze, and revise your zone plans based on observed or estimated traffic patterns. After careful analysis, you can partition and delegate your DNS zones based on what is required for providing efficient and fault-tolerant name service to each location or site.

When creating zones, if you intend to use the DNS snap-in to manage your zones, note the following recommended limits when adding new zones or extending your current zones:

·
Do not attempt to add more than 65,553 resource records to a zone. 

·
Do not attempt to add or load more than 1,000 zones on any DNS server. 

These recommended limits are stated based on current Windows 2000 DNS implementation. For more information or updates to these limits when working with zones, see DNS updated technical information.

Notes

·
If you are using a mixture of Windows DNS servers, be aware that zone transfers can sometimes be slow between the DNS service and some other DNS server implementations. For more information, see Zone transfer with BIND and other DNS server implementations . 

·
For Windows 2000 Server, the DNS service supports incremental zone transfers between servers replicating a standard zone. This feature can reduce DNS replication traffic considerations and should be reviewed in zone planning. For more information, see Understanding zones and zone transfer. 

·
Although it is useful to plan zones, you might also want to explore the use of caching-only DNS servers, which do not host DNS zones. Caching-only servers are a good option at small remote sites that have a stable and minimal use for DNS name service but are located across a WAN where the transfer of a large zone over a slower link can be resource-intensive. For more information, see Using caching-only servers. 

Server planning for DNS

When planning for your DNS servers, it is important to make the following considered choices:

·
Perform capacity planning and review server hardware requirements. 

·
Determine how many DNS servers you need and their role in your network. 


When deciding the number of DNS servers to use, decide which servers will host primary and secondary copies of zones. Also, if you are using Active Directory, determine whether the server computer will perform as a domain controller or a member server for the domain.

·
Decide where you are going to place DNS servers on your network for traffic loads, replication, and fault tolerance. 

·
Decide whether to use only Windows 2000 DNS servers for all your DNS servers or if you are operating a mixture of Windows and other DNS server implementations. 


For more information on migration and interoperability of the DNS service with other DNS server implementations, see Migrating servers or Interoperability issues

Server capacity planning

Planning and deploying DNS servers on your network involves examining several aspects of your network and the capacity requirements for any DNS servers you intend to use in it. Some questions to consider when planning include the following:

·
How many zones is the DNS server expected to load and host? 

·
For each zone the server is loading for service, how large is the zone (based on the size of the zone file or the number of resource records used in the zone)? 

·
For a multihomed DNS server, how many interfaces are to be enabled for listening to and servicing DNS clients on each of the server's connected subnets? 

·
How many total or overall DNS query requests from all of its clients is a DNS server expected to receive and service? 

In many cases, adding more RAM to a DNS server can provide the most noticeable improvements in performance. This is because the DNS Server service fully loads all of its configured zones into memory at startup. If your server is operating and loading a large number of zones, and dynamic updates occur frequently for zone clients, additional memory can be helpful.

Keep in mind that for typical usage, the DNS server consumes system memory as follows:

·
Approximately 4 MB of RAM is used when the DNS server is started without any zones. 

·
For each addition of zones or resource records to the server, the DNS server consumes additional server memory. 

·
It is estimated that for the addition of every resource record to a server zone, an average of approximately 100 bytes of server memory is used. 


For example, if a zone containing 1000 resource records is added to a server, it would require approximately 100 KB (kilobytes) of server memory.

In determining your server plans, you can start by reviewing sample DNS server performance test results collected by the Windows 2000 DNS development and testing teams. In addition, you can use DNS server related counters provided for use with Windows 2000 monitoring tools to obtain your own performance measurements for Windows 2000 DNS servers you deploy on your network. For more information, see Monitoring server performance.

Important

·
The previous recommendations are not intended to indicate maximum performance or limitations for Windows 2000 DNS servers. 

·
These numbers are approximate and can be influenced by the type of the resource records entered in zones, the number of resource records with the same owner name, and the number of zones in use at a specific DNS server. 

Where to place DNS servers

In general, place your DNS servers at a location on your network that is centrally accessible to your clients. It is often most practical to use a DNS server on each subnet. There are several factors to consider when deciding where a DNS server is needed: 

·
If you are deploying DNS to support Active Directory, is the DNS server computer also a domain controller or likely to be promoted to one in the future? 

·
If the DNS server stops responding, are its local clients able to gain access to an alternate DNS server? 

·
If the DNS server is located on a subnet that is remote to some of its clients, what other DNS servers or name resolution options are available if the routed connection stops responding? 

For DNS server installations where the use of Active Directory is an issue, review special interoperability issues and installation details. For more information, see DNS considerations for Active Directory.

For all DNS server installations including those in which the use of Active Directory is not an issue, the following server placement and planning guidelines can be usefully applied.

For example, if you have a routed local area network and high-speed links that are fairly reliable, you might be able to use one DNS server for a larger, multiple subnetted network area. If you have a high number of client nodes on a single subnet design, you might want to add more than one DNS server to the subnet to provide backup and failover if the preferred DNS server stops responding.

When determining the number of DNS servers you need to use, assess the effect of zone transfers and DNS query traffic on slower links in your network. Although DNS is designed to help reduce broadcast traffic between local subnets, it does create some traffic between servers and clients that should be reviewed, particularly when used in complexly routed LAN or WAN environments.

Consider the effects of zone transfer over slower speed links, like those typically used for a wide area network (WAN) connection. Although the DNS service supports incremental zone transfers and Windows 2000 DNS clients and servers can cache recently used names, traffic considerations are sometimes still an issue, particularly when DHCP leases are shortened and, as a result, dynamic updates in DNS are performed more frequently. One option for dealing with remote locations on WAN links is to set up a DNS server at these locations to provide caching-only DNS service.

With most installations, you should have at least two server computers hosting each of your DNS zones for fault tolerance. DNS was designed to have two servers for each zone, one as a primary server and the other as a backup or secondary server. When making any final determinations about the number of servers to use, first assess the level of fault tolerance you need for your network.

Notes

·
When only a single Windows 2000 Server is used on a small LAN in a single-subnet environment, you can configure the single server to simulate both the primary and secondary servers for a zone. 

·
For best results and simplified DNS administration, you can consider using the DNS service supplied with Windows 2000 Server for all of your DNS servers. 

·
When administering zone files created by the DNS service, it is recommended that you use the DNS console tool to make changes. As an alternate option, it is possible to administer all of your DNS zone files manually using any application that supports file saving in text mode. Whether you decide to edit zone files manually in a text editor or use the DNS console to modify them, select one method for updating zones and use it consistently. This helps prevent having zone edits overwritten or rejected, which might happen if you change from one method to another. 

Migrating servers

For Windows 2000 Server, DNS migration can occur in one of the following ways:

 1.
Upgrading a computer running the version of DNS included in Windows NT Server 4.0 to Windows 2000 Server. 

 2.
Moving zone files from an existing DNS server running another DNS server implementation, such as server running a version of the Berkeley Internet Name Domain (BIND) software. 

 3.
Migrating zones using master-secondary zone transfer from BIND servers to Windows 2000 DNS servers. 

Upgrading DNS servers from Windows NT Server 4.0

For this scenario—upgrading an existing DNS server running under Windows NT Server 4.0 to Windows 2000 Server—there are no known issues. Any zones or server configuration files and parameters created and stored using the Windows NT Server 4.0 version of the DNS service are stored in the same system folder locations. There is no conversion of data required during the upgrade process.

Moving BIND-based files

When moving from a BIND DNS server to DNS service, however, you need to copy and rename any BIND-created zone or boot files that you intend to use with the DNS service. Also, if you continue to use a BIND boot file to provide the initial configuration settings used by the DNS service when it is started, you need to change the boot method used by the DNS service. For more information, see To change the boot method used by the DNS server.

Keep in mind that any zone files created and stored on UNIX DNS servers that use BIND need to be manually copied from those servers to the systemroot\System32\Dns folder on the computer running Windows 2000 Server and appropriately renamed. BIND zone files have a different naming convention from that used by DNS servers running under the DNS service provided in Windows operating systems.

The following table shows examples of how BIND server files are renamed for use with the DNS service provided in Windows 2000 Server.

Description
UNIX file name
Windows 2000 file name

Boot file
named.boot
Boot

Forward lookup zone file
db.domain_name
domain_name.dns

Reverse lookup zone file
db.IP_network_forward_notation
IP_network_reverse_notation.dns

For a reverse lookup zone, BIND uses a convention of noting reverse domain names as a forward notation of mapped IP network, such as db.192.1.168 for a reverse lookup zone created for an example IP network address of 192.168.1.0. Windows 2000 DNS servers, however, use the fully qualified domain name (FQDN) for the zone, which includes the in-addr.arpa domain, to complete the file name. In this example, the correct name to use for the same zone in Windows 2000 Server is 168.1.192.in-addr.arpa.dns when copying and renaming the file.

Notes

·
If you are using the BIND boot file with the DNS service after migration, there are other limitations that apply to the use of this file by the DNS service. For example, some BIND boot directives are not supported — in particular, xfrnets and other directives provided with versions of BIND, such as version 8.1.1 or later. 

·
If you are accustomed to manually editing DNS zone files, be aware that the DNS service uses RFC-compliant notation for its supported resource records (RRs). In most cases, the DNS service interprets and loads RRs from zone files originally created for BIND DNS servers without any need for file changes. If, however, you have used non-standard record formatting, the DNS service can detect these edits and interpret them as bad or errored zone data. 

Migrating from BIND servers using zone transfer

Another possible scenario for server migration is using zone transfer to migrate BIND-based server zones to Windows 2000 DNS servers. To accomplish this, you can take the following steps:

 1.
At your Windows 2000 server computer, install a DNS server. 

 2.
Using the DNS console, at the new server add secondary zones for all of your existing zones hosted at the BIND-based DNS servers. 


Configure the BIND servers as the master servers for each of the secondary zones you need to create.

 3.
Initiate zone transfer at your Windows 2000 DNS servers to transfer the zones from the BIND servers. 

 4.
After completing the zone transfers, convert any of the secondary zones to primary zones that were obtained from primary zones at the BIND servers. 

 5.
For the other secondary zones that remain, update the master servers for those zones to use the new primary servers running Windows 2000 Server. 

For more information, see also: To install a DNS server; To add a secondary server for an existing zone; To initiate a zone transfer at a secondary server; To change the zone type; To update the master server for a secondary zone

Note   If you choose to continue to use your BIND DNS servers as secondary servers for zones for which your DNS server running Windows 2000 Server is the primary server, you should review interoperability issues related to zone transfer for this configuration. For more information, see Zone transfer with BIND and other DNS server implementations. 

Interoperability issues

The DNS service supports and implements some Request for Comment (RFC) draft specifications used to define DNS usage for the Internet. In general, the DNS service adds design support for most approved RFCs (that is, those classified as "required") that form the current or ongoing DNS protocol standard. This design feature provides clear benefits for operating Windows DNS servers in mixed or heterogeneous environments.

The primary benefits for interoperability in these environments include:

·
Full interoperability with other DNS server implementations that implement RFC-compliant behavior for DNS name service. 

·
Use of Windows DNS servers to provide DNS service on the Internet. 

For interoperability testing, the Windows 2000 development team has tested the Windows 2000 DNS Server service with the following versions of the Berkeley Internet Name Domain (BIND) DNS server implementation:

·
BIND 4.9.7 

·
BIND 8.1.2 

·
BIND 8.2 

Interoperability and configuration issues related to using Windows 2000 DNS with other various environments, or when using DNS servers on the Internet, are covered in the following sections.

DNS considerations for Active Directory

For Active Directory, DNS is required. Therefore, you can elect to set up DNS servers as part of the process of installing Active Directory and promoting the server computer to the role of a domain controller.

When a Windows 2000 server computer is promoted to domain controller, you have the option to install a DNS server and add new zones automatically as part of Active Directory installation. Separately installing a DNS server at the server computer is only necessary if it is not currently a domain controller or expected to be promoted to one in the future.

When you select the option to install and configure a DNS server during the Active Directory Installation wizard, zones are created based on the DNS name you have specified during the process of promoting the server to a domain controller. Other tasks might also be useful once the first server in the domain is promoted to a domain controller, such as changing the zone type from Standard primary to Active Directory-integrated and changing the update policy for the zone to Allow Only Secure Updates.

If you are deploying DNS to support Active Directory, a simple method for redundancy and fault tolerance planning is to have a DNS server running on each domain controller. For each subnet, a good rule to follow is to have two Windows 2000 Server computers configured as domain controllers that are also running as DNS servers that load and store only Active Directory-integrated zones.

By observing these guidelines for simplified DNS and Active Directory configuration, you can enable your DNS servers to fully leverage the enhanced benefits of using Active Directory and Windows 2000 DNS servers, such as integrated storage, merged replication of Active Directory and DNS data, and secure authentication when allowing dynamic updates.

Zone transfer with BIND and other DNS server implementations

When transferring a zone between two Windows DNS servers, the DNS Server service always uses a fast transfer method that uses compression. This method includes multiple resource records (RRs) in each message sent to complete the transfer of the zone between servers. For Windows 2000 DNS servers, this is the default method used when initiating transfer with other DNS server implementations.

If necessary, Windows 2000 DNS servers can be configured to transfer a zone using the slower uncompressed transfer format. This enables successful zone transfers to be made with DNS servers that do not support the faster transfer method, such as BIND servers prior to version 4.9.4.

When the Bind Secondaries option in advanced server properties is checked, no fast transfers are made. By default, the check box is cleared to enable fast transfers. For more information, see To enable or disable fast transfer format during zone transfers.

Supporting Active Directory with other DNS server implementations

In many large organizations, DNS is already implemented using other solutions, such as UNIX DNS servers that run legacy versions of BIND software. In some cases, these DNS servers are not equipped to support the DNS requirements for deploying Active Directory. This issue can be addressed in one of two ways:

·
Upgrade any BIND DNS servers to version 8.1.2 or later of the BIND software to meet the DNS requirements for Active Directory support. 

·
Use the DNS service provided with Windows 2000 Server migrating, if possible, any of your current DNS zones to Windows 2000 DNS servers. 

Although the DNS service is recommended to support Active Directory, you can use other DNS server implementations for this purpose. These other implementations should, however, support the following standard specifications:

·
The service location (SRV) resource record, as described in the Internet draft, "A DNS RR for specifying the location of services (DNS SRV)." 

·
Dynamic updates in DNS, as described in RFC 2136. 

Support for dynamic updates is recommended but not essential. Support for the SRV resource record is mandatory because it is required to provide basic DNS support to Active Directory. For example, a DNS server that does not support dynamic updates, like that provided with Windows NT Server 4.0 (updated to Service Pack 4 or later) supports the DNS requirements of Active Directory because SRV resource record support was added with Service Pack 4.

Additional manual administration of SRV resource records is needed for DNS configuration support of Active Directory to function properly on a DNS server that does not support dynamic updates. For more information, see Service location (SRV) resource records.

Interoperating Windows DNS servers with other DNS server implementations

If you decide to use Windows DNS service and manage it with a split DNS configuration in which:

·
Existing DNS servers for root zones are not to be upgraded or migrated to other DNS solutions. 

·
The DNS service and Windows 2000 Server are to be deployed and provide management of any DNS domain names required to register, update, and support for use with Active Directory. 

You can modify your DNS namespace design plans in either of the following ways:

 1.
Create a single new subdomain in your current DNS domain namespace to root your first Active Directory domain. 


For example, if your organization has registered and is using a second-level domain name, such as microsoft.com, you can create a single subdomain such as example.microsoft.com and use this domain to root the DNS domain namespace used by Active Directory. The DNS service is automatically configured to support Active Directory when you install the first domain controller.


Before you have created a zone for the new subdomain at a computer running the DNS Server service, you can delegate these subdomains away at the primary zone for your second-level domain, such as "microsoft.com." In some cases, you might only need to notify another DNS or UNIX system administrator in your organization to make the delegation for you. For more information, see Delegating zones.

 2.
Create multiple subdomains based on your DNS second-level domain to support registration of Active Directory in DNS. 


For example, if your organization has a registered second-level DNS domain name already in use (such as microsoft.com), you can create additional subdomains that are delegated to Windows DNS servers and used only for registering DNS names related to Active Directory.


This method is more complex to implement, but enables less change to your currently deployed DNS infrastructure that is not Windows-based. With this namespace design, you create only those additional subdomains and appropriate zones needed to support your Active Directory deployment. For example, in this configuration, the domain name microsoft.com is both the root DNS and the root Active Directory domain name for your organization.


For this configuration, you first need to create zones for the following subdomains using the DNS snap-in tool at a computer running DNS service and Windows 2000 Server:


_msdcs.microsoft.com

_ldap._tcp.microsoft.com


Before these zones are created, you can delegate these subdomains away at the primary zone for your parent or second-level domain name or notify another DNS administrator who manages these zones for your organization to do so. For more information, see Delegating zones.

Using DNS on the Internet

To establish a presence on the Internet, an individual or business must first apply for and register a second-level domain name with an authorized DNS domain name registration authority. Your Internet service provider (ISP) can often perform this function and obtain a name on your behalf, usually for an additional fee.

To register your domain name, there are several required tasks, including:

·
Selecting and researching a second-level domain name that is not currently registered or in use. 


This can easily be done if you have Internet access by using a WHOIS query engine provided at the Web site for your applicable Internet DNS domain name registrar. Be prepared to select an alternate name if your WHOIS query indicates that your preferred selection is already registered and in use.

·
Registering and obtaining at least one IP address valid for use on the Internet. 


This address is needed for the DNS server on the Internet that you want to establish as the host for the primary copy of the zone based on your second-level domain name. In many cases, if you are using an ISP to register a domain name on your behalf, they can specify the IP addresses for one or two of their servers as primary and secondary for the Internet.


As part of the registration process, an applicant must provide at least two currently active DNS servers that are used on the Internet as the primary and secondary servers designated for the new domain. This requirement is necessary to ensure proper Internet root server configuration and referral for others that query for your registered DNS domain name on the Internet.


After one IP address has been obtained, you can sometimes arrange (or your ISP can do so on your behalf) to use another company or ISP's DNS server as a secondary server for the zone. If you still need to obtain an IP address directly for use in the United States, a valid IP address can be obtained through the American Registry for Internet Numbers (ARIN). In other countries, you might contact your local Internet service or telephony provider to find out how to register and acquire an IP address if one is needed.

·
Complete the registration application form and submit it with your registration fee to the appropriate Internet DNS domain name registration authority. Registrations are typically in force for a finite period of time and must be periodically renewed. 

For more information, here are some related Internet Web sites that might be useful to you when selecting and registering your Internet DNS name.

·
Network Solutions, Inc. (NSI) Registry Web site (http://www.nsiregistry.net) 

·
Internet Corporation for Assigned Names and Numbers (ICANN) Web site (http://www.icann.org) 

·
Internet Assigned Numbers Authority (IANA) Web site (http://www.iana.org) 

Note

·
In the past, the process of registering DNS domain names previously was managed solely by NSI (formerly known as InterNIC). It is now transitioning to a shared registration system, the details of which are still being determined. 


For updated information, refer to the NSI Registry Web site for related links to other organizations that might also be involved in the new or proposed system for registering Internet DNS domain names.

Interoperability planning: Configuring related services

Windows 2000 Server provides several interoperability options when using the DNS service with other TCP/IP services. In many cases, you can use these features to reduce the amount of time you need to spend administering your DNS namespace and provide an improved naming service for your network.

These options most often include use of the following enhancements:

·
WINS forward and reverse lookups. 


In Windows NT Server 4.0, Windows 2000, or later, the DNS service provides for the use of WINS lookup. This feature enables configured DNS zones to refer queries not answered from current zone information to a WINS server for further resolution. With this added search of the WINS namespace, both DNS and WINS are used to complete a full search of registered names for a matched response.


WINS lookup is supported for both forward and reverse lookup zones and can be enabled on a per-zone basis or configured for selected zones. This feature should also be configured to prevent replication or zone transfer of WINS resource records to servers with other DNS implementations that do not recognize the WINS resource records.

·
Dynamic integration with DHCP servers. 


In Windows 2000 Server, the DHCP service provides default support to register and update information for legacy DHCP clients in DNS zones. Legacy clients typically include other Microsoft TCP/IP client computers that were released prior to Windows 2000. The DNS-DHCP integration provided in Windows 2000 Server enables a DHCP client that is unable to dynamically update DNS resource records directly to have this information updated in DNS forward and reverse lookup zones by the DHCP server.

Notes

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here. 

·
Dynamic integration with the DHCP service is only available with Windows 2000 Server. DNS-DHCP integration is not supported by DHCP servers running under Windows NT Server 4.0 and earlier versions. 

Managing servers

This section covers:

·
Configuring a new primary server 

·
Updating existing servers 

·
Using secondary servers 

·
Using caching-only servers 

·
Managing the aging and scavenging of server data 

Configuring a new primary server

There are several situations in which you might add and configure a new DNS server for your network:

·
When you are adding a new DNS server to your network and configuring a new zone for first-time use. 

·
When you have already created a zone at another DNS server and are adding a new server that also needs to load and provide service for the zone. 

·
When you already have a DNS server configured with a zone or zones, but need to add a new zone for another domain name, such as a subdomain. 

For first-time configuration of a new server and zone, it is best to use the checklists provided with DNS Help to begin your DNS deployment. If you are going to deploy a DNS server without using Active Directory, use Checklist: Deploying DNS. For deploying DNS to support your use of Active Directory, use Checklist: Deploying DNS for Active Directory.

Adding a primary server for an existing zone

The primary server for a zone acts as the zone's point of update. Newly created zones are always this type. With Windows 2000 Server, you can use primary zones in one of two ways: as standard primary zones or primary zones integrated with Active Directory.

For standard primary-type zones, only a single server can host and load the master copy of the zone. If you create a zone and keep it as a standard primary zone, no additional primary servers for the zone are permitted. Only one server is allowed to accept dynamic updates and process zone changes.

The standard primary model implies a single point of failure. For example, if for any reason the primary server for a zone is unavailable to the network, no dynamic updates to the zone can be made. Note that queries for names in the zone are not affected and can continue uninterrupted, as long as secondary servers for the zone are available to answer them.

In Windows 2000 Server, however, you can add more primary servers for a zone by using the directory-integrated storage and replication features of the DNS service. To do this, you need to change a zone and integrate it into Active Directory.

You can integrate an existing zone into Active Directory by changing the type of a zone at the originating primary server where it was first created. Once the zone type is changed from Standard primary to Active Directory-integrated, you can add the zone to other DNS servers by configuring them to use the Boot From DS option when they initialize DNS service.

When the Boot From DS option is selected, other DNS servers operating as part of the Active Directory domain namespace — such as domain controllers for the Active Directory domain — can query the directory and automatically load all directory-integrated zones, which are stored in the directory database. No other steps are necessary. With the Boot From DS option, any DNS servers operating as part of Active Directory are, by default, also primary servers for directory-integrated zones.

For more information on changing the zone type, see To change the zone type. For more information on changing the server boot method, see To change the boot method used by the DNS server.

Note   When using standard primary-type zones, other DNS servers should never be configured to act as primary servers for an existing zone. This design is not supported and might cause errors or inconsistencies in zone data between servers loading different versions of the same zone. 

Adding a new primary zone to an existing server

Adding a new primary zone to an existing server can be done whenever additional domains or subdomains are needed in your DNS domain namespace. For example, you might have a zone for a second-level domain such as microsoft.com and want to add a primary zone for the new subdomain: example.microsoft.com.

In this example, you can create the new zone for the subdomain using the DNS snap-in, by running the Configure New Zone wizard. When you are done, you need to create a delegation in the parent zone for the new subdomain (such as the microsoft.com zone) to complete the addition of the new subdomain and its primary zone.

Once the new primary zone is added, you can perform other zone configuration tasks as needed to fully configure the zone for use. For more information, see Managing zones.

Update existing servers

Updating the configuration of your DNS servers can be necessary for various reasons, such as to:

·
Change the computer (host) name of the server computer. 

·
Change the primary or parent DNS domain name of the server computer. 

·
Change the IP address for the server computer. 

·
Remove a DNS server from the network. 

·
Change the primary server for a zone (standard primary zones only). 

Each of these is covered in the following sections.

Changing the computer (host) name of the server

If you need to change the host name of a DNS server (but not its parent or primary DNS domain name), make the following changes in the zone where the server is configured as an authoritative server for the zone:

 1.
Change the computer name for the server in System properties. 

 2.
Restart the computer to initiate the following DNS dynamic updates: 

a.
Add the new host (A) and pointer (PTR) resource records (RRs) for the new name and IP address of the server. 

b.
Remove the old A and PTR RRs for the old name and IP address of the server. 

 3.
Update the name server (NS) RR in zones where the server is configured as authoritative to point to the new A RR added in step 2. 

 4.
If the server is the primary server for a standard zone, revise the name in the owner field of the start of authority (SOA) RR for the zone (If the zone is directory-integrated, this step is not needed). 

 5.
Check in the zones to ensure that any delegation records — NS or A RRs — that are used, are updated for the new name of the server. 

Changing the primary DNS domain name of the server

When changing the DNS domain name of a computer, the ability to change the primary DNS domain name of the server can depend on whether or not you are using the computer as a domain controller.

If you are running the server computer as a domain controller, the primary DNS domain name of the server computer is set to be the same as the name of the Active Directory domain where the server was promoted to be a domain controller. To change this name, you must first demote the server so that it is no longer a domain controller. For a server changing its parent DNS domain name in this situation, the process of adding and deleting A and PTR RRs for the server is done automatically when joining and leaving an Active Directory domain. In this case, only manual updating of the name server (NS) RRs for the old and new DNS parent domains might be needed.

To change the DNS domain name for a DNS server computer not using Active Directory, such as a domain member server or a stand-alone server, some additional changes and manual administration might be necessary. For example, if the old and new DNS domain names are in two different zones, such as Zone A (the old zone) and Zone B (the new zone), you would need to make the following changes:

 1.
Change the Primary DNS suffix for this computer in System properties and restart the computer. 

 2.
In Zone A, remove the host (A) RR for the server. 

 3.
In Zone B, add the A RR for the server. 

 4.
Update all start of authority (SOA) and name server (NS) RRs in zones containing the name of the renamed DNS server. 

Changing the IP address of the server

To change the IP address for an existing DNS server, the process is the same as for any DNS host computer. Update the IP address in the server address (A) resource record. If the name of the server does not change, NS and SOA records are not affected.

A common configuration error that occurs when changing an IP address in the A resource record in a zone is that the same information used elsewhere in DNS is not updated. For example, if a DNS server that has a name or address change is used in a parent zone as part of a set of delegation records, the zone records might be updated but the delegation records left unchanged. For this reason, it is good to check the parent zone as well when changing or updating IP addresses for A resource records for DNS servers in a zone. Otherwise, zone delegation can fail.

Also, if you are using a multihomed server, be aware of the events and conditions under which Windows 2000 can initiate a dynamic update when connection-specific DNS domain naming is used. For more information, see Configuring multiple names.

Removing a DNS server from the network

To remove a DNS server from the network, make the following changes in zones where the server is configured as an authoritative server for the zone:

 1.
Remove the address (A) resource record for the server. 

 2.
Update the name server (NS) records in zones where the server is configured as authoritative to no longer include the server by name (as it appeared in the A record deleted in Step 1). 

 3.
If the server is the primary server for a standard zone, revise the owner field of the SOA resource record for the zone to point to the new primary DNS server for the zone (If the zone is directory-integrated, this step is not needed). 

 4.
Check the parent zone to ensure that any records (NS or A resource records) used for delegation to the zone are revised and no longer point to the removed server. 

Changing the primary server for a zone (standard primary zones only)

For standard primary zones, it can sometimes be necessary to change the designated primary server for a zone. For example, suppose that the current primary server for a standard primary zone is Server A, and the new primary server for the zone is Server B.

To affect the changeover in status from Server A to Server B, make the following zone changes:

 1.
Add a new host (A) resource record (RR) for Server B. 

 2.
Update the name server (NS) RR in the zone to remove Server A and include Server B as a configured server of authority that points to the new A RR added in Step 1. 

 3.
Revise the name in the owner field of the start of authority (SOA) RR for the zone from Server A to Server B. 

 4.
Remove the old A RR for Server A. 

 5.
Check the parent zone to ensure that any delegation records (NS or A RRs) used are updated to refer to Server B. 

Using secondary servers

DNS design specifications recommend that at least two DNS servers be used to host each zone. For standard primary-type zones, a secondary server is required to add and configure the zone to appear to other DNS servers in the network. For directory-integrated primary zones, secondary servers are supported but not required for this purpose. For example, two DNS severs operating as Windows 2000 domain controllers can be redundant primary servers for a zone, providing the same benefits of adding a secondary server while including additional advantages.

Secondary servers can provide a means to offload DNS query traffic in areas of the network where a zone is heavily queried and used. Additionally, if a primary server is down, a secondary server can provide some name resolution in the zone until the primary server is available.

If you add a secondary server, try to locate it as close as possible to clients that have a high demand for names used in the zone. Also, consider placing secondary servers across a router, either on other subnets (if you use a routed LAN) or across WAN links. This provides a good use of a secondary server as a local backup in cases where an intermediate network link becomes the point of failure between DNS servers and clients that use the zone.

Because a primary server always maintains the master copy of updates and changes to the zone, a secondary server relies on DNS zone transfer mechanisms to obtain its information and keep it current. Issues like zone transfer methods — either using full or incremental zone transfers — are more applicable when using secondary servers. For more information, see Understanding zones and zone transfer.

In considering the impact of zone transfers caused by secondary servers, consider their advantage as a backup source of information and measure this against the added cost they impose on your network infrastructure. A simple rule is that for each secondary server you add, network usage (because of added zone replication traffic) increases, and so does the time required to synchronize the zone at all secondary servers.

Secondary servers are most heavily used for forward lookup zones. If you are using reverse lookup zones, you can assume that you do not need to add as many secondary servers for those zones. Typically, a secondary server for a reverse lookup zone is not used outside of the network and subnet that correspond to the reverse zone.

Note   For more information, see To add a secondary server for an existing zone. 

Using caching-only servers

Although all DNS name servers cache queries that they have resolved, caching-only servers are DNS name servers that only perform queries, cache the answers, and return the results. They are not authoritative for any domains and the information that they contain is limited to what has been cached while resolving queries.

In determining when to use this kind of server, note that when this server is initially started, it has no cached information. This information is obtained over time as client requests are serviced. However, if you are dealing with a slow-speed WAN link between sites, this option might be ideal because, once the cache is built, traffic decreases. In addition, the caching-only server does not perform zone transfers, which can also be network intensive in WAN environments.

Note   For more information, see To install a caching-only DNS server. 

Managing the aging and scavenging of server data

Aging and scavenging of stale resource records are features of Windows 2000 DNS available when deploying your server with primary zones.

Where aging and scavenging are available for use, you can use the DNS console to perform the following related tasks for your DNS servers and any directory-integrated zones that they load:

 1.
Enable or disable the use of scavenging at a DNS server. 

 2.
Enable or disable the use of scavenging for selected zones at the DNS server. 

 3.
Modify the no-refresh interval, either as a server default or by specifying an overriding value at selected zones. 

 4.
Modify the refresh interval, either as a server default or by specifying an overriding value at selected zones. 

 5.
Specify whether periodic scavenging occurs automatically at the DNS server for any of its eligible zones, and how often these operations are repeated. 

 6.
Manually initiate a single scavenging operation for all eligible zones at the DNS server. 

 7.
View other related properties, such as the time stamp for individual resource records or the start scavenging time for a specified zone. 

Enabling scavenging of stale resource records

By default, aging and scavenging features are disabled on all Windows 2000 DNS servers and any of their zones. Before using these features, you should configure these settings for the applicable server and its directory-integrated zones:

·
Server aging/scavenging properties for determining the use of these features on a server-wide basis. 


First, you need to enable aging and scavenging of stale resource records for use at the server. These settings are used to determine the affect of zone-level properties for any directory-integrated zones loaded at the server.


For more information, see To set aging/scavenging properties for the DNS server.

·
Zone aging/scavenging properties for determining the use of these features on a per-zone basis. 


When zone-specific properties are set for a selected zone, these settings apply only to the applicable zone and its resource records. Unless these zone-level properties are otherwise configured, they inherit their defaults from comparable settings maintained in server aging/scavenging properties.


For more information, see To set aging/scavenging properties for a selected zone.

Modifying no-refresh intervals

When the no-refresh interval is in effect for a specific resource record, attempts to dynamically refresh its time stamp are suppressed by the DNS server. This aspect of the aging/scavenging mechanism prevents unnecessary refreshes from being processed by the server for aged resource records. These early refresh attempts, if not handled in this way, might otherwise increase Active Directory replication traffic related to processing DNS zone changes.

To ensure that records do not refresh prematurely, keep the No-refresh interval comparable in length to the current refresh interval for each resource record. For example, if you increase the Refresh interval to a higher value you can similarly increase the no-refresh interval.

In most instances, the default interval of 7 days is sufficient and does not need to be changed.

Modifying refresh intervals

When the refresh interval is in effect for a resource record, attempts to dynamically refresh its time stamp are accepted and processed by the DNS server. When setting this interval, it is important that the length of time used be greater than the maximum possible refresh period for any resource records contained within the zone. This period is equal to the maximum amount of time that it might take the record to be refreshed under normal network conditions, based on the specific source generating the record refresh.

For example, the following table shows maximum refresh periods for various services known to dynamically refresh records in DNS:

Service
Maximum refresh period

Net logon
60 minutes (1 hour)

Clustering
15-20 minutes

DHCP client
24 hours Note   By default, the DHCP Client service is used by all Windows 2000 computers to send refresh attempts once every 24 hours. This includes both computers that obtain a leased IP address using DHCP and those that are configured statically for TCP/IP. 

DHCP server
4 days Note   Refresh attempts are only made by Windows 2000 DHCP servers providing DHCP/DNS integration where the server provides proxied updates in DNS for its clients. The period is based on the frequency in which DHCP clients renew their IP address leases with the server. Typically, this occurs when 50% of the scope lease time has elapsed. If the Windows 2000 default scope lease duration of 8 days is used, then the maximum refresh period for records updated by DHCP servers on behalf of clients is 4 days. 

By default, the refresh interval is 7 days. In most instances, this value is sufficient and does not need to be changed, unless any resource records in the zone are refreshed less often than every 7 days.

Automated and manually-initiated scavenging

Although scavenging start time and other factors determine when zones and records are actually eligible for scavenging, you have the option to perform scavenging using either of two methods to initiate it:

·
Automatic scavenging specifies that aging and scavenging of stale records is to be performed automatically by the server for any eligible zones at a recurring interval specified as the scavenging period. When using automatic scavenging, the default scavenging period is 1 day and the minimum allowed value you can use is 1 hour. 


For more information, see To enable automatic scavenging of stale resource records.

·
Manual scavenging specifies that aging and scavenging of stale records is to be performed as a non-recurring operation for any eligible zones at the server. 


For more information, see To start immediate scavenging of stale resource records.

Modifying time stamp values

For resource records that are not dynamically added to DNS zone data, a record time stamp value of zero is applied, preventing these records from aging or removal during scavenging.

You can, however, manually reset record properties to enable any statically entered records to qualify for the aging/scavenging process. If you do this, the record will be deleted based upon the modified time stamp value, at which point, you might need to recreate a record if it is still needed.

For more information, see To reset scavenging and aging properties for a specified resource record.

Caution

·
Enabling aging/scavenging for use with standard primary zones modifies the format of zone files. This change does not affect zone replication to secondary servers, but the modified file cannot be loaded by other DNS servers not running Windows 2000 DNS. 

·
Before using information in this topic, be sure that you have reviewed the aging/scavenging process and use of its configurable properties and features. For more information, see Understanding aging and scavenging. 

Note   For information on using Active Directory and Windows 2000 DNS, see Active Directory integration. 

Managing clients

This section covers:

·
Configuring client settings 

·
Configuring multiple names 

·
Updating client information 

Configuring client settings

For Windows 2000 clients, DNS configuration involves the following tasks when configuring TCP/IP properties for each computer:

·
Setting a DNS computer (host) name for each computer. 

·
Setting a primary DNS suffix for the computer, which is placed after the computer or host name to form the fully qualified domain name (FQDN). 

·
Setting a list of DNS servers for clients to use when resolving DNS names, such as a preferred DNS server, and any alternate DNS servers to use if the preferred server is not available. 

·
Setting the DNS suffix search list or search method to be used by the client when it performs DNS query searches for short, unqualified domain names. 

These tasks are discussed in more detail in each of the following sections.

Setting computer names

When setting computer names for DNS, it is useful to think of the name as the leftmost portion of a fully qualified domain name (FQDN). For example, in wkstn1.example.microsoft.com., the first part of the name that precedes the first period (.) in the FQDN (wkstn1) is the name of the computer.

You can configure all Windows DNS clients with a computer name based on any of the standard supported characters defined in RFC 1123 for Internet DNS use. These characters include the use of:

·
Uppercase letters, A through Z 

·
Lowercase letters, a through z 

·
Numbers, 0 through 9 

·
Hyphens (-) 

If you are supporting both NetBIOS and DNS namespaces on your network, you can use a different computer name within each namespace. It is recommended that wherever possible, however, you try to use computer names that are 15 characters or less and that you follow the RFC 1123 naming requirements outlined above.

By default, for Windows 2000, the leftmost label in the full DNS computer name for clients equals the NetBIOS computer name, unless this label is 16 or more octets. When these labels exceed the maximum length for NetBIOS, the NetBIOS computer name is truncated based on the full label that is specified.

Before configuring computers running Windows 2000 with varying DNS and NetBIOS names, consider the following implications and their related issues for your deployment:

·
If WINS lookup is enabled for zones hosted by your Windows DNS servers, you need to use the same name for both NetBIOS and DNS computer naming. Otherwise, the results of clients attempting to query and resolve the names of these computers will be inconsistent. 

·
If computers joined to an Active Directory domain are to have the first label of the Full computer name be longer than 15 bytes, additional administration is needed. This is to ensure that access control entries (ACEs) for computer objects in the directory are modified to enable registration of DNS host names where the first label is 16 bytes or more in length. 


The reason for additional configuration changes is that DNS names longer than 15 characters are different from the SAM account name, which is used by default when securely writing a change to the first label of a DNS host name to the directory. For this reason, you must update the ACE security properties for the computer object to permit a computer with a DNS computer name longer than 15 bytes to write to it.

For more information, see To allow a computer to use a different DNS name.

Important

·
Modifying the default access control for computer objects is vital to enable writing a longer DNS computer name not identical to the SAM account name. However, you should also realize that by modifying the default security for a computer object, a unintended computer might advertise itself under a name different from the SAM-based name. In this situation, the use of secure dynamic update can help to strengthen update security for DNS host names used with your computers.


For more information, see Secure dynamic updates.

If you have an investment in using NetBIOS names to support legacy Microsoft networking technology, it is recommended that you revise NetBIOS computer names used on your network to prepare for migration to a standard DNS-only environment. This prepares your network well for long-term growth and interoperability with future naming requirements. For example, if you use the same computer name for both NetBIOS and DNS resolution, consider converting any special characters such as the underscore (_) in your current NetBIOS names that do not comply with DNS naming standards. While these characters are permitted in NetBIOS names, they are more often incompatible with traditional DNS host naming requirements and most existing DNS resolver client software.

Notes

·
Although the use of the underscore (_) in DNS host names or in host (A) resource records has been traditionally prohibited by DNS standards, the use of underscores in service-related names—such as those used for service locator (SRV) resource records—has been proposed to avoid naming collisions in the Internet DNS namespace. For more information, see DNS RFCs. 

·
In addition to DNS standard naming conventions, DNS service running in Windows 2000 Server supports the use of extended ASCII and Unicode characters. However, since most resolver software written for other platforms (such as UNIX) is based on the Internet DNS standards, this enhanced character support can be used only in private networks that are running a pure Windows 2000 environment. 

·
For Windows 2000, the initial setup of DNS and TCP/IP displays a warning to suggest a standard DNS name if a nonstandard DNS name is entered. 

·
By default, computers running Windows 2000 use DNS to resolve any name that is greater than 15 characters in length. If the name is less than or equal to 15 characters, both NetBIOS and DNS name resolution can be attempted and used to resolve the name. 

Setting domain names

The domain name is used with the client computer name to form the fully qualified domain name (FQDN), known also as the full computer name. In general, the DNS domain name is the remainder of the FQDN that is not used as the unique host name for the computer.

For example, the DNS domain name used for a client computer running Windows 2000 could be the following: If the FQDN (or Full computer name) configured is wkstn1.example.microsoft.com, the domain name is the example.microsoft.com portion of this name.

Windows 2000 domain names have two variations—a DNS name and a NetBIOS name. For Windows 2000 computers, the full computer name (a fully qualified DNS name) is used during querying and location of named resources on your network. For earlier version clients, the NetBIOS name is used to locate various types of NetBIOS services that are shared on your network.

An example that shows the need for both NetBIOS and DNS names is the Net Logon service. In Windows 2000 Server, the Net Logon service on a domain controller registers its service (SRV) resource records on a DNS server. For Windows NT Server 4.0 and earlier versions, domain controllers register a DomainName [1C] entry in WINS to perform the same registration and to advertise their availability for providing authentication service to the network.

When a client computer running Windows 2000 is started on the network, it uses the Windows 2000 resolver to query a DNS server for SRV records for its configured domain name. This query is used to locate domain controllers and provide logon authentication for accessing network resources. If either a client or a domain controller on the network is running Windows NT Server 4.0 or earlier, Windows 2000 optionally uses the NetBIOS resolver service to query WINS servers, attempting to locate DomainName [1C] entries to complete the logon process.

Your DNS domain names should follow the same standards and recommended practices that apply to DNS computer naming described in the previous section. In general, acceptable naming conventions for domain names include the use of letters A through Z, numerals 0 through 9, and the hyphen (-). The use of the period (.) in a domain name is always used to separate the discrete parts of a domain name, commonly known as labels. Each label corresponds to an additional level defined in the DNS namespace tree.

For most computers, the primary DNS suffix configured for the computer can be the same as its Active Directory domain name, although the two values can also be different. To allow member computers to use a different Full computer name based on a modified DNS suffix, additional steps must be performed for Active Directory configuration.

For example, if a computer is to have a different DNS primary suffix (that is, all other labels to the right of the first label of its Full computer name) from the name of the Active Directory domain where it is joined, you need to modify the default access control for the domain object. This can be done using the Active Directory Users and Computers console. This change is needed to ensure registration of the DNSHostName and Service Principal Name (SPN) attributes where they differ (based on the modified DNS primary suffix) from the Active Directory domain name.

For more information, see To allow a computer to use a different DNS name.

Important

·
Modifying the default access control for domain objects can be vital to enable writing a full DNS computer name based on a modified DNS primary suffix. Without these changes, computers are not able to successfully join or leave a domain. 


However, you should also realize that by modifying the default security for a domain object, additional security can be useful. In this situation, the use of secure dynamic updates for DNS zones based on the modified DNS suffix can help to restore or strengthen update security for domain names used in your network.


For more information, see Secure dynamic updates.

Configuring a DNS servers list

For DNS clients to operate effectively, a prioritized list of DNS name servers must be configured for each computer to use when processing queries and resolving DNS names. In most cases, the client computer contacts and uses its preferred DNS server, which is the first DNS server on its locally configured list. Listed alternate DNS servers are contacted and used when the preferred server is not available. For this reason, it is important that the preferred DNS server be appropriate for continuous client use under normal conditions.

Notes

·
For computers running Windows 2000, the DNS server list is used by clients only to resolve DNS names. When clients send dynamic updates, such as when they change their DNS domain name or a configured IP address, they might contact these servers or other DNS servers as needed to update their DNS resource records. For more information, see Dynamic update. 

·
When DNS clients are configured dynamically using a DHCP server, it is possible to have a larger list of provided DNS servers. To provide an IP address list of DNS servers to your DHCP clients, enable option code 6 on the configured options types provided by your DHCP server. For Windows DHCP servers, you can configure a list of up to 25 DNS servers for each client with this option. 

·
To effectively share the load when multiple DNS servers are provided in a DHCP options-specified list, you can configure a separate DHCP scope that rotates the listed order of DNS and WINS servers provided to clients. 

Configuring a DNS suffix search list

For Windows clients, you can configure a DNS domain suffix search list, that extends or revises their DNS search capabilities. By adding additional suffixes to the list, you can search for short, unqualified computer names in more than one specified DNS domain. Then, if a DNS query fails, the DNS Client service can use this list to append other name suffix endings to your original name and repeat DNS queries to the DNS server for these alternate FQDNs.

For Windows 2000 computers, the following default DNS search behavior is predetermined and used when completing and resolving short, unqualified names.

When the suffix search list is empty or unspecified, the primary DNS suffix of the computer is appended to short unqualified names and DNS query is used to resolve the resultant FQDN. If this query fails, the computer can try additional queries for alternate FQDNs by appending any connection-specific DNS suffix configured for network connections.

If no connection-specific suffixes are configured, or queries for these resultant connection-specific FQDNs fail, the client can then begin to retry queries based on systematic reduction of the primary suffix (also known as devolution). 

For example, if the primary suffix were "example.microsoft.com", the devolution process would be able to retry queries for the short name by searching for it in the "microsoft.com" and "com" domains.

When the suffix search list is not empty and has at least one DNS suffix specified, attempts to qualify and resolve short DNS names is limited to searching only those FQDNs made possible by the specified suffix list. If queries for any FQDNs formed as a result of appending and trying each suffix in the list, the query process fails producing a "name not found" result. 

Notes

·
If the domain suffix list is used, clients continue to send additional alternate queries based on different DNS domain names when a query is not answered or resolved. Once a name is resolved using an entry in the suffix list, unused list entries are not tried. For this reason, it is most efficient to order the list based on its priority for use. 

·
Domain name suffix searches are used only when a DNS name entry is not fully qualified. To fully qualify a DNS name, a trailing period (.) is entered at the end of the name. 

Configuring multiple names

In Windows 2000, computers are given DNS names by default. Each computer running Windows 2000 can have its DNS names configured using one of two possible methods:

·
A primary DNS domain name, which applies as the default fully qualified DNS name for the computer and all of its configured network connections. 

·
A connection-specific DNS domain name, which can be configured as an alternate DNS domain name that applies only for a single network adapter installed and configured on the computer. 

Although most computers do not need to support or use more than one name in DNS, support for configuring multiple connection-specific DNS names is sometimes useful. For example, by using multiple names, a user could specify which network connection to use when connecting to a multihomed computer.

Example: Using connection-specific names

As shown in the following graphic, a multihomed server computer named "host-a" can be named according to both its primary and connection-specific DNS domain names.

In this example, the server computer host-a attaches to two separate subnets — Subnet 1 and Subnet 2 — which are also linked at redundant points using two routers for additional paths between each subnet. Given this configuration, host-a provides access as follows through its separately named local area network (LAN) connections:

·
The name "host-a.public.example.microsoft.com" provides access using LAN connection 1 over Subnet 1, a lower-speed (10 megabit) Ethernet LAN, for normal access to users who have typical file and print service needs. 

·
The name "host-a.backup.example.microsoft.com" provides access using LAN connection 2 over Subnet 2, a higher-speed (100 megabit) Ethernet LAN, for reserved access by server applications and administrators who have special needs, such as troubleshooting server networking problems, performing network-based backup, or replicating zone data between servers. 

In addition to the connection-specific DNS names, the computer can also be accessible using either of the two LAN connections by specifying its primary DNS domain name, "host-a.example.microsoft.com".

When configured as shown, Windows 2000 can register resource records in DNS according to its three distinct names and sets of IP addresses, as shown in the following table:

DNS name
IP addresses
Description

host-a.example.microsoft.com
10.1.1.11, 10.2.2.22
Primary DNS name for computer. The computer registers A and PTR resource records for all configured IP addresses under this name in the "example.microsoft.com" zone.

host-a.public.example.microsoft.com
10.1.1.11
Connection-specific DNS name for LAN connection 1, which registers A and PTR resource records for IP address 10.1.1.11 in the "public.example.microsoft.com" zone.

host-a.backup.example.microsoft.com
10.2.2.22
Connection-specific DNS name for LAN connection 2, which registers A and PTR resource records for IP address 10.2.2.22 in the "backup.example.microsoft.com" zone.

Notes

·
DNS names can be set using remote administration and other remote configuration services, such as DHCP. For a Windows 2000 computer, the primary DNS domain name can be set using either remote administration or the unattended setup option. 

·
For connection-specific naming, you can use TCP/IP configuration methods. You can manually configure the DNS domain name for each connection that appears in the Network and Dial-Up Connections folder or use a DHCP option type (option code 15). 

Updating client information

Updating DNS client information on a computer is sometimes necessary — for example, if a computer is added or removed from an Active Directory domain. In most cases, clients perform dynamic updates for the following changes when entering or leaving a domain:

·
When a computer is joined to a domain, it adds its A and PTR records to DNS. 

·
When a computer is removed from a domain, it deletes its A and PTR records from DNS. 

If you have enabled dynamic update for zones, these changes occur automatically. For more information, see Dynamic update.

Managing zones

This section covers:

·
Managing general properties 

·
Managing authority records 

·
Managing resource records 

·
Delegating zones 

·
Configuring notify lists 

·
Using WINS lookup 

·
Managing reverse lookup zones

Managing general properties

When you add a zone using the DNS console, you can manage these general properties for it:

·
Pause or start the zone, to interrupt or restore service for it. 

·
Change or convert the type for the zone. 

·
Disable or enable dynamic updates for the zone. 

For directory-integrated zones, you can enable the use of secure dynamic updates. This enables you to restrict updates to only a specific set of authorized users or systems. When a secure update policy is enabled for the zone, only users, systems, or groups authorized through Active Directory and included in the access control list (ACL) for each directory-integrated zone, are permitted to update the zone or specific resource records used in it.

In addition to these general zone properties, you can configure or manage the following zone properties using the DNS console:

·
Start of Authority (SOA) properties These include properties supported by the SOA resource record, which is used to initialize the zone and indicate zone authority for a DNS domain name (and any of its subdomains not delegated away to other servers) to others in the DNS namespace. This record affects how often the zone must be renewed and transferred by other servers that load the zone and how long clients can cache resource records (RRs) when returned in answered queries for names in the zone. For more information on this record and configuring it, see Managing authority records. 

·
Name server (NS) properties These include all fields supported by the NS resource record (RR) for the zone. The NS RR is used for designating the names of DNS servers authoritative for the zone to others. For more information on this record and configuring it, see Managing authority records. 

·
Zone Transfer properties With this feature, you can configure how the zone permits transfers to be performed. 


You can choose to deny all requests to the server for transfer of this zone, to allow them only for other DNS servers configured on the Name Servers tab, or to transfer the zone only to DNS servers that you specify by IP address in a configured list.


Using Notify located here, you can also enable and configure DNS notification for secondary servers of the zone. When notification is used, other servers (either those configured on the Name Servers tab or on a list that you specify) are notified of zone changes. These servers can then pull changes by initiating a zone transfer to update the zone.


For more information, see Configuring notify lists.

·
WINS lookup properties The Windows Internet Name Service (WINS) lookup feature can be used to provide an expanded DNS name resolution path for zones when a queried name is not found in the zone. If WINS lookup is enabled for the zone, a WINS server (or list of WINS servers) can be contacted to assist in resolving a host name in the WINS-managed NetBIOS namespace. This feature is supported only by Microsoft DNS servers. For more information, see Using WINS lookup. 

Managing authority records

Zones are based on a concept of server authority. When a DNS server is configured to load a zone, it uses two types of resource records to determine the authoritative properties of the zone:

·
First, the start of authority (SOA) resource record indicates the name of origin for the zone and contains the name of the server that is the primary source for information about the zone. It also indicates other basic properties of the zone. 

·
Next, the name server (NS) resource record is used to notate which DNS servers are designated as authoritative for the zone. By listing a server in the NS RR, it becomes known to others as an authoritative server for the zone. This means that any server specified in the NS RR is to be considered an authoritative source by others, and is able to answer with certainty any queries made for names included in the zone. 

The SOA and NS resource records occupy a special role in zone configuration. They are required records for any zone and are typically the first resource records listed in files. By default, the Add New Zone wizard automatically creates these records when a new primary zone is added using the DNS snap-in.

The start of authority (SOA) resource record

The start of authority (SOA) resource record is always first in any standard zone. It indicates the DNS server that either originally created it or is now the primary server for the zone. It is also used to store other properties such as version information and timings that affect zone renewal or expiration. These properties affect how often transfers of the zone are done between servers authoritative for the zone.

The SOA resource record contains the following information:

Field
Description

Primary server (owner)
The host name for the primary DNS server for the zone.

Responsible person
The e-mail address of the person responsible for administering the zone. A period (.) is used instead of an at sign (@) in this e-mail name.

Serial number
The revision number of the zone file. This number increases each time a resource record in the zone changes. It is important that this value increase each time the zone is changed, so that either partial zone changes or the fully revised zone can be replicated to other secondary servers during subsequent transfers.

Refresh interval
The time, in seconds, that a secondary DNS server waits before querying its source for the zone to attempt renewal of the zone. When the refresh interval expires, the secondary DNS server requests a copy of the current SOA record for the zone from its source, which answers this request. The secondary DNS server then compares the serial number of the source server's current SOA record (as indicated in the response) with the serial number in its own local SOA record. If they are different, the secondary DNS server requests a zone transfer from the primary DNS server. The default for this field is 900 seconds (15 minutes).

Retry interval
The time, in seconds, a secondary server waits before retrying a failed zone transfer. Normally, this time is less than the refresh interval. The default value is 600 seconds (10 minutes).

Expire interval
The time, in seconds, before a secondary server stops responding to queries after a lapsed refresh interval where the zone was not refreshed or updated. Expiration occurs because at this point in time, the secondary server must consider its local data unreliable. The default value is 86,400 seconds (24 hours).

Minimum (default) TTL
The minimum Time-To-Live (TTL) value applied to all resource records in the zone with unspecified record-specific TTLs. This value is supplied in query responses by servers for the zone to inform others how long they should cache a resource record provided in an answer. The default value is 3,600 seconds (1 hour).

The following is an example of a default SOA resource record:

@   IN  SOA     nameserver.example.microsoft.com.  postmaster.example.microsoft.com. (

                               1            ; serial number

                               3600         ; refresh   [1h]

                               600          ; retry     [10m]

                               86400        ; expire    [1d]

                               3600 )       ; min TTL   [1h]

In the example SOA record shown above, the primary or originating server for the zone is shown as nameserver.example.microsoft.com. The e-mail address for the person to contact regarding questions about this zone is postmaster.example.microsoft.com.

Notes

·
Periods are used to represent e-mail addresses when writing and storing DNS domain names in a zone. In an e-mail application, the previous example address would instead likely appear as postmaster@example.microsoft.com. 

·
The parentheses used in the SOA resource record as it appears in a zone file are used to enable wrapping of the record over multiple lines of text. 

·
If an individual TTL value is assigned and applied to a specified resource record used in the zone, it overrides the minimum (default) TTL set in the SOA record. 

The NS resource record

Name server (NS) resource records can be used to assign authority to specified servers for a DNS domain name in two ways: 

·
By establishing a list of authoritative servers for the domain so that those servers can be made known to others that request information about this domain (zone). 

·
By indicating authoritative DNS servers for any subdomains that are delegated away from the zone. 

In the case of assigning servers with host names in the same zone, corresponding address (A) resource records are normally used in the zone to resolve the names of specified servers to their IP addresses. For servers that are specified using this RR as part of a zone delegation to a subdomain, the NS resource record usually contains out-of-zone names. For the out-of-zone names to be resolved, A resource records for the specified out-of-zone servers might be needed. When these out-of-zone NS and A records are needed to provide delegation, they are known as glue records.

Description: Used to map a DNS domain name as specified in owner to the name of hosts operating DNS servers specified in the name_server_domain_name field. For more information on RFCs or how to obtain them, see TCP/IP RFCs.

Syntax: owner ttl IN NS name_server_domain_name

Example:

example.microsoft.com.    IN NS  nameserver1.example.microsoft.com

Managing resource records

After you create a zone, additional resource records need to be added to it. The most common resource records (RRs) to be added are:

·
Host (A) For mapping a DNS domain name to an IP address used by a computer. 

·
Alias (CNAME) For mapping an alias DNS domain name to another primary or canonical name. 

·
Mail Exchanger (MX) For mapping a DNS domain name to the name of a computer that exchanges or forwards mail. 

·
Pointer (PTR) For mapping a reverse DNS domain name based on the IP address of a computer that points to the forward DNS domain name of that computer. 

·
Service location (SRV) For mapping a DNS domain name to a specified list of DNS host computers that offer a specific type of service, such as Active Directory domain controllers. 

·
Other resource records as needed. 

Host (A) resource records

Host (A) resource records are used in a zone to associate DNS domain names of computers (or hosts) to their IP addresses, and can be added to a zone in several ways:

·
You can manually create an A RR for a static TCP/IP client computer using the DNS console. 

·
Computers running Windows 2000 use the DHCP Client service to dynamically register and update their own A resource records in DNS when an IP configuration change occurs. 

·
DHCP-enabled client computers running earlier versions of Microsoft operating systems can have their A resource records registered and updated by proxy if they obtain their IP lease from a qualified DHCP server (only the DHCP service provided with Windows 2000 Server currently supports this feature). 

The host (A) resource record is not required for all computers, but is needed by computers that share resources on a network. Any computer that shares resources and needs to be identified by its DNS domain name, needs to use A resource records to provide DNS name resolution to the IP address for the computer.

Most A RRs that are required in a zone can include other workstations or servers that share resources, other DNS servers, mail servers, and Web servers. These resource records comprise the majority of resource records in a zone database.

For more information, see Resource records reference: A.

Alias (CNAME) resource records

Alias (CNAME) resource records are also sometimes called canonical names. These records allow you to use more than one name to point to a single host, making it easy to do such things as host both an FTP server and a Web server on the same computer. For example, the well-known server names (ftp, www) are registered using CNAME RRs that map to the DNS host name, such as "server-1", for the server computer that hosts these services.

CNAME RRs are recommended for use in the following scenarios:

·
When a host specified in an A RR in the same zone needs to be renamed. 

·
When a generic name for a well-known server such as www needs to resolve to a group of individual computers (each with individual A RRs) that provide the same service. For example, a group of redundant Web servers. 

When renaming a computer with an existing A RR in the zone, you can use a CNAME RR temporarily, to allow a grace period for users and programs to switch from specifying the old computer name to using the new one. To do this, you need the following:

·
For the new DNS domain name of the computer, a new A RR is added to the zone. 

·
For the old DNS domain name, a CNAME RR is added that points to the new A RR. 

·
The original A RR for the old DNS domain name (and its associated PTR RR if applicable) is removed from the zone. 

When using a CNAME RR for aliasing or renaming a computer, set a temporary limit on how long the record is used in the zone before removing it from DNS. If you forget to delete the CNAME RR and later its associated A RR is deleted, the CNAME RR can waste server resources by trying to resolve queries for a name no longer used on the network.

The most common or popular use of a CNAME RR is to provide a permanent DNS aliased domain name for generic name resolution of a service-based name, such as www.example.microsoft.com to more than one computer or one IP address used in a Web server. For example, the following shows the basic syntax of how a CNAME RR is used.

alias_name IN CNAME primary_canonical_name

In this example, a computer named host-a.example.microsoft.com needs to function as both a Web server named "www.example.microsoft.com." and an FTP server named "ftp.example.microsoft.com." To achieve the intended use for naming this computer, you can add and use the following CNAME entries in the example.microsoft.com zone:

host-a    IN  A      10.0.0.20

ftp       IN  CNAME  host-a

www       IN  CNAME  host-a

If you later decide to move the FTP server to another computer, separate from the Web server on "host-a", simply change the CNAME RR in the zone for ftp.example.microsoft.com and add an additional A RR to the zone for the new computer hosting the FTP server.

Based on the earlier example, if the new computer were named "host-b.example.microsoft.com", the new and revised A and CNAME RRs would be as follows:

host-a    IN  A      10.0.0.20

host-b    IN  A      10.0.0.21

ftp       IN  CNAME  host-b

www       IN  CNAME  host-a

For more information, see Resource records reference: CNAME.

Mail exchanger (MX) resource records

The mail exchanger (MX) RR is used by e-mail applications to locate a mail server based on a DNS domain name used in the destination address for the e-mail recipient of a message. For example, a DNS query for the name "example.microsoft.com" could be used to find an MX RR, enabling an e-mail application to forward or exchange mail to a user with the e-mail address "user@example.microsoft.com."

The MX RR shows the DNS domain name for the computer or computers that process mail for a domain. If multiple MX RRs exist, the DNS Client service attempts to contact mail servers in the order of preference from lowest value (highest priority) to highest value (lowest priority). The following shows the basic syntax for use of an MX RR.

mail_domain_name IN MX preference mailserver_host

By using the MX RRs shown below in the example.microsoft.com zone, mail addressed to user@example.microsoft.com is delivered to user@mailserver0.example.microsoft.com first if possible. If this server is unavailable, the resolver client can then use user@mailserver1.example.microsoft.com instead.

@         IN  MX   1    mailserver0

@         IN  MX   2    mailserver1

Note that the use of the at sign (@) in the records indicates that the mailer DNS domain name is the same as the name of origin (example.microsoft.com) for the zone.

For more information, see Resource records reference: MX.

Pointer (PTR) resource records

Pointer (PTR) RRs are used to support the reverse lookup process, based on zones created and rooted in the in-addr.arpa domain. These records are used to locate a computer by its IP address and resolve this information to the DNS domain name for that computer.

PTR RRs can be added to a zone in several ways:

·
You can manually create a PTR RR for a static TCP/IP client computer using the DNS snap-in, either as a separate procedure or as part of the procedure for creating an A RR. 

·
Computers running Windows 2000 can use the DHCP Client service to dynamically register and update their PTR RR in DNS when an IP configuration change occurs. 

·
All other DHCP-enabled client computers can have their PTR RRs registered and updated by the DHCP server if they obtain their IP lease from a qualified server. The DHCP service provided with Windows 2000 Server provides this capability. 

The pointer (PTR) resource record is used only in reverse lookup zones to support reverse lookup. For more information, see Resource records reference: PTR.

Service location (SRV) resource records

To locate Active Directory domain controllers in Windows 2000, service location (SRV) RRs are required. Typically, you can avoid manual administration of the SRV RR when installing Active Directory.

By default, the Active Directory installation wizard attempts to locate a DNS server based on the list of preferred or alternate DNS servers, configured in any of its TCP/IP client properties, for any of its active network connections. If a DNS server that can accept dynamic update of the SRV RR (and other RRs related to registering Active Directory as a service in DNS) is contacted, the configuration process is complete.

If, during the installation, a DNS server that can accept updates for the DNS domain name used to name your Active Directory is not found, a Windows 2000 DNS server can be installed locally and automatically configured with a zone that is based on the Active Directory domain.

For example, if the Active Directory domain that you chose for your first domain in the forest was example.microsoft.com, a zone rooted at the DNS domain name of example.microsoft.com would be added and configured to use with the DNS server running on the new domain controller.

If you do not install the DNS server provided with Windows 2000, a file (Netlogon.dns) is written and created during the Active Directory installation process that contains the SRV RRs and other RRs needed to support the use of Active Directory. This file is created in the %SystemRoot%\System32\Config folder.

If you are using a DNS server that fits one of the following descriptions, you should use the records in Netlogon.dns to manually configure the primary zone on that server to support Active Directory.

 1.
The computer operating your DNS server is running on another platform, such as UNIX, and cannot accept or recognize dynamic updates. 

 2.
The DNS server at this computer is authoritative for the primary zone corresponding to the DNS domain name for your Active Directory domain. 

 3.
The DNS server supports the SRV RR, as defined in the Internet draft, "A DNS RR specifying the location of services (DNS SRV)", but does not support dynamic updates. 


For example, the DNS service provided with Windows NT Server 4.0, when updated to Service Pack 4 or later, fits this description.

In the future, the SRV RR might also be used to register and lookup other well-known TCP/IP services on your network if applications implement and support DNS name queries that specify this record type. For more information, see Resource records reference: SRV.

Other resource records

Other additional resource records are supported by Windows 2000 DNS servers and are used less frequently in most zones. These additional types of resource records can be added as needed using the DNS console. For more information on supported resource records, see Resource records reference.

Delegating zones

DNS provides the option of dividing up the namespace into one or more zones, which can then be stored, distributed, and replicated to other DNS servers. When deciding whether to divide your DNS namespace to make additional zones, consider the following reasons to use additional zones:

·
A need to delegate management of part of your DNS namespace to another location or department within your organization. 

·
A need to divide one large zone into smaller zones for distributing traffic loads among multiple servers, improve DNS name resolution performance, or create a more fault-tolerant DNS environment. 

·
A need to extend the namespace by adding numerous subdomains at once, such as to accommodate the opening of a new branch or site. 

If, for any of these reasons, you could benefit from delegating zones, it might make sense to restructure your namespace by adding additional zones. When choosing how to structure zones, you should use a plan that reflects the structure of your organization.

When delegating zones within your namespace, be aware that for each new zone you create, you will need delegation records in other zones that point to the authoritative DNS servers for the new zone. This is necessary both to transfer authority and to provide correct referral to other DNS servers and clients of the new servers being made authoritative for the new zone.

When a standard primary zone is first created, it is stored as a text file containing all resource record information on a single DNS server. This server acts as the primary master for the zone. Zone information can be replicated to other DNS servers to improve fault tolerance and server performance.

When structuring your zones, there are several good reasons to use additional DNS servers for zone replication:

 1.
Added DNS servers provide zone redundancy, enabling DNS names in the zone to be resolved for clients if a primary server for the zone stops responding. 

 2.
Added DNS servers can be placed so as to reduce DNS network traffic. For example, adding a DNS server to the opposing side of a low-speed WAN link can be useful in managing and reducing network traffic. 

 3.
Additional secondary servers can be used to reduce loads on a primary server for a zone. 

Example: Delegating a subdomain to a new zone

As shown in the following graphic, when a new zone for a subdomain (example.microsoft.com) is created, delegation from the parent zone (microsoft.com) is needed.

In this example, an authoritative DNS server computer for the newly delegated example.microsoft.com subdomain is named based on a derivative subdomain included in the new zone (ns1.na.example.microsoft.com). To make this server known to others outside of the new delegated zone, two RRs are needed in the microsoft.com zone to complete delegation to the new zone.

These RRs include:

·
An NS RR to effect the delegation. This RR is used to advertise that the server named ns1.na.example.microsoft.com is an authoritative server for the delegated subdomain. 

·
An A RR (also known as a glue record) is needed to resolve the name of the server specified in the NS RR to its IP address. The process of resolving the host name in this RR to the delegated DNS server in the NS RR is sometimes referred to as glue chasing. 

Note   When zone delegations are correctly configured, normal zone referral behavior can sometimes be circumvented if you are using a forwarders list in your DNS server configuration. For more information, see Using forwarders. 

Configuring notify lists

Notify lists can be created and managed to provide a method for a master server for a zone (either the primary server or another secondary server) to push notify a list of secondary servers when the zone changes.

To create or manage a notify list, you can use the DNS console to add and remove servers by their IP addresses in the notify list for a zone. The list is created and managed for each zone using the Notify tab in zone properties. By default, the notify list is based on the authoritative servers for the zone as listed on the Name Servers tab.

Notes

·
For more information on how DNS notification works, see DNS Notify. 

·
For more information on configuring and managing notify lists, see To create and manage a notify list for a zone. 

Using WINS lookup

The DNS service provides the ability to use Windows Internet Name Service (WINS) servers to look up names not found in the DNS domain namespace by checking the NetBIOS namespace managed by WINS.

To use WINS lookup integration, two special resource record (RR) types—the WINS and WINS-R resource records—are enabled and added to a zone. When the WINS RR is used, DNS queries that fail to find a matched host (A) RR in the zone are forwarded to WINS servers configured in the WINS RR. For reverse lookup zones, the WINS-R RR can be enabled and used to provide a similar benefit for further resolving a reverse query not answerable in the reverse in-addr.arpa domain. For more information, see WINS lookup integration.

A good example of when to use WINS lookup is when you are using a mixed-mode client environment consisting of UNIX clients that use only DNS name resolution and earlier-version Microsoft clients that require NetBIOS naming. In these environments, WINS lookup provides a method for permitting UNIX DNS clients to locate your WINS clients by extending DNS host name resolution into the WINS-managed NetBIOS namespace.

The WINS lookup integration feature is only supported by Windows DNS servers. If you use a mixture of Windows and other DNS servers to host a zone, you should enable the Do not replicate this record check box option for any primary zones when using the WINS lookup record. This prevents the WINS lookup record from being included in zone transfers to other DNS servers that do not support or recognize this record. If you do not enable the WINS lookup record to be used only on the local server, it can cause data errors or failed zone transfers at servers running other DNS server implementations that replicate the zone.

The following sections discuss WINS lookup interoperability considerations and explain the following:

·
How the caching Time-To-Live (TTL) and lookup time-out values are configured for use with the WINS and WINS-R records. 

·
The format of the WINS and WINS-R resource records as they are used in zone files created by the DNS service. 

WINS lookup interoperability

Typically, WINS lookup provides the best and most predictable results if only Windows DNS servers are used, and is only available directly for use at Windows DNS servers. There are ways, however, that you use and benefit from WINS lookup as an interoperable solution when other DNS servers are deployed. 

For example, consider adding a Windows DNS server that hosts a new WINS lookup-enabled zone. When creating and naming the zone, use a subdomain added to your existing DNS namespace that is used just for WINS-specific referrals added to your DNS domain namespace.

For instance, in example.microsoft.com, call the zone wins.example.microsoft.com when you create it. You can then use this new WINS referral zone as the root zone for any of your WINS-aware computers with names that are not found in your other traditional DNS zones.

In order to use the WINS referral zone, you need to specify its domain name (wins.example.microsoft.com) in a DNS suffix search list for your clients. The suffix list is configurable as part of the TCP/IP properties for a client connection and can be updated either manually or using DHCP. As long as the name of the WINS referral zone is included in the domain suffix list, any DNS names not resolved in traditional zones can be resolved using the WINS referral subdomain.

Under normal conditions, this should result in recursion from your other DNS servers to the Windows DNS servers that host the WINS-enabled zone. If the queried host names match NetBIOS computer names found in the WINS database, the names are resolved to the IP addresses mapped in WINS data there.

Because the WINS-enabled zone is only used for WINS lookup, no additional resource records need to be added to it.

By using a specific subdomain just for WINS lookup and specifying a static DNS suffix list to be used in resolving and searching for names, you can prevent unusual situations in which DNS queries for different FQDNs resolve to the same WINS client name and IP address. This might easily occur if you add and configure many zones at each level of your namespace and enable each of them to use WINS lookup integration.

For example, suppose you have two zones both configured to use WINS lookup. The zones are rooted and originate at the following DNS domain names:

example1.microsoft.com.

example2.microsoft.com.

With this configuration, a WINS client named HOST-A could be unintentionally resolved using either of the following FQDNs:

host-a.example1.microsoft.com.

host-a.example2.microsoft.com.

WINS resource record

Description: WINS forward lookup resource record. Used in a zone to provide further resolution of DNS queries for names not found in the zone by using a name query to WINS servers configured and listed with this record. If used, the WINS record only applies for the topmost level within a zone and not for subdomains used in the zone. The various fields that are used with the WINS RR include the following: 

·
owner Indicates the owner domain for this record, should always be set to "@" to indicate that the current domain is the same as the zone origin. 

·
class Indicates the class for this record, should always be set to "IN" as the Internet class is the only supported class for Windows 2000 DNS servers. 

·
LOCAL When used, indicates that the WINS RR is to used only locally at the DNS server and is not to be included during zone replication with other DNS servers. This field corresponds to whether the Settings only affect local server check box was selected when configuring WINS lookup at the DNS console. If this check box was cleared, this field will not be included when the record is written to the zone. 

·
lookup_timeout The lookup time-out value to be applied for this record. For more information, see Advanced parameters for WINS lookups. 

·
cache_timeout The cache time-out value to be applied for this record. For more information, see Advanced parameters for WINS lookups. 

·
wins_ip_addresses Used to specify one or more IP addresses of WINS servers. At least one IP address of a valid WINS server is required. 

Syntax: owner class WINS [LOCAL] [L<lookup_timeout>] [C<cache_timeout>] <wins_ip_addresses>

Example:

@ IN       WINS  10.0.0.1

@ IN       WINS LOCAL L1 C10 10.10.10.1 10.10.10.2 10.10.10.3

Note   In the provided example WINS records, the zone root is assumed to be the current origin.

WINS-R resource record

Description: WINS reverse lookup resource record. Used in a reverse lookup zone to provide further resolving for reverse queries not found in the zone by using a NetBIOS adapter node status query in WINS for the queried IP addresses. When used, you need to specify the parent domain to be appended to a NetBIOS computer name when a successful WINS reverse lookup occurs for an IP address contained within the reverse lookup zone. Other fields used in the WINS-R record have similar description and purpose as described previously for their use in the WINS forward lookup record.

Syntax: owner class WINS [LOCAL] [L<lookup_timeout>] [C<cache_timeout>] Domain_to_append_to_returned_NetBIOS_names

Example: 

@ IN       WINS-R LOCAL L1 C10 example.microsoft.com.

@ IN       WINS-R wins.example.microsoft.com.

Note   In the provided example WINS-R records, the zone root is assumed to be the current origin.

Advanced parameters for WINS lookups

Two following advanced timing parameters are used with the WINS and WINS-R records:

·
The Cache timeout value, which indicates to a DNS server how long it should cache any of the information returned in a WINS lookup. By default, this value is set to 15 minutes. 

·
The Lookup timeout value, which specifies how long to wait before timing out and expiring a WINS lookup performed by the DNS Server service. By default, this value is set to 2 seconds. 

These parameters are configured using the Advanced button in the zone properties dialog box when you configure the zone. This button appears on either the WINS or WINS-R tab, depending on whether the zone you are configuring is being used for forward lookup or reverse lookup.

If you are using either the WINS or WINS-R resource record, be aware that the minimum Time-To-Live (TTL) set in the SOA record for the zone is not the default TTL used with these records. Instead, when either an IP address or a host name gets resolved with WINS lookup, the information is cached on the DNS server for the amount of time configured for the WINS cache time-out value. If this address is then ever forwarded to another DNS server, the WINS cache time-out value TTL is what is sent. If your WINS data rarely changes, you can increase the default TTL of 15 minutes.

Notes

·
If you have a zone configured for WINS lookup, then all DNS servers that are authoritative for that zone need to be capable of WINS lookup or you will have intermittent behavior. 

·
Because you can select that the WINS and WIN-R RRs not be replicated to other DNS servers, you can selectively enable and configure WINS lookup at each of your secondary servers for zones where this feature is used. This is not a standard practice for other types of resource records which are only to be configured at the primary server for the zone. 

Managing reverse lookup zones

When adding reverse lookup zones, you can simplify the process of adding pointer (PTR) resource records to these zones by:

·
Using the Update associated PTR record option when manually adding host (A) resource records to forward lookup zones. 

·
Deploying Windows 2000 DHCP servers and enabling DHCP-DNS integration features to help manage and update reverse lookup zones for legacy clients. 

·
Installing Windows 2000 Professional as the standard operating system in your organization for deploying new client hardware. 


With Windows 2000 on your client computers, either the client or its Windows 2000 DHCP server can be enabled to perform pointer (PTR) resource record registration for the client when its IP address is obtained and configured.

Subnetted reverse lookup zones

Default subnet masks (which have either a value of 0 or 255 used in each of the four octets of the masked value) are assumed by the DNS snap-in when configuring a new reverse lookup zone. If necessary, you can use custom subnetting to adjust the subnet mask value to a nondefault length.

Subnetted reverse lookup zones are supported when using the Advanced view setting available through Microsoft Management Console (MMC) and the DNS snap-in. This allows you to add and configure a reverse lookup for an IP network address that uses nondefault subnet mask lengths, such as 255.255.248.0, which has a nondefault subnet value of 248 in the third octet.

For more information on current procedures for creating a subnetted reverse lookup zone, see the Windows 2000 Server Resource Kit.

Note   Subnetted reverse lookup zones are further described in RFC 2317, "Classless IN-ADDR.ARPA delegation." For more information on RFCs or how to obtain them, see TCP/IP RFCs. 

Monitoring and optimizing servers

This section covers:

·
Monitoring server performance 

·
Using server debug logging options 

·
Verifying server configuration 

·
Tuning advanced server parameters 

Monitoring server performance

Because DNS servers are of critical importance in most environments, monitoring their performance can help in the following ways:

·
By providing a useful benchmark for predicting, estimating, and optimizing DNS server performance. 

·
In troubleshooting DNS servers where server performance has degraded either over time or during periods of peak activity. 

As you begin your DNS server monitoring, you can review sample test results for Windows 2000 DNS servers that were collected during product development and testing. You can use this information as a starting reference as you begin to monitor your DNS servers to measure and benchmark performance.

Windows 2000 Server also provides a set of DNS server performance counters that can be used with System Monitor to measure and monitor various aspects of server activity.

Sample DNS server performance test results

The DNS development and testing team compiled some statistics as a profile of DNS server performance during preliminary testing of Windows 2000 Server. In testing, two different DNS server hardware configurations were used and overall DNS query and dynamic update activity was measured, along with processor utilization.

The results of each of these tests are listed in the table below.

Server configuration
Queries/sec
Dynamic updates/sec
Processor utilization

Intel P-II 400 MHz dual-processor
900
100
30%

During the collection of these measurements, the monitored DNS server was processing both queries and dynamic updates simultaneously. The numbers above reflect this.

For dynamic updates, standard primary type zones were used, not Active Directory-integrated zones. Where directory integration is used for zones, the rate at which dynamic updates can be processed decreases, since the DNS server must additionally write to and rely upon the Active Directory database.

In addition, if a zone is configured to accept only secure dynamic updates, the update rate can also decrease. Network performance might also be a factor in these cases since the directory database may require network activity to process updates.

For additional background information about the two server hardware configurations used during these tests, see the following section.

Important

·
These measurements are not intended to indicate maximum performance or server limitations for Windows 2000 DNS servers. The objective of the tests was to sample typical DNS server performance and obtain a working benchmark based on standard available hardware as a basis to begin server capacity planning. 

·
Note that these numbers are approximate and can be influenced by the type of resource records entered in zones, the number of resource records with the same owner name, and the number of zones in use at a specific DNS server. 

Background information on sample DNS server tests

The list of specific hardware that the Windows 2000 DNS development and test team used during the described testing included the following:

Hardware components
Sizing

Number of processors
Two

Processor
Intel Pentium II 400 MHz

Amount of RAM
256 MB (megabytes)

Hard disk drive space
4 GB (gigabytes)

These measurements were based on the server computer running a DNS server, with no additional services in use. Where other hardware specifications or software configurations are made when deploying Windows 2000 DNS servers, your performance results are likely to vary from those documented here.

For more information on determining how to perform DNS server capacity planning, see Server planning for DNS.

DNS server performance counters

Windows 2000 Server provides a set of DNS server performance counters that can be used to measure and monitor various aspects of server activity, such as the following:

·
Overall DNS server performance statistics, such as the number of overall queries and responses processed by a DNS server. 

·
User Datagram Protocol (UDP) or Transmission Control Protocol (TCP) counters, for measuring DNS queries and responses that are processed respectively using either of these transport protocols. 

·
Dynamic update and secure dynamic update counters, for measuring registration and update activity generated by dynamic clients. 

·
Memory usage counters, for measuring system memory usage and memory allocation patterns created by operating the server computer as a Windows 2000 DNS server. 

·
Recursive lookup counters, for measuring queries and responses when the DNS Server service uses recursion to look up and fully resolve DNS names on behalf of requesting clients. 

·
WINS lookup counters, for measuring queries and responses made to WINS servers when the WINS lookup integration features of the DNS Server service are used. 

·
Zone transfer counters, including specific counters for measuring: all zone transfer (AXFR), incremental zone transfer (IXFR), and DNS zone update notification activity. 

Each of these DNS server performance counters is described in more detail in the following sections.

All zone transfer (AXFR) counters

Field
Description

AXFR Request Received
The total number of full zone transfer requests received by the DNS Server service when operating as a master server for a zone.

AXFR Request Sent
The total number of full zone transfer requests sent by the DNS Server service when operating as a secondary server for a zone.

AXFR Response Received
The total number of full zone transfer requests received by the DNS Server service when operating as a secondary server for a zone.

AXFR Success Received
The total number of full zone transfers received by the DNS Server service when operating as a secondary server for a zone.

AXFR Success Sent
The total number of full zone transfers successfully sent by the DNS Server service when operating as a master server for a zone.

DNS server memory counters

Field
Description

Caching Memory
The total amount of system memory in use by the DNS Server service for caching.

Database Node Memory
The total amount of system memory in use by the DNS Server service for database nodes.

Nbtstat Memory
The total amount of system memory in use by the DNS Server service for Nbtstat.

Record Flow Memory
The total amount of system memory in use by the DNS Server service for record flow.

Dynamic update counters

Field
Description

Dynamic Update NoOperation
The total number of No-operation/Empty dynamic update requests received by the DNS server.

Dynamic Update NoOperation/sec
The average number of No-operation/Empty dynamic update requests received by the DNS server in each second.

Dynamic Update Queued
The total number of dynamic updates queued by the DNS server.

Dynamic Update Received
The total number of dynamic update requests received by the DNS server.

Dynamic Update Received/sec
The average number of dynamic update requests received by the DNS server in each second.

Dynamic Update Rejected
The total number of dynamic updates rejected by the DNS server.

Dynamic Update TimeOuts
The total number of dynamic update time-outs of the DNS server.

Dynamic Update Written to Database
The total number of dynamic updates written to the database by the DNS server.

Dynamic Update Written to Database/sec
The average number of dynamic updates written to the database by the DNS server in each second.

Incremental zone transfer (IXFR) counters

Field
Description

IXFR Request Received
The total number of incremental zone transfer requests received by the master DNS server.

IXFR Request Sent
The total number of incremental zone transfer requests sent by the secondary DNS server.

IXFR Response Received
The total number of incremental zone transfer responses received by the secondary DNS server.

IXFR Success Received
The total number of successful incremental zone transfers received by the secondary DNS server.

IXFR Success Sent
The total number of successful incremental zone transfers of the master DNS server.

IXFR TCP Success Received
The total number of successful TCP incremental zone transfers received by the secondary DNS server.

IXFR UDP Success Received
The total number of successful UDP incremental zone transfers received by the secondary DNS server.

Notification counters

Field
Description

Notify Received
The total number of notifies received by the secondary DNS server.

Notify Sent
The total number of notifies sent by the master DNS server. 

Recursion counters

Field
Description

Recursive Queries
The total number of recursive queries received by the DNS server.

Recursive Queries/sec
The average number of recursive queries received by the DNS server in each second.

Recursive Query Failure
The total number of recursive query failures.

Recursive Query Failure/sec
The average number of recursive query failures in each second.

Recursive TimeOuts
The total number of recursive query sending time-outs.

Recursive TimeOuts/sec
The average number of recursive query sending time-outs in each second.

Secure dynamic update counters

Field
Description

Secure Update Failure
The total number of secure updates failed on the DNS server.

Secure Update Received
The total number of secure update requests received by the DNS server.

Secure Update Received/sec
The average number of secure update requests received by the DNS server in each second.

TCP counters

Field
Description

TCP Message Memory
The total TCP message memory used by the DNS server.

TCP Query Received
The total number of TCP queries received by the DNS server.

TCP Query Received/sec
The average number of TCP queries received by the DNS server in each second.

TCP Response Sent
The total number of TCP responses sent by the DNS server.

TCP Response Sent/sec
The average number of TCP responses sent by the DNS server in each second.

Total (overall performance) counters

Field
Description

Total Query Received
The total number of queries received by the DNS server.

Total Query Received/sec
The average number of queries received by the DNS server in each second.

Total Response Sent
The total number of responses sent by the DNS server.

Total Response Sent/sec
The average number of responses sent by the DNS server in each second.

UDP counters

Field
Description

UDP Message Memory
The total UDP message memory used by the DNS server.

UDP Query Received
The total number of UDP queries received by the DNS server.

UDP Query Received/sec
The average number of UDP queries received by the DNS server in each second.

UDP Response Sent
The total number of UDP responses sent by the DNS server.

UDP Response Sent/sec
The average number of UDP responses sent by the DNS server in each second.

WINS lookup counters

Field
Description

WINS Lookup Received
The total number of WINS lookup requests received by the server.

WINS Lookup Received/sec
The average number of WINS lookup requests received by the server in each second.

WINS Response Sent
The total number of WINS lookup responses sent by the server.

WINS Response Sent/sec
The average number of WINS lookup responses sent by the server in each second.

WINS Reverse Lookup Received
The total number of WINS reverse lookup requests received by the server.

WINS Reverse Lookup Received/sec
The average number of WINS reverse lookup requests received by the server in each second.

WINS Reverse Response Sent
The total number of WINS Reverse lookup responses sent by the server.

WINS Reverse Response Sent/sec
The average number of WINS Reverse lookup responses sent by the server in each second.

Zone transfer counters

Field
Description

Zone Transfer Failure
The total number of failed zone transfers of the master DNS server.

Zone Transfer Request Received
The total number of zone transfer requests received by the master DNS server.

Zone Transfer SOA Request Sent
The total number of zone transfer SOA requests sent by the secondary DNS server.

Zone Transfer Success
The total number of successful zone transfers of the master DNS server.

Using server debug logging options

For Windows 2000 DNS servers, the following debug logging options are supported for use:

·
Query Logs queries received by the DNS Server service from clients. 

·
Notify Logs notification messages received by the DNS Server service from other servers. 

·
Update Logs dynamic updates received by the DNS Server service from other computers. 

·
Questions Logs the contents of the question section for each DNS query message processed by the DNS Server service. 

·
Answers Logs the contents of the answer section for each DNS query message processed by the DNS Server service. 

·
Send Logs the number of DNS query messages sent by the DNS Server service. 

·
Receive Logs the number of DNS query messages received by the DNS Server service. 

·
UDP Logs the number of DNS requests received by the DNS Server service over a UDP port. 

·
TCP Logs the number of DNS requests received by the DNS Server service over a TCP port. 

·
Full packets Logs the number of full packets written and sent by the DNS Server service. 

·
Write through Logs the number of packets written through by the DNS Server service and back to the zone. 

By default, all debug logging options are disabled. When selectively enabled, the DNS Server service can perform additional trace-level logging of selected types of events or messages for general troubleshooting and debugging of the server.

Debug logging can be resource intensive, affecting overall server performance and consuming disk space. Therefore, it should only be used temporarily when more detailed information about server performance is needed.

Notes

·
Dns.log contains debug logging activity. It is located in the windir\System32\Dns folder. 

·
To enable and use file-based logging, see To select and enable debug logging options on the DNS server. 

Verifying server configuration

When using the DNS console, you can perform either manual or automated verification testing of your DNS servers to monitor their ability to process and resolve queries. This feature is accessed through the Monitoring tab in DNS server Properties.

When using this feature, two types of test are available:

 1.
A simple query against this DNS server. 


This type of test specifies that the DNS server perform a simple or iterative query. This test is a localized query using the DNS resolver (client) on the server computer to query the local DNS server (also located on the same computer).


For more information, see How iteration works.

 2.
A recursive query to other DNS servers. 


This type of test specifies that the DNS server perform a recursive query. This test is similar in its initial query processing to the previous test in that it uses the local DNS resolver (client) to query the local DNS server, also located on the same computer.


In this test, however, the client asks the server to use recursion to resolve an NS-type query for the root of the DNS domain namespace, stated as a single dot ("."). This type of query should typically require additional recursive processing and can be helpful in verifying that server root hints or zone delegations have been properly set.


For more information, see How DNS query works.

Once you have selected the tests to be used, you can either click the Test Now button to manually perform the tests immediately, or you can perform automatic testing at a specified time interval.

Automated tests are performed periodically when the Perform automatic testing at the following interval check box is selected and are done according to the duration configured in Time interval.

Results of all selected tests, whether manually or automatically performed, are displayed in the Test results list box. Typically, this information includes:

·
The date and time when each query was made. 

·
Additional status results of the specific test used, such as whether the simple or recursive query failed or succeeded. 

Tuning advanced server parameters

When initialized for service, Windows 2000 DNS servers use server configuration settings taken from the parameters stated in a boot information file, the Windows 2000 registry, or server defaults provided through Active Directory integration.

In most situations, the installation defaults are acceptable and should not require modification. However, when needed, you can use the DNS console to tune the following advanced parameters, accommodating special deployment needs and situations.

For making these adjustments, use the Advanced tab in DNS server Properties.

Value
Description

Disable recursion
Determines whether or not the DNS server uses recursion. By default, Windows 2000 DNS servers are enabled to use recursion. For more information, see Disabling recursion.

BIND secondaries
Determines whether to use fast transfer format when transferring a zone to DNS servers running legacy Berkeley Internet Name Domain (BIND) implementations. By default, all Windows-based DNS servers use a fast zone transfer format, which uses compression and can include multiple records per TCP message during a connected transfer. This format is also compatible with more recent BIND-based DNS servers that run versions 4.9.4 and later.For more information, see Zone transfer with BIND and other DNS server implementations.

Fail on load if bad zone data
Sets the DNS server to parse files strictly. By default, Windows 2000 DNS servers log data errors, ignore any erred data in zone files, and continue to load a zone. This option can be reconfigured using the DNS console so that the DNS Server service logs errors and fails to load a zone file containing records data that is determined to have errors.For more information, see Checking names and zone data.

Enable round robin
Determines whether the DNS server uses round robin to rotate and reorder a list of multiple host (A) resource records if a queried host name is for a computer configured with multiple IP addresses. By default, Windows 2000 DNS servers use round robin. For more information, see Configuring round robin.

Enable netmask ordering
Determines whether the DNS server reorders a list of multiple A resource records based on local subnet priority if the queried host name is for a multihomed computer. By default, Windows 2000 DNS servers use local subnet priority. For more information, see Prioritizing local subnets.

Secure cache against pollution
Determines whether the server attempts to clean up responses to avoid cache pollution. By default, Windows 2000 DNS servers use a secure response option that eliminates adding unrelated resource records included in a referral answer to their cache. In most cases, any names added in referral answers are typically cached and help expedite the speed of resolving subsequent DNS queries.With this feature, however, the server can determine that referred names are potentially polluting or unsecure and discard them. The server determines whether to cache the name offered in a referral on the basis of whether or not it is part of the exact related DNS domain name tree for which the original queried name was made.For example, if a query was originally made for "example.microsoft.com" and a referral answer provided a record for a name outside of the "microsoft.com" domain name tree, such as msn.com, then that name would not be cached where this feature is enabled for use.

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

Notes

·
When using the DNS console to configure these and other server parameter values, some settings can be modified, and in some cases, behavior can be dynamically changed without restarting the DNS server. 

·
For Windows 2000 Server, additional advanced parameters can be configured by registry-based configuration. For more information, refer to the Windows 2000 Server Resource Kit. 

·
DNS server parameter key values are stored in the Windows 2000 registry. Each of these is a value stored under: 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\DNS\Parameters

·
When using registry-based configuration, changes are applied to DNS servers only when the service is re-initialized. In these cases, if a value is manually changed directly in the registry, the DNS server must always be restarted for the new value to be used. 

For more information, see To start or stop a DNS server.

Advanced server configuration

This section covers:

·
Updating root hints 

·
Using forwarders 

·
Configuring multihomed servers 

·
Checking names and zone data 

·
Modifying server defaults 

·
Configuring round robin 

·
Prioritizing local subnets 

·
Automating server administration using Dnscmd 

Updating root hints

Root hints are used to prepare servers authoritative for non-root zones so that they can learn and discover authoritative servers that manage domains located at a higher level or in other subtrees of the DNS domain namespace. These hints are essential for servers authoritative at lower levels of the namespace when locating and finding servers under these conditions.

For example, suppose a DNS server (Server A) has a zone called sub.example.microsoft.com. In the process of answering a query for a higher-level domain, such as the microsoft.com domain, Server A needs some assistance to locate an authoritative server (such as Server B) for this domain.

In order for Server A to find Server B, or any other servers that are authoritative for the microsoft.com domain, it needs to be able to query the root servers for the DNS namespace. The root servers can then refer Server A to the authoritative servers for the com domain. The servers for the com domain can, in turn, offer referral to Server B or other servers that are authoritative for the microsoft.com domain.

The root hints used by Server A must have helpful hints to the root servers for this process to locate Server B (or another authoritative server) as intended.

To configure and use root hints correctly, first determine how the following applies to your DNS servers:

·
Are you using DNS on the Internet or on a private network? 

·
Is the server used as a root server? 

By default, the DNS service implements root hints using a file, Cache.dns, stored in the %SystemRoot%\System32\Dns folder on the server computer. This file normally contains the NS and A resource records for the Internet root servers. If, however, you are using the DNS service on a private network, you can edit or replace this file with similar records that point to your own internal root DNS servers.

Another server configuration in which root hints are treated differently is one in which a DNS server is configured to be used by other DNS servers in an internal namespace as a forwarder for any DNS queries of names managed externally (the Internet, for example). Even though the DNS server used as a forwarder can be located internally on the same network as servers using it as a forwarder, it needs hints for the Internet root servers to work properly and resolve external names.

Notes

·
If you are operating internal root servers, do not use root hints. Instead, delete the Cache.dns file entirely for any of your root servers. 

·
If a DNS server is configured to know about other DNS servers, such as through a list of DNS servers configured in its client TCP/IP properties for an installed network connection, the DNS service is capable of gathering its own root hints during new server configuration. You can use the Configure New Server wizard provided with the DNS console to accomplish this. 

Using forwarders

DNS servers can be configured to send all recursive queries to a selected list of servers, known as forwarders. Servers used in the list of forwarders provide recursive lookup for any queries that a DNS server receives that it cannot answer based on its local zones. During the forwarding process, a DNS server configured to use forwarders (either one or more servers, based upon the forwarders list) essentially behaves as a DNS client to its forwarders.

Benefits of using forwarders

Forwarders are often desirable when access to remote DNS servers requires use of a slow link, such as a fast-speed internal network linked to the Internet over a relatively low-speed connection. Using forwarders in this situation can cut down on expensive traffic over the low-speed link in two ways:

 1.
Reduce the number of overall queries that get sent across the slow link — for example, if your DNS server has a slow, expensive dial-up connection to an Internet service provider (ISP). 


When the DNS server used as a forwarder for your internal network receives a query for a remote name on the Internet, it can directly contact remote servers on the Internet. It can repeat additional queries until it determines the authoritative server for the name. Once it finds the authoritative server, the forwarder contacts it and receives a complete response.


Another option that can reduce traffic is using a DNS server on the Internet as a forwarder. Before deciding on this configuration, obtain permission to use an Internet DNS server as your designated forwarder, such as a server managed by your ISP. In this configuration, the DNS server at your ISP is forwarded all remote queries once and responds only when it has the complete answer. Each query represents a single round-trip across the slow link.

 2.
Share remote results on your local network. 


Forwarders provide a way to share information about remote names with a group of DNS servers located in the same area. For example, assume your organization has several DNS servers on a LAN. Rather than having each server send queries through a firewall and out to the Internet, all DNS servers are configured to forward queries to one DNS server (perhaps sitting on the firewall) that makes the necessary queries to the remote servers. In the process, the forwarder builds up a cache of Internet DNS names from the responses it receives. Over time, as local DNS servers continue to forward queries to it, the forwarder answers more queries from its cache because it begins to have an increasing number of answers based on previous queries for the same or similar names.

As shown in the following graphic, a forwarder is typically used in a barrier or firewall that exists between your network and the Internet. However, this is just one suggested configuration and not a requirement for using forwarders.

When a list of forwarders is configured, listed servers are identified by IP address. The first server listed should be preferred and used primarily to build a local cache. Generally speaking, however, more than one forwarder should be listed. Each server on the list is only tried once and any additional retry attempts to the same server can only be caused by repeating its IP address in the list.

If a DNS server is not configured to use forwarders, it uses the normal iterative query process to answer recursive queries for remote names.

Using forwarders exclusively (no recursion)

When a DNS server is configured to use forwarders, they are used before any other means of resolving a name is tried. If the list of forwarders fails to provide a positive answer, a DNS server can attempt to resolve the query itself using iterative queries and standard recursion.

A server can also be configured to not perform recursion after forwarders fail. In this configuration, the server does not attempt any further recursive queries itself to resolve the name. Instead, it fails the query if it does not get a successful query response from any of the forwarders.

This forces a DNS server to use its configured forwarders exclusively to perform final resolution when resolving a name query. In this mode of operation, a server configured to use forwarders can still check in its configured zones first to attempt to resolve a queried name. If it finds a match in its authoritative data there, it can answer the query based on that information.

To use this option, select the Do not use recursion option on the Forwarders tab when a server is configured to use forwarders.

Note   When using forwarders, queries are sent to each forwarder in the list, which is given a time-out value, in seconds, within which it must respond before the next forwarder is tried. 

Configuring multihomed servers

For multihomed DNS servers, you can configure the DNS service to selectively enable and bind only to IP addresses that you specify using the DNS console. By default, the DNS service binds to all IP interfaces configured for the computer.

This can include:

·
Any additional IP addresses configured for a single network connection. 

·
Individual IP addresses configured for each separate connection where more than one network connection is installed on the server computer. 

For multihomed DNS servers, you can restrict DNS service for selected IP addresses. When this feature is used, the DNS service only listens for and answers DNS requests that are sent to the IP addresses specified on the Interface tab in Server properties.

When to specify interfaces

By default, the DNS service listens on all IP addresses and accepts all client requests sent to its default service port (UDP 53 or TCP 53 for zone transfer requests). Some DNS resolvers (including original version Windows 95 clients) require that the source address of a DNS response be the same as the destination address that was used in the query. If these addresses differ, clients can reject the response. To accommodate these resolvers, you can specify the list of allowed interfaces for the DNS server. When a list is set, the DNS service binds sockets only to allowed IP addresses used on the computer.

In addition to providing support for clients that require explicit bindings to be used, specifying interfaces can be useful for other reasons:

 1.
If, for administrative reasons, you do not want to use some IP addresses or interfaces on a multihomed server computer. 

 2.
If the server computer is configured to use a large number of IP addresses and you do not want the added expense of binding to all of them. 

Additional considerations for multihoming DNS servers

When configuring additional IP addresses 

Checking names and zone data

The following name-checking methods can be used with the DNS service and managed using the DNS snap-in.

Method
Description

Strict RFC (ANSI)
Uses strict checking of names according to RFC 1123 Internet host naming specifications.

Non RFC (ANSI)
Permits names that are nonstandard and that do not follow RFC 1123 Internet host naming specifications.

Multibyte (UTF8)
Permits recognition of characters other than ASCII, including Unicode, which is normally encoded as more than one octet (8 bits) in length. With this option, multibyte characters can be transformed and represented using Unicode Transformation Format (UTF-8) support provided with Windows 2000 Server.

Note   For more information on when to use nondefault settings for name checking with the DNS service, see Unicode character support. 

Checking for bad zone data

You can configure the DNS service to check for bad or unrecognized zone data when the service is started. To enable this option, see To prevent loading of a zone when bad data is found.

DNS wildcarding

The DNS service can use wildcards to associate multiple possible DNS name destinations with a single computer acting as a gateway for all names based on a wildcarded name. The most common use of wildcards in DNS records is with the mail exchanger (MX) resource record, such as to configure DNS for an Internet mail gateway host routing mail between your private network and the Internet.

Basics of using DNS wildcards

When you are trying to determine where to use a wildcard in DNS, such as an MX resource record used to route and forward mail, note these guidelines:

·
The asterisk (*) is the character reserved to indicate the wildcarded name. 

·
The asterisk is only used once as the leading (leftmost) character in a DNS name. 

·
If used, an asterisk must always match at least one or more whole label parts of a name that precede any exact labels specified by non-wildcarded (exact) characters in the remaining part of the name. 

·
Wildcards are not used when a query for an exact name produces an exact match. 

·
The contents of wildcarded resource records conform to normal DNS formats and rules for resource records. 

Typically, wildcards are only used when the DNS name queried is an indeterminate name subordinate to a known name. In this case, the closest match to the wildcarded name is used. For example, if the following MX resource record is used in the example.microsoft.com zone:

*.example.microsoft.com. IN MX 10 mailserver1.example.microsoft.com.

This record would allow mail destined for the following possible DNS domain names to be routed to the mail routing host (mailserver1.example.microsoft.com.) specified in the MX resource record: 

haifa.example.microsoft.com.

seattle.us.example.microsoft.com.

santiago.sa.example.microsoft.com.

When wildcarding is used, the asterisk (*) wildcard symbol must match at least one whole label beyond the specified part of the DNS name in which the wildcard is used.

For example, an e-mail message destined to user@example.microsoft.com could not use the previous example MX resource record to be forwarded to its destination. For the e-mail to be forwarded correctly, an additional explicit MX resource record needs to be added in the same zone, such as:

example.microsoft.com. IN MX 10 mailserver1.example.microsoft.com.

Loose RFC wildcarding

For Windows NT Server 4.0 (prior to Service Pack 4), the DNS service was not strictly compliant with the method for using wildcards in a DNS name lookup described in RFC 1034. It only stopped a wildcard lookup when it reached a node in the DNS domain namespace tree that had resource records of the type specified in a query.

For example, if in the example.microsoft.com. zone the following records were used:

      *.example.microsoft.com.             IN  MX  10   mailserver1.example.microsoft.com.

      example.microsoft.com.               IN  MX  10   mailserver2.example.microsoft.com.

      host-a.example.microsoft.com.        IN  A        10.0.0.1

      mailserver1.example.microsoft.com.   IN  A        10.0.0.2

      mailserver2.example.microsoft.com.   IN  A        10.0.0.3

and a DNS query was made by a computer, Host B, as follows:

Queried name: host-a.example.microsoft.com.

Queried type: MX

with loose wildcarding in effect, the following sequence occurs between the DNS service and Host B:

 1.
Host B sends the example query to a DNS server configured to use loose RFC wildcarding, such as a DNS server running under Windows NT Server 4.0 prior to Service Pack 4. 

 2.
No MX resource records match the specified name (host-a.example.microsoft.com.). 

 3.
An MX resource record — the type specified in the query — is included in the zone and uses a wildcarded name that is the parent of the queried name (*.example.microsoft.com.). 

 4.
The DNS service checks the wildcarded MX resource record name (*.example.microsoft.com.) for its mapped host names, finds a matching A resource record for the specified name (mailserver1.example.microsoft.com.) and uses this information to answer Host B. 

 5.
The mail program on Host B can then send mail to mailserver1.example.microsoft.com. by using its IP address. 

The loose RFC approach allows you to set up only two MX records and cover queries to the entire zone. However, the two MX resource records need to be added for both the zone root (the explicit name of the zone) and a wildcard node (*) directly below the zone root. However, if you have individual mail hosts that should receive their own mail directly, then add MX resource records for each of those hosts that refer directly to their own host name, as stated in their registered A resource record.

Strict RFC wildcarding

With the strict wildcarding approach as described in RFC 1034, a revised sequence of events occurs when reviewing the previous example. Based on the same specified zone and query information provided, the revised sequence of steps would be used between the DNS service and Host B:

 1.
Host B sends the example query to a DNS server configured to use strict RFC wildcarding. 

 2.
No MX resource records match the specified name (host-a.example.microsoft.com.), but an A resource record of that name is found in the zone. 


Because the queried name was found, no wildcarding is done.

 3.
The DNS service responds to the query with an authoritative negative response that includes no errors or resource records in the answer section of the response. 

 4.
The mail program on Host B then sends a new query for the same name, specifying that A resource records be used for the query type. 

 5.
The DNS service answers the A query with an authoritative positive response, which includes the A resource record in the answer section of the response. 

 6.
The mail program on Host B can then send mail to mailserver1.example.microsoft.com. by using its IP address. 

The strict RFC approach to wildcarding is easier if your mail hosts are capable of receiving mail directly. The disadvantage to this approach is that you typically need to add more MX resource records to the zone. This can happen if you have mail hosts not capable of receiving mail directly, or if you need to advertise any mail hosts that are not mail servers.

Modifying server defaults

The DNS snap-in provides the ability to reconfigure some types of DNS server defaults for instances when defaults are not appropriate for use with a specific DNS server. Some configurable nondefault settings include:

·
Selecting an alternate server configuration method to be used when initiating service. 

·
Disabling the use of recursion. 

Methods for initiating service

The following methods are available to determine how the DNS service initializes and provides service when started.

Method
Description

Boot from registry
Initializes the DNS Server service by reading parameters stored in the Windows registry.

Boot from file
Initializes the DNS Server service using an optional boot file, as used by Berkeley Internet Name Domain (BIND) servers. To use this file, supply a copy of a boot file from another DNS server running a DNS server that is based on the BIND implementation. On BIND-based DNS servers, this file is typically called the Named.boot file. The format of this file must be the older BIND 4 format, not the more recent BIND 8 boot file format.If used, settings and directives in this file are used instead of comparable settings stored in the registry on the DNS server computer. For any parameters not configurable using boot file directives, registry defaults (or stored reconfigured server settings) are applied by the DNS Server service.

Boot from directory service and registry
Initializes the DNS Server service by reading parameters stored in the Active Directory database and the server registry. For Windows 2000 DNS servers, this is the default boot option.

Notes

·
For more information on how to change the method used to initiate the DNS service, see To change the boot method used by the DNS server.

·
For more information on Active Directory integration with the DNS service, see Active Directory integration. 

Disabling recursion

By default, recursion is enabled for the DNS service, and clients typically request that the server use recursion to resolve a name when sending a query. If recursion is disabled, the DNS service always uses referral, regardless of the client request.

In general, DNS servers can answer queries for names outside of their authoritative zones in two ways:

·
Servers can send referral answers, which are an immediate response to the requesting client with a list of resource records for other DNS servers it knows about that appear to be closer or more likely to be of help in resolving the queried name. 

·
Servers can use recursion to query other servers on behalf of the requesting client, attempting to fully resolve the name. Recursive lookups continue until the server receives an authoritative answer for the queried name. The server then forwards this answer in response to the original query from the requesting client. 

In most cases, disabling recursion on a DNS server happens when DNS clients are to be limited to resolving names authoritatively managed on a specific server. For example, this is the case when a DNS server has only DNS names data for an internal network or when the DNS server is incapable of resolving external DNS names (such as Internet DNS names) and clients are expected to retry another DNS server to resolve these names.

Note   For more information on how to enable or disable the use of recursion with the DNS service, see To disable recursion on the DNS server. 

Configuring round robin

Round robin is a local balancing mechanism used by DNS servers to share and distribute network resource loads. You can use it to rotate host (A) resource records (RRs) contained in a query answer if multiple A RRs for a host name are found.

By default, the DNS Server service uses round robin to order resource records returned in an answer of the host name resolved to more than one mapped RR. This feature provides a simple method for load balancing client use of Web servers and other frequently queried multihomed computers.

For round robin to work, multiple A RRs for the queried name must first be registered in the zone. If round robin is disabled for a DNS server, the order of the response for these queries is based on a static ordering of RRs in the answer list as they are stored in the zone (either its zone file or Active Directory).

Example: Round-robin rotation

A forward lookup-type query (for all A RRs that match a DNS domain name) is made for a multihomed computer (multihomed.example.microsoft.com) that has three IP addresses. Separate A RRs are used to map the host's name to each of these IP addresses in the zone. In the stored example.microsoft.com zone, the RRs appear in this fixed order:

multihomed IN A 10.0.0.1

multihomed IN A 10.0.0.2

multihomed IN A 10.0.0.3

The first DNS client that queries the server to resolve this host's name receives the list in default order. When a second client sends a subsequent query to resolve this name, the list is rotated as follows:

multihomed IN A 10.0.0.2

multihomed IN A 10.0.0.3

multihomed IN A 10.0.0.1

Note   Local subnet priority supersedes the use of round-robin rotation for multihomed names. When enabled, however, round robin continues to be a secondary method used to sort multiple RRs returned in a listed answer as part of an address (A) query response. For more information on local subnet priority, see Prioritizing local subnets. 

Prioritizing local subnets

By default, the DNS service uses local subnet prioritizing as the method for giving preference to IP addresses on the same network when a client query resolves to a host name that is mapped to more than one IP address. This feature requires that the client application attempt to connect to the host using its closest (and typically fastest) IP address available for connection.

The DNS service uses local subnet priority as follows:

 1.
The DNS service determines if local subnet prioritization is needed to order the query response. 


If more than one A resource record (RR) matches the queried host name, the DNS service can reorder the records by their subnet location. If the queried host name only matches a single A resource record, or if the IP network address of the client does not match an IP network address for any of the mapped addresses in an answer list of multiple RRs, no prioritizing is necessary.

 2.
For each RR in the matched answer list, the DNS service determines which records (if any) match the subnet location of the requesting client. 

 3.
The DNS service reorders the answer list so that A RRs which match the local subnet of the requesting client are placed first in the answer list. 

 4.
Prioritized by subnet order, the answer list is returned to the requesting client. 

Simple example: Local network prioritizing

A multihomed computer, multihomed.example.microsoft.com, has three A RRs for its three separate host IP addresses in the example.microsoft.com zone. A separate A RR is used for each of the host's addresses, which appear in this order in the zone:

multihomed IN A 192.168.1.27

multihomed IN A 10.0.0.14

multihomed IN A 172.16.20.4

If a DNS client resolver at IP address 10.4.3.2 queries the server for the IP addresses of host multihomed.example.microsoft.com, the DNS service notes that the originating IP network address (10.0.0.0) of the client matches the network (class A) portion of the 10.0.0.4 address in the answer list of RRs. The DNS service then reorders the addresses in the response as follows:

multihomed IN A 10.0.0.14

multihomed IN A 192.168.1.27

multihomed IN A 172.16.20.4

If the IP address of the requesting client has no local network match with any of the RRs in the answer list, then the list is not prioritized.

Complex example: Local subnet prioritizing

If you are working in a network that uses IP subnetting (nondefault subnet masks), there are only a few minor differences. If more than one address matches in the network portion, then the matching addresses are further ordered and the RR having the closest matching subnet address is placed first.

For example, a multihomed computer, multihomed.example.microsoft.com, has four A RRs for four separate host IP addresses in the example.microsoft.com zone. Two of these IP addresses are for nonlocal networks. The other two IP addresses share a common IP network address but, because IP subnetting is used, represent different physical subnetted network connections based on their custom (nondefault) subnet mask value of 255.255.248.0. These example RRs appear in the following order in the zone:

multihomed IN A 192.168.1.27

multihomed IN A 172.16.22.4

multihomed IN A 10.0.0.14

multihomed IN A 172.16.31.5

If the IP address of the requesting client is 172.16.22.8, both of the IP addresses that match the same IP network as the client, the 172.16.0.0 network, are returned at the top of the answer list to the client. However, in this example, the 172.16.22.4 address is placed ahead of the 172.16.31.5 address because it matches the client IP address down through the 172.16.20.0 subnet address.

The reordered answer list returned by the DNS service would be:

multihomed IN A 172.16.22.4

multihomed IN A 172.16.31.5

multihomed IN A 192.168.1.27

multihomed IN A 10.0.0.14

Notes

·
IP subnetting is imposed by using a custom or nondefault subnet mask value with all IP addresses on your network. For more information, see Subnet masks. 

·
Local subnet priority supersedes the use of round-robin rotation for multihomed names. When round robin is enabled, however, RRs continue to be rotated using round robin as the secondary method of sorting the response list. For more information on round robin, see Configuring round robin. 

Automating server administration using Dnscmd

For Windows 2000 Server, Dnscmd is provided as a command-line interface for managing DNS servers. This tool can be used to script batch files, to help automate management and update of existing DNS server configurations or to perform setup and configuration of new DNS servers on your network.

You can install the dnscmd command by copying it from the \Support\Enterprise\Reskit folder on the product compact disc. For help in using the command, type dnscmd /? at a command prompt. For complete documentation of the dnscmd command, see the Windows 2000 Server Resource Kit.

Resources

This section covers:

·
Resource records reference 

·
DNS server log reference 

·
DNS-related files 

·
DNS updated technical information 

·
Additional resources

Resource records reference

A DNS database consists of one or more zone files used by the DNS server. Each zone holds a collection of structured resource records, the following of which are supported by the DNS service running in Windows 2000 Server.

Format of DNS resource records

All resource records (RRs) have a defined format that uses the same top-level fields, as described in the following table.

Field
Description

Owner
Indicates the DNS domain name that owns a resource record. This name is the same as that of the console tree node where a resource record is located.

Time-To-Live (TTL)
For most resource records, this field is optional. It indicates a length of time used by other DNS servers to determine how long to cache information for a record before expiring and discarding it. For example, most resource records created by the DNS Server service inherit the minimum (default) TTL of 1 hour from the start of authority (SOA) record which prevents overlong caching by other DNS servers.For an individual resource record, you can specify a record-specific TTL that overrides the minimum (default) TTL inherited from the SOA RR. TTL values of zero (0) can also be used for resource records that contain volatile data not to be cached for later use after the current DNS query in progress is completed.

Class
Contains standard mnemonic text indicating the class of the resource record. For example, a setting of "IN" indicates that the resource record belongs to the Internet class, which is the only class supported by Windows 2000 DNS servers. This field is required.

Type
Contains standard mnemonic text indicating the type of resource record. For example, a mnemonic of "A" indicates that the resource record stores host address information. This field is required.

Record-specific data
A required, variable-length field that contains information describing the resource. The format of this information varies according to the type and class of the resource record. 

A

Description: Host address (A) resource record. Maps a DNS domain name to an Internet Protocol (IP) version 4 32-bit address. For more information, see RFC 1035.

Syntax:

owner class ttl A IP_v4_address

Example:

host1.example.microsoft.com.     IN  A  127.0.0.1

AAAA

Description: IPv6 host address (AAAA) resource record. Maps a DNS domain name to an Internet Protocol (IP) version 6 128-bit address. For more information, see RFC 1886.

Syntax:

owner class ttl AAAA IP_v6_address

Example:

ipv6_host1.example.microsoft.com.     IN  AAAA  4321:0:1:2:3:4:567:89ab

AFSDB

Description: Andrew File System Database (AFSDB) resource record. Maps a DNS domain name in the server_host_name field to the host name for a server computer of a server subtype. The subtype field can have either of the following recognized and supported values: 

·
A value of 1 to indicate that the server is an AFS version 3.0 volume location server for the named AFS cell. 

·
A value of 2 to indicate that the server is an authenticated name server holding the cell-root directory node for the server that uses either Open Software Foundation's (OSF) DCE authenticated cell-naming system or HP/Apollo's Network Computing Architecture (NCA). 

For more information, see RFC 1183.

Syntax:

owner ttl class AFSDB subtype server_host_name

Example:

example.microsoft.com.   AFSDB   1 afs-server1.example.microsoft.com.

ATMA

Description: Asynchronous Transfer Mode address (ATMA) resource record. Maps a DNS domain name in the owner field to an ATM address referenced in the atm_address field. 

For more information, refer to the technical specification entitled, "ATM Name System Specification Version 1.0" published by the ATM Forum. To obtain this specification, download it from the ATM Forum FTP site (ftp://ftp.atmforum.com/pub/approved-specs/).

When downloading, specify the name of the file to transfer as either:

·
af-saa-0069.000.doc for a copy of the document formatted using Microsoft Word 

·
af-saa-0069.000.rtf for a rich text formatted (RTF) version of the document, which can be opened using WordPad 

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Syntax:

owner ttl class ATMA atm_address

Example:

atm-host   ATMA   47.0079.00010200000000000000.00a03e000002.00

CNAME

Description: Canonical name (CNAME) resource record. Maps an aliased or alternate DNS domain name in the owner field to a canonical or primary DNS domain name specified in the canonical_name field. The canonical or primary DNS domain name used in the data is required and must resolve to a valid DNS domain name in the namespace.

Syntax:

owner ttl class CNAME canonical_name

Example:

aliasname.example.microsoft.com.   CNAME   1 truename.example.microsoft.com.

HINFO

Description: Host information (HINFO) resource record. Specifies the type of CPU and operating system in the cpu_type and os_type fields, respectively, for the host DNS domain name in the owner field. Well-known CPU and operating system types that are most often used are noted in RFC 1700. This information can be used by application protocols such as FTP, which use special procedures when communicating with computers of a known CPU and operating system type.

Syntax:

owner ttl class HINFO cpu_type os_type

Example:

my-computer-name.example.microsoft.com.    HINFO   INTEL-386  WIN32

ISDN

Description: Integrated Services Digital Network (ISDN) resource record. Maps a DNS domain name to an ISDN telephone number. Telephone numbers used with this record should follow ITU-T E.163/E.164 international telephone numbering standards, which are compatible with current international phone numbering plans already in use. For more information, see RFC 1183.

Syntax:

owner ttl class ISDN isdn_address sub_address

Example:

my-isdn-host.example.microsoft.com.    ISDN   141555555539699 002

MB

Description: Mailbox (MB) resource record. Maps a specified domain mailbox name in the owner field to a mailbox host name in mailbox_hostname. The mailbox host name must be the same as a valid host address (A) resource record already used by a host in the same zone. Additionally, the specified host must have a domain mailbox that accepts mail for the specified owner. For more information, see RFC 1035.

Syntax:

owner ttl class MB mailbox_hostname

Example:

mailbox.example.microsoft.com.    MB   mailhost1.example.microsoft.com

MG

Description: Mail group (MG) resource record. Used to add domain mailboxes, each specified by a mailbox (MB) resource record in the current zone, to the domain mailing group identified by owner in this resource record. Names used in the mailbox_name field must be identical to valid mailbox (MB) resource records already present in the current zone. For more information, see RFC 1035.

Syntax:

owner ttl class MG mailbox_name

Example:

administrator.example.microsoft.com.    MG   mailbox1.example.microsoft.com

                                             mailbox2.example.microsoft.com

MINFO

Description: Mailbox mail list information (MINFO) resource record. Specifies (in responsible_mailbox) a domain mailbox name for a responsible person who maintains a mailing list or mailbox specified in the owner field. The error_mailbox field can also be used to specify a domain mailbox that receives error messages related to this mailing list or mailbox. Mailboxes specified for responsible contacts and error forwarding must be the same as valid mailbox (MB) records that already exist in the current zone. For more information, see RFC 1035.

Syntax:

owner ttl class MINFO responsible_mailbox error_mailbox

Example:

administrator.example.microsoft.com.    MINFO  resp-mbox.example.microsoft.com   err-mbox.example.microsoft.com

MR

Description: Mailbox renamed (MR) resource record. Specifies a domain mailbox name in new_renamed_mailbox, the proper rename of an existing mailbox specified in the owner field. An MR resource record is often used as a forwarding entry for a user who has moved to a different mailbox. MR records do not cause additional section processing. For more information, see RFC 1035.

Syntax:

owner ttl class MR new_renamed_mailbox

Example:

old-mbox.example.microsoft.com.    MR  new-renamed-mbox.example.microsoft.com 

MX

Description: Mail exchanger (MX) resource record. Provides message routing to a mail exchanger host, as specified in mail_exchanger_host, for mail sent to the domain name specified in the owner field. A 2-digit preference value indicates preferred ordering if multiple exchanger hosts are specified. Each exchanger host must have a corresponding host (A) address resource record in a valid zone. For more information, see RFC 1035.

Syntax: owner ttl class MX preference mail_exchanger_host

Example:

example.microsoft.com.    MX  10 mailserver1.example.microsoft.com 

PTR

Description: Pointer (PTR) resource record. Points from the name in owner to another location in the DNS namespace as specified by targeted_domain_name. Often used in special domains such as the in-addr.arpa domain tree to provide reverse lookups of address-to-name mappings. In most cases, each record provides information that points to another DNS domain name location, such as a corresponding host (A) address resource record in a forward lookup zone. For more information, see RFC 1035.

Syntax:

owner ttl class PTR targeted_domain_name

Example:

1.0.0.10.in-addr.arpa.    PTR  host.example.microsoft.com.

RP

Description: Responsible Person (RP) resource record. Specifies the domain mailbox name for a responsible person in mailbox_name. This name is then mapped to a domain name in text_record_name for which (TXT) resource records exist in the same zone. When RP records are used in DNS queries, subsequent queries are used to retrieve associated text (TXT) resource record information. For more information, see RFC 1183.

Syntax:

owner ttl class RP mailbox_name text_record_name

Example:

example.microsoft.com.               RP    admin.example.microsoft.com.  admin-info.example.microsoft.com.

admin-info.example.microsoft.com.    TXT  "Joe Administrator, (555) 555-0110" 

RT

Description: Route through (RT) resource record. Provides an intermediate host binding for internal hosts that do not have a direct wide area network (WAN) or external network connection. The RT record is similar to the MX record in that any communication from an internal host is routed through the intermediate_host for the destination DNS domain name specified in the owner field. A 2-digit preference value is used to set priority if multiple intermediate routing hosts are specified. For each intermediate host specified, a corresponding host (A) address resource record is needed in the current zone. For more information, see RFC 1183.

Syntax:

owner ttl class RT preference intermediate_host

Example:

example.microsoft.com.    RT    2 lan-router.example.microsoft.com

                          RT   10 wan-router.example.microsoft.com 

SRV

Description: Service locator (SRV) resource record. Allows multiple servers providing a similar TCP/IP-based service to be located using a single DNS query operation. This record enables you to maintain a list of servers for a well-known server port and transport protocol type ordered by preference for a DNS domain name. For example, in Windows 2000 Server, it provides the means to locate domain controllers that use Lightweight Directory Access Protocol (LDAP) service over TCP port 389. 

The purposes of each of the specialized fields used in an SRV resource record are as follows:

·
service A symbolic name for the desired service. For well-known services, a reserved universal symbolic name such as "_telnet" or "_smtp" is defined in RFC 1700. If a well-known service name is not defined in RFC 1700, a local or user-preferred name can be used instead. Some widely used TCP/IP services, notably the Post Office Protocol (POP), do not have a single universal symbolic name. If RFC 1700 assigns a name for a service indicated in this field, the RFC-defined name is the only name that is legal to use. Only locally defined services can be named locally. 

·
protocol Indicates the transport protocol type. Typically, this is either TCP or UDP, although any transport protocol named in RFC 1700 can be used. 

·
name The DNS domain name referred to by this resource record. The SRV resource record is unique among other DNS record types in that it is not used to perform the search or query. 

·
priority Sets the preference for a host specified in the target field. DNS clients that query for SRV resource records attempt to contact the first reachable host of the lowest numbered preference listed here. Although target hosts have the same stated preference value, they can be tried in random order. The range of preference values is 0 to 65535. 

·
weight Can be used in addition to preference to provide a load-balancing mechanism where multiple servers are specified in the target field and are all set to the same level of preference. When selecting a target server host among those of equal preference, this value can be used to set an added level of preference that can be used to determine the exact order or balancing of selection for the target hosts used in an answered SRV query. When a non-zero value is used, servers of equal preference are tried in proportion to the weight of this value. The range of values is 1 to 65535. If load balancing is not needed, use a value of 0 in this field to make the record easier to read. 

·
port The server port on the target host that provides the service indicated in the service field. The range of port numbers is 0 to 65535, although the number is often a well-known assigned service port number, as specified in RFC 1700. Unassigned ports can be used as needed. 

·
target Specifies the DNS domain name of the host that provides the type of service being requested. For each host name used, a corresponding host address (A) resource record in the DNS namespace is required. A single period (.) can be used in this field to indicate authoritatively that the requested service specified in this SRV resource record is not available at this DNS domain name. 

For more information, see the Internet draft "A DNS RR for specifying the location of services (DNS SRV)."

Syntax:

service.protocol.name ttl class SRV preference weight port target

Example:

_ldap._tcp.ms-dcs    SRV  0 0   389 dc1.example.microsoft.com

                   SRV 10 0   389 dc2.example.microsoft.com 

TXT

Description: Text (TXT) resource record. Maps a DNS domain name specified in the owner field to a string of characters in text_string serving as descriptive text. For more information, see RFC 1035.

Syntax:

owner ttl class TXT text_string

Example:

example.microsoft.com.    TXT  "This is an example of additional domain name information." 

WKS

Description: Well-known service (WKS) resource record. Describes the well-known TCP/IP services supported by a particular protocol on a specific IP address. WKS records provide TCP and UDP availability information for TCP/IP servers. If a server either supports both TCP and UDP for a well-known service or has multiple IP addresses that support a service, then multiple WKS records are used. For more information, see RFC 1035.

Syntax:

owner ttl class WKS address protocol service_list

Example:

example.microsoft.com.    WKS  10.0.0.1 TCP ( telnet smtp ftp ) 

X25

Description: X.25 (X25) resource record. Maps a DNS domain name in the owner field to a Public Switched Data Network (PSDN) address number specified in psdn_number. PSDN numbers used with this record should follow the X.121 international numbering plan. For more information, see RFC 1183.

Syntax:

owner ttl class X25 psdn_number

Example:

example.microsoft.com.    X25  52204455506

DNS server log reference

The following is a partial listing of events recorded in the DNS server log. You can view this log by using Event Viewer after Windows 2000 DNS server is installed on the server computer. For more information, see To view the DNS server system event log.

Event ID
Description

2
The DNS server has started. This message generally appears at startup when either the server computer is started or the DNS Server service is manually started. For more information, see To start or stop a DNS server.

3
The DNS server has shut down. This message generally appears when either the server computer is shut down or the DNS Server service is stopped manually.

408
The DNS server could not open socket for address [IPaddress]. Verify that this is a valid IP address for the server computer. To correct the problem, you can do the following:·  If the specified IP address is not valid, remove it from the list of restricted interfaces for the server and restart the server. For more information, see To restrict a DNS server to listen only on selected addresses. ·  If the specified IP address is no longer valid, and was the only address enabled for the DNS server to use, the server might not have started as a result of this configuration error. To correct this problem, delete the following value from the Windows 2000 registry and restart the DNS server: HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\DNS\Parameters\ListenAddress·  If this is a valid IP address for the server computer, verify that no other application that would attempt to use the same DNS server port (such as another DNS server application) is running. By default, the Windows 2000 server uses TCP port 53. 

413
The DNS server will send requests to other DNS servers on a port other than its default port (TCP port 53). This DNS server is multihomed and has been configured to restrict DNS service to only some of its configured IP addresses. For this reason, there is no assurance that DNS queries made by this server to other remote DNS servers will be sent using one of the IP addresses enabled for the DNS server.This might prevent query answer responses returned by these servers from being received on the DNS port that the server is currently configured to use. To avoid this problem, The DNS server sends queries to other DNS servers using an arbitrary non-DNS port, and the response is received regardless of the IP address used.If you want to limit the DNS server to using only its configured DNS port for sending queries to other DNS servers, use the DNS console to perform one of the following changes in server properties configuration on the Interfaces tab:1.  Either select All IP addresses to enable the DNS server to listen on all configured server IP addresses 2.  Or, if you continue to select and use Only the following IP addresses, limit the IP address list to a single server IP address. For more information, see To restrict a DNS server to listen only on selected addresses.

414
The server computer currently has no primary DNS suffix configured. Its DNS name is currently a single label host name. For example, its currently configured name is "host" rather than "host.example.microsoft.com" or another fully qualified name. While the DNS server has only a single label name, default resource records created for its configured zones use only this single label name when mapping the host name for this DNS server. This can lead to incorrect and failed referrals when clients and other DNS servers use these records to locate this server by name.In general, the DNS server should be reconfigured with a full DNS computer name appropriate for its domain or workgroup use on your network. For more information, see To configure the primary DNS suffix for a client computer.

708
The DNS server did not detect any zones of either primary or secondary type. It will run as a caching-only server but will not be authoritative for any zones. For more information, see Using caching-only servers.

3150
The DNS server wrote a new version of zone [zonename] to file [filename]. You can view the new version number by clicking the Record Data tab. This event should only appear if the DNS server is configured to operate as a root server. For more information, see DNS-related files.

6527
Zone [zonename] expired before it could obtain a successful zone transfer or update from a master server acting as its source for the zone. The zone has been shut down. This event ID might appear when the DNS server is configured to host a secondary copy of the zone from another DNS server acting as its source or master server. Verify that this server has network connectivity to its configured master server.If the problem continues, consider one or more of the following options:1.  Delete the zone and recreate it, specifying either a different master server, or an updated and corrected IP address for the same master server. For more information, see Add and remove zones.2.  If zone expiration continues, consider adjusting the expire interval. For more information, see To adjust the expire interval for a zone.For more information, see Understanding zones and zone transfer.

For more information about all other messages not described in this topic, refer directly to the message text itself as it appears in the DNS server event log.

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

Notes

Event messages logged by the DNS Client service are logged in System log, and can also be viewed using Event Viewer at the applicable client computer. For more information, see Using Event Viewer. 

If needed to troubleshoot persistent problems, you can also enable for use advanced debugging options at the DNS server for obtaining a more detailed log of server activity. For more information, see Using server debug logging options or To view a DNS server debug log file. 

DNS-related files

The following files relate to using and configuring DNS servers and clients for use under Windows 2000.

File
Description

Boot
BIND boot configuration file. This file is not created by the DNS console. However, as an optional configuration for the DNS Server service, it can be copied from another DNS server running the Berkeley Internet Name Domain (BIND) server implementation of DNS. To use this file with the DNS Server service, you need to click the Boot From File option in Server properties. On BIND servers, this file is often called the "named.boot" file.

Cache.dns
Used to preload resource records into the DNS server names cache. Windows 2000 DNS servers use this file to help locate root servers on either your network or the Internet. By default, this file contains DNS resource records that prime the local cache of the server with the addresses of authoritative root servers for the Internet. If you are setting up a DNS server to resolve Internet DNS names, the information in this file is required unless you enable the use of another DNS server as a forwarder to resolve these names.Traffic to the Internet root servers is heavy, but because host names are not usually resolved at this level, the load can be reasonably handled. Instead, the root hints file provides referral information that can be useful during DNS name resolution to redirect a query to other servers that are authoritative for names located beneath the root.For DNS servers operating privately on your internal network, the DNS console can learn and replace the contents of this file with internal root servers on your network, provided they are reachable through the network when you are setting up and configuring new DNS servers. It can be updated using the DNS console from the Root Hints tab located under the applicable server properties.This file preloads the server names cache when it is started.

Root.dns
Root zone file. This file can appear at a computer running as a Windows 2000 DNS server if it is configured as a root server for your network.

zone_name.dns
Used when a standard zone (either primary or secondary) is added and configured for the server. Files of this type are not created or used for primary type zones that are directory-integrated, which are stored in the Active Directory database.

These files can be found in the %SystemRoot%\System32\Dns folder on the server computer.

Notes

·
For more information on operating a DNS server as a root server, see Updating root hints. 

·
For more information on hosting your own DNS presence on the Internet, see Using DNS on the Internet. 

·
For more information on configuring DNS servers on your network to use forwarders, see Using forwarders. 

·
If you are migrating server files from a BIND server to use with a Windows DNS server, you need to rename these files and copy them to the folder used by the DNS service. For more information, see Migrating servers. 

DNS updated technical information

Updated technical information for DNS can be obtained by searching technical articles available from the Personal Support Center at the Microsoft Web site. For more information, see Updated technical information.

You can also obtain additional in-depth information on DNS in the Windows 2000 Server Resource Kit. For more information, see Windows 2000 Resource Kit.

Additional resources

This section covers:

·
DNS RFCs 

·
Top-level domains 

·
DNS bibliography 

DNS RFCs

Requests for Comments (RFCs) are an evolving series of reports, proposals for protocols, and protocol standards used by the Internet community. Domain Name System (DNS) specifications are based on approved RFCs published by the Internet Engineering Task Force (IETF) and other working groups.

RFCs for Windows 2000 DNS

The following RFCs contain specifications used to design and implement DNS service for Windows 2000:

RFC
Title

1034
Domain Names — Concepts and Facilities

1035
Domain Names — Implementation and Specification

1123
Requirements for Internet Hosts — Application and Support 

1886
DNS Extensions to Support IP Version 6

1995
Incremental Zone Transfer in DNS

1996
A Mechanism for Prompt DNS Notification of Zone Changes

2136
Dynamic Updates in the Domain Name System (DNS UPDATE)

2181
Clarifications to the DNS Specification

2308
Negative Caching of DNS Queries (DNS NCACHE)

Internet drafts for Windows 2000 DNS

The following Internet drafts contain specifications used to design and implement DNS service for Windows 2000:

Filename
Title

Draft-ietf-dnsind-rfc2052bis-02.txt
A DNS RR for Specifying the Location of Services (DNS SRV) 

Draft-skwan-utf8-dns-02.txt
Using the UTF-8 Character Set in the Domain Name System

Draft-ietf-dhc-dhcp-dns-08.txt
Interaction between DHCP and DNS

Draft-ietf-dnsind-tsig-11.txt
Secret Key Transaction Signatures for DNS (TSIG) 

Draft-ietf-dnsind-tkey-00.txt
Secret Key Establishment for DNS (TKEY RR) 

Draft-skwan-gss-tsig-04.txt
GSS Algorithm for TSIG (GSS-TSIG) 

Other specifications for Windows 2000 DNS

The following additional specifications are used to design and implement DNS service for Windows 2000:

Filename
Title

af-saa-0069.000.doc 
ATM Name System Specifcation version 1.0 This specification is published by the ATM Forum. For more information, you can obtain this specification by downloading it from the ATM Forum FTP site (ftp://ftp.atmforum.com/pub/approved-specs/).

Obtaining DNS RFCs and other Internet draft specifications

You can obtain RFCs and other Internet drafts from the Request for Comments Web site. RFCs are classified as one of the following: approved Internet standards, proposed Internet standards (circulated in draft form for review), Internet best practices, or For Your Information (FYI) documents. Internet drafts are not assigned an RFC number but are specifications currently in the proposal stage and generally published by one of the IETF working groups, of which serveral groups focus on discussion of DNS-related topics.

Notes

·
RFCs 1034 and 1035 define the original DNS standard protocol to support domain name services in a TCP/IP environment. These RFCs describe the protocols in a detailed manner, emphasizing the underlying ideas and techniques used in all DNS implementations. 

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Top-level domains

The following is a list of the eight top-level domains most often used on the Internet to classify organizations by type when they register a second-level domain name for use. For example, microsoft.com (the second-level domain name registered to Microsoft) is registered in the "com" domain, because this is the top-level domain provided for organizations that do business (commerce) on the Internet.

Top-level name
Description
Used by

arpa
Owned by Advanced Research Project Agency (ARPA). Used to register reverse mapping of Internet Protocol version 4 (IPv4) addresses assigned by the Internet Assigned Number Authority (IANA) to DNS domain names for computers that use those addresses on the Internet.
The in-addr.arpa domain

com
For business and commercial use.
Businesses and corporations

edu
For educational use.
Public and private schools, colleges, and universities

gov
For use by governmental institutions.
Local, state, and federal government agencies

int
Reserved for international use. Currently planned for use in RFC 1886 to register reverse mapping of Internet Protocol version 6 (IPv6) addresses assigned by IANA to DNS domain names in the ip6.int domain for computers that use those addresses on the Internet.
The ip6.int domain

mil
For use by military agencies.
Department of Defense (DoD), U.S. Navy, U.S. Army, U.S. Air Force, and other military agencies

net
For use by organizations that provide large-scale Internet or telephony-based service.
InterNIC, AT&T, and other large-scale Internet and telephone service providers

org
For use by noncommercial, nonprofit organizations.
Churches and charitable institutions

Note   In addition to these top-level domains which are all three letters in length, the use of two-letter country/region codes (such as "uk" for United Kingdom) are reserved for use. These country/region codes can also be used in conjunction with the three-letter codes listed above to further specify the country or region of origin for organizations that register names in the Internet DNS namespace. 

DNS bibliography

For more information on the Domain Name System or other DNS server implementations, you can consult the following references:

·
Albitz, P., Loukides, M. and C. Liu. 1998. DNS and BIND, Third Edition. Sebastopol, California: O'Reilly and Associates, Inc. 

·
Albitz, P., Larson, M. and C. Liu. 1998. DNS on Windows NT. Sebastopol, California: O'Reilly and Associates, Inc. 

·
Comer, D. 1995. Internetworking with TCP/IP, Vol. 1, Third Edition. Englewood Cliffs, New Jersey: Prentice Hall. 

·
Masterson, M., Knief, H., Vinick, S. and E. Roul. 1998. Windows NT DNS. Indianapolis, Indiana: New Rider Publishing. 

Troubleshooting

This section covers:

·
Troubleshoot DNS clients 

·
Troubleshoot DNS servers 

·
Troubleshoot dynamic updates 

·
Troubleshoot zone problems 

Troubleshoot DNS clients

What problem are you having?

The DNS client received a "Name not found" error message.

Cause: The DNS client computer does not have a valid IP configuration for the network.

Solution: Verify that TCP/IP configuration settings for the client computer are correct, particularly those used for DNS name resolution.

To verify a client IP configuration, use the ipconfig command. In the command output, verify that the client has a valid IP address, subnet mask, and default gateway for the network where it is attached and being used.

If the client does not have a valid TCP/IP configuration, you can either:

a.
For dynamically configured clients, use the ipconfig /renew command to manually force the client to renew its IP address configuration with the DHCP server. 

b.
For statically configured clients, modify the client TCP/IP properties to use valid configuration settings or complete its DNS configuration for the network. 

See also: Ipconfig; To configure TCP/IP for dynamic addressing; To configure TCP/IP for static addressing; To configure TCP/IP to use DNS; Configuring client settings.

Cause: The client was not able to contact a DNS server because of a network or hardware related failure.

Solution: Verify that the client computer has a valid and functioning network connection. First, check that related client hardware (cables and network adapters) are working properly at the client using basic network and hardware troubleshooting steps.

If the client hardware appears to be prepared and functioning properly, verify that it can ping other computers on the same network.

See also: Hardware Troubleshooter

Cause: The DNS client cannot contact its configured DNS servers.

Solution: If the DNS client has basic connectivity to the network, verify that it can contact a preferred (or alternate) DNS server.

To verify whether a client has basic TCP/IP access to the DNS server, first try pinging the preferred DNS server by its IP address.

For example, if the client uses a preferred DNS server of 10.0.0.1, type ping 10.0.0.1 at the command prompt on the client computer. If you are not sure what the IP address is for the preferred DNS server, you can observe it by using the ipconfig command.

For example, at the client computer, type ipconfig /all|more if necessary to pause the display so you can read and note any IP addresses listed in DNS servers for the command output.

If no configured DNS servers respond to a direct pinging of their IP address, it indicates that the source of the problem is more likely a network connectivity problem between the client and the DNS servers. If that is the case, follow basic TCP/IP network troubleshooting steps to fix the problem.

See also: To test a TCP/IP configuration by using the ping command; Networking (TCP/IP) Troubleshooter.

Cause: The DNS server is not running or responding to queries.

Solution: If the DNS client can ping the DNS server computer, verify that the DNS server is started and able to listen for and respond to client requests. Try using the nslookup command to test whether the server can respond to DNS clients.

See also: To verify DNS server responsiveness using the nslookup command; To start or stop a DNS server.

Cause: The DNS server the client is using does not have authority for the failed name and cannot locate the authoritative server for this name.

Solution: Confirm whether the DNS domain name the client is trying to resolve is one for which its configured DNS servers are authoritative.

For example, if the client is attempting to resolve the name host.example.microsoft.com, verify that the preferred (or an alternate, if one is being used) DNS server queried by the client loads the authoritative zone where a host (A) resource record (RR) for the failed name should exist.

If the preferred server is authoritative for the failed name and loads the applicable zone, determine whether the zone is missing the appropriate RRs. If needed, add the RRs to the zone.

If the preferred server is not authoritative for the failed name, it indicates that configuration errors at the DNS server are the likely cause. As needed, further troubleshoot the problem at the DNS server.

See also: Manage resource records; Troubleshoot DNS servers.

The DNS client appears to have received a response with stale or incorrect information in it.

Cause: The DNS server the client is using does not have authority for the failed name and is using stale information from its local DNS database.

Solution: Determine whether the DNS server is authoritative for the name and proceed accordingly.

For example, if the client is attempting to resolve the name host.example.microsoft.com, verify that the preferred (or an alternate, if one is being used) DNS server queried by the client loads the authoritative zone where a host (A) resource record (RR) for the failed name should exist.

If the preferred server is authoritative for the name and answered using incorrect data, it indicates that the applicable zone might have outdated or stale information in the applicable RR data. If that is the case, you can add and remove the appropriate RRs in the zone.

Another option where dynamic updates are enabled, is to force registration and update at the computer targeted by the query. If the target computer is running Windows 2000, you can force it to update the registration of its RRs by typing the ipconfig /registerdns command at a command prompt.

If the preferred server is not a direct authority for the queried name, it likely answered the query based on information obtained and cached during an earlier recursive lookup. In this case, you might consider clearing the server names cache. This compels the server to use new recursive queries for this RR data and rebuild its cache contents based on current information.

See also: Manage resource records; Troubleshoot DNS servers; To renew DNS client registration using the ipconfig command; To clear the server names cache.

Cause: The preferred DNS server is a secondary server for the zone containing the targeted name and has outdated information.

Solution: If the server that answered the client is a secondary server for the zone, the version of the zone in use at that server might be stale and need to be updated more often.

As an immediate solution, you can initiate a zone transfer at the secondary server to its master server to update the zone. You might also consider using any of the following to improve the freshness of secondary zone data in the future:

 1.
Specify additional master servers for the secondary server to use when refreshing the zone. 

 2.
Adjust the refresh interval on the zone slightly to decrease the length of time that all authoritative servers for the zone can use the zone before they are required to refresh it. 

 3.
Configure a notify list at a master server that acts as the zone source for the secondary server and enable it to notify this server when the zone changes. 

See also: To initiate a zone transfer at a secondary server; To adjust the refresh interval for a zone; To create and manage a notify list for a zone; Using secondary servers; Understanding zones and zone transfer.

Cause: The name queried was specified in error, either through user input or in a stored client configuration.

Solution: Verify that the name was correctly specified in the application where the name query originated.

In most cases, incorrect data in a positive query response indicates one of three possibilities:

·
An incorrect DNS name was entered at the client by a user. 

·
A short unqualified name was used at the client and completed by the local resolver using an unintended DNS suffix. 

·
Resource records specified in the query were not updated correctly at the DNS server. 

Confirm that the name was not entered in error by the user. Verify the exact set of characters entered by the user when the original DNS query was made or check in application settings, such as for any Internet mail or Web browser configurations that were made.

If the name used in the initial query was unqualified, and not the fully qualified domain name (FQDN), try using the FQDN instead in the client application and repeating the query. If you do, be sure to include the trailing dot (.) at the end of the name to indicate that the name entered is an exact FQDN.

If the FQDN query succeeds and returns correct data in the response, the most likely cause of the problem is a misconfigured DNS domain suffix search list used in the client resolver settings.

If you are using DNS in an environment that does not support dynamic updates, or generally administer zone data manually, you might also want to verify that the RRs involved in answering the query were not entered incorrectly. View them to ensure the record data stored in the zone is correct or modify it accordingly.

See also: To configure TCP/IP to use DNS; To modify an existing resource record in a zone.

Cause: The primary zone might have missing or errored data

Solution: Verify that the primary server for the zone has complete and accurate data.

The most likely cause for a primary DNS server for a zone to have missing or incomplete data is because of a failed update request. It is possible that support for dynamic update has not been fully implemented or configured. To resolve the problem, review the DNS dynamic update protocol and any requirements it has for DNS servers and clients that use it.

For directory-integrated zones, it is also possible that the affected records for the errored query have been updated in Active Directory but not replicated to all DNS servers loading the zone. By default, all DNS servers that load zones from Active Directory poll it at a set interval (typically every 15 minutes), and update the zone for any incremental changes to it. In most cases, a DNS update takes no more than 20 minutes to replicate to all DNS servers used in an Active Directory domain environment using default replication settings and reliable high-speed links.

If you have specifically configured your zones to disable dynamic update, keep in mind that you need to manually add and update most types of resource records used in a zone. If this is the case, use the DNS console to view and update the affected records.

Another possibility for the errored data is in whether WINS lookup integration is enabled and used with the zone. If you are using WINS lookup with your zones, verify that WINS is not the source of the errored data.

See also: Troubleshoot dynamic updates; Manage resource records; Managing resource records; To verify WINS as the source for answering a DNS query.

The DNS client appears to be affected by another problem not described above.

Cause: My problem is not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. If necessary, you can obtain information and instructions that pertain to your current problem or issue.

If you are connected to the Internet, the latest updates for Windows 2000 Server are available at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for DNS, such as the DNS Troubleshooter.

See also: DNS updated technical information, DNS, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

Troubleshoot DNS servers

What problem are you having?

The DNS server is not responding to clients.

Cause: The DNS server is affected by a network failure.

Solution: Verify that the server computer has a valid functioning network connection. First, check that related client hardware (cables and network adapters) are working properly at the client using basic network and hardware troubleshooting steps.

If the server hardware appears to be prepared and functioning properly, check that it has network connectivity by pinging other computers or routers (such as its default gateway) that are used and available on the same network as the affected DNS servers.

See also: Hardware Troubleshooter; Networking (TCP/IP) Troubleshooter

Cause: The DNS server is reachable through basic network testing but is not responding to DNS queries from clients.

Solution: If the DNS client can ping the DNS server computer, verify that the DNS server is started and able to listen to and respond to client requests. Try using the nslookup command to test whether the server can respond to DNS clients.

See also: To verify DNS server responsiveness using the nslookup command; To start or stop a DNS server.

Cause: The DNS server has been configured to limit service to a specific list of its configured IP addresses. The IP address originally used in testing its responsiveness is not included in this list.

Solution: If the server was previously configured to restrict the IP addresses for which it responds to queries, it is possible that the IP address being used by clients to contact it is not in the list of restricted IP addresses permitted to provide service to clients.

Try testing the server for a response again, but specify a different IP address known to be in the restricted interfaces list for the server. If the DNS server responds for that address, add the missing server IP address to the list.

See also: To verify DNS server responsiveness using the nslookup command; To restrict a DNS server to listen only on selected addresses.

Cause: The DNS server has been configured to disable the use of its automatically created default reverse lookup zones.

Solution: Verify that automatically created reverse lookup zones have been created for the server or that advanced configuration changes have not been previously made to the server.

By default, Windows 2000 DNS servers automatically create the following three standard reverse lookup zones based on RFC recommendations:

These zones are created with common IP addresses covered by these zones that are not useful in a reverse lookup search (0.0.0.0, 127.0.0.1, and 255.255.255.255). By being authoritative for the zones corresponding to these addresses, the DNS service avoids unnecessary recursion to root servers in order to perform reverse lookups on these types of IP addresses.

It is possible, although unlikely, that these automatic zones are not created. This is because disabling the creation of these zones involves advanced manual configuration of the server registry by a user.

To verify that these zones have been created at a Windows 2000 DNS server, do the following:

 1.
Open the DNS console. 

 2.
From the View menu, click Advanced. 

 3.
In the console tree, click Reverse Lookup Zones. Where?


L DNS

   L applicable DNS server 

      L Reverse Lookup Zones 

 4.
In the details pane, verify that the following reverse lookup zones are present: 

·
0.in-addr.arpa 

·
127.in-addr.arpa 

·
255.in-addr.arpa 

See also: To open the DNS console.

Cause: The DNS server is configured to use a non-default service port, such as in an advanced security or firewall configuration.

Solution: Verify that the DNS server is not using a non-standard configuration.

This is a rare but possible cause. By default, the nslookup command sends queries to targeted DNS servers using User Datagram Protocol (UDP) port 53. If the DNS server is located on another network only reachable through an intermediate host (such as a packet-filtering router or proxy server), the DNS server might use a non-standard port to listen for and receive client requests.

If this situation applies, determine whether any intermediate firewall or proxy server configuration is intentionally used to block traffic on well-known service ports used for DNS. If not, you might be able to add such a packet filter onto these configurations to permit traffic to standard DNS ports.

Also, check the DNS server event log to see if Event ID 414 or other critical service-related events have occurred which might indicate why the DNS server is not responding.

See also: DNS server log reference; To view the DNS server system event log; Windows 2000 Resource Kit.

The DNS server does not resolve names correctly.

Cause: The DNS server provides incorrect data for queries it successfully answers.

Solution: Determine the cause of the incorrect data for the DNS server.

Some of the most likely causes include the following:

·
Resource records (RRs) were not dynamically updated in a zone. 

·
An error was made when manually adding or modifying static resource records in the zone. 

·
Stale resource records in the DNS server database, left from cached lookups or zone records not updated with current information or removed when they are no longer needed. 

To help prevent the most common types of problems, be sure to first review best practices for tips and suggestions on deploying and managing your DNS servers. Also, follow and use the checklists appropriate for installing and configuring DNS servers and clients based on your deployment needs.

If you are deploying DNS for Active Directory, note new directory integration features. These features can cause some differences for Windows 2000 DNS server defaults when the DNS database is directory-integrated, that differ from those used with traditional file-based storage.

Many DNS server problems start with failed queries at a client, so it is often good to start there and troubleshoot the DNS client first. 

See also: Best practices; Checklists; Troubleshoot DNS clients; To modify an existing resource record in a zone; To clear the server names cache; Modifying server defaults.

Cause: The DNS server does not resolve names for computers or services outside of your immediate network, such as those located on external networks or the Internet.

Solution: The server has a problem based on its ability to correctly perform recursion. Recursion is used in most DNS configurations to resolve names that are not located within the configured DNS domain name used by the DNS servers and clients.

If a DNS server fails to resolve a name for which it is not authoritative, the cause is usually a failed recursive query. Recursive queries are used frequently by DNS servers to resolve remote names delegated to other DNS zones and servers.

For recursion to work successfully, all DNS servers used in the path of a recursive query must be able to respond to and forward correct data. If not, a recursive query can fail for any of the following reasons:

·
The recursive query times out before it can be completed. 

·
A remote DNS server fails to respond. 

·
A remote DNS server provides incorrect data. 

If a server fails a recursive query for a remote name, review the following possible causes to troubleshoot the problem. If you do not understand recursion or the DNS query process, review conceptual topics in Help to better understand the issues involved.

See also: How DNS query works.

Cause: The DNS server is not configured to use other DNS servers to assist it in resolving queries.

Solution: Check whether the DNS server can use both forwarders and recursion.

By default, all Windows 2000 DNS servers are enabled to use recursion, although the option to disable its use is configurable using the DNS console to modify advanced server options. The other possibility where recursion might be disabled is if the server is configured to use forwarders and recursion has been specifically disabled for that configuration.

See also: To disable recursion on the DNS server; To have a DNS server use forwarders.

Cause: Current root hints for the DNS server are not valid.

Solution: Check whether server root hints are valid.

If configured and used correctly, root hints always should point to DNS servers authoritative for the zone containing the domain root and top-level domains.

By default, Windows 2000 DNS servers are configured or updated to use root hints appropriate to your deployment, based on the following available choices when using the DNS console to configure a server:

a.
If the DNS server is installed as the first DNS server for your network, it is configured as a root server. 


For this configuration, root hints are disabled at the server because the server is authoritative for the root zone.

b.
If the installed server is an additional DNS server for your network, you can direct the Configure DNS Server wizard to update its root hints from an existing DNS server on the network. 

c.
If you do not have other DNS servers on your network but still need to resolve Internet DNS names, you can use the default root hints file which includes a list of Internet root servers authoritative for the Internet DNS namespace. 

See also: To update root hints on the DNS server; Updating root hints.

Cause: The DNS server does not have network connectivity to the root servers.

Solution: Test for connectivity to the root servers.

If root hints appear to be configured correctly, verify that the DNS server used in a failed query can ping its root servers by IP address.

If a ping attempt to one root server fails, it might indicate that an IP address for that root server has changed. Reconfiguration of root servers, however, is uncommon.

A more likely cause is a full loss of network connectivity or in some cases, poor network performance on the intermediate network links between the DNS server and its configured root servers. Follow basic TCP/IP network troubleshooting steps to diagnose connections and determine whether this is the problem.

By default, the DNS service uses a recursive time-out of 15 seconds before failing a recursive query. Under normal network conditions, this time-out does not need to be changed. If performance warrants it, however, you can increase this value.

To review additional performance related information on DNS queries, you can enable and use the DNS server debug log file, Dns.log, which can provide extensive information about some types of service-related events.

See also: To test a TCP/IP configuration by using the ping command; Using server debug logging options; To view a DNS server debug log file; Tuning advanced server parameters.

Cause: Other problems exist with updating DNS server data, such as an issue related to zones or dynamic updates.

Solution: Determine whether the problem is related to zones. As needed, Troubleshoot any issues in this area, such as possible failure of zone transfer.

See also: Troubleshoot dynamic updates; Troubleshoot zone problems.

The DNS server appears to be affected by a problem for reasons not described above.

Cause: My problem is not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. If necessary, you can obtain information and instructions that pertain to your current problem or issue.

If you are connected to the Internet, the latest updates for Windows 2000 Server are available at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for DNS, such as the DNS Troubleshooter.

See also: DNS updated technical information, DNS, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

Troubleshoot dynamic updates

What problem are you having?

The DNS client is not performing dynamic updates.

Cause: The client (or its DHCP server) do not support the use of the DNS dynamic update protocol.

Solution: Verify that your clients or servers support the DNS dynamic update protocol using the options for dynamic update support provided in Windows 2000.

In order for client computers to be registered and updated dynamically with a DNS server, either:

a.
Install or upgrade client computers to Windows 2000. 

b.
Install and use a Windows 2000 DHCP server on your network to lease client computers. 

By default, computers running any version of Windows 2000 attempt to register and perform dynamic update of their DNS names and IP addresses with a DNS server.

For computers not running Windows 2000, you can deploy Windows 2000 DHCP servers, which can perform proxied registrations and updates as needed for non-dynamic clients.

See also: Using DNS servers with DHCP.

Cause: The client was not able to register with the DNS server because of intermittent problems with either the DNS server or the network.

Solution: At the client computer, use the ipconfig command as appropriate to retry registration or renewal and update client information with the DNS server.

For computers running Windows 2000, use the ipconfig /regsiterdns command option to manually force a retry of its dynamic registration.

For computers running earlier versions of Windows, you can use the options of the ipconfig command to verify, view, or renew the client TCP/IP configuration details as appropriate.

For example, if the client computer obtains its IP address lease from a Windows 2000 DHCP server, you might use the ipconfig /renew command to force it to renew its lease with the DHCP server. This action would then cause the DHCP server to proxy an update request to its configured DNS server on behalf of the client.

If the DHCP server succeeds in performing the proxied update with the DNS server, the result would be updated DNS host name and IP address information for the client computer in the DNS database.

See also: To renew DNS client registration using the ipconfig command; To verify, release, or renew a client address lease.

Cause: The client was not able to register and update with the DNS server because of missing or incomplete DNS configuration.

Solution: Verify that the client is fully and correctly configured for DNS, and update its configuration as needed.

One common cause of the client failing to update with the DNS server is that it does not have a DNS suffix (either a primary suffix or connection-specific suffix) configured. This might result in the client attempting to register an incorrect or unintended DNS domain name.

For example, the client could be attempting to register its short or unqualified computer or host name as a top-level domain name in the root zone. This happens because without a DNS suffix configured for the client computer, Windows 2000 determines the configured short name of a computer (such as host-a) is its fully qualified domain name (FQDN). This only occurs because the computer name does not have a DNS suffix to append to it and qualify the computer name when registering it for the client in DNS.

To update the DNS configuration for a client, either:

a.
Configure a primary DNS suffix at the client computer for static TCP/IP clients. 

b.
Configure a connection-specific DNS suffix for use at one of the installed network connections at the client computer. 

See also: To configure the primary DNS suffix for a client computer; To configure TCP/IP to use DNS; Install and configure clients; Managing clients.

Cause: The DNS client attempted to update its information with the DNS server but failed because of a problem related to the server.

Solution: If a client can reach its preferred and alternate DNS servers as configured, it is likely that the cause of its failed updates can be found elsewhere.

At Windows 2000 client computers, you can use Event Viewer to check the System log for any event messages that explain why attempts by the client to dynamically update its host (A) or pointer (PTR) resource records failed.

When reviewing messages in the System log, filter or order the display of all messages to view those that specify DnsApi as the source for the message. Typically, these messages are related to the performance of DNS activities, such as DNS queries or dynamic updates.

A common reason updates might fail for a mobile client is that the DNS server required to accept and perform the update does not respond when the client starts at a remote location on the network. This could be due to network performance issues or might indicate a problem in the underlying design of your network. Where these issues persist or seem likely, you should review your DNS deployment and modify it accordingly.

See also: Using Event Viewer; Planning issues; Dynamic update.

The DNS server is not performing dynamic updates.

Cause: The DNS server does not support dynamic updates.

Solution: Verify that the DNS server used by the client can support the DNS dynamic update protocol, as described in RFC 2136.

For Windows DNS servers, only Windows 2000 DNS servers support dynamic updates. The DNS server provided with Windows NT Server 4.0 does not.

If you are using other DNS servers on your network, verify that they are running a DNS server implementation that supports dynamic updates.

See also: Dynamic update; DNS RFCs.

Cause: The DNS server supports dynamic updates but is not configured to accept them.

Solution: Verify that the primary zone where clients require updates is configured to allow dynamic updates.

For Windows 2000 DNS servers, the default for a new primary zone is to not accept dynamic updates. At the DNS server that loads the applicable primary zone, modify zone properties to allow updates.

See also: To allow dynamic updates.

Cause: The zone database is not available.

Solution: Verify that the zone is available for update.

First, if necessary, verify that the zone exists. For a standard primary zone, verify that the zone file exists at the server and that the zone is not paused. If you are using Active Directory-integrated zones, verify that the DNS server is running as a domain controller and has access to the Active Directory database where zone data is stored.

Secondary zones do not support dynamic updates. If you are trying to determine which server is the primary server for a standard zone, review zone authority records to determine which server is referenced in both the start of authority (SOA) and name server (NS) resource records for the zone. This is the primary server for the zone which can accept dynamic updates to it.

If you need to, you can use the DNS console to change a secondary zone to become a primary zone so that it can accommodate dynamic updates. However, because standard primary zones use a single-master update model, you can only configure one server to accept dynamic updates for the zone.

If you change the zone type at a secondary server so that it becomes the primary server for that zone, you need to either remove the zone or convert it to another zone type (such as a secondary zone) at the original primary server. Otherwise, zone data would become inconsistent and cause additional problems.

If you want to have more than one DNS server be able to update a zone, it is recommended that you change the zone type so that it becomes Active Directory-integrated. To be able to use this zone type, Active Directory must be installed and the server computer must be promoted to a domain controller.

Once the zone is integrated and stored in the directory, other domain controllers can load the zone automatically and be allowed to update it when they are installed as Windows 2000 DNS servers. This is because Active Directory supports a multiple (or floating) master update model where more than one computer can process updates to the directory database.

See also: To change the zone type; Add and remove zones; Managing authority records; Active Directory integration; Troubleshooting.

Cause: The DNS server is configured to allow only secure dynamic updates and has a security-related problem.

Solution: Verify that zone or resource record security is not in effect that might block or prevent dynamic updates at the server.

Secure update can be enabled for directory-integrated zones. If secure dynamic update is in effect, current zone or resource record security might block or prevent a DNS client (or its DHCP server) from performing an update of its host (A) and pointer (PTR) resource records.

In most cases, secure dynamic update does not prevent new records from being created or added to a zone, but it does restrict who is given default permissions to update or modify records. Where necessary, you can use the access control list (ACL) editing features available for directory-integrated zones to modify security permissions on a zone or its resource records and enable update by another user, group, or computer.

This typically is only needed if the computer requesting update is different from the one that owns the client records and originally created them.

See also: Secure dynamic update; To modify security for a directory integrated zone; To modify security for a resource record.

Cause: The DNS server required to perform the updates is not available on the network.

Solution: Verify that the DNS server is available on the network or troubleshoot any further issues as necessary.

See also: Troubleshoot DNS servers.

I am having a different problem related to dynamic updates than those described above.

Cause: My problem is not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. If necessary, you can obtain information and instructions that pertain to your current problem or issue.

If you are connected to the Internet, the latest updates for Windows 2000 Server are available at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for DNS, such as the DNS Troubleshooter.

See also: DNS updated technical information, DNS, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

Troubleshoot zone problems

What problem are you having?

I am having a problem related to zone transfers.

Cause: The DNS Server service is stopped or the zone is paused.

Solution: Verify that the master (source) and secondary (destination) DNS servers involved in completing transfer of the zone are both started and that the zone is not paused at either server.

See also: To start or stop a DNS server; To start a zone; Understanding zones and zone transfer.

Cause: The DNS servers used during a transfer do not have network connectivity with each other.

Solution: Eliminate the possibility of a basic network connectivity problem between the two servers.

Using the ping command, ping each DNS server by its IP address from its remote counterpart.

For example, at the source server, use the ping command to test IP connectivity with the destination server. At the destination server, repeat the ping test, substituting the IP address for the source server.

Both ping tests should succeed. If not, investigate and resolve intermediate network connectivity issues.

See also: Testing connections by using ping.

Cause: The serial number is the same at both the source and destination servers. Because the value is the same at both servers, no zone transfer occurs between the servers.

Solution: Using the DNS console, perform the following tasks:

 1.
Increase the value of the serial number for the zone at the master server (source) to a number greater than the value at the applicable secondary server (destination). 

 2.
Once you have increased the serial number at the master server to a higher value than is used currently at the secondary server, initiate zone transfer at the secondary server. 

When working within the DNS console, the zone serial number can be viewed from the Start of Authority (SOA) tab in the applicable zone properties. To increase this number in the zone, click Increment.

See also: To modify the start of authority (SOA) record for a zone; To initiate a zone transfer at a secondary server.

Cause: The master server (source) and its targeted secondary server (destination) are having interoperability-related problems.

Solution: Investigate possible causes for any problems related to interoperability between Windows 2000 DNS servers and other DNS servers running different implementations, such as an older version of the Berkeley Internet Name Domain (BIND) distribution.

Older BIND servers use an uncompressed zone transfer format. By default, Windows 2000 servers (and later version BIND servers) use a faster compressed format during zone transfers. To accommodate zone transfer with older BIND servers, you need to change advanced server options at your Windows 2000 DNS servers.

Another possible interoperability issue is the use and inclusion of WINS forward lookup (WINS) resource records in a zone or their counterpart, the WINS reverse lookup (WINS-R) resource record used for reverse lookup zones. BIND servers do not recognize these records when they are included in zone data being transferred and can flag these records as bad data, possibly failing the zone transfer.

To prevent these records from being used or included in zone transfers to BIND-based servers and other servers that do not recognize them, select Do not replicate this record when configuring WINS properties at the applicable zone.

See also: Zone transfer with BIND and other DNS server implementations; To enable or disable fast transfer format during zone transfers; Interoperability issues; Using WINS lookup; To enable DNS to use WINS resolution.

Cause: The zone has resource records or other data that cannot be interpreted by the DNS server.

Solution: Verify that the zone does not contain incompatible data, such as unsupported resource records types or data errors.

In most cases, the DNS Server service supports all resource record (RR) types that are approved and required for Internet standard DNS usage.

Also, verify that the server has not been configured in advance to prevent loading a zone when bad data is found and investigate its method for checking names. These settings can be configured using DNS console.

See also: Resource records reference; To prevent loading of a zone when bad data is found ; To change the name-checking method used by the DNS server; Checking names and zone data.

Cause: Authoritative zone data is incorrect.

Solution: If a zone transfer continues to fail, ensure that the zone does not contain nonstandard data.

If you manually edit zone files, be aware that records need to be formatted and used according to standard record usage and formatting guidelines as specified in the RFCs for DNS. In most cases, user input and data errors can be avoided if records are added and managed using the DNS console.

To determine if errored zone data is a likely source for a failed zone transfer, look in the DNS server event log for messages. You can also use the nslookup command with the -ls option to simulate and test a zone transfer, while observing the data returned in a terminates before full transfer of the zone is complete.

See also: Nslookup.

I am trying to use a zone delegation but it appears to be broken.

Cause: Zone delegations are not configured correctly.

Solution: Review how zone delegations are used and revise your zone configurations as needed.

Zones contain information about DNS domains and subdomains. For each new zone you create, the zone originally begins as a single-node database for one DNS domain. As needed, new subdomain nodes can be added directly below the original (parent) domain and stored as a single zone. Sometimes when new subdomains remain part of the same zone, they are called sub-zones.

if used as sub-zones, new subdomains are retained as part of the zone and replicated and updated along with it as a single entity. You can, however, delegate subdomains away and manage them in their own zones. For each subdomain delegated to its own zone, the parent zone needs to have delegation records added to it.

With Windows 2000 DNS servers, you can use the New Delegation wizard provided in the DNS console to simplify adding these records.

See also: Delegating Zones; To create a zone delegation; To verify a zone delegation using the nslookup command.

I am having a different zone problem than the ones described above.

Cause: My problem is not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. If necessary, you can obtain information and instructions that pertain to your current problem or issue.

If you are connected to the Internet, the latest updates for Windows 2000 Server are available at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for DNS, such as the DNS Troubleshooter.

See also: DNS updated technical information, DNS, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

DHCP

Dynamic Host Configuration Protocol (DHCP) is a TCP/IP standard designed to reduce the complexity of administering address configurations by using a server computer to centrally manage IP addresses and other related configuration details used on your network. Windows 2000 Server provides the DHCP service, which enables the server computer to perform as a DHCP server and configure DHCP-enabled client computers on your network as described in the current DHCP draft standard, RFC 2131.

·
Before you begin using a DHCP server with this computer, see the Checklist: Installing a DHCP server. 

·
To find features that have been moved in Windows 2000 Server, see New ways to do familiar tasks. 

·
For tips about using DHCP, see Best practices. 

·
For help with specific tasks, see How to. 

·
For general background information, see Concepts. 

·
For problem-solving instructions, see Troubleshooting. 

Checklist: Installing a DHCP server


Step
Reference

q
Review DHCP concepts such as scopes, leases, and options. Important   If you are operating in a domain environment under an earlier version of Windows NT Server, it is recommended that you first upgrade your domain controllers to Windows 2000 Server before installing DHCP on your network. 
DHCP terminology

q
Determine the IP address range or ranges for which DHCP will be needed to provide configuration service on your network.
Configuring scopes

q
Manually configure TCP/IP properties for the DHCP server computer.
To configure TCP/IP for static addressing

q
Install the DHCP server.
To install a DHCP server

q
Open the DHCP console.
To open the DHCP console

q
Authorize the DHCP server in Active Directory.
To authorize a DHCP server in Active Directory

q
If the DHCP server is multihomed, disable service bindings for any connection not to be used to listen and provide service to clients.
To selectively set DHCP server bindings for network connections; Multihomed DHCP servers

q
Set DNS dynamic update policy for the DHCP server.
To enable DNS dynamic updates for clients

q
If you are using multiple scopes, configure any default option types for the server that should be inherited by all additional scopes.
To assign a server-based option

q
Create a new scope and assign commonly used options, such as WINS and DNS servers.
To create a new scope; Configuring scopes; Commonly used options

q
Configure additional scope option types, if needed.
To assign a scope-based option; Assigning options

q
Add reservations for clients that require a reserved IP address assigned by DHCP, if needed.
To add a client reservation

q
Exclude additional IP address ranges that should not be leased for this scope, if needed.
To exclude an address from a scope

q
Activate the scope.
To activate a scope

q
Configure and assign option classes, if needed.
Using option classes

q
Define additional option types, if needed.
To define a new option; Assigning options

q
Adjust the length of lease durations, if needed.
To change or view scope properties; Managing leases

q
If you need to implement support for more than one logical network for each physical network, create and use superscopes as necessary to support your DHCP network configuration.
To create a superscope; Using superscopes

q
For routed networks, determine if you need to implement relay agents or update routers, and if so, review possible relay agent configurations and related design issues.
DHCP/BOOTP relay agents

q
Create multicast scopes, if needed.
To create a multicast scope; Using multicast scopes

q
Configure the BOOTP table if you want to support BOOTP clients on your network.
Supporting BOOTP clients; To add an entry to the BOOTP table; To view the BOOTP table

q
Verify DHCP service to clients, if needed.
To verify, release, or renew a client address lease

q
For Windows 2000 clients, disable automatic address configuration, if necessary.
To disable automatic address configuration

q
Use System Monitor to track DHCP server performance.
Monitoring server performance; Using Performance

q
If desired, add DHCP administrators or users to specially created local groups available for limiting access to the DHCP server.
New features

q
Troubleshoot and resolve common DHCP-related problems.
Troubleshooting

q
Review DHCP server audit log files to help troubleshoot a problem.
Analyzing server log files

Checklist: Installing a MADCAP server


Step
Reference

q
Review Multicast Address Dynamic Client Allocation Protocol (MADCAP) concepts such as IP multicasting and multicast address allocation.
Multicast address allocation; Understanding multicasting

q
Determine the multicast IP address range or ranges for use in your MADCAP server configuration. The ranges you select depend on whether you need to use administrative local scooping or global scooping practices to provide multicast address allocation service on your network.
Determining the ranges to use for multicast scopes

q
Manually configure TCP/IP properties for the DHCP (MADCAP) server computer.
To configure TCP/IP for static addressing

q
To install a MADCAP server, install the DHCP Server service. Important   The DHCP Server service can be used to deploy MADCAP servers independently of how DHCP servers are used on your network. For example, to install Windows 2000 DHCP for MADCAP service only: a.  Create multicast scopes. b.  Do not create other scopes or superscopes. Only where other scopes or superscopes are configured, does the server computer also function as a DHCP server.
To install a DHCP server

q
Open the DHCP console.
To open the DHCP console

q
Authorize the DHCP (MADCAP) server in Active Directory.
To authorize a DHCP server in Active Directory

q
(optional) If the DHCP (MADCAP) server is multihomed, you can disable service bindings for any connection not to be used to listen and provide service to DHCP (MADCAP) clients.
To selectively set DHCP server bindings for network connections; Multihomed DHCP servers

q
Create a multicast scope.
To create a muticast scope

q
If necessary, you can additionally manage multicast IP address allocation by creating and removing scopes, or by modifying multicast scope properties, such as scope TTL and lifetime settings as needed.
Manage multicast scopes

q
(optional) For additional fault tolerance, you can implement DHCP clustering support using a server cluster. Note   DHCP clustering servers are implemented using the Clustering service, which is only provided with Windows 2000 Advanced Server. 
Cluster support for DHCP servers

New ways to do familiar tasks

The following table lists common tasks for managing DHCP servers using the DHCP console and shows where you can perform these tasks in Windows 2000 Server. For current DHCP console users, the table also shows where these tasks are performed in Windows NT Server 4.0.

If you want to
In Windows NT 4.0 use
In Windows 2000 use

Install a DHCP server on this computer
Network in Control Panel
Add/Remove Programs For more information, see To install a DHCP server.

Start the DHCP console
Click Start, point to Administrative Tools, then click DHCP Manager.
The DHCP console. For more information, see To open the DHCP console.

Authorize a DHCP server in Active Directory prior to use.
Not available in Windows NT Server 4.0.
Log on first as a user who is a member of the Enterprise Administrators group for the enterprise where you need to authorize the server. For more information, see To authorize a DHCP server in Active Directory.

Start or stop a DHCP server
Services in Control Panel
The DHCP console. For more information, see To start or stop a DHCP server.

Add a server to the DHCP console to manage.
Server menu in DHCP Manager.
The DHCP console. For more information, see To connect to a DHCP server.

Add and configure a scope for a DHCP server.
Create option on Scope menu in DHCP Manager.
The DHCP console. For more information, see To create a new scope.

Best practices

·
Use the 80/20 design rule for balancing scope distribution of addresses where multiple DHCP servers are deployed to service the same scope. 


Using more than one DHCP server on the same subnet provides increased fault tolerance for servicing DHCP clients located on it. With two DHCP servers, if one server is unavailable, the other server can take its place and continue to lease new addresses or renew existing clients.


A common practice when balancing a single network and scope range of addresses between two DHCP servers is to have 80 percent of the addresses distributed by one DHCP server and the remaining 20 percent provided by a second. For more information and an example of this concept, see Configuring scopes.

·
Use superscopes for multiple DHCP servers on each subnet in a LAN environment. 


When started, each DHCP client broadcasts a DHCP discover message (DHCPDISCOVER) to its local subnet to attempt to find a DHCP server. Because DHCP clients use broadcasts during their initial startup, you cannot predict which server will respond to a client's DHCP discover request if more than one DHCP server is active on the same subnet.


For example, if two DHCP servers service the same subnet and its clients, clients can be leased at either server. Actual leases distributed to clients can depend on which server responds first to any given client. Later, the server first selected by the client to obtain its lease might be unavailable when the client attempts to renew.


If renewal fails, the client then delays trying to renew its lease until it enters the rebinding state. In this state, the client broadcasts to the subnet to locate a valid IP configuration and continue without interruption on the network. At this point, a different DHCP server might respond to the client request. If this occurs, the responding server might send a DHCP negative acknowledgement message (DHCPNAK) in reply. This can occur even if the original server that first leased the client is available on the network.


To avoid these problems when using more than one DHCP server on the same subnet, use a new superscope configured similarly at all servers. The superscope should include all valid scopes for the subnet as member scopes. For configuring member scopes at each server, addresses must only be made available at one of the DHCP servers used on the subnet. For all other servers in the subnet, use exclusion ranges for the same scope ranges of addresses when configuring the corresponding scopes.


For more information, see Using superscopes.

·
Deactivate scopes only when removing a scope permanently from service. 


Once you activate a scope, it should not be deactivated until you are ready to retire the scope and its included range of addresses from use on your network.


Once a scope is deactivated, the DHCP server no longer accepts those scope addresses as valid addresses. This is only useful when the intention is to permanently retire a scope from use. Otherwise, deactivating a scope causes undesired DHCP negative acknowledgement messages (DHCPNAKs) to be sent to clients.


If the intent is only to affect temporary deactivation of scope addresses, editing or modifying exclusion ranges in an active scope achieves the intended result without undesired results.


For more information, see Manage scopes.

·
Use server-side conflict detection on DHCP servers only when it is needed. 


Conflict detection can be used by either DHCP servers or clients to determine whether an IP address is already in use on the network before leasing or using the address.


For DHCP clients running Windows 2000 and earlier versions, client computers that obtain an IP address use a gratuitous ARP request to perform client-based conflict detection before completing configuration and use of a server offered IP address. If the DHCP client detects a conflict, it will send a DHCP decline message (DHCPDECLINE) to the server.


If your network includes legacy DHCP clients, you can use server-side conflict detection provided by the DHCP Server service under specific circumstances. For example, this feature might be useful during disaster recovery when scopes are deleted and recreated. For more information, see Troubleshooting.


By default, the DHCP service does not perform any conflict detection. To enable conflict detection, increase the number of ping attempts that the DHCP service performs for each address before leasing that address to a client. Note that for each additional conflict detection attempt that the DHCP service performs, additional seconds are added to the time needed to negotiate leases for DHCP clients.


Typically, if DHCP server-side conflict detection is used, you should set the number of conflict detection attempts made by the server to use one or two pings at most. This provides the intended benefits of this feature without decreasing DHCP server performance.


For more information, see To enable address conflict detection.

·
Reservations should be created on all DHCP servers that can potentially service the reserved client. 


You can use a client reservation to assure that a DHCP client computer always receives lease of the same IP address at its startup. If you have more than one DHCP server reachable by a reserved client, add the reservation at each of your other DHCP servers.


This allows the other DHCP servers to honor the client IP address reservation made for the reserved client. Although the client reservation is only acted upon by the DHCP server where the reserved address is part of the available address pool, you can create the same reservation on other DHCP servers that exclude this address.


For more information, see To add a client reservation.

·
For server performance, note that DHCP is disk-intensive and purchase hardware with optimal disk performance characteristics. 


DHCP causes frequent and intensive activity on server hard disks. To provide the best performance, consider RAID solutions when purchasing hardware for your server computer that improves disk access time.


When evaluating performance of your DHCP servers, you should evaluate DHCP as part of making a full performance evaluation of the entire server. By monitoring system hardware performance in the most demanding areas of utilization (CPU, memory, disk input/output), you obtain the best assessment of when a DHCP server is overloaded or in need of an upgrade.


Note that for Windows 2000 Server, the DHCP service includes several new System Monitor counters that can be used to monitor service. For more information, see Monitoring server performance.

·
Keep audit logging enabled for use in troubleshooting. 


By default, the DHCP service enables audit logging of service-related events. With Windows 2000 Server, audit logging provides for a long-term service monitoring tool that makes limited and safe use of server disk resources. For more information, see Audit logging.


For more information on interpreting server audit log files, see Analyzing server log files.

·
Reduce lease times for DHCP clients that use Routing and Remote Access service for remote access. 


If Routing and Remote Access service is used on your network to support dial-up clients, you can adjust the lease time on scopes that service these clients to less than the default of three days. For Windows 2000, one recommended way to support remote access clients in your scopes is to add and configure the built-in Microsoft vendor class provided for identifying them. For more information, see Supporting Routing and Remote Access clients.

·
Increase the duration of scope leases for large, stable, fixed networks if available address space is plentiful. 


For small networks (for example, one physical LAN not using routers), the default lease duration of three days is a typical period. For larger routed networks, consider increasing the length of scope leases to a longer period of time, such as 7-21 days. This can reduce DHCP-related network broadcast traffic, particularly if client computers generally remain in fixed locations and scope addresses are plentiful (at least 20 percent or more of the addresses are still available).

·
Integrate DHCP with other services, such as WINS and DNS. 


WINS and DNS can both be used for registering dynamic name-to-address mappings on your network. To provide name resolution services, you must plan for interoperability of DHCP with these services. Most network administrators implementing DHCP also plan a strategy for implementing DNS and WINS servers.

·
For routed networks, either use relay agents or set appropriate timers to prevent undesired forwarding and relay of BOOTP and DHCP message traffic. 


If you have multiple physical networks connected through routers, the routers must be capable of relaying BOOTP and DHCP traffic. If you do not have such routers, you can set up the DHCP Relay Agent component on at least one computer running Windows 2000 server (or Windows NT Server) in each routed subnet. The relay agent relays DHCP and BOOTP message traffic between the DHCP-enabled clients on a local physical network and a remote DHCP server located on another physical network.


When using relay agents, be sure to set the initial time delay in seconds that relay agents wait before relaying messages on to remote servers. For more information on DHCP relay agents, see DHCP/BOOTP relay agents.

·
Use the appropriate number of DHCP servers for the number of DHCP-enabled clients on your network. 


In a small LAN (for example, one physical subnet not using routers), a single DHCP server can serve all DHCP-enabled clients. For routed networks, the number of servers needed increases, depending on several factors, including the number of DHCP-enabled clients, the transmission speed between network segments, the speed of network links, whether DHCP service is used throughout your enterprise network or only on selected physical networks, and the IP address class of the network. For more information on determining how many DHCP servers to set up, see Planning DHCP networks.

·
For dynamic updates performed by the DHCP service, use the default client preference settings. 


For Windows 2000 Server, the DHCP service performs dynamic updates for DHCP clients based on how clients request them to be done. This setting provides the best use of the DHCP service to perform dynamic updates on behalf of its clients as follows:

·
Client computers running Windows 2000 explicitly request that the DHCP server only update pointer (PTR) resource records used in DNS for the reverse lookup and resolution of the client's IP address to its name. These clients update their address (A) resource records for themselves. 

·
Clients running earlier Windows versions cannot make an explicit request for DNS dynamic update protocol preference. For these clients, the DHCP service updates both the PTR and the A resource records for the client. 

·
Follow the recommended process for moving a DHCP server database from old server computer hardware to new hardware. 


Moving a DHCP server database can be problematic. To manage moving the server database more easily, choose and follow a process tried and used by Microsoft Product Support Services such as the following:

·
For restoring server data at the same server computer, see Restoring server data. 

·
For moving DHCP server data to another server computer, such as in the case of hardware failure or disaster recovery, see Moving a DHCP database to another server. 

·
Before you install a DHCP server, identify the following: 

 1.
The hardware and storage requirements for the DHCP server. 


For more information, see Planning DHCP networks.

 2.
Which computers you can immediately configure as DHCP clients for dynamic TCP/IP configuration and which computers you should manually configure with static TCP/IP configuration parameters, including static IP addresses. 


For more information, see Checklist: Installing and configuring TCP/IP.

 3.
The DHCP option types and their values to be predefined for DHCP clients. 


For more information, see Assigning options.

How to...

·
Install and administer servers 

·
Manage server access 

·
Monitor and configure servers 

·
Manage scopes 

·
Manage superscopes 

·
Manage multicast scopes 

·
Manage options and classes 

·
Manage clients and leases 

·
Manage reservations and reserved clients 

·
Manage BOOTP and remote access clients 

·
Use DHCP command-line tools 

Install and administer servers

·
Install a DHCP server 

·
Open the DHCP console 

·
Connect to a DHCP server 

·
Disconnect from a DHCP server 

·
Start or stop a DHCP server 

·
Reconcile the DHCP database 

·
Manually compact or repair the DHCP database 

·
Remove or uninstall DHCP 

To install a DHCP server

 1.
Open Windows Components wizard. 

 2.
Under Components, scroll to and click Networking Services. 

 3.
Click Details. 

 4.
Under Subcomponents of Networking Services, click Dynamic Host Configuration Protocol (DHCP), and then click OK. 

 5.
If prompted, type the full path to the Windows 2000 distribution files and click Continue. 


Required files are copied to your hard disk. Server software can be used after restarting the system.

Notes

·
To open the Windows Component wizard, from the desktop, click Start, point to Settings, and click Control Panel. 


When Control Panel opens, double-click Add/Remove Programs and then click Add/Remove Windows Components.

·
Certain Windows components require configuration before thay can be used. If you installed one or more of these components, but did not configure them, when you click Add/Remove Windows Components, a list of components that need to be configured is displayed. To start the Windows Components wizard, click Components. 

·
It is strongly recommended that you manually configure the computer to use a static IP address. 

To open the DHCP console

·
Open DHCP. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
The DHCP console is an administrative tool for managing DHCP servers. 

To connect to a DHCP server

 1.
Open DHCP. 

 2.
In the console tree, click DHCP. 

 3.
On the Action menu, click Add Server. 

 4.
Select either this server or another authorized DHCP server to which to connect. 


For more information on specific items in this dialog box, click What's This? and then click the item.

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
If you are operating DHCP in an Active Directory environment and are connecting to a server for the first time, you need to first authorize the new DHCP server in the directory service. 

·
If DHCP is installed and running on this computer, you do not need to make a manual connection using the wizard. In most cases, the local DHCP server automatically appears in the list of servers when the DHCP console starts, and you connect to the server by clicking it in the console tree. 

·
Only users belonging to the DHCP Users, DHCP Administrators, or Administrators groups can connect to a DHCP server. Only users in the DHCP Administrators or Administrators groups can modify the DHCP server configuration. 

To disconnect from a DHCP server

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Delete. 

 4.
When prompted to confirm removing the server, click Yes. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

To start or stop a DHCP server

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, point to All Tasks and then click one of the following: 

·
To start the service, click Start. 

·
To stop the service, click Stop. 

·
To interrupt the service, click Pause. 

·
To stop and then automatically restart the service, click Restart. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
After you pause or stop the server, the Resume option appears and can be clicked to immediately resume service. 

·
You can also perform most of these tasks at a command prompt by using the following commands: 

·
net start dhcpserver 

·
net stop dhcpserver 

·
net pause dhcpserver 

·
net continue dhcpserver

To reconcile the DHCP database

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Reconcile All Scopes. 

 4.
In the Reconcile Database dialog box, click Verify. 


Inconsistencies found are reported in the status window.

 5.
If the database is found to be consistent, click OK. 


If the database is not consistent, select the displayed addresses that need to be reconciled, and click Reconcile to repair inconsistencies.

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

To manually compact or repair the DHCP database

 1.
At a DHCP server computer, open a command prompt. 

 2.
Use the Jetpack.exe command-line utility to perform offline compaction. 


The correct syntax for Jetpack.exe is:


jetpack database_name temporary_database_name


These are example commands to compact the DHCP database:

   cd %systemroot%\system32\dhcp

   net stop dhcpserver

   jetpack dhcp.mdb tmp.mdb

   net start dhcpserver

Notes

·
In the examples above, Tmp.mdb is a temporary database that is used by Jetpack.exe. Dhcp.mdb is the DHCP database file. Jetpack.exe compacts the DHCP database by doing the following: 

a.
Copying database information to a temporary database file called Tmp.mdb. 

b.
Deleting the original DHCP database file, Dhcp.mdb. 

c.
Renaming the temporary database file to the original file name. 

·
Windows 2000 Server includes the Jetpack.exe utility so that it can be used to compact the DHCP and other Jet databases (such as WINS) when those databases are offline. 


It is recommended that you use Jetpack.exe to compact a Jet database periodically whenever the database grows beyond 30 megabytes or more in size. For Windows 2000 Server, the DHCP Server service performs dynamic Jet compaction of the DHCP database while the server is online. This reduces the need to use Jetpack.exe for offline compaction. Therefore, this procedure is most useful for DHCP and WINS servers running under earlier versions of Windows NT Server.

To remove or uninstall DHCP

 1.
If necessary, stop the DHCP server on this computer. 

 2.
Open Add/Remove Programs. 

 3.
Click Add/Remove Windows Components. 

 4.
In Components, select Networking Services from the list of components, and then click Details. 

 5.
In Subcomponents of Networking Services, scroll to Dynamic Host Configuration Protocol (DHCP) and clear the check box. 

Notes

·
To open Add/Remove Programs, click Start, point to Settings, click Control Panel, and then double-click the appropriate icon. 

·
When you remove DHCP, all DHCP files are deleted from the server except program files that are in use. When the system is restarted, these files are removed as well. 

·
If you do not stop the DHCP Server service in step 1, this procedure only deletes the DHCP server registry entries. 

·
Certain Windows components require configuration before thay can be used. If you installed one or more of these components, but did not configure them, when you click Add/Remove Windows Components, a list of components that need to be configured is displayed. To start the Windows Components wizard, click Components. 

Manage server access

·
Authorize a DHCP server in Active Directory 

·
Delegate ability to authorize DHCP servers to a non-enterprise administrator 

·
Selectively set DHCP server bindings for network connections 

·
Add a user or group as a DHCP user at a member server 

·
Add a user or group as a DHCP user at a domain controller 

·
Add a user or group as a DHCP administrator at a member server 

·
Add a user or group as a DHCP administrator at a domain controller 

To authorize a DHCP server in Active Directory

 1.
Open DHCP. 

 2.
In the console tree, click DHCP. 

 3.
On the Action menu, click Manage authorized servers. 


The Manage Authorized Servers dialog box appears.

 4.
Click Authorize. 

 5.
When prompted, type the name or IP address of the DHCP server to be authorized, and then click OK. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
For a DHCP server to be authorized in an Active Directory domain environment, you must first be logged on as a member of the Enterprise Administrators group for the enterprise where the server is being added. 

·
This procedure is usually only needed if you are running a DHCP server on a member server. In most cases, if you are installing a DHCP server on a computer also running as a domain controller, the server is automatically authorized the first time you add the server to the DHCP console. 

To delegate ability to authorize DHCP servers to a non-enterprise administrator

 1.
Open Active Directory Sites and Services while logged on as an enterprise administrator. 


For more information, see Notes.

 2.
On the View menu, click Show Services Node. 

 3.
In the console tree, click NetServices. Where?


L Active Directory Sites and Services 

   L Services 

      L NetServices 

 4.
On the Action menu, click Delegate Control. 


The Delegation of Control wizard appears.

 5.
Click Next, then for Users and Groups, click Add. 

 6.
In Select Users, Computers, or Groups locate and select the user or group account you want to permit access to the NetServices object for authorizing DHCP servers. 


For example, you might select the DHCP Administrators group for a specific domain, such as the EXAMPLE domain.

 7.
Click Add and then click OK. 

 8.
For Tasks to Delegate, select Create a custom task to delegate and then click Next. 

 9.
For Delegate control of, select This folder, existing objects in this folder, and creation of new objects in this folder and then click Next. 

10.
For Permissions, click Full Control and then click Next. 


This enables access control rights to the user or group account specifically delegated in this procedure for it to add, modify, or delete new objects of DHCP class type in the NetServices folder.

Notes

·
To open Active Directory Sites and Services, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Sites and Services. 

·
To be logged on as an enterprise administrator, you must logon using a member account in the Enterprise Administrators group. By default, this can typically be done by logging on as local Administrator at the first domain controller created in your enterprise. 

To selectively set DHCP server bindings for network connections

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
Click Bindings. 

 6.
In the Bindings dialog box, for the list of Connections and server bindings, select or clear check boxes for any statically configured network connections that should be enabled or disabled for use at the applicable DHCP server. 

 7.
Click Apply. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
If a network connection has more than one IP address configured, only the first configured IP address is used or affected by the DHCP server bindings. Any additional configured IP addresses are not used or configurable for bindings and are never used to service clients. 

·
The DHCP Server service never binds to any wide area network (WAN) or DHCP-enabled network connections on a server computer. For this reason, these connections do not appear in the Bindings dialog box. 

To add a user or group as a DHCP user at a member server

 1.
Open Computer Management if the DHCP server is installed as a domain member server (or a stand-alone workgroup server). 

 2.
In the console tree, click Local Users and Groups. Where?


L Computer Management (Local) 

   L System Tools 

      L Local Users and Groups 

 3.
In the details pane, click DHCP Users. 

 4.
On the Action menu, click Properties. 

 5.
Click the Members tab, and then click Add. 

 6.
Click Look in to display a list of domains from which users and computers can be added to the group, and then click the domain containing the users and computers you want to add. 

 7.
Click the users and computers to be added, and then click Add. 

Notes

·
To open Computer Management, click Start, point to Settings, and then click Control Panel. Double-click Administrative Tools, and then double-click Computer Management. 

·
The DHCP Users group provides a way to grant read-only console access to the DHCP server. Other users or groups added as members of this group are granted the right to view, but not modify, data for the applicable server in the DHCP console. 

To add a user or group as a DHCP user at a domain controller

 1.
Open Active Directory Users and Computers if the DHCP server is installed at a domain controller. 

 2.
In the console tree, click Users. Where?


L Active Directory Users and Computers 

   L Applicable domain 

      L Users 

 3.
In the details pane, click DHCP Users. 

 4.
On the Action menu, click Properties. 

 5.
Click the Members tab, and then click Add. 

 6.
Click Look in to display a list of domains from which users and computers can be added to the group, and then click the domain containing the users and computers you want to add. 

 7.
Click the users and computers to be added, and then click Add. 

Notes

·
To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

·
The DHCP Users group provides a way to grant read-only console access to the DHCP server. Other users or groups added as members of this group are granted the right to view, but not modify, data for the applicable server in the DHCP console. 

·
To add users and computers to a group, you can also select the users and computers to be added, click the Add selected objects button on the toolbar, and then click the group to which they will be added. 

To add a user or group as a DHCP administrator at a member server

 1.
Open Computer Management if the DHCP server is installed as a domain member server (or a stand-alone workgroup server). 

 2.
In the console tree, click Local Users and Groups. Where?


L Computer Management (Local) 

   L System Tools 

      L Local Users and Groups 

 3.
In the details pane, click DHCP Administrators. 

 4.
On the Action menu, click Properties. 

 5.
Click the Members tab, and then click Add. 

 6.
Click Look in to display a list of domains from which users and computers can be added to the group, and then click the domain containing the users and computers you want to add. 

 7.
Click the users and computers to be added, and then click Add. 

Notes

·
To open Computer Management, click Start, point to Settings, and then click Control Panel. Double-click Administrative Tools, and then double-click Computer Management. 

·
The DHCP Administrators group provides a way to grant limited administrative access to the DHCP server only, while not providing full access to the server computer. Other users or groups added as members of this group are granted the right to fully administer the applicable server in the DHCP console, but are not able to perform other administrative actions on the server computer. 

·
To add users and computers to a group, you can also select the users and computers to be added, click the Add selected objects button on the toolbar, and then click the group to which they will be added. 

To add a user or group as a DHCP administrator at a domain controller

 1.
Open Active Directory Users and Computers if the DHCP server is installed at a domain controller. 

 2.
In the console tree, click Users. Where?


L Active Directory Users and Computers 

   L Applicable domain 

      L Users 

 3.
In the details pane, click DHCP Administrators. 

 4.
On the Action menu, click Properties. 

 5.
Click the Members tab, and then click Add. 

 6.
Click Look in to display a list of domains from which users and computers can be added to the group, and then click the domain containing the users and computers you want to add. 

 7.
Click the users and computers to be added, and then click Add. 

Notes

·
To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

·
The DHCP Administrators group provides a way to grant limited administrative access to the DHCP server only, while not providing full access to the server computer. Other users or groups added as members of this group are granted the right to fully administer the applicable server in the DHCP console, but are not able to perform other administrative actions on the server computer. 

·
To add users and computers to a group, you can also select the users and computers to be added, click the Add selected objects button on the toolbar, and then click the group to which they will be added. 

Monitor and configure servers

·
Enable server statistics to automatically refresh 

·
Enable DHCP server logging 

·
Enable address conflict detection 

·
Enable DNS dynamic updates for clients 

·
Manually refresh server statistics 

·
View DHCP server statistics 

·
View DHCP server properties 

To enable server statistics to automatically refresh

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, for Automatically update statistics every, specify the number of hours and minutes to use as a refresh interval, and then click OK. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

To enable DHCP server logging

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, select Enable DHCP audit logging, and then click OK. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

To enable address conflict detection

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
For Conflict detection attempts, type a number greater than 0 (zero), and then click OK. 


The number you type determines how many times the DHCP server tests an IP address before leasing it to a client.

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
When conflict detection attempts are set, the DHCP server uses the Packet Internet Groper (ping) process to test available scope IP addresses before including these addresses in DHCP lease offers to clients. 

·
A successful ping means the IP address is in use on the network. Therefore, the DHCP server does not offer to lease the address to a client. If the ping request fails and times out, the IP address is not in use on the network. In this case, the DHCP server offers to lease the address to a client. 

·
Each additional conflict detection attempt delays the DHCP server response by a second while waiting for the ping request to time out. This increases the load on the server. A value of no greater than two (2) for ping attempts is recommended. 

To enable DNS dynamic updates for clients

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Properties. 

 4.
Click the DNS tab. 

 5.
Select the Automatically update DHCP client information in DNS check box. 

 6.
If needed, modify other DNS update settings. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Notes   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

To manually refresh server statistics

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Display Statistics. 

 4.
In the Server Statistics dialog box, click Refresh. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

To view DHCP server statistics

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Display Statistics. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click Properties. 

 4.
View or modify server properties as needed. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

Manage scopes

·
Create a new scope 

·
Remove a scope 

·
Exclude an address from a scope 

·
Activate a scope 

·
Deactivate a scope 

·
Change or view scope properties 

·
Reconcile a scope 

To create a new scope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L applicable DHCP server 

 3.
On the Action menu, click New Scope. 

 4.
Follow the instructions in the New Scope wizard. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Before you create the scope, determine starting and ending IP addresses to be used within it. 

·
Depending on the starting and ending IP addresses for your scope, the DHCP console suggests a default subnet mask useful for most networks. If you know a different subnet mask is required for your network, you can modify the value as needed. 

·
When you finish creating a new scope, you might need to complete additional tasks, such as activating the scope for use or assigning scope options. 

To remove a scope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable scope. Where?


L DHCP 

   L applicable DHCP server 

      L applicable superscope (if used) 

         L applicable scope 

 3.
On the Action menu, click Delete. 

 4.
When prompted, click Yes to delete the scope. 

Important   Before removing a scope, be sure to have deactivated the scope long enough to migrate clients to a different scope. To migrate clients, either wait for 50% of the configured scope lease time to elapse or manually renew clients in another active scope. Once all clients have been moved or forced to seek leases in another scope, you can safely remove the inactive scope. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

To exclude an address from a scope

 1.
Open DHCP. 

 2.
In the console tree, click Address Pool. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Address Pool 

 3.
On the Action menu, click New Exclusion Range. 

 4.
In the Add Exclusion dialog box, type the Start IP address that you want to exclude from this scope. 


To exclude a range of more than one IP address, type an End IP address.

 5.
Click Add. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Addresses that are excluded from the scope are not offered by the DHCP server to clients obtaining leases from this scope. 

·
You cannot exclude a range of addresses that includes an active lease. You must first delete the active lease and then retry the exclusion. 

To activate a scope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable scope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

 3.
On the Action menu, click Activate. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Activating a scope is needed only for new scopes to start lease distribution. You must activate a scope to make it available for DHCP clients. 

·
Do not activate a scope until you specify the options you want. 

·
The Action menu command changes to Deactivate when the selected scope is currently activated. Do not deactivate a scope unless you are retiring it permanently from use on your network. 

To deactivate a scope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable scope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

 3.
On the Action menu, click Deactivate. 

Important

·
Do not use Deactivate to pause a scope. Instead, adjust the available scope address range by setting exclusions for scope addresses. 

·
The Action menu command name changes to Activate when the selected scope is currently deactivated. 

·
Because deactivation begins recall of scope addresses, it is recommended that you avoid reactivating scopes. Typically, this command is used when you want to retire a scope and remove it from the server. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

To change or view scope properties

 1.
Open DHCP. 

 2.
In the console tree, click the applicable scope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

 3.
On the Action menu, click Properties. 

 4.
View or modify scope properties as needed. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
The subnet identifiers and address pool (defined by the Start and End IP addresses used to create the scope) make up the basic properties of a scope. You can only change some properties of an existing scope, such as the exclusion ranges, client reservations, configured scope option type values, or the time set for leasing scope addresses to clients. 

·
You cannot exclude a range of addresses that includes an active lease. You must first delete the active lease, and then retry the exclusion. 

·
You can extend the address range of the scope, but you cannot reduce it. However, you can at any time selectively exclude any unwanted addresses from the full scope range of addresses. 

To reconcile a scope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable scope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

 3.
On the Action menu, click Reconcile. 

 4.
In the Reconcile dialog box, click Verify. 


Inconsistencies found are reported in the status window.

 5.
If the scope is found to be consistent, click OK. 


If the scope is not consistent, select the displayed addresses that need to be reconciled, and click Reconcile to repair inconsistencies.

Notes   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

Manage superscopes

·
Create a superscope 

·
Remove a superscope 

·
Add a scope to a superscope 

·
Activate a superscope 

·
Deactivate a superscope 

To create a superscope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L Applicable DHCP server 

 3.
On the Action menu, click New Superscope. 


This menu option only appears if at least one scope, that is not currently part of a superscope, has been created at the server.

 4.
Follow the instructions in the New Superscope wizard. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
A superscope can have scopes added to it, either during or after its creation. 

·
Scopes that are contained within superscopes are sometimes called child scopes or member scopes. 

To remove a superscope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable superscope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope 

 3.
On the Action menu, click Delete. 

 4.
When prompted, click Yes to delete the superscope. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Removing a superscope does not remove any of the scopes included in it. 

To add a scope to a superscope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable scope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable scope 

 3.
On the Action menu, click Add To Superscope. 

 4.
In the Available superscopes list, click the superscope to which you want to add this scope. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
In order to complete this procedure, at least one superscope must already exist at the applicable DHCP server. 

To activate a superscope

 1.
Open DHCP. 

 2.
In the console tree, locate the applicable superscope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope 

 3.
On the Action menu, click Activate. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Activating a superscope is needed only for new superscopes. When you activate a superscope, it activates all of its member scopes on your network. You must activate a superscope to make IP addresses for all of its member scopes available for use by DHCP clients. 

·
Do not activate a superscope until you specify the options you want for each of its member scopes. 

·
The Action menu command changes to Deactivate when the selected scope is currently activated. Do not deactivate a superscope unless you intend to permanently retire all of its member scopes from use on your network. 

To deactivate a superscope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable superscope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope 

 3.
On the Action menu, click Deactivate. 

Important

·
Do not use Deactivate to pause a superscope. Instead, you can adjust the superscope membership by adding or removing from the list of member scopes. 

·
Because deactivation begins recall of member scope addresses, use this command only when you intend to retire all member scopes and remove the superscope from the server. 

·
The Action menu command name changes to Activate when the selected superscope is currently deactivated. Avoid reactivating a superscope once you deactivate it. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

Manage multicast scopes

·
Create a multicast scope 

·
Remove a multicast scope 

·
Set the multicast scope Time-To-Live (TTL) value 

·
Specify a finite lifetime for a multicast scope

To create a multicast scope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L Applicable DHCP server 

 3.
On the Action menu, click New Multicast Scope. 

 4.
Follow the instructions in the New Multicast Scope wizard. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

To remove a multicast scope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable multicast scope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable multicast scope 

 3.
On the Action menu, click Delete. 

 4.
When prompted, click Yes to remove the multicast scope. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Removing a multicast scope does not necessarily stop the use of multicast groups associated with scope addresses on your network. 

·
If computers on your network are configured by means other than DHCP to use these same addresses, the multicast group might still be used even after this procedure is complete. 

To set the multicast scope Time-To-Live (TTL) value

 1.
Open DHCP. 

 2.
In the console tree, click the applicable multicast scope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable multicast scope 

 3.
On the Action menu, click Properties. 

 4.
In Time to live, specify a new value. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
The multicast Time-To-Live (TTL) value specifies the number of routers (hops) that multicast traffic is permitted to pass through before expiring on the network. For each router (hop), the original specified TTL is decremented by one (1). When its TTL reaches a value of zero (0), each multicast datagram expires and is no longer forwarded through the network to other subnets. 

To specify a finite lifetime for a multicast scope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable multicast scope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable multicast scope 

 3.
On the Action menu, click Properties. 

 4.
Click the Lifetime tab. 

 5.
For Multicast scope lifetime, click Multicast scope expires on. 

 6.
Using the controls, specify a date and time when the multicast scope is to be expired and removed from the applicable DHCP server. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
By default, multicast scopes do not expire. When created, they exist until they are manually removed. This procedure, however, can be used to provide a means of having the DHCP server automatically remove the multicast scope at an appointed future date and time. 

Manage options and classes

·
Assign a server-based option 

·
Assign a scope-based option 

·
Assign an advanced (class-based) option 

·
Create a new user or vendor class 

·
Define a new option 

·
Modify an option 

·
Remove an option 

To assign a server-based option

 1.
Open DHCP. 

 2.
In the console tree, click Server Options. Where?


L DHCP 

   L Applicable DHCP server 

      L Server Options 

 3.
On the Action menu, click Configure Options. 

 4.
In list of Available Options, select the check box for the first option you want to configure. 

 5.
Under Data entry, type the information required for this option. 

 6.
Repeat the two previous steps for any other server options you want to specify, and then click OK. 

 7.
In addition, you can click the Advanced tab and specify additional server options to be applied only for members of select user or vendor classes. 


Options assigned at this level are only provided to clients identified as members of the classes specified at this tab.

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Server options are inherited as default values for all scopes created at the applicable DHCP server. Option values you configure here are overridden by any scope-based or client-based values assigned for the same options. 

To assign a scope-based option

 1.
Open DHCP. 

 2.
In the console tree, click Scope Options. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Scope Options 

 3.
On the Action menu, click Configure Options. 

 4.
In list of Available Options, select the check box for the first option you want to configure. 

 5.
Under Data entry, type the information required for this option. 

 6.
Repeat the two previous steps for any other server options you want to specify, and then click OK. 

 7.
In addition, you can click the Advanced tab and specify additional scope options to be applied only for members of select user or vendor classes. 


Options assigned at this level are only provided to clients identified as members of the classes specified at this tab.

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Scope options are inherited as default values for all clients of the applicable scope. Option values you configure here are overridden by any reserved client-based values assigned for the same options. 

To assign an advanced (class-based) option

 1.
Open DHCP. 

 2.
In the console tree, choose one: 

·
Click Server Options, if you want to assign advanced options for use by all new scopes at the DHCP server. Where?


L DHCP 

   L Applicable DHCP server 

      L Server Options 

·
Click Scope Options, if you want to assign advanced options for use by a specific scope at the DHCP server. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Scope Options 

 3.
Right-click the folder, and click Configure Options. 

 4.
Click the Advanced tab. 

 5.
Select from the following: 

·
For Vendor class, scroll to select the defined vendor class at the DHCP server (or use the default, DHCP Standard Options) for assigning options for the server or scope. 

·
For User class, scroll to select the defined user class at the DHCP server (or use the default, Default User Class) for assigning options for the server or scope. 

 6.
In the list of Available Options, select the check box for the first option you want to configure. 

 7.
Under Data entry, type the information required for this option. 

 8.
Repeat the two previous steps for any other options you want to specify, and then click OK. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
If a class-based option is assigned, it only applies to DHCP clients that are identified as members of the specified user or vendor class.

To create a new user or vendor class

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L Applicable DHCP server 

 3.
On the Action menu, choose one of the following: 

·
To create a new user class, click Define User Classes. 

·
To create a new vendor class, click Define Vendor Classes. 

 4.
Click Add. 

 5.
In New Class, type the required information. 


To view a description of a dialog box item, right-click the item, and then click What's This?.

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
In the DHCP User Classes and DHCP Vendor Classes dialogs, you can also click either Edit or Remove to modify or delete option classes. 

·
In the New Class dialog box, for ID, set the same binary or ASCII string that matches the DHCP class ID string which is either implemented or set at member clients. 

·
For Windows 2000 DHCP client computers, the ipconfig /setclassid command can be used to set the specified DHCP class ID string. 

To define a new option

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L Applicable DHCP server 

 3.
On the Action menu, click Set Predefined Options. 

 4.
In Predefined Options and Values, click Add. 

 5.
In Option Type, type the required information to define the new option, and then click OK. 


To view a description of a dialog box item, right-click the item, and then click What's This?.

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
By default, standard DHCP options and BOOTP extensions as described in RFC 2132 are predefined for use at Windows 2000 DHCP servers. 

To modify an option

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L Applicable DHCP server 

 3.
On the Action menu, click Set Predefined Options. 

 4.
In Predefined Options and Values, select the following: 

·
For Option class, select the class where the option to be modified is used. 

·
For Option name, scroll to select the option you want to modify. 

 5.
Click Edit. 

 6.
Modify the Name and Description fields for the option as needed. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
For options already defined, only the Name and Description fields can be modified using this procedure. To change other fields (such as Data type, Code, or the applicable class where the option is used), the existing option must be removed and a new option defined. 

·
By default, standard DHCP options and BOOTP extensions as described in RFC 2132 are predefined for use at Windows 2000 DHCP servers. 

To remove an option

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L Applicable DHCP server 

 3.
On the Action menu, click Set Predefined Options. 

 4.
In Predefined Options and Values, select the following: 

·
For Option class, select the class where the option to be removed is used. 

·
For Option name, scroll to select the user-defined option you want to remove. 

 5.
Click Delete. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
By default, standard DHCP options and BOOTP extensions as described in RFC 2132 are predefined at Windows 2000 DHCP servers for use and cannot be removed using this procedure. 

Manage clients and leases

·
View client lease information 

·
Delete a client lease 

·
View, release, or renew a client address lease 

·
Set DHCP class ID information at a client computer 

·
Show DHCP class ID information at a client computer

To view client lease information

 1.
Open DHCP. 

 2.
In the console tree, click Address Leases. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Address Leases 

 3.
In the details pane, locate the client lease for which you want to view information. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
For most clients displayed in the DHCP console, you cannot edit the displayed lease information. Only reserved scope clients permit some of this information to be edited. 

To delete a client lease

 1.
Open DHCP. 

 2.
In the console tree, click Address Leases. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Address Leases 

 3.
In the details pane, click the IP address of the client you want to delete. 

 4.
On the Action menu, click Delete. 

 5.
Make a reservation with the IP address, or exclude it from the range. 

 6.
Force the client with the existing lease to give it up. At the command prompt on the client computer, type ipconfig /release. 

 7.
If needed, give the client a new IP address. At the command prompt on the client computer, type ipconfig /renew. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
If you want, you can cancel leases for all clients in the scope. To cancel all current leases, select all of the clients in Address Leases, right-click, and then click Delete. 

·
Deleting a client lease does not prevent the server from offering that IP address again in a future client lease. It also does not prevent the client from requesting the address again, unless steps 5 to 7 are followed. 

·
For Windows 95 and Windows 98 clients, you can use Winipcfg.exe to release or renew a computer address lease. 

To verify, release, or renew a client address lease

 1.
At a DHCP-enabled client computer running Windows, open a command prompt. 

 2.
Use the Ipconfig command-line utility to verify, release, or renew the lease of the client with a DHCP server, as follows: 

·
To verify a DHCP client lease, type ipconfig to view lease-status information. 


Or, type ipconfig /all.

·
To release a DHCP client lease, type ipconfig /release. 

·
To renew a DHCP client lease, type ipconfig /renew. 

Notes

·
The Ipconfig utility is also supported for use in Windows NT. For Windows 95 and Windows 98 clients, use Winipcfg, the Windows IP configuration program, to perform these same tasks. 

·
To run Winipcfg on supporting clients, type winipcfg at either an MS-DOS command prompt or in the Run command window (click Start, and then click Run). When using Winipcfg to release or renew leases, click Release or Renew to perform these respective tasks. 

To set DHCP class ID information at a client computer

 1.
At a DHCP-enabled client computer running Windows 2000, open a command prompt. 

 2.
Use the Ipconfig command-line utility to set the DHCP class ID the client uses when obtaining its lease from the DHCP server. 


You can type the ipconfig /setclassid command as demonstrated in the following example command, which sets an ASCII string ("MyNewClassId") as the DHCP class ID string for the local area network connection in use at the client computer:

C:\>ipconfig /setclassid "Local Area Connection" MyNewClassId

Windows 2000 IP Configuration

        DHCP ClassId successfully modified for adapter"Local Area Connection"

Notes   For a DHCP options class to be in effect between the DHCP server and its clients, both must be configured with a matching DHCP class ID string that identifies the client as a member of a specific user or vendor options class when it obtains its address lease from the server. 

To show DHCP class ID information at a client computer

 1.
At a DHCP-enabled client computer running Windows 2000, open a command prompt. 

 2.
Use the Ipconfig command-line utility to show the DHCP class ID that the client uses when obtaining its lease from the DHCP server. 


You can type the ipconfig /showclassid command as demonstrated in the following example command. This example shows an ASCII string ("MyNewClassId") that is currently set as the DHCP class ID for the local area network connection at the client computer:

C:\>ipconfig /showclassid "Local Area Connection"

Windows 2000 IP Configuration

DHCP Class ID for Adapter "Local Area Connection":

        DHCP ClassID Name . . . . . . . . : Default BOOTP Class

        DHCP ClassID Description  . . . . : User class for BOOTP clients

        DHCP ClassID Name . . . . . . . . : Default Remote Access Class 

        DHCP ClassID Description  . . . . : User class for remote access clients

        Host Name . . . . . . . . . . . . : HOSTA

        Primary DNS Suffix  . . . . . . . : example.microsoft.com

        Node Type . . . . . . . . . . . . : Hybrid

        IP Routing Enabled. . . . . . . . : No

        WINS Proxy Enabled. . . . . . . . : No

Ethernet adapter Local Area Connection:

        Connection-specific DNS Suffix  . :

        Description . . . . . . . . . . . : Combo PCMCIA EthernetCard

        Physical Address. . . . . . . . . : 00-00-00-00-7C-DC

        DHCP Enabled. . . . . . . . . . . : Yes

        Autoconfiguration Enabled . . . . : Yes

        IP Address. . . . . . . . . . . . : 10.0.0.51

        Subnet Mask . . . . . . . . . . . : 255.255.255.0

        Default Gateway . . . . . . . . . : 10.0.0.1

        DHCP Class ID . . . . . . . . . . : MyNewClassId

        DNS servers . . . . . . . . . . . : 10.0.0.3

        Primary WINS server . . . . . . . : 10.0.0.5

Notes   For a DHCP options class to be in effect between the DHCP server and its clients, both must be configured with a matching DHCP class ID string that identifies the client as a member of a specific user or vendor options class when it obtains its address lease from the server. 

Manage reservations and reserved clients

·
Add a client reservation 

·
Change information for a reserved client 

·
Assign an option to a reserved client 

·
Configure advanced (class-based) options for a reserved client 

·
Change the reserved IP address for a client 

To add a client reservation

 1.
Open DHCP. 

 2.
In the console tree, click Reservations. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Reservations 

 3.
On the Action menu, click New Reservation. 

 4.
In New Reservation, type the information required to complete the client reservation. 


To view a description of a dialog box item, right-click the item, and then click What's This?.

 5.
To add the client reservation to the scope, click Add. 

 6.
Repeat the two previous steps for any other client reservations you want to add, and then click Close. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
When adding a reservation, the DHCP server checks for the address you enter in the database to make sure it is not currently in use by another client. 

·
Reservations are applied on the basis of the DHCP client Media Access Control (MAC) address for the applicable network connection. 


To locate this address, at the client computer, type ipconfig /all at a command prompt and view the Physical Address for the connection. Alternately, you can right-click the connection in the Network and Dial-up Connections folder and select Properties to view this information.

To change information for a reserved client

 1.
Open DHCP. 

 2.
In the console tree, click Reservations. Where?


L DHCP

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Reservations 

 3.
In the details pane, click the reserved client for which you want to change information. 


Note any information currently used for the reservation that you want to preserve.

 4.
On the Action menu, click Delete. 

 5.
Add a new reservation, merging any of the reserved client information you want to keep or modify as needed. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Reservations, once made, cannot be modified. To change information for an existing client reservation, you must delete and recreate it. 

To assign an option to a reserved client

 1.
Open DHCP. 

 2.
In the console tree, click Reservations. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Reservations 

 3.
In the details pane, click the reserved client for which you want to assign options. 

 4.
On the Action menu, click Configure Options. 

 5.
In the list of Available Options, select the check box for the first option you want to configure. 

 6.
Under Data entry, type the information required for this option. 

 7.
Repeat the two previous steps for any other reserved client options you want to specify, and then click OK. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Reserved client options configured here override option values assigned at either the server or scope levels of configuration. 

To configure advanced (class-based) options for a reserved client

 1.
Open DHCP. 

 2.
In the console tree, click Reservations. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Reservations 

 3.
In the details pane, click the reserved client for which you want to assign options. 

 4.
On the Action menu, click Configure Options. 

 5.
Click the Advanced tab. 

 6.
Select from the following: 

·
For Vendor class, scroll to select the defined vendor class at the DHCP server (or use the default, DHCP Standard Options) for assigning options to the reserved client. 

·
For User class, scroll to select the defined user class at the DHCP server (or use the default, Default User Class) for assigning options to the reserved client. 

 7.
In the list of Available Options, select the check box for the first option you want to configure. 

 8.
Under Data entry, type the information required for this option. 

 9.
Repeat the two previous steps for any other options you want to specify, and then click OK. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
If a class-based option is assigned, it only applies if the reserved client is identified as a member of the specified user or vendor classes. 

To change the reserved IP address for a client

 1.
Open DHCP. 

 2.
In the console tree, click Reservations. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

            L Reservations 

 3.
In the details pane, select the reserved client for which you want to change the IP address. 

 4.
To delete the current reservation, on the Action menu, click Delete. 

 5.
Add a new reservation in DHCP that uses the new IP address for the client. 

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
The IP address in an existing client reservation cannot be modified directly. To achieve similar results, the existing reservation must be deleted and a new reservation added. 

Manage BOOTP and remote access clients

·
View the BOOTP table 

·
Add an entry to the BOOTP table 

·
Add dynamic BOOTP client support to a scope 

·
Change the lease time for remote access clients 

To view the BOOTP table

 1.
Open DHCP. 

 2.
In the console tree, click the applicable DHCP server. Where?


L DHCP 

   L Applicable DHCP server 

 3.
On the Action menu, click Properties. 

 4.
Verify that the Show the BOOTP table folder check box is selected. 


If the check box is cleared, select it and then click OK.

 5.
In the console tree, click BOOTP Table. Where?


L DHCP 

   L Applicable DHCP server 

      L BOOTP Table 


BOOTP entries, if any have been added to the BOOTP table, appear in the details pane.

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
By default, the BOOTP table is empty. 

To add an entry to the BOOTP table

 1.
Open DHCP. 

 2.
In the console tree, click BOOTP Table. Where?


L DHCP 

   L Applicable DHCP server 

      L BOOTP Table 

 3.
On the Action menu, click New Boot Image. 

 4.
In the Add BOOTP Entry dialog box, enter the required information. 


To view a description of a dialog box item, right-click the item, and then click What's This?.

 5.
Click Add. 

 6.
Repeat the previous two steps for each additional BOOTP entry you want to add, and then click Close. 

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

To add dynamic BOOTP client support to a scope

 1.
Open DHCP. 

 2.
In the console tree, click the applicable scope. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable superscope (if used) 

         L Applicable scope 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
For Assign IP addresses dynamically to clients of, click either Both or BOOTP only. 

 6.
If needed, in Lease duration for BOOTP clients adjust the default lease length. 


The lease length is used by the DHCP server to determine how long to preserve leases made dynamically for BOOTP clients of the applicable scope.

Notes

·
To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP. 

·
Unlike DHCP, where clients can initiate a protocol message to release or renew their address lease, BOOTP clients can only obtain or negotiate their IP address lease at boot time. For this reason, it is recommended that you select a lease length for BOOTP clients that exceeds the time between when BOOTP clients are restarted on the network. 

To change the lease time for remote access clients

 1.
Open DHCP. 

 2.
In the console tree, click Scope Options. Where?


L DHCP 

   L Applicable DHCP server 

      L Applicable scope 

 3.
Right-click Scope Options and click Configure Options. 

 4.
Click Advanced. 

 5.
In User class, select Default remote access class. 

 6.
In Available Options, click the check box for 051 Lease. 

 7.
In Long, type the lease value in seconds. 


For example, if you want the lease time to be one hour, type: 0x3600

Note   To open DHCP, click Start, point to Programs, point to Administrative Tools, and then click DHCP.

Use DHCP command-line tools

·
Optimize the command prompt for use with command-line tools 

·
Use DHCP commands interactively at the command prompt 

·
Use DHCP commands non-interactively or in scripts 

To optimize the command prompt for use with command-line tools

 1.
Open Command Prompt. 

 2.
Click the upper left corner of the command prompt window and then click Properties. 

 3.
Click the Options tab. 

 4.
Modify command prompt options. 


For command history, increase Buffer Size to 500 and Number of Buffers to 5. Under edit options, click Quick Edit Mode and Insert Mode.

 5.
Click the Layout tab. 

 6.
Increase Screen Buffer Size to 2500. 

 7.
Click OK to apply changes. 


When prompted, select Modify shortcut that started this window.

Notes

·
To open Command Prompt, click Start, point to Programs, and then click Command Prompt. 

·
As a keyboard option for step 2, access the Command Prompt Properties dialog box by doing the following: press the ALT key and the spacebar at the same time, then press "P" to select Properties. 

·
By optimizing the command prompt window using this procedure, you can use Windows Explorer features, such as scrolling, and quickly mark, copy, and paste to and from the command prompt window. By increasing the screen buffer size, you can scroll back to previous command output and more easily view command-line help text. 

To use DHCP commands interactively at the command prompt

 1.
Open Command Prompt. 

 2.
Type netsh. 

 3.
At the netsh> (Netshell) command prompt, type dhcp. 

 4.
At the dhcp> (DHCP helper) command prompt, type either server \\servername or server ip_address for the server you want to manage. 


Once a server has been successfully reached that you have rights to manage, you should see "You have Read and Write access to the server servername"

 5.
Once connected, you can use any supported Netshell command for DHCP. 


Type /? or help to display the immediate DHCP subcommand menu or as an option, type list to list all Netshell subcommands available for use with DHCP.

Notes

·
To open Command Prompt, click Start, point to Programs, and then click Command Prompt. 

·
The \\servername parameter is optional and can be left unspecified if you are performing commands locally at the DHCP server located on the same computer as the command is executed. If the server being managed is remote, this parameter is required and the name of the server must be specified. 

·
In order to manage a DHCP server using the Netshell command-line, you must be logged on as a member of either the local Administrators group or (for Windows 2000 Server only) the local DHCP Administrators group on the applicable server computer. 

To use DHCP commands non-interactively or in scripts

 1.
Open Command Prompt. 

 2.
At the command prompt or in scripted usage, you can use Netshell commands for DHCP non-interactively by using the following fully qualified command syntax: 


netsh dhcp server [\\servername] subcommand.

Notes

·
To open Command Prompt, click Start, point to Programs, and then click Command Prompt. 

·
The \\servername parameter is optional and can be left unspecified if you are performing commands locally at the DHCP server located on the same computer as the command is executed. If the server being managed is remote, this parameter is required and the name of the server must be specified. 

·
In order to manage a DHCP server using the Netshell command-line, you must be logged on as a member of either the local Administrators group or (for Windows 2000 Server only) the local DHCP Administrators group on the applicable server computer. 

Concepts

This section provides general background information about Dynamic Host Configuration Protocol (DHCP), and server and client software provided by Microsoft and Windows 2000.

·
DHCP overview 

·
Understanding DHCP 

·
Using DHCP 

·
Resources 

DHCP overview

This section covers:

·
DHCP defined 

·
Benefits of using DHCP 

·
How DHCP works 

·
DHCP terminology 

·
DHCP tools 

·
New features

DHCP defined

Dynamic Host Configuration Protocol (DHCP) is a TCP/IP standard for simplifying management of host IP configuration. The DHCP standard provides for the use of DHCP servers as a way to manage dynamic allocation of IP addresses and other related configuration details to DHCP-enabled clients on your network.

Every computer on a TCP/IP network must have a unique computer name and IP address. The IP address (together with its related subnet mask) identifies both the host computer and the subnet to which it is attached. When you move a computer to a different subnet, the IP address must be changed. DHCP allows you to dynamically assign an IP address to a client from a DHCP server IP address database on your local network:

For TCP/IP-based networks, DHCP reduces the complexity and amount of administrator work involved in reconfiguring computers.

Windows 2000 Server provides an RFC-compliant DHCP service you can use to manage IP client configuration and automate IP address assignment on your network. For more information on the DHCP standard specifications, see DHCP RFCs.

Benefits of using DHCP

DHCP provides the following benefits for administering your TCP/IP-based network:

·
Safe and reliable configuration 


DHCP avoids configuration errors caused by the need to manually type in values at each computer. Also, DHCP helps prevent address conflicts caused by a previously assigned IP address being reused to configure a new computer on the network.

·
Reduces configuration management 


Using DHCP servers can greatly decrease time spent configuring and reconfiguring computers on your network. Servers can be configured to supply a full range of additional configuration values when assigning address leases. These values are assigned using DHCP options.


Also, the DHCP lease renewal process helps assure that where client configurations need to be updated often (such as users with mobile or portable computers who change locations frequently), these changes can be made efficiently and automatically by clients communicating directly with DHCP servers.

How DHCP works

DHCP uses a client-server model. The network administrator establishes one or more DHCP servers that maintain TCP/IP configuration information and provide it to clients. The server database includes the following:

·
Valid configuration parameters for all clients on the network. 

·
Valid IP addresses maintained in a pool for assignment to clients, plus reserved addresses for manual assignment. 

·
Duration of a lease offered by the server. The lease defines the length of time for which the assigned IP address can be used. 

With a DHCP server installed and configured on your network, DHCP-enabled clients can obtain their IP address and related configuration parameters dynamically each time they start and join your network. DHCP servers provide this configuration in the form of an address-lease offer to requesting clients.

DHCP terminology

Term
Description

scope
A scope is the full consecutive range of possible IP addresses for a network. Scopes typically define a single physical subnet on your network to which DHCP services are offered. Scopes also provide the primary way for the server to manage distribution and assignment of IP addresses and any related configuration parameters to clients on the network.

superscope
A superscope is an administrative grouping of scopes that can be used to support multiple logical IP subnets on the same physical subnet. Superscopes only contain a list of member scopes or child scopes that can be activated together. Superscopes are not used to configure other details about scope usage. For configuring most properties used within a superscope, you need to configure member scope properties individually.

exclusion range
An exclusion range is a limited sequence of IP addresses within a scope, excluded from DHCP service offerings. Exclusion ranges assure that any addresses in these ranges are not offered by the server to DHCP clients on your network.

address pool
After you define a DHCP scope and apply exclusion ranges, the remaining addresses form the available address pool within the scope. Pooled addresses are eligible for dynamic assignment by the server to DHCP clients on your network.

lease
A lease is a length of time that a DHCP server specifies, during which a client computer can use an assigned IP address. When a lease is made to a client, the lease is active. Before the lease expires, the client typically needs to renew its address lease assignment with the server. A lease becomes inactive when it expires or is deleted at the server. The duration for a lease determines when it will expire and how often the client needs to renew it with the server.

reservation
You use a reservation to create a permanent address lease assignment by the DHCP server. Reservations assure that a specified hardware device on the subnet can always use the same IP address.

option types
Option types are other client configuration parameters a DHCP server can assign when serving leases to DHCP clients. For example, some commonly used options include IP addresses for default gateways (routers), WINS servers, and DNS servers. Typically, these option types are enabled and configured for each scope. The DHCP console also permits you to configure default option types that are used by all scopes added and configured at the server. Most options are predefined through RFC 2132, but you can use the DHCP console to define and add custom option types if needed.

options class
An options class is a way for the server to further manage option types provided to clients. When an options class is added to the server, clients of that class can be provided class-specific option types for their configuration. For Windows 2000, client computers can also specify a class ID when communicating with the server. For earlier DHCP clients that do not support the class ID process, the server can be configured with default classes to use instead when placing clients in a class. Options classes can be of two types: vendor classes and user classes.

DHCP tools

The primary tool that you use to manage DHCP servers is the DHCP console, which is added to the Administrative Tools folder in Control Panel when you install a DHCP server for Windows 2000 Server. The DHCP console appears as a Microsoft Management Console (MMC) snap-in, to further integrate DHCP administration into your total network management.

After you install a DHCP server, you can use the DHCP console to perform these basic administrative server tasks:

 1.
Create scopes. 

 2.
Add and configure superscopes and multicast scopes. 

 3.
View and modify scope properties for scopes, such as setting additional exclusion ranges. 

 4.
Activate scopes or superscopes. 

 5.
Monitor scope leasing activity occasionally by reviewing the Active Leases for each scope. 

 6.
Create reservations in scopes as needed for DHCP clients that require a permanent IP address for leased use. 

In addition, you can also use the DHCP console to perform the following optional or advanced setup tasks:

·
Add new custom default option types. 

·
Add and configure any user or vendor-defined option classes. 

·
Further configure other server properties, such as audit logging or BOOTP tables. 

In addition, this version of the DHCP console also contains new features and enhancements, many of which were suggested by network managers. These include enhanced server performance monitoring, more pre-defined DHCP option types, dynamic update support for clients running earlier versions of Windows, and detection of unauthorized DHCP servers on your network.

Notes

·
Windows 2000 Server includes many new features beyond those provided in earlier versions. For more information, see New features. 

·
The DHCP console provides new ways to perform familiar DHCP administrative tasks previously performed in Windows NT Server 4.0 using DHCP Manager. For more information, see New ways to do familiar tasks. 

·
For Windows 2000 Server, DHCP administration can also be performed using command-line based tools. For more information, see Netshell commands for DHCP or Use DHCP command-line tools. 

New features

DHCP in Windows 2000 Server provides the following new features:

·
New local groups for providing limited server and console access to DHCP administrators and users. 


Two new local administrative groups are created when a DHCP server is installed on a server computer: the DHCP Users and DHCP Administrators groups. The DHCP Users group can be used to provide read-only console access to the server. Where used, this group grants members the ability to view, but not modify, server data.


The DHCP Administrators group provides a higher level of administrative access. Members added to this group can fully manage and modify any data at the DHCP server, but are not provided full unlimited administrative access, such as if the local Administrators group were used instead to provide administrative access to the applicable DHCP server.

·
Automatic assignment of IP addresses


For Windows 2000 (and Windows 98), DHCP-enabled clients can now configure themselves to use a temporary IP configuration if a DHCP server is unavailable to provide a lease when they start on a network. For DHCP clients running these versions of Windows, the client tries to contact a DHCP server in the background every five minutes to eventually obtain its valid IP address lease.


Automatic assignment is always transparent to users, who are not prompted if the client fails to obtain a lease from a DHCP server. Addresses are self-assigned from a network address range that is reserved for private TCP/IP usage and not used on the Internet. For more information, see Automatic client configuration.

·
Enhanced performance monitoring and server reporting capabilities


DHCP is critical to the success of your network infrastructure. Without working DHCP servers, IP clients can lose some or all of their ability to access or use your network. Because many experienced network administrators realize the importance of close monitoring of DHCP servers, several changes have been made to assist in this area.


New performance monitoring counters have been added to Windows 2000 Server to help you monitor DHCP server performance on your network. For more information, see Monitoring server performance.

·
Expanded scope support for multicast scopes and superscopes


Microsoft DHCP server now supports additional scopes that you can use to streamline your ongoing administration of IP address configurations.


New multicast scopes make it possible for DHCP-enabled clients to lease Class D-type IP addresses (224.0.0.0 to 239.255.255.255) for participation in multicast groups. For more information, see Using multicast scopes.


Superscopes (a late addition to Windows NT Server 4.0) are useful for creating an administrative grouping of member scopes. Superscopes can be helpful when you want to renumber or expand the IP address space on your network without disturbing currently active scopes. For more information, see Using superscopes.

·
Support for user-specified and vendor-specified option classes 


You can use this feature to separate and distribute appropriate options for clients with similar or special configuration needs.


For example, you might assign all DHCP-enabled clients on the same floor of your building to the same option class. You could use this class (configured with the same DHCP Class ID value) to distribute other options data during the lease process, overriding any scope or global default options. In this way, options appropriate to a set of class-member clients in the same network location (such as a specific default gateway or parent domain name) are applied as class-specific options. For more information, see Using option classes.

·
Integration of DHCP with DNS


With Windows 2000, a DHCP server can enable dynamic updates in the DNS namespace for any of its clients that support these updates. Scope clients can then use DNS dynamic update protocol to update their host name-to-address mapping information (which is stored in zones on the DNS server) whenever changes occur to their DHCP-assigned address. For more information, see Using DNS servers with DHCP.

·
Detection of unauthorized DHCP servers through the use of Active Directory integration


When a DHCP server is started on a network unintentionally, it can disturb normal TCP/IP network operations. This is because DHCP clients frequently use broadcasts to the network to discover a DHCP server when started. To prevent unintended problems, Windows 2000 Server provides a method of authorizing a DHCP server as well as a means to detect and shut down unauthorized servers.


When a Windows 2000 DHCP server attempts to start on the network, Active Directory is queried and the server computer's IP address is compared to the list of authorized DHCP servers. If a match is found, the server computer is authorized as a DHCP server. If a match is not found, the server is not authorized and is identified as an unauthorized server. In this case, the DHCP Server service installed and running on the unauthorized server is automatically shut down before it can disturb the network.


For these features to be used, you must also deploying and use Active Directory with Windows 2000 DHCP servers. Other DHCP servers do not support this feature. Server detection is performed using a DHCP server object created in Active Directory. This object lists the IP addresses of the servers authorized to provide DHCP service to clients on the network.


For more information, see Authorizing DHCP servers.

·
Dynamic support for BOOTP clients. 


The DHCP service provides additional support for BOOTP clients in large enterprise networks through the addition of dynamic BOOTP.


Dynamic BOOTP is an extension of the BOOTP protocol that permits the DHCP server to configure BOOTP clients without having to use explicit fixed address configuration. This feature provides easier administration of large BOOTP networks by allowing automatic distribution of IP addresses (much the same way that DHCP does) without having to change client side behavior.


For more information on using dynamic BOOTP with your DHCP servers, see Supporting BOOTP clients.

Understanding DHCP

This section covers:

·
DHCP servers 

·
DHCP clients 

·
DHCP/BOOTP relay agents 

·
DHCP in Windows 2000 

·
DHCP options 

·
Understanding user and vendor classes 

·
BOOTP and DHCP 

·
The DHCP database 

DHCP servers

Configuring DHCP servers for a network provides the following benefits:

·
The administrator can assign and specify global and subnet-specific TCP/IP parameters centrally for use throughout the entire network. 

·
Client computers do not require manual TCP/IP configuration. 

·
When a client computer moves between subnets, its old IP address is freed for reuse. The client reconfigures its TCP/IP settings automatically when the computer is restarted in its new location. 

·
Most routers can forward DHCP and BOOTP configuration requests, so DHCP servers are not required on every subnet in the network. 

How clients use servers

A computer running Windows 2000 becomes a DHCP client if Obtain an IP address is selected in its TCP/IP properties. When a client computer is set to use DHCP, it accepts a lease offer and can receive from the server the following:

·
Temporary use of an IP address known to be valid for the network it is joining. 

·
Additional TCP/IP configuration parameters for the client to use in the form of options data. 

Also, if conflict detection is configured, the DHCP server attempts to ping each available address in the scope prior to presenting the address in a lease offer to a client. This ensures that each IP address offered to clients is not already in use by another non-DHCP computer that uses manual TCP/IP configuration.

How servers provide optional data

In addition to an IP address, DHCP servers can be configured to provide optional data to fully configure TCP/IP for clients. Some of the most common DHCP option types configured and distributed by the DHCP server during leases include:

·
Default gateways (routers), which are used to connect a network segment to other network segments. 

·
Other optional configuration parameters to assign to DHCP clients, such as IP addresses for the DNS servers or WINS servers that the client can use in resolving network host names. 

For more information, see DHCP options.

DHCP clients

This section covers:

·
Client overview 

·
Microsoft DHCP clients 

·
Automatic client configuration 

·
How clients obtain configuration 

Client overview

DHCP clients can be any Microsoft Windows-based clients, or other clients that support and comply with client behavior described in the updated DHCP standards document, RFC 2132, published by the Internet Engineering Task Force (IETF).

In most cases, no additional steps are needed to enable Windows-based clients to use DHCP configuration. If a Windows-based client computer is not configured to use DHCP (that is, it is currently configured statically for its IP address), it can be enabled to with a simple configuration change. For more information, see To configure TCP/IP for dynamic addressing.

Microsoft DHCP clients

DHCP client support is provided for computers running under any of these Microsoft operating systems:

·
Windows 2000 (all released versions) 

·
Windows NT (all released versions) 

·
Windows 98 

·
Windows 95 

·
Windows for Workgroups version 3.11 (with the Microsoft 32-bit TCP/IP VxD installed) 

·
Microsoft-Network Client version 3.0 for MS-DOS (with the real-mode TCP/IP driver installed) 

·
LAN Manager version 2.2c 

Supported options for Microsoft DHCP clients

By default, Microsoft-based DHCP clients can recognize and use option types in two categories:

 1.
Information options 


You can use the DHCP console to explicitly configure these option types and any associated values provided to clients. These options are not required and can be assigned at your discretion.

 2.
Protocol options 


You implicitly configure values for these options based on Properties configured at either the applicable server or one of its scopes. These options are always included in DHCP client/server messages as they are a required part of protocol design.

Information options

All Microsoft DHCP clients support a common set of DHCP standard options. This support is provided for all clients running released versions of Windows and MS-DOS operating systems. For Windows 2000 DHCP clients only, some additional DHCP standard and Microsoft-specific options are also supported.

The following table lists DHCP standard options that all Microsoft DHCP clients are able to support and use, if provided by the DHCP server during the lease process.

Code
Description

3
Router

6
DNS server

15
DNS domain name

44
WINS server 

46
NetBIOS node type

The following table lists additional DHCP standard options that only Windows 2000 DHCP clients are able to use when configured at the DHCP server and provided during the IP address leasing process.

Code
Description

31
Perform router discovery

33
Static route

When a DHCP server actively provides these options, clients receive and use the associated values in their local TCP/IP configurations for the period of leased configuration.

In addition to these standard options, you can also use or assign other Microsoft vendor-specific options when using Microsoft predefined user and vendor classes. For more information, see Microsoft options.

Protocol options

The following table shows internal option types that Microsoft DHCP clients use when communicating with a DHCP server to obtain or renew their leased configurations.

Code
Description

1
Subnet mask

51
IP address lease time

53
DHCP message type

54
Server identifier

58
Lease renewal time

59
Lease rebinding time

In most cases, the actual values provided with these protocol options are provided to clients based on Properties set at the applicable DHCP server where the client obtains its address lease. You can also use the DHCP console to configure or tune these options individually for defined scopes, identifying members of a specified user or vendor class, or for a single reserved client.

Note   For more information, see DHCP options reference. 

Automatic client configuration

For Windows 2000, DHCP clients automatically configure an IP address and subnet mask when started if a DHCP server is unavailable. This feature—referred to as IP auto-configuration—can be useful for clients on small private networks, such as a small business office or home network environment.

If clients are configured to use a DHCP server (instead of being manually configured with an IP address and other parameters), then the DHCP client service engages each time the computer starts. For Windows 2000, the DHCP client service uses a two-step process to configure the client with an IP address and other configuration information:

 1.
The DHCP client attempts to locate a DHCP server and obtain a configuration from it. 

 2.
If a DHCP server cannot be found, the DHCP client auto-configures its IP address and subnet mask using a selected address from the Microsoft-reserved class B network, 169.254.0.0, with the subnet mask, 255.255.0.0. 


The DHCP client will test for an address conflict by using a gratuitous ARP to make sure that the IP address it has chosen is not already in use on the network. If a conflict is found, the client selects another IP address to try and use. For each address conflict, the client will retry auto-configuration for up to 10 addresses.

 3.
Once the DHCP client succeeds in selecting an address in the 169.254.0.0 network range not in use, it will configure the interface with this address. 


The client continues to check for a DHCP server in the background every five minutes. If later a DHCP server is found, the client abandons its auto-configured information. The DHCP client then uses an address offered by the DHCP server (and any other provided DHCP options information) to update its IP configuration settings.

In the case where the DHCP client has previously obtained a lease from a DHCP server, the following modified sequence of events occurs:

 1.
If the client lease is still valid (not expired) at boot time, the client will try to renew its lease with the DHCP server. 

 2.
If during the renewal attempt the client fails to locate any DHCP server, it will attempt to ping the default gateway that is listed in the lease. Depending on whether the ping fails or succeeds, the DHCP client proceeds as follows: 

·
If a ping of the default gateway succeeds, the DHCP client assumes that it is still located on the same network where it obtained its current lease, and continue to use the lease. 


By default, the client will next attempt in the background to renew its lease when 50 percent of its assigned lease time has expired.

·
If a ping request of the default gateway fails, the client assumes that it has been moved to a network where DHCP services are not available, such as a home network. 


The client then auto-configures its IP address as described previously. Once the client is auto-configured, it continues to try to locate a DHCP server every five minutes in the background and obtain a lease.

How clients obtain configuration

DHCP clients use two different processes to communicate with DHCP servers and obtain a configuration. The lease process steps vary depending on whether the client is initializing or renewing its lease.

The initialization process occurs when a client computer first starts and attempts to join the network. The renewal process occurs after a client has a lease, but needs to renew that lease with the server.

Initial lease process

The first time a DHCP-enabled client starts, it automatically follows an initialization process to obtain a lease from a DHCP server. The steps for this process are:

 1.
The DHCP client broadcasts a DHCP discover message to the local subnet. 

 2.
A DHCP server can respond with a DHCP offer message (DHCPOFFER) that contains an offered IP address for lease to the client. 

 3.
If no DHCP servers respond to the client discovery request, the client can proceed in either of two ways: 

·
If the client is running under Windows 2000 and IP auto-configuration has not been disabled, the client self-configures an IP address for use with automatic client configuration. 

·
If the client is not running under Windows 2000 (or IP auto-configuration has been disabled), the client fails to initialize. Instead, if left running, it continues to resend DHCP discover messages in the background (four times every five minutes) until it receives a DHCP offer message from a server. 

 4.
As soon as a DHCP offer message is received, the client selects the offered address by replying to the server with a DHCP request. 

 5.
Typically, the offering server sends a DHCP acknowledgement message (DHCPACK), approving the lease. 


Also, other DHCP options information is included in the acknowledgement.

 6.
Once the client receives acknowledgment, it configures its TCP/IP properties using the information in the reply and joins the network. 

The following illustration shows the lease process between the DHCP server and client.

Note   In rare cases, a DHCP server can alternately return a DHCP negative acknowledgment message (DHCPNAK) to the client for step 5. This can happen when a client requests an invalid or duplicate address for the network. If a client receives a negative acknowledgement, the current initialization process fails. In this case, the client starts over at step 1, repeating the process as outlined above

Lease renewal process

When a DHCP client shuts down and restarts (on the same subnet), it typically obtains a lease for the same IP address it had prior to the shutdown.

After 50 percent of the client lease time elapses, the client tries to renew its lease with the DHCP server as follows:

 1.
The client sends a DHCP request message (DHCPREQUEST) directly to the server that leased it, to renew and extend its current address lease. 

 2.
If the server is reachable, it typically sends a DHCP acknowledgement message (DHCPACK) to the client, which renews the current lease. 


Also, as in the initial lease process, other DHCP options information is included in this reply. If any options information has changed since the client first obtained its lease, the client updates its configuration accordingly.

 3.
If the client is unable to communicate with its original DHCP server, the client waits until it reaches a rebinding state. When the client reaches this state, it attempts to renew its current lease with any available DHCP server. 

 4.
If a server responds with a DHCP offer message (DHCPOFFER) to update the current client lease, the client can renew its lease based on the offering server and continue operation. 

 5.
If the lease expires and no server has been contacted, the client must immediately discontinue using its leased IP address. 

 6.
The client then follows the same process used during its initial startup operation to obtain a new IP address lease. 

DHCP/BOOTP relay agents

This section covers:

·
Understanding relay agents 

·
Relay agent configurations 

·
Relay agent design issues 

Understanding relay agents

A relay agent is a small program that relays DHCP/BOOTP messages between clients and servers on different subnets. DHCP/BOOTP relay agents are part of the DHCP and BOOTP standards and function according to the Request for Comments (RFCs), standard documents that describe protocol design and related behavior. (For more information, see DHCP RFCs.)

DHCP/BOOTP router support

In TCP/IP networking, routers are used to interconnect hardware and software used on different physical network segments called subnets and forward IP packets between each of the subnets. To support and use DHCP service across multiple subnets, routers connecting each subnet should comply with DHCP/BOOTP relay agent capabilities described in RFC 1542.

To be compliant with RFC 1542 and provide relay agent support, each router must be able to recognize BOOTP and DHCP protocol messages and process (relay) them appropriately. Because routers interpret DHCP messages as BOOTP messages (such as a UDP message sent through the same UDP port number and containing shared message structure), a router with BOOTP-relay agent capability typically relays DHCP packets and any BOOTP packets sent on the network.

If a router cannot function as a DHCP/BOOTP relay agent, each subnet must have either its own DHCP server or another computer that can function as a relay agent on that subnet. In cases where it is impractical or impossible to configure routers to support DHCP/BOOTP relay, you can configure a computer running Windows NT Server 4.0 or later to act as a relay agent by installing the DHCP Relay Agent service.

In most cases, routers support DHCP/BOOTP relay. If your routers do not, contact your router manufacturer or supplier to find out if a software or firmware upgrade is available to support this feature.

How relay agents work

A relay agent relays DHCP/BOOTP messages that are broadcast on one of its connected physical interfaces, such as a network adapter, to other remote subnets to which it is connected by other physical interfaces. The following illustration shows how client C on Subnet 2 obtains a DHCP address lease from DHCP server 1 on Subnet 1.

 1.
DHCP client C broadcasts a DHCP/BOOTP discover message (DHCPDISCOVER) on Subnet 2, as a User Datagram Protocol (UDP) datagram using the well-known UDP server port of 67 (the port number reserved and shared for BOOTP and DHCP server communication). 

 2.
The relay agent, in this case a DHCP/BOOTP relay-enabled router, examines the gateway IP address field in the DHCP/BOOTP message header. If the field has an IP address of 0.0.0.0, the agent fills it with the relay agent or router's IP address and forwards the message to the remote Subnet 1 where the DHCP server is located. 

 3.
When DHCP server 1 on remote Subnet 1 receives the message, it examines the gateway IP address field for a DHCP scope that can be used by the DHCP server to supply an IP address lease. 

 4.
If DHCP server 1 has multiple DHCP scopes, the address in the gateway IP address field (GIADDR) identifies the DHCP scope from which to offer an IP address lease.


For example, if the gateway IP address (GIADDR) field has an IP address of 10.0.0.2, the DHCP server checks its available set of address scopes for a scope range of addresses that matches the class A IP network that includes the gateway address as a host. In this case, the DHCP server would make a check for a scope of addresses between 10.0.0.1 and 10.0.0.254. If a matching scope exists, the DHCP server selects an available address from the matched scope to use in an IP address lease offer response to the client.

 5.
When DHCP server 1 receives the DHCPDISCOVER message, it processes and sends an IP address lease offer (DHCPOFFER) directly to the relay agent identified in the gateway IP address (GIADDR) field. 

 6.
The router then relays the address lease offer (DHCPOFFER) to the DHCP client.


The client IP address is still unknown, so it has to be broadcast on the local subnet. Similarly, a DHCPREQUEST message is relayed from client to server, and a DHCPACK message is relayed from server to client, according to RFC 1542.

Note   For more information, see Relay agent design issues. 

Relay agent configurations

There are several relay agent configuration options available if you plan to incorporate a relay agent into your DHCP/BOOTP-enabled network. These include using other routers, Windows 2000 Routing and Remote Access service, and the DHCP Relay Agent component provided in Windows NT Server 4.0.

Third party router

This example shows a third party router configuration. The router is running a relay agent forwarding DHCP requests between Subnet A and Subnet B. Typically, the relay agent on the router must be configured with the IP Helper Address of the DHCP server.

Windows 2000 Server Routing and Remote Access service

This example shows the Windows 2000 Server Routing and Remote Access configuration. The DHCP Relay Agent on Windows 2000 Server must be configured with the IP address of the DHCP server to relay DHCP requests between Subnet A and Subnet B. For more information about setting up the DHCP Relay Agent in Windows 2000 Server, see Configure the DHCP Relay Agent.

Windows NT Server 4.0

This example shows how a standard IP router can be used with Windows NT Server 4.0 to relay DHCP requests between Subnet A and Subnet B.

Relay agent design issues

There are important design issues to consider before you set up relay agents on your network.

When you have multiple DHCP servers, Microsoft recommends that you place your DHCP servers on different subnets, to achieve a degree of fault tolerance, rather than having all of them on one subnet. The servers should not have common IP addresses in their scopes (each server should have a unique pool of addresses).

If the DHCP server on the local subnet shuts down, requests are relayed to a remote subnet, The DHCP server at that location can respond to DHCP requests if it maintains a scope of IP addresses for the requesting subnet. If the remote server has no scope defined for the requesting subnet, it cannot provide IP addresses even if it has available addresses for other scopes. If each DHCP server has a pool of addresses for each subnet, then it can provide IP addresses for remote clients whose own DHCP server is offline.

Recommended

The following relay agent implementation is recommended for best routed DHCP network performance. It uses two DHCP servers that are attached to two different subnets. The relay agents operating on each of the routers used to connect the subnets have varied delay intervals (one is set to 4 seconds, the other uses no delay). This eliminates the risk of undesirable floods of DHCP packets through randomly selected network paths.

Not recommended

The following relay agent implementation is not recommended. It has the same number of DHCP servers and subnets as in the previous example, but less caution has been used. The risk of DHCP discovery messages (DHCPDISCOVERs), which are broadcasted by the DHCP clients at startup, being randomly forwarded or duplicated when destined for the other subnets is much higher. Moreover, the relay agents do not use any delay interval. This increases the likelihood that both relay agents (routers) duplicate any client broadcasted messages, which could potentially flood the remote subnets.

DHCP in Windows 2000

This section covers:

·
Audit logging 

·
Multicast address allocation 

Audit logging

Windows 2000 DHCP servers include several new logging features and server parameters that provide enhanced auditing capabilities. You can now specify the following features:

·
The directory path in which the DHCP server stores audit log files. 

·
A maximum size restriction (in megabytes) for the total amount of disk space available for all audit log files created and stored by the DHCP service. 

·
An interval for disk checking that is used to determine how many times the DHCP server writes audit log events to the log file before checking for available disk space on the server. 

·
A minimum size requirement (in megabytes) for server disk space that is used during disk checking to determine if sufficient space exists for the server to continue audit logging. 

Notes

·
You can selectively enable or disable the audit logging feature at each DHCP server. For more information, see To enable DHCP server logging. 

·
Only the directory path in which the DHCP server stores audit log files can be modified using the DHCP console. To do so, first select the applicable DHCP server in the console tree. On the Action menu, click Properties. Next, click the Advanced tab and edit Audit log file path as necessary. 

·
Other audit logging parameters described above are adjusted through registry-based configuration changes. For more information on the Windows 2000 DHCP server registry, see the Windows 2000 Server Resource Kit. For more information on modifying the registry, see The Windows 2000 registry. 

How audit logging works

The audit logging behavior discussed in this section applies only to the DHCP Server service provided with Windows 2000 Server. It replaces the previous DHCP logging behavior used in earlier versions of Windows NT Server, which do not perform audit checks and use only a single log file named Dhcpsrv.log for logging service events.

The formatted structure of DHCP server logs and the level of reporting maintained for audited logging are the same as in earlier DHCP server versions provided with Windows NT Server. For more information, see Analyzing server log files.

Naming audit log files

The DHCP Server service bases the name of the audit log file on the current day of the week, as determined by checking the current date and time at the server.

For example, when the DHCP server starts, if the current date and time is:

Wednesday, March 5, 1998, 04:56:42 P.M.

then the server audit log file is named:

DhcpSrvLog.Wed

Starting a daily audit log

When a DHCP server starts or a new week day begins (when the local time on the computer is 12:00 A.M.), the server writes a header message in the audit log file, indicating that logging has started. Then, depending on whether the audit log file is a new or existing file, the following actions occur:

·
If the file already existed without modification for more than a day, it is overwritten. 

·
If the file already existed but was modified within the previous 24 hours, the file is not overwritten. Instead, new logging activity is appended to the end of the existing file. 

Disk checks

After audit logging starts, the DHCP server performs disk checks at regular intervals, to ensure both the ongoing availability of server disk space and that the current audit log file does not become too large or that log-file growth is not occurring too rapidly.

The DHCP server performs a full disk check whenever either of the following conditions occurs:

·
A set number of server events are logged. 

·
When the date changes on the server computer. 

By default, the DHCP server performs a periodic disk space check for every 50 events it writes to the audit log. A date change can also be detected by the DHCP server when the server computer reaches 12:00 A.M. on its locally set Date/Time clock.

Each time a disk check is completed, the server determines whether disk space is filled. The disk is considered full if either of the following conditions is true:

·
Disk space on the server computer is lower than the required minimum amount for DHCP audit logging. 


By default, if the amount of disk space remaining on the server disk reaches less than 20 megabytes, audit logging is halted.

·
The current audit log file is larger than one-seventh (1/7) of the maximum allotted space or size for the combined total of all audit logs currently stored on the server. 


At the time of the disk check, the DHCP server compares the exact size (in megabytes) of the current audit log file with a value obtained by dividing the current value for the maximum number of log files the server permits to be stored simultaneously before overwriting and discarding of older log files. By default, seven is the maximum number of log files the server permits to be stored, one for each day of the week. Assuming the default is set, the largest size that the current audit log file can reach is one megabyte.

In either case, if the disk is full, the DHCP server closes the current file and ignores further requests to log audit events until either 12:00 A.M. or until disk status is improved and the disk is no longer full.

Even if audit logged events are ignored because of a disk full condition, the DHCP server continues disk checking every 50 events (or the currently set interval) to determine whether disk conditions have improved. If subsequent disk checks determine that the required amount of server disk space is available, the DHCP server reopens the current log file and resumes logging.

Ending a daily audit log

At 12:00 A.M. local time on the server computer, the DHCP server closes the existing log and moves to the log file for the next day of the week. For example, if the day of the week changes at 12:00 A.M. from Wednesday to Thursday, the log file named DhcpSrvLog.Wed is closed and the file named DhcpSrvLog.Thu is opened and used for logging events.

Multicast address allocation

Windows 2000 DHCP servers have been extended to allow the assignment of multicast addresses, in addition to assignment of unicast addresses.

A proposed Internet Engineering Task Force (IETF) standard defines a client/server protocol, the Multicast Address Dynamic Client Allocation Protocol (MADCAP), for defining multicast address allocation between supporting servers and clients. The primary benefit of the proposed MADCAP standard is that you can use it to leverage your existing network infrastructure for assigning multicast addresses in the same way as other IP addresses are currently assigned using DHCP.

Typical applications for multicast are conferencing and audio, which usually require users to specially configure multicast addresses. Unlike IP broadcasts, which must be readable by all computers on the network, a multicast address is a group of computers, using the concept of a group membership to identify those to which the message is to be sent.

The multicast address allocation feature has two parts:

 1.
A MADCAP server, which distributes multicast addresses. 


To use this feature, the administrator first configures multicast scopes and the corresponding multicast IP ranges on the server through the DHCP console. Once these scopes are administratively set and activated, the Windows 2000 DHCP Server service can provide multicast addresses in the same way it normally provides unicast IP addresses where DHCP scopes are used.

 2.
Client-side application programming interfaces (APIs), which MADCAP clients can use to request, renew, or release multicast addresses. 


Applications that implement MADCAP client support can call these APIs to request a multicast address from a given multicast scope at the MADCAP server. The underlying MADCAP implementation uses protocol messages similar to the DHCP messaging format to negotiate the multicast address lease between the client and server.

For more information, see Using multicast scopes.

Notes

·
The standards for multicast address allocation are currently under review and are managed by the Multicast address-allocation (MALLOC) working group of the IETF. 

·
You can obtain RFCs from the Request for Comments Web site (http://www.rfc-editor.org/). 


This Web site is currently maintained by members of the Information Sciences Institute (ISI), who publish a classified listing of all RFCs. RFCs are classified as one of the following: approved Internet standard, proposed Internet standard (circulated in draft form for review), Internet best practices, or For Your Information (FYI) documents.

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

DHCP options

DHCP provides an internal framework for passing configuration information on to clients on your network. Configuration parameters and other control information are carried in tagged data items stored within protocol messages exchanged between the DHCP server and its clients. These data items are called options.

Most standard DHCP options are currently defined in Request for Comments (RFCs) published by the Internet Engineering Task Force (IETF). The full set of standard DHCP options are described specifically in RFC 2132, "DHCP Options and BOOTP Vendor Extensions."

All DHCP options mentioned in RFC 2132 are predefined for you to configure and use at any Windows 2000 DHCP server. If needed, you can also use the DHCP console to define new DHCP options at each server.

Even though most DHCP servers can assign many options, most DHCP clients are typically designed to request or support only a subset of the full RFC-specified standard options set.

·
For more information, see either DHCP RFCs or the DHCP options reference. 

How options are applied

Options can be managed using different levels assigned for each managed DHCP server, including:

·
Server options These options are applied for all scopes defined at a DHCP server. 

·
Scope options These options are applied specifically to all clients that obtain a lease within a particular scope. 

·
Class options These options are applied only to clients that are identified as members of a specified user or vendor class when obtaining a lease. 

·
Client options These options apply only for a single reserved client computer and require a reservation to be used in an active scope. 

For more information, see Setting up options.

Understanding user and vendor classes

There are significant differences in the way in which vendor and user classes are available for use by DHCP clients and servers. The following table compares and contrasts the features of these classes.

User classes
Vendor classes

Part of proposed DHCP standard drafts. For updated information, obtain the latest draft from the Request for Comments Web site (http://www.rfc-editor.org/).
Part of accepted DHCP standard drafts (RFC 2131, 2132). For more information, see DHCP RFCs.

Clients identify user class membership with User class information.
Clients identify vendor class membership by using the Vendor class identifier option.

User class IDs can be set and viewed at Windows 2000 DHCP clients using the ipconfig command. For more information, see:·  To set DHCP class ID information at a client computer ·  To show DHCP class ID information at a client computer 
Vendor class IDs are configured internally by DHCP client system vendors, such as Microsoft and other vendors. When adding a vendor class at the server, you need to specify class data at the server that matches identically the class ID used by same-vendor clients. For more information, contact the applicable vendor.

Once you create a user class, you can selectively assign options to be provided to identifying members of it.
Once you create a vendor class, you need to add and define options to make it useful to either all or some clients of the DHCP server.

With user classes, you can take advantage of predefined classes that can be used to support specialized groups of clients, such as BOOTP or Routing and Remote Access clients. For more information, see Microsoft predefined user classes.
With vendor classes, Microsoft has implemented vendor classes to the provided classification of its DHCP clients by Windows 2000, Windows 98, or Microsoft DHCP clients which share the use of the Microsoft-reserved vendor prefix ("MSFT") in any class-related data used. For more information, see Microsoft vendor classes.

User classes are typically created for administrative reasons, such as to identify all DHCP clients in a specific site or location. For example, all computers and printers located on the same floor in an office building might be assigned or configured as part of the same user class.
Vendor classes are typically created for the enhancement of vendor-specific DHCP functionality. For example, Microsoft provides several additional vendor-specific options, such as the ability to disable NetBIOS over TCP/IP at Windows 2000 DHCP clients. For more information, see Microsoft vendor-specific options.

User classes are most helpful to users for managing DHCP option assignments based on their needs. If your DHCP network is large enough to benefit from user classes, you can freely customize your DHCP environments with them. In most cases, the user class provides a way to assign and override standard DHCP option values set at either the server, scope, or reserved client level.
Vendor classes are most helpful to vendors for managing DHCP option assignments based on vendor-specific needs without disturbing other non-vendor DHCP clients. With a vendor class, options are passed to clients using the Vendor specific information option, which encapsulates the options it sends. This helps non-vendor clients to recognize the information as vendor-specific and ignore and discard it as needed.

Notes

·
For more information, see Using option classes or To create a new user or vendor class. 

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

BOOTP and DHCP

The Bootstrap protocol (BOOTP) is a host configuration protocol developed before DHCP . DHCP improves on BOOTP and resolves specific limitations BOOTP had as a host configuration service. RFC 951 defines BOOTP.

BOOTP/DHCP similarities

Because of the relationship between BOOTP and DHCP, both protocols share some defining characteristics. The common elements include:

·
The format structure each uses to exchange messages between the server and clients 


BOOTP and DHCP use nearly identical request messages (sent by clients) and reply messages (sent by servers). Messages in either of these protocols use a single User Datagram Protocol (UDP) datagram of 576 bytes to enclose each protocol message. Message headers are the same for both BOOTP and DHCP with one exception: the final message header field used to carry optional data. For BOOTP, this optional field is called the vendor-specific area and is limited to 64 octets. For DHCP, this area is called the options field and can carry up to 312 octets of DHCP options information.

·
Use of well-known UDP ports for client/server communication 


Both BOOTP and DHCP use the same reserved protocol ports for sending and receiving messages between servers and clients. Both BOOTP and DHCP servers use UDP port 67 to listen for and receive client request messages. BOOTP and DHCP clients typically reserve UDP port 68 for accepting message replies from either a BOOTP server or DHCP server.


Because DHCP and BOOTP messages use nearly identical format types and packet structures, and typically use the same well-known service ports, BOOTP or DHCP relay agent programs usually treat BOOTP and DHCP messages as essentially the same message type, without differentiating between them.

·
IP address distribution as an integral part of configuration service 


Although both BOOTP and DHCP allocate IP addresses to clients during startup, they use different methods of allocation. BOOTP typically provides fixed allocation of a single IP address for each client, permanently reserving this address in the BOOTP server database. DHCP typically provides dynamic, leased allocation of available IP addresses, reserving each DHCP client address temporarily in the DHCP server database. 

BOOTP/DHCP differences

There are significant differences in the way in which BOOTP and DHCP perform host configuration. The following table compares and contrasts the features of the two protocols that vary.

BOOTP 
DHCP 

Designed prior to DHCP.
Designed after BOOTP.

Intended to configure diskless workstations with limited boot capabilities.
Intended to configure frequently relocated networked computers (such as portables) that have local hard drives and full boot capabilities.

Supports a limited number of client configuration parameters called vendor extensions.
Supports a larger and extensible set of client configuration parameters called options.

Describes a two-phase bootstrap configuration process, as follows: ·  Clients contact BOOTP servers to perform address determination and boot file name selection. ·  Clients contact Trivial File Transfer Protocol (TFTP) servers to perform file transfer of their boot image. 
Describes a single-phase boot configuration process whereby a DHCP client negotiates with a DHCP server to determine its IP address and obtain any other initial configuration details it needs for network operation.

BOOTP clients do not rebind or renew configuration with the BOOTP server except when the system restarts.
DHCP clients do not require a system restart to rebind or renew configuration with the DHCP server. Instead, clients automatically enter a rebinding state at set timed intervals to renew their leased address allocation with the DHCP server. This process occurs in the background and is transparent to the user.

The DHCP database

The DHCP database in Windows 2000 Server uses the performance-enhanced Exchange Server Storage engine version 4.0.

There is no built-in limit to the number of records that a DHCP server can store. The size of the database is dependent upon the number of DHCP clients on the network. The DHCP database grows over time as a result of clients starting and stopping on the network.

The size of the DHCP database is not directly proportional to the number of active client lease entries. Over time, as some DHCP client entries become obsolete and are deleted, there remains some unused space.

To recover the unused space, the DHCP database must be compacted. Starting with Windows NT Server 4.0, dynamic database compaction occurs on DHCP servers as an automatic background process during idle time after a database update.

Although dynamic compacting greatly reduces the need for doing off-line compaction, it does not fully eliminate the need for off-line compacting. Off-line compaction more effectively reclaims the space and should be performed about once a month for very large and busy networks with 1,000 or more DHCP clients. For smaller networks, manual compaction can be useful when performed every few months.

Because dynamic database compaction occurs while the database is in use, stopping the DHCP server is not necessary for it to occur. However, for manual compacting, a DHCP server must be stopped and compacting performed off-line.

Notes

·
When using or upgrading DHCP databases used with earlier versions of Windows NT Server, the DHCP database requires conversion. For Windows 2000 Server, if a previous copy of the DHCP server database is detected during an upgrade, it is automatically converted to the current database version and format. For larger databases, this process can increase the time needed to complete the installation. 

·
For more information on using manual compaction of the DHCP server database using Jetpack.exe, see Restoring server data. 

·
For more information on the files used to support the server database, see DHCP database files. 

Using DHCP

This section covers:

·
Planning DHCP networks 

·
Managing DHCP servers 

·
Setting up scopes 

·
Supporting clients 

·
Setting up options 

·
Interoperability issues 

Planning DHCP networks

This topic covers the following DHCP network planning issues.

·
How many DHCP servers to use 

·
How to support DHCP clients on additional subnets 

·
Planning for routed DHCP networks 

·
Other planning considerations for enterprise networks 

How many DHCP servers to use

When deciding how many DHCP servers you need, consider the location of routers on the network and whether you want a DHCP server in each subnet. When extending use of a DHCP server across more than one network, you often need to configure additional DHCP relay agents and, in some cases, use superscopes as well.

Transmission speed between the segments for which DHCP service is provided is another important factor. If you have slower WAN links or dial-up links, you typically need a DHCP server on both sides of these links to service clients locally.

There is no fixed limit to the maximum number of clients that a single DHCP server can serve. However, your network can have practical constraints based on the IP address class selected for use and other server configuration details.

When you are examining factors that could enhance DHCP server performance, consider the following:

 1.
The primary contributing factor to improving DHCP server performance is the speed of the server disk drives. 


For this reason, you should carefully evaluate disk access time and average times for disk read/write operations when sizing and planning for your DHCP server hardware specifications. In many instances, this is more important than other server requirements, such as memory and processor.

 2.
As a general recommendation, limit each DHCP server to having no more than 1,000 scopes defined for use. 


When adding a large number of scopes to the server, be aware that each scope creates a corresponding need for additional incremental increases to the amount of disk space used for the DHCP server registry and for the server paging file.


For more information, see either To change the maximum size of the computer's registry or To change the size of the virtual memory paging file.

 3.
For the best possible DHCP server design in most networks, it is recommended that you have, at most, 10,000 clients per server. 


This recommended per-server maximum reflects suggested baseline DHCP server performance monitoring and provides for unusual burst traffic conditions, such as after a large-scale power outage when many DHCP client computers might restart simultaneously. In addition to observing recommended server capacity baselines, split each of your scopes (such as by applying an 80/20 rule) between two to three servers for fault tolerance.


For more information, see Configuring scopes.

For example, if you were to define 1,000 scopes for a DHCP server, each of the scopes should provide addresses actively to an average of no more than 10 clients. In any event, you need to allocate additional disk space to store the added scope information and likely would also need to change the default server registry and paging file size settings to permit increased growth when accommodating a large number of scopes and clients.

Windows 2000 Server provides added performance monitoring tools that you can use to test and monitor your servers. Also, you might want to review DHCP server performance test results that were generated by the Windows 2000 development team during product development.

For more information, see Monitoring server performance.

A DHCP planning alternative: configuring standby servers

Most networks need one primary online DHCP server and one other DHCP server acting as a secondary or backup server. If you choose not to implement two DHCP servers using the 80/20 rule for balancing scopes but want to continue to provide a measure of potential fault tolerance, you might consider implementing a backup or hot standby DHCP server as an alternative.

In the hot standby configuration, the standby DHCP server is another server computer that is installed and configured identically to your primary DHCP server. In the case of the standby, the only difference is that the standby server and its scopes are not activated for use under normal conditions. Duplicate scopes are configured but not activated except when critically needed, such as to substitute for the primary DHCP server because it has stopped or been taken offline for an extended period of time.

Because the hot standby solution requires special attention to its configuration and also manual administration for ensuring fall-over transition for DHCP clients to use it, it is less recommended as a planning alternative than the use of two to three DHCP servers that balance active scope use.

Supporting additional subnets

For DHCP service to support additional subnets on your network, you must first determine whether the routers used to connect adjoining subnets can support relaying of BOOTP and DHCP messages. If routers cannot be used for DHCP and BOOTP relay, you can set up either of the following for each subnet:

·
A computer running either Windows 2000 Server or Windows NT Server 4.0 configured to use the DHCP Relay Agent component. 


This computer simply forwards messages back and forth between clients on the local subnet and a remote DHCP server, using the IP address of the remote server. The DHCP Relay Agent service is available only on computers running Windows 2000 Server or Windows NT Server 4.0.

·
A computer running Windows 2000 Server configured as a DHCP server for the local subnet. 


This server computer must contain and manage scope and other address-configurable information for the local subnet it serves.

For more information, see Relay agent configurations.

Planning for routed DHCP networks

In routed networks that use subnets to divide network segments, planning options for DHCP services must observe some specific requirements for a full implementation of DHCP services to function. These requirements include:

·
One DHCP server must be located on at least one subnet in the routed network. 

·
For a DHCP server to support clients on other remote subnets separated by routers, a router or remote computer must be used as a DHCP and BOOTP relay agent to support forwarding of DHCP traffic between subnets. 

The following illustration shows a simple routed network with DHCP implemented.

Enterprise planning considerations

For an enterprise DHCP network, you should:

·
Plan the physical subnets of the network and relative placement of DHCP servers. 


This includes planning for placement of DHCP (and WINS) servers in subnets in a way that reduces b-node broadcasts across routers.

·
Specify the DHCP option types and their values to be predefined per scope for the DHCP clients. 


This can include planning for scopes based on the needs of particular groups of users. For example, a unit that frequently moves computers to different locations, like a marketing group that uses portable computers docked at different stations, shorter lease durations can be defined for the related scopes. This approach collects IP addresses that are changed frequently and disposed of and returns them to the pool of available addresses that can be used for new lease offerings. 

·
Recognize the impact that slower links have on your WAN environment. 


Place DHCP, WINS, and DNS servers to maximize response time and minimize low-speed traffic.

As one example of planning for a large enterprise network, the segmenting of the WAN into logical subnets can match the physical structure of the internetwork. Then one IP subnet can serve as the backbone and, this backbone in relation to each physical subnet maintains a separate IP subnet address.

Managing DHCP servers

This section covers:

·
Authorizing DHCP servers 

·
Monitoring server performance 

·
Restoring server data 

·
Moving a DHCP database to another server 

·
Analyzing server log files 

·
Clustering support for DHCP servers 

Authorizing DHCP servers

Windows 2000 Server provides integrated security support for networks that use Active Directory. This support adds and uses a class of objects that is part of the base directory schema, providing the following enhancements:

·
A list of IP addresses available for the computers that you authorize to operate as DHCP servers on your network. 

·
Detection of unauthorized DHCP servers and prevention of their starting or running on your network. 

The following sections discuss:

·
Background information about the detection of unauthorized DHCP servers. 

·
How computers are authorized in Active Directory to provide DHCP service. 

·
How an unauthorized server is detected and prevented from providing DHCP service. 

·
Notes and limitations for implementing DHCP service, depending on whether Active Directory service is available. 

Background on unauthorized DHCP servers

When configured correctly and authorized for use on a network, DHCP servers provide a useful and intended administrative service. However, when a misconfigured or unauthorized DHCP server is introduced into a network, it can cause problems. For example, if an unauthorized DHCP server starts, it might begin either leasing incorrect IP addresses to clients or negatively acknowledging DHCP clients attempting to renew current address leases.

Either of these configurations can produce further problems for DHCP-enabled clients. For example, clients that obtain a configuration lease from the unauthorized server can fail to locate valid domain controllers, preventing clients from successfully logging on to the network.

To avoid these problems in Windows 2000, servers are verified as legal in the network before they can service clients. This avoids most of the accidental damage caused by running DHCP servers with incorrect configurations or correct configurations on the wrong network.

How DHCP servers are authorized

The authorization process for DHCP server computers in Active Directory depends on the installed role of the server on your network. For Windows 2000 Server (as in earlier versions) there are three roles or server types for which each server computer can be installed:

·
Domain controller. The computer keeps and maintains a copy of the Active Directory service database and provides secure account management for domain member users and computers. 

·
Member server. The computer is not operating as a domain controller but has joined a domain in which it has a membership account in the Active Directory service database. 

·
Stand-alone Server. The computer is not operating as a domain controller or a member server in a domain. Instead, the server computer is made known to the network through a specified workgroup name, which can be shared by other computers, but is used only for browsing purposes and not to provide secured logon access to shared domain resources. 

If you deploy Active Directory, all computers operating as DHCP servers must be either domain controllers or domain member servers before they can be authorized in the directory service and provide DHCP service to clients.

To authorize a computer as a DHCP server, the following process steps can be used:

 1.
Log on to the network using either an account that has enterprise administrative privileges or one that has been delegated authority to authorize DHCP servers for your enterprise.


In most cases, it is simplest to log on to the network from the computer where you want to authorize the new DHCP server. This ensures that other TCP/IP configuration of the authorized computer has been set up correctly prior to authorization.


Typically, you can use an account that has membership in the Enterprise Administrators group. The account you use must allow you to have Full Control rights to the NetServices container object as it is stored in the enterprise root of the Active Directory service.

 2.
Install the DHCP service on this computer.


For more information, see To install a DHCP server.

 3.
Start the DHCP console and select the computer operating as a DHCP server that you want to have added as an authorized server in the directory service database.


If the local computer is to be authorized, select Local computer for connection when starting the DHCP console. If another computer on your network is to be authorized, select Remote computer.


For more information, see either To authorize a DHCP server in Active Directory or To open the DHCP console.

When a DHCP server is authorized, the server computer is added to the list of authorized DHCP servers maintained in the directory service database. You can verify that a server has been added by checking the properties using the Active Directory Sites and Services console. These properties appear under Configuration, which is a global container maintained at the following folder location relative to the enterprise root:

\Configuration\Services\NetServices

In some cases, you might choose to delegate the ability for non-enterprise administrators to have appropriate security access to this object type to create and modify the list of authorized DHCP servers. This can be useful in cases where the DHCP server is set up and prepared at another location before being shipped to a remote site for installation and authorization for service on the network.

For more information, see either To delegate ability to authorize DHCP servers to a non-enterprise administrator.

How unauthorized servers are detected

Windows 2000 DHCP servers provide detection of both authorized and unauthorized servers using the following specific enhancements for the DHCP standard:

·
The use of information messaging between DHCP servers using DHCP informational messages. 

·
The addition of several new vendor-specific option types, for communicating information about the root domain. 

The Windows 2000 DHCP server uses the following process to detect other DHCP servers currently running on the same network and determine if they are authorized to provide service.

When the DHCP service starts, it sends a DHCP informational message (DHCPINFORM) request to the reachable network, using the local limited broadcast address (255.255.255.255), to locate the root domain on which other DHCP servers are installed and configured.

This message includes several vendor-specific option types that are known and supported by other DHCP servers running Windows 2000 Server. When received by other DHCP servers, these option types enable the query and retrieval of information about the root domain.

When queried, other DHCP servers reply with DHCP acknowledgement messages (DHCPACK) to both acknowledge and answer with root domain information. In this way, the initializing DHCP server collects and compiles a list of all currently active DHCP servers on the reachable network, along with the root (of the root domain) used by each server.

Typically, only one single enterprise root is detected, and it is the same for all DHCP servers that are reachable and respond to acknowledge the initializing server. However, if additional enterprise roots are detected, each root is queried to determine whether the computer is authorized for DHCP service for those other enterprises discovered during this phase.

After a list of all DHCP servers running on the network is built, the next step in the detection process depends on whether a directory service is found to be available from the local computer.

If the directory service is not available (such as where the initializing DHCP server is installed in a confined network environment used for testing) the initializing server can start if no other DHCP servers are discovered on the network that are part of any enterprise. Where this condition is met, the server successfully initializes and begins serving DHCP clients.

However, the server continues every five minutes to collect information about other DHCP servers running on the network, using DHCPINFORM as it did at startup. Each time, it checks whether the directory service is available. If a directory service is found, the server ensures that it is authorized by following the procedure, depending on whether it is a member server or a standalone server.

·
For member servers (a server joined to a domain that is part of the enterprise), the DHCP server queries the directory service for the DHCP server list of addresses that have been authorized. 


If the server finds its IP address in the authorized list, it initializes and starts providing DHCP service to clients. If it does not find itself in the authorized list, it does not initialize and stops providing DHCP services.

·
For stand-alone servers (a server not joined to any domain or part of an existing enterprise), the DHCP server queries the directory service with the root of the enterprise returned by each of the other DHCP servers to see if it can find itself on the authorized list with any of the reported enterprises. 


The server initializes and starts providing DHCP services to clients only if the server finds its IP address in the authorized list for each of the enterprise roots reported by other DHCP servers. If it does not find itself in the authorized list for each of the reported enterprise roots, it does not initialize and the DHCP service is stopped.

Notes

·
The process of authorizing DHCP servers is only useful for DHCP servers running Windows 2000 Server. Authorization does not apply if DHCP servers are running:

·
Windows NT Server 4.0, and earlier versions. 

·
Other DHCP server software. 

·
For the directory authorization process to work properly, it is necessary that the first DHCP server introduced on to your network participate in Active Directory. This requires that the server be installed as either a domain controller or a member server. When planning or deploying Active Directory with Windows 2000 DHCP, it is important that you do not select to install your first DHCP server computer as a stand-alone server. 

·
Most commonly, there will only be one enterprise root and therefore, only a single point for directory authorization of the DHCP servers. However, there is no restriction on authorizing DHCP servers for more than one enterprise root. 

Monitoring server performance

Because DHCP servers are of critical importance in most environments, monitoring their performance can help in troubleshooting cases where server performance has been degraded.

Windows 2000 Server provides a set of DHCP server performance counters that can be used to measure and monitor various aspects of server activity, such as the following:

·
All types of DHCP messages sent and received by the DHCP service. 

·
The average amount of processing time spent by the DHCP server per message packet sent and received. 

·
The number of message packets dropped because of internal delays at a DHCP server computer. 

For more information, see DHCP performance monitoring reference.

Sample DHCP server performance test results

The DHCP development and testing team compiled the following statistics as a profile of DHCP server performance during preliminary testing of Windows 2000 Server.

DHCP server performance measurements

For this test, the DHCP server and client computers used for testing were configured as follows:

·
Four client computers were positioned on a routed network to simulate DHCP client activity. Two of the computers were located locally on the same subnet as the server and two were located on a remote subnet reachable through a router. 

·
All client computers were configured to run a client stress application recreating the simulated affect of ten actual DHCP client computers simultaneously sending DHCP messages on the network to the server. 

·
The client computers were set up to perform sending of DHCP discovery messages (DHCPDISCOVERs) 20% of the time, such as occurs in the case of a computer newly added and started on the network and obtaining a new IP address lease. For the remaining 80% of the time, the client computers sent DHCP request messages (DHCPREQUESTs), such as are typically generated when clients renew a current IP address lease. 

For the clients to perform sending of DHCP discovery messages (DHCPDISCOVERs), each of the client computers generated and included a new media access control (MAC) address in its request. To the DHCP server, the unique MAC address implies that the client is new and leases it accordingly.

Server performance was measured each hour for the first twelve hours of testing and is noted in the table below for every hour.

Hours of client stress completed
Total leases provided by server

1 hour
489,867

2 hours
379,319

3 hours
378,223

4 hours
383,694

5 hours
352,832

6 hours
338,830

7 hours
340,378

8 hours
320,391

9 hours
301,145

10 hours
312,588

11 hours
317,580

12 hours
314,683

DHCP scope performance measurements

For this test, the same test was performed four times using an increasing number of scopes at the DHCP server for each iteration. The client activity was recreated using a single client computer configured to run the client stress application operating as described for the previous sample tests.

Scope performance was measured at the server for response times for each set of 25,000 DHCP acknowledgment messages (DHCPACKs) the server returned when leasing clients. Time was measured for both initializing and renewing clients. (For more information, see How clients obtain configuration.)

Prior to performing these tests, the server registry size was increased to 100 megabytes (MB) and the server paging file size was increased to one gigabyte (GB).

The results of each of these four tests are listed in the table below.

Number of scopes
Initial lease offer time (milliseconds)
Lease renewal time (milliseconds)

100
87
87

1000
78
80

10000
90
92

250000
212
197

Caution   Based on these test results, it is generally not recommended to have more than 1,000 scopes on a DHCP server. 

Background information on sample DHCP server tests

The list of specific hardware that the Windows 2000 DHCP development and test team used for the server computer included the following:

Hardware components
Sizing

Number of processors
two

Processor speed
400 MHz Xeon

Amount of RAM
2 GB (gigabytes)

Hard disk drive space
70 GB (gigabytes)

Hard disk type
SCSI-2 RAID 0 controller

Number of disk drives in array
17

These measurements were based on the server computer running a DHCP server and with no other additional services in use. Where other hardware specifications or software configurations are made when deploying Windows 2000 DHCP servers, your performance results are likely to vary from those documented here.

For more information on determining how to perform DHCP server capacity planning, see How many DHCP servers to use.

Restoring server data

Restoring the DHCP server database can be useful in situations where the database has either become corrupted or lost. Where DHCP database corruption or loss occurs, Windows 2000 Server provides a progressive set of recovery and repair options for restoration of DHCP data on the server computer.

In troubleshooting data corruption problems, use the following general process steps to detect corruption and restore DHCP service.

·
First, confirm the source of data loss or corruption at the DHCP server. 


To do so, you can use JetPack.exe to perform a preliminary diagnosis or useful repairs, such as offline database compaction. Additionally, verify that corruption is not related to other problems or conditions with hardware or software changes. Where data loss occurs, verify that the server computer disk drives are operating properly.


In most cases, database corruption first appears in the form of Jet database error messages in the System event log. For more information on how to use Jetpack.exe to manually repair or compact the DHCP database, see To manually compact or repair the DHCP database and refer to Detecting DHCP Jet data corruption.

·
Second, when repair through Jetpack.exe compaction fails, you can perform a quick recovery of the DHCP server based on your available options for server backup. 


One option is to manually make an offline backup of the DHCP server database files and then copy the server database back during restoration from your archived source, such as from a recent tape backup of the server computer disk drives.


Another option is to use the Netshell set databaserestore flag command to set the restore flag, which permits the DHCP Server service to load a copy of the DHCP database in its default backup directory when re-initialized. For more information, see Netshell commands for DHCP.


When backing up the server computer, you can use either Windows 2000 backup and restore options or other backup and restoration software. For more information, see Backing up and restoring data.

·
Third, where other server data recovery options are not available or are tried but unsuccessful, you can use advanced DHCP recovery options. 


For more information, see Additional recovery options.

Detecting DHCP Jet data corruption

The following DHCP service messages can appear in the System event log when the DHCP server database becomes corrupted:

Event ID
Source
Description

1014
DhcpServer
The JET database returned the following Error: -510.

1014
DhcpServer
The JET database returned the following Error: -1022.

1014
DhcpServer
The JET database returned the following Error: -1850.

Typically, Jet errors can be resolved by manual offline compaction of the database using the Jetpack utility. In cases where Jetpack.exe fails to repair the database, restoration of the DHCP server database as described in the previous section might be sufficient.

Additional recovery options

To recover a corrupted DHCP database, you can use the following options for restoring the database.

·
Simple recovery. Restore the database from a backup copy of the database file, Dhcp.mdb.


This method is recommended as the preferred method of recovery because it involves less risk of losing information previously configured and stored by the DHCP server and is much simpler to perform. For more information, see Reconciling scopes.

·
Advanced recovery. Generate a new database file using the DHCP Configuration registry key.


This method can be useful as an additional method to use for data recovery where simple restoration of the database is not possible. For more information, see Moving a DHCP database to another server.

In some cases of apparent DHCP database corruption, you might also want to determine whether the server has run out of disk space, which could prevent the DHCP server from continuing to service clients on the network until there is room to continue growth and expansion of the DHCP database.

Moving a DHCP database to another server

Windows 2000 provides the DHCP console, which allows you to manage DHCP servers installed and running on a single DHCP server computer. However, the DHCP console does not allow you to move a database from one installed DHCP server to another server computer.

This topic provides details of how to move a database from from one server computer to another server computer, assuming the DHCP database and its backup directories are on default drive and path locations.

Backing up the DHCP server database (at the source server)

Complete the following procedures at the server computer being used as the source for the DHCP database:

 1.
Stop the DHCP server. 


For more information, see To start or stop a DHCP server.

 2.
Disable the DHCP Server service in the list of services. 


This prevents the DHCP server from starting after the database has been transferred. To perform this task, use Computer Management and select the DHCP Server service from the list for it to be disabled.


For more information, see To enable or disable a service for a hardware profile.

 3.
Copy the DHCP server directory tree, systemroot\System32\Dhcp, to a temporary location on the new (destination) DHCP server. For example, copy the directory tree to C:\Temp\System32\Dhcp. 

 4.
Start the Registry Editor (Regedt32.exe) and go to the following subkey: 


HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\DHCPServer


For more information, see To open Registry Editor.

 5.
Save the specified key to a text file. 


For more information, see To save a registry key.

 6.
Delete the DHCP server database folder, %SystemRoot%\System32\Dhcp, at the source server. 

 7.
Uninstall the DHCP server to remove it from this server. 


For more information, see To remove or uninstall DHCP.

Note   Steps 6 and 7 are optional. 

Restoring the DHCP server database (at the destination server)

Complete the following procedures at the server computer being used as the destination for the DHCP database:

 1.
If you have not already installed the DHCP server software, install it and then restart the server computer. 


For more information, see To install a DHCP server.

 2.
Stop the DHCP Server service. 


For more information, see To start or stop a DHCP server.

 3.
Rename the System.mdb file to System.src in the temporary folder, such as the C:\Temp\System32\Dhcp directory.

 4.
Copy the DHCP server directory tree from the temporary folder to systemroot\System32\Dhcp to replace the existing DHCP server directory.

 5.
Start Registry Editor (Regedt32.exe) and go to the following subkey: 


HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\DHCPServer


For more information, see To open Registry Editor.

 6.
Select the DHCPServer key (located under the Services key). Restore the registry hive information from the file you saved in Step 5 of the previous section. 


For more information, see To restore a registry key.

 7.
In Restore Key, for File name specify the following: 


systemroot\System32\Dhcp\Backup\Dhcpcfg

 8.
When prompted, click Yes. 


After clicking Yes to the prompt to overwrite the existing registry entries, if you have problems completing the restore operation, retry the previous step.


Be sure that you are not attempting the restore using Registry Editor from a remote computer. Also, verify that this error was not caused by clicking Save Subtree As instead of Save Key as indicated in Step 5 in the previous section when saving registry information at the source server.

 9.
Exit Registry Editor. 

10.
Start the DHCP Server service. 

11.
Open the DHCP console and use Reconcile All Scopes to reconcile the DHCP server database to the restored information now merged into the Windows 2000 registry. 


For more information, see To reconcile the DHCP database.

Note   For more information, see DHCP database files. 

Analyzing server log files

Windows 2000 DHCP server log files are designed to use Audit logging to permit log files to remain enabled for use without requiring added monitoring or administering to manage log file growth or conserve disk resources.

The following section outlines the format of these log files and how they can be used to gather more information about DHCP Server service operations on the network.

DHCP server log file format

DHCP server logs are comma-delimited text files with each log entry representing a single line of text. Following are the fields (and the order in which they appear) in a log file entry:

ID, Date, Time, Description, IP Address, Host Name, MAC Address

Each of these fields is described in detail in the following table:

Field
Description

ID
A DHCP server event ID code.

Date
The date on which this entry was logged on the DHCP server.

Time
The time at which this entry was logged on the DHCP server.

Description
A description of this DHCP server event.

IP Address
The IP address of the DHCP client.

Host Name
The host name of the DHCP client.

MAC Address
The media access control address used by the network adapter hardware of the client.

DHCP server log: Common event codes

DHCP server audit log files use reserved event ID codes to provide information about the type of server event or activity logged. The following table describes these event ID codes in more detail. These events apply for both Windows 2000 DHCP servers and for servers running earlier versions of Windows.

Event ID
Description

00
The log was started.

01
The log was stopped.

02
The log was temporarily paused due to low disk space.

10
A new IP address was leased to a client.

11
A lease was renewed by a client.

12
A lease was released by a client.

13
An IP address was found in use on the network.

14
A lease request could not be satisfied because the address pool of the scope was exhausted.

15
A lease was denied.

20
A BOOTP address was leased to a client.

DHCP server logs: Server authorization events

The following are additional server log event ID codes and descriptions. These events can appear in logs made by Windows 2000 DHCP servers. They pertain to the applicable DHCP server and its authorization status when deployed in Active Directory environments.

Event ID
Description

50
Unreachable domain The DHCP server could not locate the applicable domain for its configured Active Directory installation.

51
Authorization succeeded The DHCP server was authorized to start on the network.

52
Upgraded to Windows 2000 The DHCP server was recently upgraded to Windows 2000 Server and therefore the unauthorized DHCP server detection feature (used to determine whether the server has been authorized in Active Directory) was disabled.

53
Cached Authorization The DHCP server was authorized to start using previously cached information. Active Directory was not currently visible at the time the server was started on the network.

54
Authorization failed The DHCP server was not authorized to start on the network. When this event occurs, it is likely followed by the server being stopped.

55
Authorization (servicing) The DHCP server was successfully authorized to start on the network.

56
Authorization failure, stopped servicing The DHCP server was not authorized to start on the network and was shut down by Windows 2000 Server. You must first authorize the server in the directory before starting it again. For more information, see To authorize a DHCP server in Active Directory.

57
Server found in domain Another DHCP server using the same IP address or DNS name already exists and is authorized for service in the same Active Directory domain.

58
Server could not find domain The DHCP server could not locate the specified Active Directory domain.

59
Network failure A network-related failure prevented the server from determining if it is authorized.

60
No DC is DS Enabled No Windows 2000 domain controller (DC) was located. For detecting whether the server is authorized, a DC that is enabled for Active Directory is needed.

61
Server found that belongs to DS domain Another DHCP server was found on the network that belongs to the Active Directory domain.

62
Another server found Another DHCP server was found on the network.

63
Restarting rogue detection The DHCP server is trying again to determine whether it is authorized to start and provide service on the network.

64
No DHCP enabled interfaces The DHCP server has its service bindings or network connections configured so that it is not enabled to provide service. This usually means one of the following:1.  The network connections of the server are either not installed or not actively connected to a network. For more information, see either Hardware Troubleshooter or Networking (TCP/IP) Troubleshooter. 2.  The server has not been configured with at least one static IP address for one of its installed and active network connections. For more information, see To configure TCP/IP for static addressing. 3.  All of the statically configured network connections for the server are disabled. For more information, see Multihomed DHCP servers. 

Example: Excerpt from a sample DHCP server audit log

The following is a brief excerpt of sample log activity from an audit log generated by the DHCP Server service:

ID Date,Time,Description,IP Address,Host Name,MAC Address

00,04/19/99,12:43:06,Started,,,

60,04/19/99,12:43:21,No DC is DS Enabled,,MYDOMAIN,

63,04/19/99,12:43:28,Restarting rogue detection,,,

01,04/19/99,13:11:13,Stopped,,,

00,04/19/99,12:43:06,Started,,,

55,04/19/99,12:43:54,Authorized(servicing),,MYDOMAIN,

In this sample, the DHCP server could not be authorized when initially started and is subsequently stopped. Once authorized in Active Directory, the server is then able to start and service clients.

Note   For more information, see Audit logging. 

Cluster support for DHCP servers

The Windows 2000 DHCP Server service is a cluster-aware application. You can implement additional DHCP (or MADCAP) server reliability by deploying a DHCP server cluster using the Cluster service provided with Windows 2000 Advanced Server.

By using clustering support for DHCP, you can implement a local method of DHCP server failover, achieving greater fault tolerance. You can also enhance fault tolerance by combining DHCP server clustering with a remote failover configuration, such as by using a split scope configuration.

Requirements for setting up a DHCP clustered resource

The DHCP Server service, when used in a server cluster requires the following resource types: a disk resource, an IP address resource, and a name resource.

In this type of configuration, a virtual IP address is defined for the IP address resource using the Cluster Administrator tool. This address must be a static IP address, not one obtained from another DHCP server.

The DHCP Server service then binds to this virtual IP address. This IP address must then be the one used to authorize the DHCP Server service in Active Directory so it can function correctly and service clients on the network.

Once the virtual IP is set using cluster configuration, each network adapter installed on each node (that is, a server in the cluster) needs an IP address configuration. Because the DHCP Server service does not bind to adapter IP addresses, you can either provide them through DHCP or configure them statically. If you use static configuration, the IP addresses for each linked pair of network adapters (linked node-to-node) should be from the same subnet.

Addresses that are statically configured using TCP/IP properties from the Network and Dial-up Connections folder can also be viewed through server bindings properties in the DHCP console. However, for a DHCP server cluster, the bindings information that appears in these views does not correspond to the virtual IP address used for the server cluster. Therefore, these settings do not apply.

When a scope is created for a DHCP clustered server, the virtual IP addresses used in the cluster context must be excluded so that they are not distributed to clients. Additionally. you should configure the database path, audit log file path, and the database backup path using the Cluster Administrator tool on the shared disk.

Other options for DHCP failover

Another way to implement DHCP remote failover is to deploy two DHCP servers in the same network that share a split scope configuration based on the 80/20 rule. For more information, see Using the 80/20 rule for scopes.

For more information on installing a DHCP resource type on a Windows 2000 cluster server (if you are running Windows 2000 Advanced Server), see Checklist: Installing a DHCP Service resource.

Notes

·
If you need only to remotely manage DHCP server clusters deployed on other remote computers running Windows 2000 Advanced Server, you can use Cluster Administrator to do this. For more information, see Managing server clusters remotely. 

·
Additional information on configuring DHCP clustering is also available in the Windows 2000 Resource Kit. 

Setting up scopes

This section covers:

·
Configuring scopes 

·
Using superscopes 

·
Using multicast scopes 

·
Removing scopes 

·
Managing leases 

·
Using client reservations 

·
Reconciling scopes 

Configuring scopes

A scope is an administrative grouping of computers for a subnet that uses DHCP service. The administrator first creates a scope for each physical subnet and then uses the scope to define the parameters used by clients. A scope has the following properties:

·
A range of IP addresses from which to include or exclude addresses used for DHCP service lease offerings. 

·
A unique subnet mask, which determines the subnet for a given IP address. 

·
A scope name assigned when it is created. 

·
Lease duration values, which are assigned to DHCP clients that receive dynamically allocated IP addresses. 

Before adding scopes

A DHCP scope consists of a pool of IP addresses on a given subnet, such as 192.168.0.1 to 192.168.0.254, that the DHCP server can lease to clients.

Each subnet can have only a single DHCP scope with a single continuous range of IP addresses. To use several address ranges within a single scope or subnet for DHCP service, you must first define the scope and then set any needed exclusion ranges.

·
Defining the scope 


Use the entire range of consecutive IP addresses that make up the local IP subnet for which you are enabling DHCP service.

·
Setting exclusion ranges 


You should set exclusion ranges for any IP addresses within the scope that you do not want the DHCP server to offer or use for DHCP assignment. For example, you can exclude the first 10 addresses in the previous example scope by creating an exclusion for 192.168.0.1 to 192.168.0.10.


By setting an exclusion for these addresses, you specify that DHCP clients are never offered these addresses when they request leased configuration from the server. Excluded IP addresses can be active on your network, but only by manually configuring these addresses at hosts that do not use DHCP to obtain an address.

Creating scopes

When you create a DHCP scope, you use the DHCP console to enter the following required information:

·
A scope name, assigned by you or the administrator who created the scope. 

·
A unique subnet mask used to identify the subnet to which an IP address belongs. 

·
A range of IP addresses contained within the scope. 

·
A time interval (known as a lease duration) that specifies how long a DHCP client can use an assigned IP address before it must renew its configuration with the DHCP server 

Using the 80/20 rule for scopes

For balancing DHCP server usage, a good practice is to use the "80/20" rule to divide the scope addresses between the two DHCP servers. If Server 1 is configured to make available most (approximately 80%) of the addresses, then Server 2 can be configured to make the other addresses (approximately 20%) available to clients. The following illustration is an example of the 80/20 rule:

Notes

·
For detailed information on applying the 80/20 rule, see Best practices. 

·
When creating a new scope, the IP address used to create it should not include addresses of existing statically configured computers. Either these static addresses should be outside the range for the scope, or they should be immediately excluded from the range. 

·
Because Windows 2000 Server requires that a computer running the DHCP service have its IP address statically configured, be sure that the server computer has its IP address either outside of, or excluded from, the range of the scope. 

After scopes are added

After you define a scope, you can additionally configure the scope by performing the following tasks:

·
Set additional exclusion ranges. 


You can exclude any other IP addresses that must not be leased to DHCP clients. You should use exclusions for all devices that must be statically configured. The excluded ranges should include all IP addresses that you assigned manually to other DHCP servers, non-DHCP clients, diskless workstations, or Routing and Remote Access and PPP clients.

·
Create reservations. 


You can choose to reserve some IP addresses for permanent lease assignment to specified computers or devices on your network. You should make reservations only for devices that are DHCP-enabled and that must be reserved for specific purposes on your network (such as print servers).

·
Adjust the length of lease durations. 


You can modify the lease duration to be used for assigning IP address leases. The default lease duration is eight days.


For most LANs, the default value is acceptable but can be further increased if computers seldom move or change locations. Also, infinite lease times can be set but should be used with caution. For information about circumstances under which modifying this setting is most useful, see Managing leases.

·
Configure options and classes to be used with the scope. 


To provide full configuration for clients, DHCP options need to be configured and enabled for the scope. For more information, see Setting up options.


For more advanced discrete management of scope clients, you can add or enable user or vendor-defined option classes. For more information, see Using option classes.

Notes

·
After you define and configure a scope, the scope must be activated before the DHCP server begins providing service to clients. However, you should not activate a new scope until you have specified the DHCP options for it. For information on how to activate a scope, see To activate a scope. 

·
After you activate a scope, you should not change the range of scope addresses. 

Using superscopes

A superscope is an administrative feature of Windows 2000 DHCP servers that you can create and manage through the DHCP console. Using a superscope, you can group multiple scopes as a single administrative entity. With this feature, a DHCP server can:

·
Support DHCP clients on a single physical network segment (such as a single Ethernet LAN segment) where multiple logical IP networks are used. When more than one logical IP network is used on each physical subnet or network, such configurations are often called multinets. 

·
Support remote DHCP clients located on the far side of DHCP and BOOTP relay agents (where the network on the far side of the relay agent uses multinets). 

In multinet configurations, you can use DHCP superscopes to group and activate individual scope ranges of IP addresses used on your network. In this way, a the DHCP server computer can activate and provide leases from more than one scope to clients on a single physical network.

Superscopes can resolve certain types of DHCP deployment issues for multinets, including situations in which:

·
The available address pool for a currently active scope is nearly depleted, and more computers need to be added to the network. The original scope includes the full addressable range for a single IP network of a specified address class. You need to use another IP network range of addresses to extend the address space for the same physical network segment. 

·
Clients must be migrated over time to a new scope (such as to renumber the current IP network from an address range used in an existing active scope to a new scope that contains another IP network range of addresses). 

·
You want to use two DHCP servers on the same physical network segment to manage separate logical IP networks. 

Superscope configurations for multinets

The following section shows how a simple DHCP network consisting originally of one physical network segment and one DHCP server, can be extended to use superscopes for support of multinet configurations.

Example 1: Non-routed DHCP server (before superscope)

In this preliminary instance, a small local area network (LAN) with one DHCP server supports a single physical subnet, Subnet A. The DHCP server in this configuration is limited to leasing addresses to clients on this same physical subnet.

The following illustration shows this example network in its original state. At this point, no superscopes have been added and a single scope, Scope 1, is used to service all DHCP clients on Subnet A.

Example 2: Superscope for non-routed DHCP server supporting local multinets

To include multinets implemented for client computers on Subnet A, the same network segment where the DHCP server is located, you can configure a superscope which includes as members: the original scope (Scope 1) and additional scopes for the logical multinets for which you need to add support (Scope 2, Scope 3).

This illustration shows the scope and superscope configuration to support the multinets on the same physical network (Subnet A) as the DHCP server.

Example 3: Superscope for routed DHCP server with relay agent supporting remote multinets

To include multinets implemented for client computers on Subnet B, the remote network segment located across a router from the DHCP server on Subnet A, you can configure a superscope which includes as members: the additional scopes for the logical multinets for which you need to add remote support (Scope 2, Scope 3).

Note that since the multinets are for the remote network (Subnet B), the original scope (Scope 1) does not need to be part of the added superscope.

This illustration shows the scope and superscope configuration to support the multinets on the remote physical network (Subnet B) away from the DHCP server.

Note   A DHCP relay agent is used for DHCP servers to support clients on remote subnets, as shown in Example 3. For more information, see Understanding relay agents. 

Using multicast scopes

Multicast scopes are supported through the use of Multicast Address Dynamic Client Allocation Protocol (MADCAP), a new proposed standard protocol for performing multicast address allocation. The MADCAP protocol describes how multicast address allocation (or MADCAP) servers can dynamically provide IP addresses to other computers (MADCAP clients) on your network.

Typically, a MADCAP client might also be a multicast server (MCS) used to support IP multicasting. An MCS, such as a server computer running the Site Server Internet Location Server (ILS) service, manages the shared or group use of the allocated multicast IP address and streams data traffic to members that share the use of the specified group address.

Once an MCS is configured and allocated a group IP address to use, any multicast clients that have registered their membership with the MCS can receive streams sent to this address. By registering with the MCS, clients can participate efficiently in the stream process, such as for real-time video or audio network transmissions. The MCS also manages the multicast group list, updating its membership and status so that multicast traffic is received by all current members.

Background on multicast addresses

Ordinarily, you use DHCP scopes to provide client configurations by allocating ranges of IP addresses from the standard address classes, Class A, B, or C. By using DHCP scopes you can assign IP addresses from the ranges provided by these addresses for your DHCP clients to be configured to use unicast (or point-to-point) directed communication between other TCP/IP networked computers.

The multicast address range uses an additional address class, Class D, that includes IP addresses that range from 224.0.0.0 to 239.255.255.255 for use in IP multicasting. Addresses in this class are used for multicasting only and not for regular DHCP scopes.

In all TCP/IP networks, each host is required to first be configured with its own IP address, taken from one of the standard address classes. You must assign this required unicast IP address before you can configure a host to support and use secondary IP addresses, such as a multicast IP address.

Another difference between unicast and multicast addresses, is that a group of TCP/IP host computers are intended to be able to share the use of a multicast IP address. This is not normally the case with unicast IP addresses, which are intended to be assigned individually to only one configured host and not shared with other hosts.

When the destination address for an IP datagram is an IP multicast address, the datagram is forwarded to all members of a multicast group, which is a set of zero or more hosts identified by the address. The membership of a multicast group is dynamic in that individual hosts can join or leave the group at any time.

Membership and use of multicast groups is unrestricted and can be compared to membership and use of a group e-mail address: Group membership can be any size, and hosts can be members of many multicast groups. 

You can permanently reserve multicast group addresses or temporarily assign and use them as needed on your network. For a permanent group IP address to be reserved for Internet use, you must register it with the Internet Assigned Numbers Authority (IANA).

For multicast IP addresses not permanently reserved with the IANA, all Class D addresses that remain unreserved can then be used dynamically to assign and form temporary multicast groups. These temporary groups can exist as long as one or more hosts on the network are configured with the group address and actively share its use.

For more information, see Understanding multicasting or Internet Group Management Protocol (IGMP).

Determining the ranges to use for multicast scopes

When deciding the IP address ranges to use for multicast scopes on your MADCAP server, there are two overall best practices recommended by the Multicast Allocation (malloc) working group, an IETF team of industry volunteers who help establish multicast address allocation standards. These practices include:

·
Administrative scoping This is most useful when you are using multicast IP addresses privately in your own network. It is similar to private IP addressing, as used currently in the unicast IP address spaces (such as the use of the 10.0.0.0 network address space). It is fully discussed in RFC 2365, "Administratively Scoped IP Multicast." 


With administratively scoped multicast IP, the range most recommended that you begin with is the 239.192.0.0 range. This range is known as the IPv4 Organization Local Scope and has a subnet mask of 255.252.0.0 (14-bits in length). It is intended for use by an entire organization setting multicast scopes privately for its own internal or organizational use. Starting with this address, you can create a considerable number of addresses—up to 218, or 262,144 group addresses—for use in all subnets within your organization's network.


For more information, refer directly to the RFC, which can be obtained at the Request for Comments Web site. (http://www.rfc-editor.org/)

·
Global scoping This practice is most useful when you are using multicast group IP addresses in a public network address space, particularly the Internet. 


Because most organizations requiring one or more public addresses likely have already been assigned some public unicast IP addresses, a subnet allocation scheme has been proposed. For MADCAP, the 233.0.0.0 range of the Class D address space is recommended for use as a global scope range.


When the 233.0.0.0 range is used, the allocation of global addresses works in the following way:

 1.
A network registry, such as the Internet Assigned Numbers Authority (IANA), allocates and reserves the first 8 bits of the range (for example, the "233" portion of this range). 

 2.
The next 16 bits (the two middle octet numbers of addresses in this range) are based on a previously assigned Autonomous System (AS) number. This number is recorded with the applicable Internet Assigned Numbers Authority (IANA) registry for your region. 


If you already register your IP addresses with a regional network registry, you might know your AS number. You can also look it up easily using the Whois database system on the Internet. If you are obtaining IP addresses through an Internet service provider (ISP), you might contact them to find out what your AS number is.


AS numbers are allocated to the regional registries by the IANA. If you or your ISP are located in the United States, you can apply directly to the American Registry for Internet Numbers (ARIN) to obtain an AS number. For more information, see the ARIN Web site.


For other regions, AS numbers can also be obtained from appropriate regional registries. Other regional registries include the following:

·
ARIN or <hostmaster@arin.net> for the Americas, Carribbean, and Africa. 

·
RIPE-NCC <ncc@ripe.net> for Europe. 

·
AP-NIC <admin@apnic.net> for the Asia-Pacific region. 

 3.
The last 8 bits in the address are local use bits. 


These provide the IP address range from which to configure any multicast scopes for group addresses you want to use publicly on the Internet. With this global scoping system in use, a subnet mask of 255.255.255.0 should be applied. This provides each organization with an assigned AS number of up to 255 multicast group addresses for use on the Internet.


For more information on either the practice of global scoping for multicast address allocation or the use and allocation of AS numbers, use the IETF Web site. (http://www.ietf.org/) For global scoping, refer directly to the current available draft entitled "Static Allocation in 233/8," and for more information on AS numbering, refer to RFC 1930, "Guidelines for creation, selection, and registration of an Autonomous System (AS)."

MADCAP and DHCP

The Windows 2000 DHCP Server service supports both the DHCP and MADCAP protocols. These protocols function separately and are not dependent on each other. For example, a DHCP client might or might not be a MADCAP client and a MADCAP client might or might not be a DHCP client.

Its also worth mentioning that the DHCP Server service can be used to deploy MADCAP servers independent of how DHCP servers are used on your network. For example, to install Windows 2000 DHCP for MADCAP service only:

a.
Create multicast scopes. 

b.
Do not create other scopes or superscopes. 

Only where other scopes or superscopes are configured does the server computer also function as a DHCP server.

For more information about MADCAP, see Multicast address allocation.

Important   Multicast scopes and MADCAP only provide a mechanism for dynamically allocating IP address configuration for multicast-ranged IP addresses. Other network configuration details are normally required to enable multicasting for your deployment needs. For more information, see Checklist: Installing IP multicast video conferencing. 

Notes

·
Multicast scopes do not require or support the use of DHCP options, but can be configured with a finite lifetime, enabling the multicast scope to expire and be removed by the server. 

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here. 

·
For more information, see Manage multicast scopes. 

Removing scopes

When a subnet is no longer in use, or any other time you want to remove an existing scope, you can remove it at the DHCP console. In most cases, scopes are removed only when you need to renumber your network to use a different IP address range.

To retire a current scope and renumber your network to use a different scope, be sure to do the following first:

 1.
Create the new scope using a different range of addresses. 

 2.
Configure options for the new scope. 

 3.
Activate the new scope and deactivate the old scope. 

 4.
When all clients are no longer using the old scope, remove the old scope. 

Before you remove a scope , you must first deactivate it for a period of time. Deactivating a scope starts lease recall on the selected scope.

Before deactivating a scope, a replacement scope should be active on the subnet. The replacement scope can be on a different DHCP server from the deactivated scope as long as the replacement scope is on the same subnet.

You must deactivate a scope before removing it. This enables clients using the scope to renew their lease in a different scope. Otherwise, clients lose their leases. If any IP address in the scope is still leased or in use, you must first keep the scope active until either the client lease expires or the client lease renewal request is denied.

After a scope is deactivated, it does not acknowledge lease or renewal requests, so existing clients lose their leases at renewal time and reconfigure with another available DHCP server. To ensure that all clients migrate smoothly to a new scope, you should deactivate the old scope for at least half of the lease time, or until you have manually renewed all clients to move them off of the inactive scope.

To move a Windows 2000-based client manually, type either ipconfig /release or ipconfig /renew at the command prompt of the client computer. For other cases, restarting the client computer might be needed.

Managing leases

IP addresses are leased by the DHCP server to its clients. Each lease has an expiration date, which the client must renew if it is going to continue to use that address.

Leases are retained in the DHCP server database approximately one day after expiration. This grace period protects a client lease in case the client and server are in different time zones, the individual computer clocks are not synchronized, or the client computer is off the network when the lease expires. Expired leases are included in the list of active leases but are distinguished by a dimmed icon.

You can delete the lease of any DHCP client in the scope. The main reason for doing so is to remove a lease that conflicts with an IP address exclusion or a client reservation that you want to add. Deleting a lease has the same effect as if the client lease expired: the next time that client computer starts, it must enter the initialization state and obtain new TCP/IP configuration information from a DHCP server. There is nothing, however, to prevent the client from obtaining a new lease for the same IP address. You must make the address unavailable before the client requests another lease.

Delete only entries for clients that are no longer using the assigned DHCP lease or that are to be moved immediately to a new address. Deleting an active client could result in duplicate IP addresses on the network, because deleted addresses will be assigned to new active clients. After you delete the lease of the client and set a reservation or exclusion, you should always use ipconfig /release on the client computer to force the client to free its IP address.

Note   You can view lease information for individual clients by first selecting the Active Leases folder for a scope in the DHCP console. When Active Leases for a scope is selected as the console view, the list of currently active client leases for the scope appears in the details pane. 

Modifying default lease durations for a scope

When a scope is created, the default lease duration is set to eight days. In most cases, this value is sufficient. However, because lease renewal is an ongoing process that can affect the performance of DHCP clients and your network, it is sometimes useful to change the lease duration. Use the following guidelines to decide how to best modify lease duration settings for improving DHCP performance on your network:

·
If you have are a large number of IP addresses available and configurations that rarely change on your network, increase the lease duration to reduce the frequency of lease renewal queries between clients and the DHCP server. This reduces some network traffic caused by clients renewing their leases. 

·
If you have a limited number of IP addresses available and if client configurations change or clients move often on your network, reduce the lease duration to promote scavenging of old IP addresses by the DHCP server. This increases the rate at which addresses are returned to the available address pool for reassignment to new clients. 

Note   You can also set a separate lease time, different from the default scope lease time used by your DHCP clients, such as alternate lease times for supporting other types of clients such as BOOTP or Routing and Remote Access clients. For more information, see Manage BOOTP and remote access clients. 

Using client reservations

With client reservations, you can reserve a specific IP address for permanent use by a DHCP client. Typically, you will need to do this if the client uses an IP address that was assigned using another method for TCP/IP configuration.

If multiple DHCP servers are configured with a scope that covers the range of the reserved IP address, the client reservation must be made and duplicated at each of these DHCP servers. Otherwise, the reserved client computer can receive a different IP address, depending on the responding DHCP server.

If you want to change a reserved IP address for a current client, you have to remove the existing address reservation of the client, and then add a new reservation. You can change any other information about a reserved client while keeping the reserved IP address.

If you are reserving an IP address for a new client, or an address that is different from its current one, you should verify that the address has not already been leased by the DHCP server. Reserving an IP address in a scope does not automatically force a client currently using that address to stop using it.

If the address is already in use, the client using the address must first release is by issuing a DHCP release message (DHCPRELEASE). To make this happen, at the command prompt of a client computer running under Windows 2000, type ipconfig /release.

Reserving an IP address at the DHCP server also does not force the new client for which the reservation is made to immediately move to that address. In this case, too, the client must first issue a DHCP request message (DHCPREQUEST). To make this happen, at the command prompt of a client computer running under Windows 2000, type ipconfig /renew.

For clients using Windows 95 or Windows 98, you can use the Winipcfg.exe program to cause release or renewal of the reserved IP address in DHCP. For clients using MS-DOS, and some clients using other operating systems, a computer must be restarted for the change to take effect.

Once these changes are made, the reserved client is leased the IP address now reserved for its permanent use each time it renews its lease with the DHCP server.

Notes

·
Reserved clients can have DHCP options configured specifically for their use. When options are configured for a reserved client, these values override any option type parameters distributed via server-based, scope-based, or class-based options assignment. 

·
You can also use the ipconfig command on computers running earlier versions of Windows NT to release and renew DHCP leases. However, not all other ipconfig command options are available when executed at clients running under these earlier versions. 

Reconciling scopes

Reconciling scopes can fix inconsistencies, such as incorrect or missing information for client IP addresses that are stored in scope lease information. When inconsistencies are found, the DHCP server can use duplicate scope address lease information recorded in the Windows 2000 registry to detect any lease entries not currently reflected in the DHCP server database.

To correct and repair these inconsistencies, you need to reconcile any scope inconsistencies found when performing this operation. Once you select and reconcile scope inconsistencies, the DHCP console either restores those IP addresses to the original owner or creates a temporary reservation for those addresses. These reservations are valid for the lease time assigned to the scope. When the lease time expires, the addresses are recovered for future use.

Restoring scopes using reconcile options

The Reconcile feature can also be used to restore DHCP scope data in the event of server recovery. Before using this feature to fully recover DHCP scopes, complete the following preliminary tasks on the server:

 1.
Obtain and verify that you have a backup copy of the DHCP database, including all of its required files and subdirectories. 

 2.
Stop the DHCP server. 


For more information, see To start or stop a DHCP server.

 3.
Delete all files in the currently set Database path, which can be viewed or set from the Advanced tab in Properties at the applicable DHCP server. 

 4.
All DHCP server registry keys must be either restored or exist and remain intact from previous service operation on the server computer. 


If you are not sure how to make a copy of the DHCP server registry keys, refer to the procedures for using Registry Editor (Regedt32.exe) to do so in Moving a DHCP database to another server.

 5.
Regenerate a fresh version of the DHCP server database file in the current Database path, such as the SystemRoot\System32\Dhcp folder, on the server computer. 


A fresh copy of the DHCP server database can be generated by:

a.
Stopping the DHCP server 

b.
Deleting all of the DHCP database files in the current Database path folder 

c.
Restarting the DHCP server. 


When deleting server database files, it is not necessary to delete the \backup subfolder as well unless you are deliberately choosing to not have the server restore from one its previous backup copies archived there.

When the DHCP server registry information and DHCP database files have been either restored or regenerated at the server and the server restarted, you might notice that upon opening the DHCP console scope information is present but no active leases or other information for scopes is displayed.

To regain your active leases for each scope, you must use either the Reconcile feature to recover each scope or the Reconcile All Scopes feature at the applicable server. For more information, see To reconcile the DHCP database or To reconcile a scope.

If the reconcile scope option is used, the procedure needs to be repeated for each scope defined and used at the server. After reconciliation is completed, scope client lease and reservation information is added back into the Active Leases for each scope, based on DHCP scope registry information previously stored at the server computer.

After using the Reconcile feature you might notice that, when viewing properties for individual clients shown in Active Leases, client information is displayed incorrectly. This information is corrected and updated in the console as scope clients renew their leases.

Notes

·
After using the recovery methods discussed here, you can enable address conflict detection on the server for a period of time. For more information, see To enable address conflict detection. 

·
Although the Reconcile feature can be used to recover scope information in the event of DHCP server disaster recovery, it is not intended to be a replacement for other traditional backup measures. It is recommended that you implement other methods (such as using backup to a tape drive) to provide offline storage and duplicate archives of your DHCP database. For information, see Restoring server data. 

·
For information about the Windows 2000 registry, see The Windows 2000 registry. 

Supporting clients

This section covers:

·
Supporting DHCP clients 

·
Supporting Routing and Remote Access clients 

·
Supporting BOOTP clients 

Supporting DHCP clients

When installing a DHCP server to support a combination of DHCP clients provided by Windows and other operating systems on your network, consider some of the following issues:

·
Windows 2000 DHCP servers can assign any of the predefined options that are part of the DHCP standard set of options described in RFC 2132. Servers can also be modified to provide additional custom options as needed and requested by DHCP clients that support and request such options. 

·
Microsoft DHCP clients (including those running Windows 2000) only support and request a small number of the full standard set of DHCP options in their default configuration. This subset of supported options contrasts to the larger set of options that are predefined for assigned use within the DHCP console when managing Windows DHCP servers. For more information, see Microsoft DHCP clients. 

·
Other DHCP clients provided in systems supplied from other software vendors (such as UNIX or Linux clients), can request and recognize different DHCP options than those commonly supported by default for all released Microsoft DHCP clients. For these other DHCP clients, you can assign options at the server that are recognized by and configured for the supporting clients. 


Typically, if DHCP clients are unable to recognize or support an assigned DHCP option provided by the server during leasing, they silently ignore it. Another method to control options assignment is to use vendor or user-defined classes. In this arrangement, you can assign options for distribution only to identified members of the applicable class at the DHCP server. For more information, see Using option classes.

·
In some advanced deployment cases, you can tune or customize your Windows applications for Windows 2000 clients to leverage current DHCP client application programming interfaces (APIs), which are documented as part of the Microsoft Platform SDK available through the Microsoft Developers Network (MSDN). 


These published DHCP client APIs can enable you to customize DHCP client behavior, such as to enable other DHCP options to be requested and used at a Windows 2000 DHCP client. For more information on using these APIs, see the Microsoft Web site (http://www.microsoft.com/).

Supporting Routing and Remote Access clients

Windows 2000 DHCP servers provide support for Routing and Remote Access clients in two primary ways:

·
A reserved user class, the Default Remote Access class, is predefined at each server. When used, this class can provide configured options that are specific only to Windows Routing and Remote Access clients. For more information, see Microsoft predefined user classes. 

·
Special DHCP client configuration behavior occurs on the part of Routing and Remote Access servers which perform proxied DHCP service for their clients that use DHCP to obtain a lease. 

Optionally, you can use the Default Remote Access class to assign options specific to your remote access clients. In any instance where these clients use DHCP to obtain an IP address, they obtain a proxied IP address lease from the Routing and Remote Access server, which gathers IP addresses from the DHCP server for its distribution needs. In this process, the server provides optional values according to its own methods to its DHCP clients that use proxied leases.

For example, using either Winipcfg.exe (for Windows 95 or Windows 98) or Ipconfig.exe (for Windows 2000, earlier versions of Windows NT, or Windows 98) you can display the following information about the DHCP lease for a Routing and Remote Access client computer:

Lease Obtained:      Tue Jan 1 80 12:00:00 AM

Lease Expires:       Tue Jan 1 80 12:00:00 AM

When a Routing and Remote Access server assigns an IP address to one of its clients, either from its own static address pool or from its cached DHCP address pool, there is no effective lease time for the IP address, since it is released when the client disconnects.

However, remote access clients can still receive additional TCP/IP configuration information from the Routing and Remote Access server. For example, WINS and DNS server assignments can be delegated to the client when it connects.

Again, this information is not taken from the options given in the DHCP lease. Instead, these are taken directly from the Routing and Remote Access server settings. If a Routing and Remote Access server has WINS or DNS servers as configured entries in its dial-up connection properties, these settings are passed on to its clients.

The following table lists the options that Windows-based DHCP clients support and how each of these options has its values assigned to clients that use DHCP through connection to the Routing and Remote Access server:

Option
Description

IP address
The Routing and Remote Access server proactively obtains IP addresses from the DHCP server and builds a cached pool of DHCP leased addresses. It then distributes these cached IP addresses upon demand to dial-up clients and manages each lease accordingly. This is the only information from the DHCP server that the Routing and Remote Access client receives.

WINS server
Values provided with this option are taken from the dial-up connection properties of the Routing and Remote Access server if it is configured with WINS server addresses. The client acquires the list of WINS servers that are configured on the Routing and Remote Access server.

DNS server
Values provided with this option are taken from the dial-up connection properties of the Routing and Remote Access server if it is configured with DNS server addresses. The client acquires the first DNS server address listed in the search list.

Subnet mask
The subnet mask corresponds to the default subnet mask associated with the standard address class type (Class A, Class B, or Class C) of the given IP address.

NetBIOS scope ID
NetBIOS scope ID information is not passed to the client. If you need to modify this setting, you must change it directly on the client. 

Node type
Node type is not taken from the DHCP lease but can change on the Routing and Remote Access client, depending upon WINS information. If the Routing and Remote Access server has no locally defined WINS servers, a b-node Routing and Remote Access client remains a b-node client. If the Routing and Remote Access server has locally defined WINS servers, a b-node Routing and Remote Access client switches to h-node for the duration of the connection.

Supporting BOOTP clients

The Bootstrap protocol (BOOTP) is an established TCP/IP standard for host configuration that precedes DHCP.

BOOTP was originally designed to enable boot configuration for diskless workstations on older systems. This protocol approach was necessary because clients of this type have limited ability to store configurable information required during their respective boot processes used to start and participate in a network.

Windows 2000 DHCP servers respond to both BOOTP and DHCP requests. Unlike the lease process used for DHCP clients, the initialization process for BOOTP clients is different.

For BOOTP, clients obtain their configuration in a two-phase process as follows:

 1.
The BOOTP client requests an IP address and other relevant information. 


This information might typically include IP addresses for a router (default gateway) address or a DNS server. For more information, see Standard DHCP and BOOTP options.

 2.
The BOOTP client also requests additional information. 


This information is needed for the client to locate a Trivial File Transfer Protocol (TFTP) server that serves its platform-specific boot image file. This file is needed by the client to complete its boot configuration.

Once all of the information requested by the BOOTP client is fulfilled by the BOOTP (or Windows 2000 DHCP) server, the client can make the separate request to its TFTP server to complete the second phase of its boot process.

The following sections cover how to configure Windows 2000 DHCP servers to support BOOTP clients during both of these phases of the BOOTP configuration process.

BOOTP clients requesting IP address information only

Previously, BOOTP client support through the DHCP server always required an explicit client reservation to be made for each BOOTP client.

With new support for dynamic BOOTP, a pool of addresses can be designated--similar to how a scope is used for DHCP clients--to dynamically manage IP address assignment for BOOTP clients. The DHCP Server service can later reclaim addresses used in the dynamic BOOTP address pool, after first verifying a specified lease time has elapsed and that each address is not still in use by the BOOTP client.

To configure your DHCP server to assign and distribute IP address information to BOOTP clients, you must first configure a BOOTP address pool within a DHCP scope on the server. For information about how to add a BOOTP address pool, see To add dynamic BOOTP client support to a scope.

Another option to the dynamic BOOTP address pool, is to add a client reservation for each non-dynamic BOOTP client within your DHCP scopes. A reservation builds an association between the BOOTP client Media Access Control (MAC) address encoded in its physical hardware and its leased IP address.

When a reserved client requests an IP address, the DHCP Server service returns the appropriate reserved IP address in the lease response based on the MAC address of the client included in the BOOTP request message.

Important   When configuring client reservations for use with BOOTP clients, note that DHCP options can apply equally to DHCP and BOOTP clients. Therefore, correct scope configuration is imperative. 

BOOTP clients requesting boot file information

To configure Windows 2000 DHCP servers to provide boot file information to your BOOTP clients, complete the following:

 1.
Add a client reservation for each BOOTP client within an active DHCP scope. 


For more information, see To add a client reservation.

 2.
Add BOOTP entries for each client-specific platform in the BOOTP table on the DHCP server. 


For more information, see To add an entry to the BOOTP table.

Information stored in the BOOTP table is used by BOOTP clients to complete the second phase of their boot process. This information is returned to any requesting BOOTP clients on the network that broadcast a BOOTP request message.

If at least one BOOTP entry has been added to the BOOTP table, a Windows 2000 DHCP server replies to BOOTP client requests. If no BOOTP entries are configured, the server ignores BOOTP request messages.

Configuring the BOOTP table

Each record in the BOOTP table contains the three fields that contain the information returned to the BOOTP client:

·
Boot image file name. Identifies the generic file name (such as "unix") of the requested boot file, based on the BOOTP client hardware type. 

·
Full server path to boot image. Identifies the full path of the boot file (such as "/etc/vmunix") returned to the client by the BOOTP server, using TFTP. 

·
TFTP file server. Identifies the name of the TFTP server used to source the boot file. 

To add these entries into the BOOTP table, use the DHCP console.

Additional BOOTP configuration details

For your Windows 2000 DHCP servers to supply boot image file and TFTP server information to BOOTP clients, some DHCP options are used by the server for the purpose of fulfilling information stored in configured BOOTP table entries.

The following table lists these options, which are used to complete BOOTP protocol messages returned to clients during their initial bootstrap sequence.

Code
Description

66
TFTP server name

67
Boot file name

Once you add BOOTP entries to the BOOTP table at a Windows 2000 DHCP server, you are also configuring the previous options for use in supporting your BOOTP clients. You do not need to further configure DHCP options at the server for these options to be provided and used as part of its BOOTP support.

Note   Windows 2000 DHCP servers provide a predefined user class, the Default BOOTP class, for assigning options specific to BOOTP clients. For more information, see Microsoft predefined user classes. 

Setting up options

This section covers:

·
Assigning options 

·
Using option classes 

Assigning options

You can manage DHCP options at four distinct levels:

·
Predefined options. At this level, you control which types of options are predefined for the DHCP server to expose as available options for assigning from any of the option configuration dialog boxes (such as Server Options, Scope Options, or Client Options) available through the DHCP console. You can add or remove options to and from the predefined list of standard options as needed. Although options are made available in this way, they are not assigned values until administratively configured at either the server, scope, or client. 

·
Server options. Assign values here (using the General tab) for options that should apply to or be inherited by all scopes and clients of the DHCP server as defaults. Options configured here can have their values overridden by different values if those values are set at either a scope, options class, or reserved client level. 

·
Scope options. Assign values here (using the General tab) for options that should apply only to clients of an applicable scope selected in the DHCP console tree. Options configured here can have their values overridden by different values if those values are set at either an options class or reserved client level. 

·
Client options. Assign values here (using the General tab) for options that should apply only to a specific reserved DHCP client. To use this level of assignment, you must first add a reservation for the applicable client to the applicable DHCP server and scope where the client is to obtain its IP address. These options are set for an individual DHCP client configured with an address reservation in a scope. Only properties manually configured at the client computer can override options assigned at this level. 

·
Class options. When using any of the option configuration dialog boxes (Server Options, Scope Options or Client Options) you can click the Advanced tab of the applicable dialog box to configure and enable options for assignment to identifying member clients of a specified user or vendor class. 


Depending on the context, only those DHCP clients that identify themselves according to the selected class are distributed options data you have configured specifically for that class. For example, if a class-assigned option is set at a scope, only clients of that scope that indicate class membership during leasing activity are configured with class-assigned option values. Other non-member clients are configured using scope option values set from the General tab.


Options configured here can override values assigned and set at the same context (either server, scope, or client options) or values inherited from options configured at a higher context. However, the ability of the client to indicate membership in a specific options class is typically the decisive criteria for using this level of options assignment. For more information, see Using options classes.

Guidelines for assigning options

The following guidelines can help you determine what level to assign the options you use for clients on your network.

·
Add or define new custom option types only if you have new software or applications that require a nonstandard DHCP option. 

·
If your DHCP server manages many scopes for a large network, be selective when assigning Server Options. These options apply by default to all clients of a DHCP server computer, unless otherwise overridden. 

·
Use Scope Options for assigning most options that clients use. In most networks, this level is typically preferred for assigning and enabling the use of DHCP options. 

·
Use Class Options if you have a mixture of DHCP clients with diverse needs that are able to identify a specific class on the DHCP server when obtaining a lease. For example, if you have a limited number of client computers running Windows 2000 DHCP clients, these clients can be configured to receive vendor-specific options that other clients do not use. 

·
Use Client Options for individual DHCP clients in your network that have special configuration requirements. 


For any hosts (that is, computers or other networked devices) that do not support DHCP or are not recommended to use it, you can also consider excluding IP addresses for those computers and devices and manually setting the IP address configuration directly at the applicable host. For example, you often need to statically configure the IP address for routers.

Commonly used options

After you set basic TCP/IP configuration settings (such as IP address, subnet mask, and default gateway) for clients, most clients also need the DHCP server to provide other information through DHCP options. The most common of these include the following:

·
Routers. A preferred list of IP addresses for routers on the same subnet as DHCP clients. The client can then contact these routers as needed to forward IP packets destined for remote hosts. 

·
DNS servers. IP addresses for DNS name servers that DHCP clients can contact and use to resolve a domain host name query. 

·
DNS domain. Specifies the domain name that DHCP clients should use when resolving unqualified names during DNS domain name resolution. 

·
WINS node type. A preferred NetBIOS name resolution method for the DHCP client to use (such as b-node for broadcast only or h-node for a hybrid of point-to-point and broadcast methods). 

·
WINS server. IP addresses of primary and secondary WINS servers for the DHCP client to use. 

For more information, see either Microsoft DHCP clients or DHCP options reference.

Using option classes

Option classes offer an additional method for grouping DHCP-provided configuration details for clients within a scope. For Windows 2000 Server, there are two types of option classes that can be used for submanaging options:

·
User classes, for assigning options to clients identified as sharing a common need for similar DHCP options configuration. 

·
Vendor classes, for assigning vendor-specific options to clients identified as sharing a commonly defined vendor type. 

For more information, see Understanding user and vendor classes.

How user classes work

User classes allow DHCP clients to differentiate themselves by specifying a User Class option. When available for client use, this option includes a user-determined class ID that can help to group clients of similar configuration needs within a scope. For example, you might support users and computers with mobile computing needs by configuring a user class at the DHCP server and setting the related class ID at the client computers.

A user class is useful when you need to keep separate options that cover the special needs of identifying client computers, such as providing a shorter lease time for portable computers that move frequently or use remote access often. In this example, you could configure the DHCP server to distribute different options that are specific to the needs of clients.

For instance, shorter leases could be assigned to mobile clients. For more information, see To change the lease time for remote access clients.

The user class feature gives you greater flexibility in configuring DHCP clients on your network, but is not required for standard DHCP use. If user-defined option classes are not configured, options are provided through the applicable server, scope, or client option settings instead. For more information, see Assigning options.

Windows 2000 DHCP servers, which support recognition of user class IDs, perform the following added steps to lease clients identifying themselves according to this process:

 1.
The server determines whether the user class identified by the client in its lease request is a recognized class, previously defined on the server. 


If a predefined user classes exists at the server and is configured, class-based assignment is enabled. For other user classes, you must first add and configure them at the server before they are available for use.

 2.
If the user class is recognized, the server determines whether any additional DHCP options are configured for this class in the active lease context (either the scope or a client reservation) where the server is leasing the client. 

 3.
If the scope or reserved client options are configured to provide options for the user-defined class of the client, the server returns those options to the client as part of its DHCP acknowledgment message (DHCPACK), which is sent to confirm the lease. 

Additional user class examples

For Windows 2000 computers, you can define specific user class identifiers to convey information about client software configuration, its physical location in a building, or about its user preferences. For example, an identifier can specify that DHCP clients are members of a user-defined class called "2nd floor, West," which has need for a special set of router, DNS, and WINS server settings.

You can also use the Microsoft predefined user classes for isolating configuration details specific for clients with special needs, such as BOOTP or Routing and Remote Access service. For more information, see To assign an advanced (class-based) option.

Notes

·
In addition to configuring or adding user classes at the DHCP server, in Windows 2000 you can set a DHCP user class ID at the client computer with the ipconfig /setclassid command. For more information, see To set DHCP class ID information at a client computer. 

·
When you configure user classes at the DHCP server, be certain that the class identifying data you set at both the DHCP server and member client computers is identically matching binary or ASCII data. For more information, see To create a new user or vendor class. 

·
The user class option only permits one class ID to be used for identifying clients. Each client computer can only be identified as a member of a single user class at the DHCP server. You can use additional user classes and make new hybrids from your other user classes, as needed. 

How vendor classes work

Vendor-defined option classes can be used by DHCP clients that are configured to optionally identify themselves by their vendor type to the DHCP server when obtaining a lease. For a client to identify its membership in a vendor class, the client provides a value in the Vendor class identifier option when it requests or selects a lease from the server.

The vendor class identifier information is a string of character data interpreted by a DHCP server. Microsoft supports vendor class identification for its DHCP clients running Windows 2000 or Windows 98.

Most vendor types are derived from standard reserved hardware and operating system type abbreviation codes listed in Request for Comments (RFC) 1700. For more information, see TCP/IP RFCs.

Other vendors might choose to define their own specific vendor class IDs for either conveying vendor-specific information or handling special needs for their DHCP clients.

Windows 2000 DHCP servers, which support recognition of vendor class IDs, perform the following additional steps to lease the clients that identify themselves according to this process:

 1.
The server determines whether the vendor class identified by the client in its lease request is a recognized class, previously defined on the server. 


Only Microsoft vendor classes are predefined at the server. For other vendor classes, you must manually add and configure these options at your Windows 2000 DHCP servers before they are available for use.

 2.
If the vendor class is a recognized one, the server determines whether any additional DHCP options are configured for this class in the active lease context (either the scope or a client reservation) where the server is leasing the client. 

 3.
If the scope or reserved client options are configured to provide options for the vendor-defined class of the client, the server returns them using the Vendor specific information option as part of its DHCP acknowledgment message (DHCPACK), which is sent to confirm the lease. 

Vendor classes permit other system vendors to support custom applications for DHCP in mixed vendor environments. Vendor-specific options, when provided, are used in addition to any of the standard DHCP options assigned or required for DHCP.

For more information on vendor classes, see DHCP RFCs or refer directly to RFC 2132.

Notes

·
In most cases, the default (or unspecified) vendor class, DHCP standard options, can provide a useful default for grouping any DHCP clients that do not specify or recognize vendor class IDs. 

·
When you add new vendor classes at the DHCP server, be sure that the vendor class ID data you set at the server matches the actual vendor class ID used by clients for your vendor. For more information, contact the appropriate vendor. 

Interoperability issues

The following section covers issues that affect the use of the Windows 2000 DHCP server with other services or network configurations on your network.

·
Using DNS servers with DHCP 

·
Using Routing and Remote Access servers with DHCP 

·
Multihomed DHCP servers 

Using DNS servers with DHCP

When installing a Windows 2000 DHCP server, you can configure the server to perform updates on behalf of its DHCP clients to any Domain Name System (DNS) servers that support dynamic updates.

How DHCP/DNS update interaction works

The DHCP server can be used to register and update the pointer (PTR) and address (A) resource records on behalf of its DHCP-enabled clients.

This process requires the use of an additional DHCP option, the Client FQDN option (option 81). This option permits the client to provide its fully qualified domain name (FQDN) as well as instructions to the DHCP server on how it would like the server to process DNS dynamic updates (if any) on its behalf.

When this option is issued by a qualified DHCP client, such as a DHCP-enabled computer running Windows 2000, it is processed and interpreted by Windows 2000 DHCP servers to determine how the server initiates updates on behalf of the client.

For example, the server might be configured in one of the following ways to process client requests:

·
The DHCP server registers and updates client information with its configured DNS servers according to the client request. 


Once a new DHCP server is installed, this is the default configuration for Windows 2000 DHCP servers and clients. In this mode, any Windows 2000 DHCP client can request the way in which the DHCP server performs updates of its host (A) and pointer (PTR) resource records. If possible, the DHCP server accomodates the client request for handling updates to its name and IP address information in DNS.


This can be set at the applicable DHCP server by configuring the Update DNS only if DHCP client requests option located in Properties on the DNS tab.

·
The DHCP server always registers and updates client information with its configured DNS servers. 


This is a modified configuration supported for Windows 2000 DHCP servers and clients. In this mode, the DHCP server always performs updates of the client's FQDN and leased IP address information, both its host (A) and pointer (PTR) resource records, regardless of whether the client has requested to perform its own updates.


This can be set at the applicable DHCP server by configuring the Always update DNS option located in Properties on the DNS tab.

·
The DHCP server never registers and updates client information with its configured DNS servers. 


To set this behavior, the DHCP server must be configured to disable performance of DHCP/DNS proxied updates. By disabling this feature, no client host (A) or pointer (PTR) resource records are updated in DNS for DHCP clients.


If necessary, this change in setting can be made at Windows 2000 DHCP servers by clearing the Automatically update DHCP client information in DNS check box, which is located in Properties on the DNS tab on the applicable DHCP server or one of its scopes. By default, updates are always performed for newly installed Windows 2000 DHCP servers and any new scopes created for them.

Additional advanced DHCP/DNS server configuration options

In addition to these standard DHCP/DNS interactions, the Windows 2000 DHCP server can be configured to perform these optional update tasks as follows:

 1.
The server can selectively be configured to not send updates for discarding a client host (A) resource record when the client lease expires. 


When the DHCP server is enabled to perform DNS updates, it always sends updates to discard the client pointer (PTR) resource records when the lease expires. Whether the server does this also with client host (A) resource records when a client's lease expires (by default, the server discards these) is a configurable option.


To modify this at the applicable DHCP server, clear the Discard forward (name-to-address) lookups when leases expires check box in Properties on the DNS tab.

 2.
The server can be selectively configured to not send updates for clients unable to use the Client FQDN option (option 81), to request the way that updates are handled. 

 3.
By default, the DHCP server sends updates for clients that do not support option 81. This allows the server to perform proxy updates in DNS for all of its DHCP clients that are running earlier versions of Windows operating systems.

 4.
To modify this at the applicable DHCP server, clear or select the Enable updates for DNS clients that do not support dynamic updates check box in Properties on the DNS tab.

Important

·
For the DHCP/DNS interaction described in the following sections to be in effect: 

a.
Be certain that you are using DHCP and DNS servers running Windows 2000 Server. 

b.
Make any configuration changes needed to enable the use of dynamic updates at your DHCP and DNS servers, as described in the DNS dynamic update protocol. 

Windows DHCP clients and DNS dynamic update protocol

DHCP clients running Windows 2000 and earlier versions of Windows interact differently when performing the DHCP/DNS interactions previously described. The following examples and graphics show how this process varies in different cases.

Example 1: DHCP/DNS update interaction for Windows 2000 DHCP clients

Windows 2000 DHCP clients interact with DNS dynamic update protocol as follows:

 1.
The client initiates a DHCP request message (DHCPREQUEST) to the server. 

 2.
The server returns a DHCP acknowledgment message (DHCPACK) to the client, granting an IP address lease. 

 3.
By default, the client sends a DNS update request to the DNS server for its own forward lookup record, a host (A) resource record. 


Alternately, the server can perform this update to the DNS server on behalf of the client if both the client and its configuration are modified accordingly.

 4.
The server sends updates for the DHCP client's reverse lookup record--a pointer (PTR) resource record--using the process defined by the DNS dynamic update protocol. 

Example 2: DHCP/DNS update interaction for earlier Windows DHCP clients (prior to Windows 2000)

Earlier versions of Windows DHCP clients do not support the DNS dynamic update process directly, and therefore, can not directly interact with the DNS server. For these DHCP clients, updates are typically handled as follows:

 1.
The client initiates a DHCP request message (DHCPREQUEST) to the server. 

 2.
The server returns a DHCP acknowledgment message (DHCPACK) to the client, granting an IP address lease. 

 3.
The server then sends updates to the DNS server for the client's forward lookup record, which is a host (A) resource record. 

 4.
The server also sends updates for the client's reverse lookup record, which is a pointer (PTR) resource record. 

Using the DnsUpdateProxy security group

As previously described, you can configure a Windows 2000 DHCP server so that it dynamically registers host (A) and pointer (PTR) resource records on behalf of DHCP clients. In this configuration, the use of secure dynamic update with Windows 2000 DNS servers might cause stale resource records.

For example, suppose the following sequence of events occurs:

 1.
A Windows 2000 DHCP server (DHCP1) performs a secure dynamic update on behalf of one of its clients for a specific DNS domain name. 

 2.
Because the DHCP server successfully created the name, it becomes the owner of the name. 

 3.
Once the DHCP server becomes the owner of the client name, only that DHCP server can update the name. 

In some circumstances, this might cause problems. For instance, suppose that DHCP1 later fails. If a second backup DHCP server comes online, it cannot update the client name because it is not the owner of the name.

In a similar example, suppose DHCP1 registered in DNS on behalf of its client the name "host.example.microsoft.com", and then the administrator upgraded that computer from an earlier version of Windows to Windows 2000. Since the DHCP server (DHCP1) is the owner of this name, the client cannot update its DNS records once the computer is upgraded to Windows 2000.

To solve this problem, a new built-in security group called DnsUpdateProxy is provided. Any object created by the members of this group has no security and the first user (that is not a member of the DnsUpdateProxy group) to modify the set of records associated with a client becomes its owner. Thus, if every DHCP server registering resource records for older clients is a member of this group, the problems discussed earlier are eliminated.

Adding members to the DnsUpdateProxy group

You can configure the DnsUpdateProxy security group through Active Directory Users and Computers. For more information, see To add a member to a group.

Important   If you are using multiple DHCP servers for fault tolerance and also securing dynamic updates, add each of the computers operating a Windows 2000 DHCP server as members of the DnsUpdateProxy global security group. 

Security concerns when using the DnsUpdateProxy group

Although adding all DHCP servers as members to this special built-in group helps to resolve some DNS update concerns about maintaining secure updates, this solution also introduces some additional security concerns.

For example, any DNS domain names registered by the computer running the DHCP server are nonsecure. The host (A) resource record for the DHCP server itself is an example of such a record. This issue is more significant if the DHCP server (that is a member of the DnsUpdateProxy group) is installed on a domain controller. To protect against issue, you can manually specify a different owner for any DNS records associated with the DHCP server itself.

In this case, all service location (SRV), host (A), or alias (CNAME) resource records registered by the Netlogon service for the domain controller are nonsecure. To minimize the problem, it is recommended that you do not install a DHCP server on a domain controller.

Another strong argument against running a Windows 2000 DHCP server on a Windows 2000 domain controller is that the DHCP server has full control over all DNS objects stored in Active Directory, because the DHCP server is running under the computer (in this case, the domain controller) account.

Additional resources on DHCP and DNS interaction

Because of the close integration of DHCP and DNS described in this section, you might want to investigate or review these additional topics as resources for your deployment issues related to this feature.

For more information:

·
On the DNS dynamic update protocol and considerations for securing dynamic updates when using Active Directory, see Dynamic update. 

·
On how to configure Windows 2000 DNS servers to enable some or all updates for specific zones, see To allow dynamic updates and To allow only secure dynamic updates. 

·
On how to enable Windows 2000 DHCP servers to initiate updates on behalf of its clients for specific scopes (or all scopes), see To enable DNS dynamic updates for clients. 

·
On how you can modify or set Windows 2000 computers to initiate dynamic updates on their own behalf, see To configure TCP/IP to use DNS. 

·
On DNS resource records, see Domain Name System (DNS) or Resource records reference. 

Important   If you are using multiple DHCP servers for fault tolerance and also securing dynamic updates, add each of the computers operating a Windows 2000 DHCP server as members of the DnsUpdateProxy global security group. For more information, see To add a member to a group. 

Caution   For Windows 2000, the use of secure dynamic updates can be compromised by running a DHCP server on a domain controller when Windows 2000 DHCP server is configured to perform registration of DNS records on behalf of its clients. To avoid this issue, deploy DHCP servers and domain controllers on separate computers. If you are not concerned about security of reverse lookup (PTR) records, this precaution is only advisable if the DHCP server is configured to perform registration of host (A) records on behalf of its clients (which is not a default behavior). 

Notes

·
Microsoft supports the DHCP/DNS update interaction currently under final review as a proposed Internet standard Request for Comment (RFC) document by the Internet Engineering Task Force (IETF). 


This interactive process is fully described in the applicable draft, "Interaction between DHCP and DNS." To obtain the current or final version of this draft, see the Request for Comments Web site (http://www.rfc-editor.org/).

·
If you are using legacy DNS servers that do not support dynamic updates, you can implement the following changes for dynamically updating and registering names and addresses for your DHCP clients: 

a.
If you are also using WINS and legacy Windows DNS servers (that is, DNS servers running Windows NT Server 4.0), you might be able to use WINS lookup integration to support resolution of client names and addresses on your network that are not updated dynamically in DNS. 

b.
Upgrade or replace your older DNS servers with Windows 2000 DNS servers. 

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Using Routing and Remote Access servers with DHCP

The DHCP Server service can be deployed along with the Routing and Remote Access service to provide remote access clients with a dynamically assigned IP address during connection. When these services are used together on the same server computer, the information provided during dynamic configuration is provided differently than in the case of typical DHCP configuration for LAN-based clients.

In LAN environments, DHCP clients negotiate and receive the following configuration information, based entirely on settings configured in the DHCP console for the DHCP server:

·
A leased IP address provided from the available address pool of an active scope on the DHCP server. The DHCP server directly manages and distributes the address to the LAN-based DHCP client. 

·
Additional parameters and other configuration information provided through assigned DHCP options in the address lease. The values and list of options used correspond to option types configured and assigned on the DHCP server. 

When a Routing and Remote Access server provides dynamic configuration for dial-up clients, it first performs the following steps:

·
When the Routing and Remote Access server starts with the Use DHCP to assign remote TCP/IP addresses option, it makes advance requests to the DHCP server to obtain DHCP client addresses for dial-up clients, caching these addresses. 

·
The number of client addresses that are requested in advance is equal to the number of Routing and Remote Access ports set to receive calls and one additional address. 

For example, if the server has two analog modem ports and two ISDN adapter ports that are set to receive calls, it requests a total of five IP addresses from the DHCP server. The first four are for assigning to clients that dial in to the analog and ISDN server ports. The fifth address is reserved for the server itself, so it can configure and use its own IP address when processing connections for dial-up clients.

When the Routing and Remote Access server uses this type of proactive caching of DHCP address leases for dial-up clients, it records the following information for each lease response it obtains from the DHCP server:

·
The IP address of the DHCP server 

·
The client leased IP address (for later distribution to the Routing and Remote Access client) 

·
The time at which the lease was obtained 

·
the time at which the lease expires 

·
The duration of the lease 

All other DHCP options information returned by the DHCP server (such as server, scope, or reserved client options) are discarded. When the client dials into the server and requests an IP address (that is, when Server Assigned IP Address is selected), it uses one of these cached DHCP leases to provide the dial-up client dynamic IP address configuration.

When the IP address is provided to the dial-up client, the client is unaware that the IP address has been obtained through this intermediate process between the DHCP server and the Routing and Remote Access server. The Routing and Remote Access server maintains the lease on behalf of the client. Therefore, the only information that the client receives from the DHCP server is the IP address lease.

In dial-up environments, DHCP clients negotiate and receive dynamic configuration using the following modified behavior:

·
A leased IP address from the Routing and Remote Access server cache of DHCP scope addresses. The Routing and Remote Access server obtains and renews its cached address pool with the DHCP server. 

·
If additional parameters and other configuration information provided through assigned DHCP options in the address lease is normally provided by the DHCP server, this information is returned to the Routing and Remote Access client based on TCP/IP properties configured on the Routing and Remote Access server. 

Notes

·
For more information, see Supporting Routing and Remote Access clients. 

·
For Windows 2000, DHCP servers provide a predefined user class, the Default remote access class, for assigning options that are specific and provided only to Routing and Remote Access clients. for more information, see Microsoft predefined user classes. 

Multihomed DHCP servers

A multihomed DHCP server is a computer running Windows 2000 Server that uses the DHCP service for more than a single network connection. For a server computer to be multihomed, each network connection must attach the computer to more than a single physical network. This requires that additional hardware (in the form of multiple installed network adapters) be used on the computer.

A server running Windows 2000 Server can perform as a multihomed DHCP server. For multihomed servers, the DHCP service binds to the first IP address configured on the first network connection in use. Typically, this is the first physical network adapter interface on the server computer and appears as "Local Area Connection" in the Network and Dial-up Connections folder.

By default, the service bindings depend on whether the first network connection is configured dynamically or statically for TCP/IP. Based on the method of configuration it uses, reflected by its current settings in Internet Protocol (TCP/IP) properties, the DHCP Server service performs default service bindings as follows:

·
If the first network connection uses a manually specified IP address, the connection is enabled in server bindings. For this to occur, a value for IP address must be configured and the Use the following IP address option selected in Internet Protocol (TCP/IP) properties. In this mode, the DHCP server listens for and provides service to DHCP clients. 

·
If the first network connection uses an IP address configured dynamically, the connection is disabled in server bindings. This occurs when the Obtain an IP address automatically option is selected in Internet Protocol (TCP/IP) properties. For Windows 2000, this is the typical default setting. In this mode, the DHCP server does not listen for and provide service to DHCP clients until a static IP address is configured. 

Notes

·
By design, DHCP server bindings are enabled and disabled on a per-connection, not per-address basis. All bindings are based on the first configured IP address for each connection appearing in the Network and Dial-up Connections folder. If additional static IP addresses (for example, as set in Advanced TCP/IP properties) for the applicable connection, these addresses are never used by Windows 2000 DHCP servers and are inconsequential for server bindings. 

·
For more information, see About Network and Dial-up Connections. 

·
Windows 2000 DHCP servers never bind to any of the NDISWAN or DHCP-enabled interfaces used on the server. These interfaces are not displayed in the DHCP console under the current server bindings list because they are never used for DHCP service. Only additional network connections that have a primary static IP address configured can appear in the server bindings list (or be selectively enabled or disabled there). 

·
For more information, see To selectively set DHCP server bindings for network connections. 

Example: Configuring a multihomed DHCP server

The following illustration is an example of a multihomed DHCP server with three network adapters installed. Each adapter is configured to lease addresses on separate physical subnets:

Note that in the graphic, the multihomed DHCP server has three adapters installed and configured statically with a single IP address for each. Because the IP addressing for the DHCP server also uses an adjusted or custom subnet mask value (255.255.255.224), that value is applied for all IP addresses that are configured at the server and for other computers in use on the same example private IP network. In this network example, a Class C range of IP addresses, 192.168.200.1 to 192.168.200.254, is used.

In this example, each of the three adapters connects the server to three different physical subnets (Subnets A, B, and C). To achieve the intended result of having the DHCP provide leased configuration service to all clients in each of the respective subnets, two configuration details are essential and must be verified during deployment plans:

 1.
The server must use a statically configured IP address within the same range of valid IP addresses for the physical network on which it is servicing clients. 

 2.
The server must have each of its valid subnet IP addresses excluded from the scope used to offer leases to clients 

For example, if no special subnetting is used in this environment, the selection of DHCP server IP addresses is not as critical because the IP network and IP subnet are the same. When the default subnet mask value (255.255.255.0) is used, all 254 possible host IDs are considered to be part of one single unified subnet.

In the case of this example, however, if a custom subnet mask of 255.255.255.224 is applied, the network ID and subnet ID are not the same. Whenever the subnet ID is not the same as the network ID, care and attention must be taken so that the DHCP server is provided IP address assignment within the same subnet it is intended to service.

For instance, with the mask set to 255.255.255.224 at all hosts, the first three bit places of the last notated octet (224) are taken from the full eight bit places that would normally comprise the full host ID section. These bits are used for physical subnet identification. This leaves the remaining five bit places to be used as the actual or reduced host ID field.

In the example network shown above, the three subnets in use can have a maximum of eight (or 23) potentially different subnet IDs. Likewise, each of these subnets can in turn, only support up to 32 (or 25) potential host IDs.

Because of the use of subnetting, in this example Subnet A consists of the first 32 address values in the network, from 0 to 31. Because no host IDs consisting of "all zeroes" or "all ones" in the the host ID field can actually be assigned for use to computers, the useful range of total available IP addresses for each subnet drops from 32 to 30.

Of the remaining 30 addresses, the DHCP server just needs to use one. The remaining 29 can be configured in a regular DHCP scope and used for assigning leases to subnet clients. The choice of which address to use for the DHCP server is preferential, as well as the decision to include the statically assigned IP address of the DHCP server within the scope defined for use in each subnet.

In this example, the IP addresses (192.169.200.1, 192.168.200.33, 192.168.200.65) of the multihomed server are configured using the first IP address available for each of the three subnets. In the configuration shown, these addresses are excluded from the defined boundaries of each of the scopes created for these subnets.

Alternatively, you could set up your scopes so as to include these addresses within the defined boundaries of the scope. If you do, you need to create address exclusions to exclude these server IP addresses from each of the respective scopes.

Note  For more information on IP subnetting, see Subnet masks or the Windows 2000 Server Resource Kit. 

Resources

This section covers:

·
DHCP options reference 

·
DHCP RFCs 

·
DHCP database files 

·
Netshell commands for DHCP 

·
DHCP performance monitoring reference 

·
DHCP updated technical information 

·
DHCP bibliography 

DHCP options reference

This section covers:

·
Standard DHCP and BOOTP options 

·
Advanced and new options 

·
Microsoft options 

Standard DHCP and BOOTP options

The following topics provide descriptions of all predefined options available for use with Windows 2000 DHCP and all earlier versions of Microsoft-based DHCP servers. These options are defined according to the updated standards reference for DHCP options (RFC 2132, "DHCP Options and BOOTP Vendor Extensions").

·
Basic options (RFC 1497) 

·
IP host options 

·
IP interface options 

·
Link layer options 

·
TCP options 

·
Application layer options 

·
NetBIOS over TCP/IP options

Basic options (RFC 1497)

The following tables list basic DHCP option types originally defined in RFC 1497 for use with DHCP and BOOTP service. In BOOTP service, these option types are referred to as vendor extensions.

Pad

Code
0

Length
(Not used)

Value
(Not used)

Description
This option type is a single octet of zero ("00") used for padding. This option differs from most DHCP option types in that it does not use a length or value field. Where used, this option causes subsequent DHCP option types as they appear in the DHCP packet to align on word boundaries. This option does not require configuration.

Structure
    Code   +-----+   |  0  |   +-----+

End

Code
255

Length
(Not used)

Value
(Not used)

Description
This option is a single octet of decimal 255 ("FF") used to indicate the end of a DHCP options area in DHCP message packets. This option differs from most DHCP option types because it does not use a length or value field. Typically, it is used at the end of the options field to indicate that there is no more options data in a DHCP message packet. It can also be used within the message, in connection with the vendor specific information (option 43), to indicate the end of an encapsulated vendor specific options subfield. This option does not require configuration.

Structure
    Code   +-----+   | 255 |   +-----+

Subnet mask

Code
1

Length
Fixed, 4 octets.

Value
Signed 32-bit integer representing the subnet mask for an IP address provided in a DHCP message.

Description
Specifies the subnet mask of the client subnet, as described in RFC 950, "Internet Standard Subnetting Procedure." The value for this option type is taken from the Subnet Mask field, as defined in a DHCP scope Properties dialog box in the DHCP console.

Structure
    Code   Len        Subnet mask   +-----+-----+-----+-----+-----+-----+   |  1  |  4  |  m1 |  m2 |  m3 |  m4 |   +-----+-----+-----+-----+-----+-----+

Time offset

Code
2

Length
Fixed, 4 octets.

Value
Signed 32-bit integer used for offset of UCT time.

Description
Specifies an offset value (in seconds) from the Universal Coordinated Time (UCT) that applies to the client subnet. This value is configured as a signed 32-bit integer. Positive offset values indicate a subnet location east of the zero meridian. Negative offset values indicate a subnet location west of the zero meridian.

Structure
    Code   Len        Time offset   +-----+-----+-----+-----+-----+-----+   |  2  |  4  |  n1 |  n2 |  n3 |  n4 |   +-----+-----+-----+-----+-----+-----+

Router

Code
3

Length
Variable, minimum length of 4 octets. Octet length increases in multiples of 4 for each router address listed.

Value
Signed 32-bit integer representing IP address of each assigned router.

Description
Specifies a list of IP addresses for routers on the subnet of the client. When more than one router is assigned, the client interprets and uses the addresses in the specified order.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  3  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Time server

Code
4

Length
Variable, minimum length of 4 octets. Octet length increases in multiples of 4 for each RFC 868 time server address listed.

Value
Signed 32-bit integer representing IP address of each assigned RFC 868 time server.

Description
Specifies a list of IP addresses for RFC 868 time servers that are available to the client. When more than one time server is assigned, the client interprets and uses the addresses in the specified order.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  4  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

IEN name server

Code
5

Length
Variable, minimum length of 4 octets. Octet length increases in multiples of 4 for each IEN name server address listed.

Value
Signed 32-bit integer representing IP address of each assigned IEN name server.

Description
Specifies a list of IP addresses for Internet Engineering Note (IEN) name servers available to the client. When more than one server is assigned, the client interprets and uses the addresses in the specified order.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  5  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

DNS server

Code
6

Length
Variable, minimum length of 4 octets. Octet length increases in multiples of 4 for each DNS server address listed.

Value
Signed 32-bit integer representing the IP address of each assigned DNS server.

Description
Specifies a list of IP addresses for Domain Name System (DNS) name servers available to the client. When more than one server is assigned, the client interprets and uses the addresses in the specified order. DHCP client computers that are multihomed and obtain multiple DHCP leases can have only one DNS server list per host computer, not per adapter interface.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  6  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Log server

Code
7

Length
Variable, minimum length of 4 octets. Octet length increases in multiples of 4 for each log server address listed.

Value
Signed 32-bit integer representing the IP address of each assigned log server.

Description
Specifies a list of IP addresses for MIT-LCS UDP log servers available to the client. When more than one server is assigned, the client interprets and uses the addresses in the specified order.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  7  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Cookie server

Code
8

Length
Variable, minimum length of 4 octets. Octet length increases in multiples of 4 for each cookie server address listed.

Value
Signed 32-bit integer representing the IP address of each assigned cookie server.

Description
Specifies a list of IP addresses for RFC 865 cookie servers available to the client. When more than one server is assigned, the client interprets and uses the addresses in the specified order.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  8  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

LPR server

Code
9

Length
Variable, minimum length of 4 octets. Octet length increases in multiples of 4 for each LPR server address listed.

Value
Signed 32-bit integer representing the IP address of each assigned LPR server.

Description
Specifies a list of IP addresses for RFC 1179 line printer servers available to the client. When more than one server is assigned, the client interprets and uses the addresses in the specified order.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  9  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Impress server

Code
10

Length
Variable, minimum length of 4 octets. Octet length increases in multiples of 4 for each Impress server address listed.

Value
Signed 32-bit integer representing IP address of each assigned Impress server.

Description
Specifies a list of IP addresses for Imagen Impress servers available to the client. When more than one server is assigned, the client interprets and uses the addresses in the specified order.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  10 |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Resource location server

Code
11

Length
Variable, minimum length of 4 octets. Octet length increases in multiples of 4 for each resource location server address listed.

Value
Signed 32-bit integer representing the IP address of each assigned resource location server.

Description
Specifies a list of IP addresses for RFC 887 Resource Location servers available to the client. When more than one server is assigned, the client interprets and uses the addresses in the specified order.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  11 |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Host name

Code
12

Length
Length varies depending on data in value. Minimum length is 1 octet. Maximum length is limited to 63 characters, or one octet for each character used in the host name configured for use with this option.

Value
ASCII character text.

Description
Specifies a host name for the client of up to 63 characters in length. (See RFC 1035 for possible character set restrictions.) In some cases, this name can also be fully qualified by appending the name value provided here with the DNS domain name, as specified in option 15. For Windows clients, this option is not supported for use when configuring the host name of the client, which is set in Computer Name in the Network Identification Properties dialog box on the client computer.

Structure
    Code   Len                 Host name   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  12 |  n  |  h1 |  h2 |  h3 |  h4 |  h5 |  h6 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Boot file size

Code
13

Length
Fixed, 2 octets.

Value
Unsigned 16-bit integer to indicate the number of 512-octet blocks needed to make up the boot file.

Description
Specifies the size of the default boot image file for the client.

Structure
    Code  Len   File size   +-----+-----+-----+-----+   |  13 |  02 |  11 |  12 |   +-----+-----+-----+-----+

Merit dump file

Code
14

Length
Length varies depending on data in value. Minimum length is 1 octet.

Value
ASCII character text.

Description
Specifies a path name of a file to which the core memory image of the client should be dumped in the event that the client fails. For this option type, data used for a value is ASCII character text. The length of the value field depends on the number of characters used in the file path name specified here. For example, if the path name entered has 20 characters, the value field for this option should also be 20 octets in length.

Structure
    Code   Len      Dump file pathname   +-----+-----+-----+-----+-----+-----+---   |  14 |  n  |  n1 |  n2 |  n3 |  n4 | ...   +-----+-----+-----+-----+-----+-----+---

DNS domain name

Code
15

Length
Length varies depending on data in value. Minimum length is 1 octet.

Value
ASCII character text.

Description
Specifies the domain name that the DHCP client should use when resolving host names using DNS. For this option type, ASCII character text is used for the data value. The length of the value field depends on the number of characters used in the DNS domain name specified here. For example, if the domain name has 20 characters, the value field for this option should also be 20 octets in length.

Structure
    Code   Len        Domain name   +-----+-----+-----+-----+-----+-----+--   |  15 |  n  |  d1 |  d2 |  d3 |  d4 |  ...   +-----+-----+-----+-----+-----+-----+--

Swap server

Code
16

Length
Length is fixed at 4 octets.

Value
A single IP address for the swap server of the client (unsigned 32-bit integer).

Description
Specifies the IP address of the swap server.

Structure
    Code   Len    Swap server address   +-----+-----+-----+-----+-----+-----+   |  16 |  n  |  a1 |  a2 |  a3 |  a4 |   +-----+-----+-----+-----+-----+-----+

Root path

Code
17

Length
Length varies depending on data in value. Minimum length is 1 octet.

Value
A single IP address for the swap server of the client (unsigned 32-bit integer).

Description
Specifies the path name that contains the root disk of the client. The path is formatted as ASCII text. For this option type, data used for a value is ASCII character text. The length of the value field depends on the number of characters used in the root path name specified here. For example, if the root path name entered has 20 characters, the value field for this option should also be 20 octets in length.

Structure
    Code   Len      Root disk pathname   +-----+-----+-----+-----+-----+-----+---   |  17 |  n  |  n1 |  n2 |  n3 |  n4 | ...   +-----+-----+-----+-----+-----+-----+---

Extensions path

Code
18

Length
Length varies depending on data in value. Minimum length is 1 octet.

Value
ASCII character text.

Description
Specifies a file that can be retrieved using Trivial File Transfer Protocol (TFTP) containing information to be interpreted in the same way as the 64-octet vendor-extension field within a BOOTP response. To allow more than 64 octets of BOOTP vendor extension information, this option can be used. When used, the length of the specified extension path file is not limited in size and all references in the extensions file to Tag 18 (such as instances of the BOOTP Extensions Path field) are ignored. 

Structure
    Code   Len      Extensions pathname   +-----+-----+-----+-----+-----+-----+---   |  18 |  n  |  n1 |  n2 |  n3 |  n4 | ...   +-----+-----+-----+-----+-----+-----+---

Notes

·
For all option types provided here that use a list of IP addresses as the valued options data, IP addresses are always used in order of preference by the DHCP client. The first address in the list is used first. 

·
Windows 2000 DHCP servers support configuration and distribution of any of these options that are assigned using the DHCP console. By default, Microsoft DHCP-enabled clients require and provide storage and interpretation only for options 1, 3, 6, and 15 of the option types listed in this section for default client configuration. Other options are pre-defined for assignment and distribution by Windows 2000 DHCP servers, but are recognized only when clients use other DHCP software supporting these other options. 

IP host options

The following table describes the DHCP options that affect operation of the IP layer on a per-host basis. 

IP forwarding enable/disable

Code:
19

Length:
Fixed, 1 octet.

Value:
1=enable IP forwarding, 0=disable IP forwarding.

Description:
Used to determine whether the DHCP client enables or disables forwarding of datagrams at the IP layer.

Structure:
    Code   Len  Value   +-----+-----+-----+   |  19 |  1  | 0/1 |   +-----+-----+-----+

Non-local source routing enable/disable

Code:
20

Length:
Fixed, 1 octet.

Value:
1=enable forwarding of datagrams from non-local sources, 0=disable forwarding of datagrams from non-local sources.

Description:
Used to determine whether the DHCP client enables or disables forwarding of datagrams at the IP layer, based on whether a received datagram is from a local or non-local source.

Structure:
    Code   Len  Value   +-----+-----+-----+   |  20 |  1  | 0/1 |   +-----+-----+-----+

Policy filter

Code:
21

Length:
Variable. Minimum length is 8 octets for a single destination-and-mask pairing. Length increases in multiples of 8 octets for each additional pairing used.

Value:
Two, consecutive, unsigned 32-bit integers indicating a paired value, consisting of an IP address followed by a subnet mask.

Description:
Specifies policy filters for non-local source routing on the client. The filters consist of a list of paired IP addresses specifying destination-and-mask pairs for which to filter source routes of any incoming datagrams. The client discards any source routed datagram with a next-hop address that does not match one of the filters. For further information about policy filtering as it applies to this option type, see RFC 1122. 

Structure:
    Code   Len         Address 1                  Mask 1   +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+   |  21 |  n  |  a1 |  a2 |  a3 |  a4 |  m1 |  m2 |  m3 |  m4 |   +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+           Address 2                  Mask 2   +-----+-----+-----+-----+-----+-----+-----+-----+---   |  a1 |  a2 |  a3 |  a4 |  m1 |  m2 |  m3 |  m4 | ...   +-----+-----+-----+-----+-----+-----+-----+-----+---

Maximum datagram reassembly size

Code:
22

Length:
Fixed, 2 octets.

Value:
a 16-integer specifying the maximum datagram size for reassembly. The minimum size for a datagram is 576.

Description:
Specifies the maximum size datagram that the client can reassemble. 

Structure:
    Code   Len      Size   +-----+-----+-----+-----+   |  22 |  2  |  s1 |  s2 |   +-----+-----+-----+-----+

Default IP Time-To-Live

Code:
23

Length:
Fixed, 1 octet.

Value:
A number (in seconds) between 1 and 255.

Description:
Specifies the default Time-To-Live (TTL) that the client uses on outgoing datagrams. 

Structure:
    Code   Len   TTL   +-----+-----+-----+   |  23 |  1  | ttl |   +-----+-----+-----+

Path MTU aging timeout

Code:
24

Length:
Fixed, 4 octets.

Value:
A 32-bit unsigned integer that specifies a time-out value (in seconds).

Description:
Specifies the time-out for aging Path Maximum Transmission Unit (MTU) values. (Values are discovered by the mechanism defined in RFC 1191).

Structure:
    Code   Len           Timeout   +-----+-----+-----+-----+-----+-----+   |  24 |  4  |  t1 |  t2 |  t3 |  t4 |   +-----+-----+-----+-----+-----+-----+

Path MTU plateau table

Code:
25

Length:
Variable, minimum length of 2 octets. Where length is more than 2, it increases in multiples of 2.

Value:
A table formatted as a list of 16-bit unsigned integers, ordered from smallest to largest. The minimum tabled MTU value cannot be smaller than 68.

Description:
Specifies a table of MTU sizes to use when performing Path MTU Discovered, as defined in RFC 1191.

Structure:
    Code   Len     Size 1      Size 2   +-----+-----+-----+-----+-----+-----+---   |  25 |  n  |  s1 |  s2 |  s1 |  s2 | ...   +-----+-----+-----+-----+-----+-----+---

IP interface options

The following table describes the DHCP options that affect operation of the IP layer on a per-interface basis.

Interface MTU

Code:
26

Length:
Fixed, 2 octets.

Value:
A 16-bit, unsigned integer specifying the interface MTU. The minimum legal value for the MTU is 68.

Description:
Specifies the MTU size that can be used on a specified host adapter interface.

Structure:
    Code   Len      MTU   +-----+-----+-----+-----+   |  26 |  2  |  m1 |  m2 |   +-----+-----+-----+-----+

All subnets are local

Code:
27

Length:
Fixed, 1 octet.

Value:
1=client assumes all subnets are local and share the same MTU size; 0=client assumes some subnets are not local and that smaller MTU sizes might be in use on remote subnets.

Description:
Specifies whether the client assumes that all subnets of internetwork use are the same MTU as the local subnet on which the client is connected. 

Structure:
    Code   Len  Value   +-----+-----+-----+   |  27 |  1  | 0/1 |   +-----+-----+-----+

Broadcast address

Code:
28

Length:
Fixed, 4 octets.

Value:
Typically, the limited broadcast IP address (255.255.255.255), but can be modified using legal values for broadcast addresses, as specified in section 3.2.1.3 of RFC 1122, "Requirements for Internet Hosts—Communication Layers."

Description:
Specifies the broadcast address used on the subnet of the client.

Structure:
    Code   Len     Broadcast address   +-----+-----+-----+-----+-----+-----+   |  28 |  4  |  b1 |  b2 |  b3 |  b4 |   +-----+-----+-----+-----+-----+-----+

Perform mask discovery

Code:
29

Length:
Fixed, 1 octet.

Value:
1=client performs subnet mask discovery; 0=client does not perform subnet mask discovery.

Description:
Specifies whether the client uses Internet Control Message Protocol (ICMP) for subnet mask discovery.

Structure:
    Code   Len  Value   +-----+-----+-----+   |  29 |  1  | 0/1 |   +-----+-----+-----+

Mask supplier

Code:
30

Length:
Fixed, 1 octet.

Value:
1=client responds to subnet mask requests; 0=client does not respond to subnet mask requests.

Description:
Specifies whether the client responds to subnet mask requests using ICMP.

Structure:
    Code   Len  Value   +-----+-----+-----+   |  30 |  1  | 0/1 |   +-----+-----+-----+

Perform router discovery

Code:
31

Length:
Fixed, 1 octet.

Value:
1=client performs router discovery; 0=client does not perform router discovery. 

Description:
Specifies whether the client solicits routers using the router discovery method in RFC 1256.

Structure:
    Code   Len  Value   +-----+-----+-----+   |  31 |  1  | 0/1 |   +-----+-----+-----+

Router solicitation address

Code:
32

Length:
Fixed, 4 octets.

Value:
An IP address (unsigned 32-bit integer).

Description:
Specifies the IP address to which the client submits router solicitation requests.

Structure:
    Code   Len            Address   +-----+-----+-----+-----+-----+-----+   |  32 |  4  |  a1 |  a2 |  a3 |  a4 |   +-----+-----+-----+-----+-----+-----+

Static route

Code:
33

Length:
Variable, minimum length of 8 octets. Octet length increases in multiples of 8 for each additional static route provided with this option.

Value:
A list of IP address pairs. Each 8 octets provides two consecutive IP addresses, pairing the destination and router addresses used for each route. The first 4 octets specifies the destination address, and the second 4 octets specifies the router for the destination address.

Description:
Specifies a list of static routes the client installs in its routing cache. Any multiple routes to the same destination are listed in descending order of priority. The default route of 0.0.0.0 is an illegal destination for a static route. 

Structure:
    Code   Len         Destination 1           Router 1   +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+   |  33 |  n  |  d1 |  d2 |  d3 |  d4 |  r1 |  r2 |  r3 |  r4 |   +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+           Destination 2           Router 2   +-----+-----+-----+-----+-----+-----+-----+-----+---   |  d1 |  d2 |  d3 |  d4 |  r1 |  r2 |  r3 |  r4 | ...   +-----+-----+-----+-----+-----+-----+-----+-----+---

Link layer options

The following table describes the DHCP options that affect operation of the datalink layer on a per-interface basis.

Trailer encapsulation

Code:
34

Length:
Fixed, 1 octet.

Value:
1=client attempts to use trailer; 0=client does not attempt to use trailers.

Description:
Specifies whether the client negotiates the use of trailers, as described in RFC 983, when using Address Resolution Protocol (ARP).

Structure:
    Code   Len  Value   +-----+-----+-----+   |  34 |  1  | 0/1 |   +-----+-----+-----+

ARP cache timeout

Code:
35

Length:
Fixed, 4 octets.

Value:
An unsigned 32-bit integer specifying a time-out value (in seconds).

Description:
Specifies the time-out for ARP cache entries. 

Structure:
    Code   Len           Time   +-----+-----+-----+-----+-----+-----+   |  35 |  4  |  t1 |  t2 |  t3 |  t4 |   +-----+-----+-----+-----+-----+-----+

Ethernet encapsulation

Code:
36

Length:
Fixed, 1 octet.

Value:
1=client uses RFC 1042 encapsulation; 0=client uses RFC 894 encapsulation.

Description:
Specifies whether the client uses Ethernet v. 2 (RFC 894) or IEEE 802.3 (RFC 1042) encapsulation if the interface is Ethernet.

Structure:
    Code   Len  Value   +-----+-----+-----+   |  36 |  1  | 0/1 |   +-----+-----+-----+

TCP options

The following table details the DHCP options that affect operation of the TCP session layer on a per-interface basis.

TCP default TTL

Code:
37

Length:
Fixed, 1 octet.

Value:
An unsigned 8-bit integer specifying a Time-To-Live (TTL) value (in seconds). The minimum TTL value is 1.

Description:
Specifies the default TTL the client uses when sending TCP segments.

Structure:
    Code   Len   TTL   +-----+-----+-----+   |  37 |  1  |  n  |   +-----+-----+-----+

TCP keepalive interval

Code:
38

Length:
Fixed, 4 octets.

Value:
An unsigned 32-bit integer that specifies a keepalive interval (in seconds).

Description:
Specifies the interval the client waits before sending a keepalive message on a TCP connection. A value of 0 indicates that the client does not send keepalive messages on connections unless specifically requested by an application.

Structure:
    Code   Len           Time   +-----+-----+-----+-----+-----+-----+   |  38 |  4  |  t1 |  t2 |  t3 |  t4 |   +-----+-----+-----+-----+-----+-----+

TCP keepalive garbage

Code:
39

Length:
Fixed, 1 octet.

Value:
1=client sends keepalive garbage octet; 0=client does not send keepalive garbage octet.

Description:
Specifies whether the client sends TCP keepalive messages with an octet of garbage data for compatibility with older implementations. 

Structure:
    Code   Len  Value   +-----+-----+-----+   |  39 |  1  | 0/1 |   +-----+-----+-----+

Application layer options

The following table describes the DHCP options that affect operation of the application layer on a per-interface basis. These are miscellaneous options you can use to configure programs and services. 

For these options, you can dynamically configure DHCP clients that have more than one interface on a per-interface basis using additional DHCP leases (one per interface) for any of these option types.

NIS domain name

Code
40

Length
Length varies depending on data in value. Minimum length is 1 octet.

Value
ASCII character text.

Description
Specifies the Network Information Service (NIS) domain name as an ASCII string.

Structure
    Code   Len      NIS domain name   +-----+-----+-----+-----+-----+-----+---   |  40 |  n  |  n1 |  n2 |  n3 |  n4 | ...   +-----+-----+-----+-----+-----+-----+---

NIS servers

Code
41

Length
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server address listed.

Value
Signed 32-bit integer representing IP address of NIS server.

Description
Lists the IP addresses in the order of preference for Network Information Service (NIS) servers available to the client.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  41 |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

NTP servers

Code
42

Length
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server address listed.

Value
Signed 32-bit integer representing IP address of NTP server.

Description
Lists the IP addresses in the order of preference for Network Time Protocol (NTP) servers available to the client.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  42 |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

X Window System font servers

Code
48

Length
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server address listed.

Value
Signed 32-bit integer representing each server IP address.

Description
Lists the IP addresses in the order of preference for X Window System font servers available to the client.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  48 |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

X Window System display manager servers

Code
49

Length
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server address listed.

Value
Signed 32-bit integer representing each server IP address

Description
Lists the IP addresses in the order of preference for X Window System display manager servers available to the client.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  49 |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

NIS+ domain name

Code
64

Length
Length varies depending on data in value. Minimum length is 1 octet.

Value
ASCII character text.

Description
Specifies the name of the Network Information Service Plus (NIS+) domain name of the client as an ASCII string.

Structure
    Code   Len      NIS+ domain name   +-----+-----+-----+-----+-----+-----+---   |  64 |  n  |  n1 |  n2 |  n3 |  n4 | ...   +-----+-----+-----+-----+-----+-----+---

NIS+ servers

Code
65

Length
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server address listed.

Value
Signed 32-bit integer representing IP address of NTP servers.

Description
Lists the IP addresses in the order of preference for Network Information Service Plus (NIS+) servers available to the client.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  65 |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Mobile IP home agents

Code
68

Length
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each mobile IP home agent address listed.

Value
Signed 32-bit integer representing IP address of a mobile IP home agent.

Description
Lists the IP addresses in the order of preference for mobile IP home agents available to the client.

Structure
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   |  68 |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

NetBIOS over TCP/IP options

The following option types are used for NetBIOS over TCP/IP support. All Microsoft-based DHCP clients and DHCP servers can recognize and support the use of these option types.

WINS server

Code:
44

Length:
Variable, minimum length is 4 octets. Length can be increased only by multiples of 4 for each address listed.

Value:
Each 4 octets in this field contain a listed WINS server IP address, specified as an unsigned 32-bit integer.

Description:
Lists the IP addresses for Windows Internet Name Service (WINS) servers or NetBIOS name servers (NBNS).

Structure:
    Code   Len           Address 1              Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+----   |  44 |  n  |  a1 |  a2 |  a3 |  a4 |  b1 |  b2 |  b3 |  b4 | ...   +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+----

NetBIOS datagram distribution (NBDD) server

Code:
45

Length:
Variable, minimum length is 4 octets. Length can be increased only by multiples of 4.

Value:
Each 4 octets in this field contain a listed NBDD server IP address, specified as an unsigned 32-bit integer.

Description:
Lists the IP addresses for NetBIOS datagram distribution (NBDD) servers.

Structure:
    Code   Len           Address 1              Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+----   |  45 |  n  |  a1 |  a2 |  a3 |  a4 |  b1 |  b2 |  b3 |  b4 | ...   +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+----

NetBIOS node type

Code:
46

Length:
Fixed, 1 octet.

Value:
1=b-node, 2=p-node, 4=m-node, and 8=h-node.

Description:
Configures the client node type for NetBIOS over TCP/IP (NetBT) clients, as described in RFC 1001/1002. On multihomed computers, the node type is assigned for the computer, not to individual network adapters.

Structure:
    Code   Len  Node type   +-----+-----+-----------+   |  46 |  1  | see above |   +-----+-----+-----------+

NetBIOS scope ID

Code:
47

Length:
Variable, octet length is equal to the number of characters used in NetBIOS scope ID.

Value:
Specifies the NetBIOS over TCP/IP scope identifier used by the client. The format used for these scope IDs is further described in RFCs 1001/1002. See the RFCs for character-set restrictions.

Description:
Specifies a string that is the NetBIOS over TCP/IP scope ID for the client, as specified in RFC 1001/1002. On multihomed computers, the node type is assigned for the computer, not to individual network adapters.

Structure:
    Code   Len       NetBIOS scope   +-----+-----+-----+-----+-----+-----+----   |  47 |  n  |  s1 |  s2 |  s3 |  s4 | ...   +-----+-----+-----+-----+-----+-----+----

Advanced and new options

The following topics provide descriptions of advanced and recent options available for use with Windows 2000 DHCP service. Some new advancements include class-related options and the support for options classes which are recent additions to the DHCP standard.

For recently added options, the DHCP console includes some additional pre-defined option types that are defined according to the updated DHCP options standard reference: RFC 2132, "DHCP Options and BOOTP Vendor Extensions". For more information, see DHCP RFCs.

·
Vendor specific options 

·
User class options 

·
DHCP extensions 

·
Recently added options (RFC 2132) 

Vendor specific options

This section describes reserved DHCP option types for assigning vendor-specific information and vendor class use, as specified in RFC 2132. Vendor classes can be added and used by the DHCP Server service to classify supporting vendor-specific DHCP clients that identify themselves using a common vendor class ID when they use DHCP service on your network.

In addition, the DHCP console provides a single default vendor class, the DHCP Standard options class, that can be used to group and classify clients that do not identify a vendor class to the DHCP service.

Vendor specific information

Code:
43

Length:
Variable, minimum length of 1 octet.

Value:
An opaque object of n octets (where n is equal to the length specified with this option). The definition of values stored for this option type are vendor specific, and values provided here are presumed to be interpreted by a vendor-specific code on DHCP clients and the DHCP server. 

Description:
This option is used by clients and servers to exchange vendor-specific information. Servers that are not equipped to interpret the information ignore it. Clients that expect but do not receive the information attempt to operate without it. In some cases, a vendor uses this option type to send more than one information item, in which case, this option can serve as a subfield for encapsulating vendor-specific options. When encapsulating options, DHCP servers maintain the same syntax (that is, the same code, length, and value fields sequence) for each encapsulated option type as it would normally appear in the full standard options field, with the following exceptions for the encapsulated vendor-specific subfield:1.  "Magic cookies" cannot be used. 2.  All standard option codes—other than the padding option (0) or the end option (255) may be redefined. 3.  If present, the end option (255) signifies the end of the encapsulated vendor options, but not the end of the encapsulated vendor-specific subfield. If no end option is present, the end for the encapsulated vendor-specific subfield is taken from its stated length. 

Structure:
  Code   Len   Vendor-specific information  +-----+-----+-----+-----+---  |  43 |  n  |  i1 |  i2 | ...  +-----+-----+-----+-----+---When this option type uses an encapsulated vendor-specific subfield, the information bytes 1-n have the following format:    Code   Len   Data item        Code   Len   Data item       Code  +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+  |  T1 |  n  |  d1 |  d2 | ... |  T2 |  n  |  D1 |  D2 | ... | ... |  +-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+-----+

Vendor class identifier

Code:
60

Length:
Minimum of 1 octet. Length varies according to n (that is, the number of octets used as an identifier).

Value:
A value of n octets interpreted by DHCP servers that can support vendor classification of clients.

Description:
Can be used by DHCP clients to identify their vendor type and configuration. When using this option, vendors can define their own specific identifier values, such as to convey a particular hardware or operating system configuration or other identifying information. For Windows 2000, all computers that function as either DHCP servers or clients can use and support this option type. Where vendor classes are used, the DHCP server responds to identifying clients using option code 43 (described above), the reserved option type for returning vendor-specific information to the client.DHCP servers that do not interpret this option type are expected to ignore it when it is specified by clients. For earlier Windows-based clients and other clients that do not support this option type, the DHCP service classifies these clients as part of the default vendor class, the DHCP Standard options class that is predefined for Microsoft-based DHCP servers.

Structure:
   Code   Len   Vendor class identifier   +-----+-----+-----+-----+---   |  60 |  n  |  i1 |  i2 | ...   +-----+-----+-----+-----+---

User class options

This section describes the User Class option for supporting user classes in DHCP. This option is described in the proposed Internet RFC draft, "The User Class Option for DHCP", currently under review for possible approval as an Internet TCP/IP standard by the Internet Engineering Task Force (IETF).

User class information

Code:
77

Length:
Variable, minimum is 2 octets.

Value:
ASCII character text.

Description:
A DHCP client can use this option to identify the type or category of user or applications it represents. The information contained in this option is an NVT ASCII text object that represents the user class of which the client is a member. You can use the DHCP console to define specific user classes. When user classes are created, each class sets an identifying string of information to be used by the DHCP Server service to classify identifying clients. Also, default user classes can be created for classifying clients that are unable to support a user class ID.User classes can be helpful in separating client computers that have a shared or common need for similar software configuration or user preferences. For example, an identifier can specify that a particular DHCP client is a member of the class "accounting auditors," which have special service needs, such as a particular database server.For Microsoft DHCP clients, only computers running under Windows 2000 support sending or use of this option type. Other legacy DHCP clients do not send a class ID or have the ability to recognize a user class. Therefore, these clients are assigned as members to the Default user class, which is a user class predefined for immediate use in the DHCP console. Other user classes must be manually created.

Structure:
    Code   Len      User class information   +-----+-----+-----+-----+-----+-----+---   |  77 |  n  |  c1 |  c2 |  c3 |  c4 | ...   +-----+-----+-----+-----+-----+-----+---

DHCP extensions

The following option types are specific to DHCP and used to implement default protocol interaction and system behavior between servers and clients. Some of these options are implicitly set when you configure server and scope properties at the DHCP console.

Requested IP address

Code:
50

Length:
Fixed, 4 octets.

Value:
Single signed 32-bit integer indicating a requested IP address.

Description:
Can be used by clients when sending a DHCP discovery message to request that a specific IP address be assigned by the server.

Structure:
    Code   Len   Requested IP address    +-----+-----+-----+-----+-----+-----+   |  50 |  n  |  a1 |  a2 |  a3 |  a4 |   +-----+-----+-----+-----+-----+-----+

IP address lease time

Code:
51

Length:
Fixed, 4 octets.

Value:
single signed 32-bit integer representing a client lease time in seconds.

Description:
This option type is used to negotiate and exchange lease-time information between DHCP clients and servers in either of two ways: Can be used in a DHCP discovery or DHCP request message sent by a client to request a lease time for its IP address. Can be used in a DHCP offer message server reply sent by a server to specify a lease time the server can offer to the client. 

Structure:
    Code   Len         Lease time   +-----+-----+-----+-----+-----+-----+   |  51 |  4  |  t1 |  t2 |  t3 |  t4 |   +-----+-----+-----+-----+-----+-----+

Option overload

Code:
52

Length:
Fixed, 1 octet.

Value:
predefined, accepted values for this option type include: 


1='file' field is overloaded.


2='sname' field is overloaded.


3=both 'file' and 'sname' fields are overloaded.

Description:
Used in messages sent by the DHCP server to indicate that either of the standard message fields in a DHCP packet for SERVER HOST NAME ('sname') and BOOT FILE NAME ('file') are to be overloaded (used to hold options). Where this option is used, it extends the options area in each packet by indicating that unused space for one or both of these two standard fields should be allocated to the area used to carry DHCP options.

Structure:
    Code   Len  Value   +-----+-----+-----+   |  52 |  1  |1/2/3|   +-----+-----+-----+

DHCP message type

Code:
53

Length:
Fixed, 1 octet.

Value:
Predefined, accepted values for this option type are: 


1 = DHCP discovery message (DHCPDISCOVER).


2 = DHCP offer message (DHCPOFFER).


3 = DHCP request message (DHCPREQUEST).


4 = DHCP decline message (DHCPDECLINE).


5 = DHCP positive acknowledgment message (DHCPACK).


6 = DHCP negative acknowledgment message (DHCPNAK).


7 = DHCP release message (DHCPRELEASE).


8 = DHCP informational message (DHCPINFORM).

Description:
This option is required for use in all DHCP messages to convey the type of message.

Structure:
    Code   Len  Type   +-----+-----+-----+   |  53 |  1  | 1-8 |   +-----+-----+-----+

Server identifier

Code:
54

Length:
Fixed, 4 octets.

Value:
A single signed 32-bit IP address that identifies the DHCP server.

Description:
This option is used in DHCP offer and DHCP request messages and sometimes appears in DHCP acknowledgment messages (that is DHCPACK, DHCPNAK). The server identifier is the IP address of a selected DHCP server. This option type is used in two possible ways: Servers include this option type in DHCP lease offer messages so that clients can distinguish between multiple lease offers. In turn, clients include this option type in DHCP lease request messages to select a lease and indicate between multiple lease offers, which offer is being accepted. Also, clients can use the contents of this field for unicast sending of request messages to specific DHCP servers to renew a current lease. 

Structure:
    Code   Len            Address   +-----+-----+-----+-----+-----+-----+   |  54 |  4  |  a1 |  a2 |  a3 |  a4 |   +-----+-----+-----+-----+-----+-----+

Parameter request list

Code:
55

Length:
Minimum of 1 octet. Length increases by 1 octet for each additional option code included in the request list.

Value:
List of 8-bit values each representing an option type code between 0 and 255.

Description:
Used by a DHCP client to request specific option type values from the DHCP server. Each option type is requested and listed by a single octet value containing a valid or recognized DHCP option code for the server. For clients that use this option type, the list may be ordered by preference, although the DHCP server is not required to return options in the order they are requested. However, the DHCP server attempts to insert the requested options in the order requested by the client.

Structure:
    Code   Len   Option codes   +-----+-----+-----+-----+---   |  55 |  n  |  c1 |  c2 | ...   +-----+-----+-----+-----+---

Optional message

Code:
56

Length:
Minimum of 1 octet. Length depends on the length of the sent message.

Value:
ASCII character text.

Description:
Can be used by both the DHCP server and DHCP clients in the following ways: ·  Servers can use this option type to provide and embed an error message in a DHCP negative acknowledgment message in the event of a failure. vClients can use this option type in a DHCP decline message to indicate why it declined offered parameters. The message consists of a variable length ASCII text string, which the receiving computer can then either log or display.

Structure:
    Code   Len     Text   +-----+-----+-----+-----+---   |  56 |  n  |  c1 |  c2 | ...   +-----+-----+-----+-----+---

Maximum message size

Code:
57

Length:
Fixed, 2 octets.

Value:
A 16-bit integer indicating the maximum size in bytes/octets for a DHCP message packet. The maximum legal value for this option type is 576.

Description:
Used by the client to specify the maximum length for a DHCP message packet that it can accept. A client can include this option type in DHCP discovery or DHCP request messages, however, it does not include this option type in DHCP decline messages.

Structure:
    Code   Len     Length   +-----+-----+-----+-----+   |  57 |  2  |  l1 |  l2 |   +-----+-----+-----+-----+

Lease renewal time

Code:
58

Length:
Fixed, 4 octets.

Value:
A 32-bit unsigned integer indicating the number of seconds before the client begins to renew its address lease with the DHCP server.

Description:
This time is a function typically 50% of the full configured duration (or lease time) for a client lease. To adjust this timer, you should change the length of the client lease in the properties for the client scope on the DHCP server.

Structure:
    Code   Len         T1 interval   +-----+-----+-----+-----+-----+-----+   |  58 |  4  |  t1 |  t2 |  t3 |  t4 |   +-----+-----+-----+-----+-----+-----+

Lease rebinding time

Code:
59

Length:
Fixed, 4 octets.

Value:
A 32-bit unsigned integer indicating the number of seconds before the client enters the rebinding state if it has not renewed its current address lease with the DHCP server.

Description:
This time is a function (typically, 87.5%) of the full configured duration (or lease time) for a client lease. To adjust this timer you should change the length of client lease in the properties for the client scope on the DHCP server.

Structure:
    Code   Len         T2 interval   +-----+-----+-----+-----+-----+-----+   |  59 |  4  |  t1 |  t2 |  t3 |  t4 |   +-----+-----+-----+-----+-----+-----+

Client unique identifier

Code:
61

Length:
Variable length, minimum length is 2 octets.

Value:
A series of 2 or more octets that is treated as an opaque object by the DHCP server. Servers can interpret and use this value to uniquely identify clients.

Description:
Used by clients to specify their unique identifier to the server. This option type is most useful for reserved clients. When a reserved client contacts the DHCP server, it can check and match the client identifier value here to a corresponding identifier used to configure an address reservation in the server database. Where a matching reservation is found, the DHCP server returns the reserved address and its related parameters to the correct client. For this reason, the identifier of each client must be unique among all other client identifiers used on the effective DHCP network to which the client is attached (that is, the local subnet of the client and any remote subnets reachable by DHCP relay). Vendors and system administrators are responsible for choosing client identifiers that meet this requirement. One common approach to ensuring uniqueness is to configure client reservations at the DHCP server based on the client Media Access Control (MAC) address as the client identifier value. MAC addresses are encoded in the network adapter hardware of each client and are assigned to hardware manufacturers in such a way as to ensure that they are unique for each device.

Structure:
   Code   Len   Type  Client-identifier   +-----+-----+-----+-----+-----+---   |  61 |  n  |  t1 |  i1 |  i2 | ...   +-----+-----+-----+-----+-----+---

TFTP server name

Code:
66

Length:
Length varies depending on data in value. Minimum length is 1 octet.

Value:
ASCII character text.

Description:
In most other DHCP implementations, this option specifies the host name of the Trivial File Transfer Protocol (TFTP) server (the 'sname' field) in a DHCP message packet, when it is overloaded and used for carrying additional DHCP options. In Windows-based DHCP server implementations, this option can be used to fill in the TFTP server IP address field, 'siaddr'--and not the 'sname' field, "sname"--in DHCP protocol messages. This option can also be configured as either an IP address or a fully-qualified domain name (FQDN). If an FQDN is used, the DHCP server will resolve the name to an IP address before including and sending the option to clients in DHCP offer messages and DHCP acknowledgment messages.When this option is used for support of BOOTP clients, such as by adding and configuring entries in the BOOTP table at the DHCP server, the name or IP address of the TFTP server is used to provide the boot image file required to complete the second phase of the bootstrap process.

Structure:
       Code  Len   TFTP server      +-----+-----+-----+-----+-----+---      | 66  |  n  |  c1 |  c2 |  c3 | ...      +-----+-----+-----+-----+-----+---

Boot file name

Code:
67

Length:
Length varies depending on data in value. Minimum length is 1 octet.

Value:
ASCII character text.

Description:
Specifies the name of a boot image file on the TFTP server in the boot file name ('file') field of a DHCP message packet, when the message is overloaded and used for carrying additional DHCP options. In Windows-based DHCP server implementations, this option can be used to fill in the boot file name ('file') field in DHCP offer messages. For this behavior, add and configure entries in the BOOTP table at the DHCP server. For more information, see Supporting BOOTP clients.When this option is used for support of BOOTP clients, the boot image file must be located at a validly specified TFTP server for use in downloading the boot image file named here to complete the final phase of the BOOTP client initialization process. Microsoft does not provide TFTP servers.

Structure:
       Code  Len   Bootfile name      +-----+-----+-----+-----+-----+---      | 67  |  n  |  c1 |  c2 |  c3 | ...      +-----+-----+-----+-----+-----+---

Client FQDN

Code:
81

Length:
Variable, minimum of 4 octets.

Value:
Specifies at least four (4) single-octet subfield values, which are always included: 1.  Length  This field is standard for most DHCP options and is used to indicate the number of octets specifying the length of the data of this option within the large DHCP standard options field used, reserved for included use in protocol messaging. (1 octet) 2.  Flag  This 1-octet field is used by the client to specify the way in which it requests its DNS records--host (A) and pointer (PTR) resource records(RRs)--to be updated. It can also be used by the DHCP server to indicate that it is overriding the request to update according to client request. Values: 0=client requests to update it own host (A) RR; 1=client requests that the DHCP server bear responsibility for updating its host (A) RR; 3=The DHCP server notifies the client it has assumed responsibility for updating the host (A) RR of the client. (1 octet) 3.  Result code fields (RCODE1, RCODE2)  These two fields can be used by the DHCP server to indicate to the client responses related to any DNS dynamic updates it performed on behalf of the client. (2 octets) If present, additional octets are used to store a text string value corresponding to the client fully-qualified domain name (FQDN). If null (not present), the client is either not configured with an FQDN or, did not specify one with this option.

Description:
Used by supporting clients to indicate their FQDN to the server and to request the manner in which the server processes dynamic updates of client DNS name-to-address mappings. Also used by supporting DHCP servers to return response information back to the client, indicating whether the requested update policy was accepted. The server can also use this option to return response information about the result of any DNS updates it attempted to perform on behalf of the client. This option is based on the Internet RFC draft, "Interaction between DHCP and DNS", under review by the IETF working group for DHCP.For current information, you can find the latest draft at the Request for Comments Web site (http://www.rfc-editor.org/).

Structure:
   Code   Len    Flags  RCODE1 RCODE2   Client FQDN   +------+------+------+------+------+------+--   |  81  |   n  |      |      |      |       ...   +------+------+------+------+------+------+--

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Recently added options (RFC 2132)

This section describes DHCP option types that are reserved and specified for use in RFC 2132, but are not pre-defined for use in DHCP Manager. These option types can be added to support other DHCP clients that recognize these options. For more information on adding these options types, see Manage options and classes.

Simple Mail Transport Protocol (SMTP) server

Code:
69

Length:
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server IP address listed.

Value:
Signed 32-bit integers representing IP addresses of servers.

Description:
Lists the IP addresses in the order of preference for SMTP servers available to the client.

Structure:
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   | 69  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Post Office Protocol (POP3) server

Code:
70

Length:
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server IP address listed.

Value:
Signed 32-bit integers representing IP addresses of servers.

Description:
Lists the IP addresses in the order of preference for POP3 servers available to the client.

Structure:
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   | 70  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Network News Transport Protocol (NNTP) server

Code:
71

Length:
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server IP address listed.

Value:
Signed 32-bit integers representing IP addresses of servers.

Description:
Lists the IP addresses in the order of preference for NNTP servers available to the client.

Structure:
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   | 71  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Default World Wide Web (WWW) server

Code:
72

Length:
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server IP address listed.

Value:
Signed 32-bit integers representing IP addresses of servers.

Description:
Lists the IP addresses in the order of preference for default Web servers available to the client.

Structure:
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   | 72  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Default Finger server

Code:
73

Length:
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server IP address listed.

Value:
Signed 32-bit integers representing IP addresses of servers.

Description:
Lists the IP addresses in the order of preference for default Finger servers available to the client.

Structure:
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   | 73  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Default Internet Relay Chat (IRC) server

Code:
74

Length:
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server IP address listed.

Value:
Signed 32-bit integers representing IP addresses of servers.

Description:
Lists the IP addresses in the order of preference for default IRC servers available to the client.

Structure:
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   | 74  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

StreetTalk server

Code:
75

Length:
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server IP address listed.

Value:
Signed 32-bit integers representing IP addresses of servers.

Description:
Lists the IP addresses in the order of preference for StreetTalk servers available to the client.

Structure:
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   | 75  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

StreetTalk Directory Assistance (STDA) server

Code:
76

Length:
Variable, minimum length is 4 octets. Octet length increases in multiples of 4 for each server IP address listed.

Value:
Signed 32-bit integers representing IP addresses of servers.

Description:
Lists the IP addresses in the order of preference for STDA servers available to the client.

Structure:
    Code   Len         Address 1               Address 2   +-----+-----+-----+-----+-----+-----+-----+-----+--   | 76  |  n  |  a1 |  a2 |  a3 |  a4 |  a1 |  a2 |  ...   +-----+-----+-----+-----+-----+-----+-----+-----+--

Microsoft options

The following topics provide descriptions of all options and option classes that are predefined in Windows 2000 Server and provided by Microsoft as vendor-specific additions. These options and classes are only supported for Windows 2000 DHCP servers and clients.

·
Microsoft vendor-specific options 

·
Microsoft vendor classes 

·
Microsoft predefined user classes 

Microsoft vendor-specific options

This section describes reserved DHCP option types defined by Microsoft for use. These options are only available for use with supporting Microsoft DHCP clients, such as computers running Windows 2000.

Disable NetBIOS over TCP/IP (NetBT)

Code:
1

Length:
1 octet, accepted values are either 0 or 1.

Value:
2=Disable NetBIOS over TCP/IP (NetBT) for Windows 2000 DHCP clients.If any other value is specified, NetBT remains enabled.

Description:
This option can be used to selectively enable or disable NetBT for DHCP-enabled computers running Windows 2000 only. By installation default, if this option is not present Windows 2000 enables the use of NetBT for network connections that are configured to use TCP/IP. Earlier Windows clients require NetBT and do not support this option.

Structure:
    Code     NetBT on/off   +--------+--------+--   |  001   |   n    |   +--------+--------+--

Release DHCP lease on shutdown

Code:
2

Length:
1 octet, currently accepted values are 0-2.

Value:
0=Windows 2000 DHCP clients do not send a DHCP release message (DHCPRELEASE) on proper shutdown.1=Windows 2000 DHCP clients send DHCP release (DHCPRELEASE) message on proper shutdown.

Description:
This option can be used to control whether DHCP-enabled computers running Windows 2000 send a release for their current DHCP lease to the DHCP server when shutdown occurs. It is actually implemented and interpreted as a bit masked value by the DHCP Client service. In most cases, the default (that is, the functional equivalent to this option value not being used or present in DHCP messages) is that Windows 2000 clients do not send DHCP release messages on proper shutdown.

Structure:
    Code     Release on/off   +--------+--------+--   |  002   |    n   |   +--------+--------+--

Default router metric base

Code:
3

Length:
Variable.

Value:
This value is a specified router metric base to be used for all default gateway routes used at Windows 2000 DHCP-enabled client computers.

Description:
This option can be used to set the default base metric for Windows 2000 DHCP clients. When this option is set, the DHCP Client service uses the value configured here as the base metric for its default gateways. This value can be assigned as an integer cost metric ranging from 1 through 9,999. It is used in calculating the fastest, most reliable, and least expensive routes. If a value is not specified, a default of either one (1) or the currently set interface-specific metric is used.

Structure:
    Code     Rt. metric    +--------+--------+--   |  003   |   n    |   +--------+--------+--

Other Microsoft options supported

The following are other DHCP options that are not predefined but can be added to support features for other Microsoft released products.

Proxy autodiscovery (Internet Explorer 5 only)

Code:
252

Length:
Variable, depending upon the length of the specified string.

Value:
A URL that points to the configuration file that the client should use for automatic configuration of Internet Explorer 5. The file this URL points to can be a .pac, .jvs, .js, or .ins configuration file created by your system or Web administrator when deploying Internet Explorer 5 on your intranet. It might include settings for other Internet Explorer 5 configurable options, such as which home page to use, or settings for locating and using a proxy server.

Description:
This option is used to set the location of the Internet Explorer 5 automatic configuration file. 

Notes:
This option is communicated between Internet Explorer 5 client computers and the DHCP server using the DHCP information message (DHCPINFORM), which is currently only supported for Windows 2000 DHCP server and clients.The use of additional DHCP configuration is only supported by Internet Explorer 5, not earlier versions that use different methods for automatic detection and configuration of proxy server settings.You can also add and configure an alias (CNAME) resource record at the DNS server to support Internet Explorer 5 proxy server autodiscovery and configuration features. For more information, see Resource records reference: CNAME.For further details, refer to the Internet Explorer 5 Resource Kit.

Note

·
These options are provided as encapsulated vendor-specific data fields within the Vendor specific information option. 

·
Currently, these options are only assignable in the DHCP console through the following vendor classes: Microsoft options and Microsoft Windows 2000 options. For more information, see Using option classes.

Microsoft vendor classes

For Windows 2000 Server, Microsoft has predefined several DHCP vendor classes for use when assigning DHCP options on the basis of identifying the vendor information, such as the version of Microsoft Windows that the DHCP client computer is running. Each of these classes is described in the following table.

Class name
Class data
Description

Microsoft Windows 2000 options
MSFT 5.0
Used to classify all DHCP clients that are running Windows 2000. By default, each Windows 2000 DHCP client computer sends this as its vendor class. Options assigned for this class are only applied for Windows 2000 client computers and are not provided to clients running other versions of Windows or other operating systems.

Microsoft Windows 98 options
MSFT 98
Used to classify all DHCP clients that are running Windows 98. By default, each Windows 98 DHCP client computer sends this as its vendor class. Options assigned for this class are only applied for Windows 98 client computers and are not provided to clients running other versions of Windows or other operating systems. Currently, vendor-specific options for Windows 98 are not defined.

Microsoft options
MSFT
Used to classify all DHCP clients that are running either Windows 98 or Windows 2000. By design, DHCP clients do not specifically identify themselves to this class, but the DHCP server can use this class to apply options for any of its clients identified as running these versions of Windows. Options assigned for this class are only applied for Windows 98 or Windows 2000 client computers and are not provided to clients running other versions of Windows or other operating systems.

DHCP standard options
(Unspecified)
This class is used to classify all other DHCP clients that are not running either Windows 98 or Windows 2000 or identified as members of another vendor class. Note that for this class, options are not distributed using the reserved vendor subfield of option 43, the Vendor specific information. Instead, options in this class are communicated as part of the larger nonvendor-specific "options" field, which is always used in either of the following standard DHCP client/server messaging events:·  When DHCP offer messages (DHCPOFFERs) are sent by servers. ·  When DHCP request messages (DHCPREQUESTs) are sent by clients. 

Important

·
For computers running Windows 2000 DHCP Server service, you can create additional vendor classes at the DHCP server. 


When working with vendor classes, be sure that the class data used or set at the client matches identically the ASCII data value as it is set at the server for applicable vendor class. Also, character data used to identify the class is case sensitive and must be entered in matching case for both server and client configurations.


For more information, see either To create a new user or vendor class or To set DHCP class ID information at a client computer.

·
For information about other DHCP vendor classes supported for other types of DHCP clients, refer to the applicable vendor-provided documentation. 

Note   For more information, see Using option classes. 

Microsoft predefined user classes

For Windows 2000 Server, Microsoft has predefined several DHCP user classes for use when assigning DHCP options to clients on the basis of identifying whether the client is a member of one of the specified user classes. Each of these classes is described in the following table.

Class name
Class data
Description

Default user class
(unspecified)
Used to classify clients that do not explicitly identify themselves as members of a user class defined at the DHCP server. By default, this options class is typically used where most DHCP clients are grouped and included. Clients are assigned to this class under the following conditions: a.  DHCP clients that have no concept of a DHCP user class or a DHCP class ID. This is true for most legacy and older DHCP clients prior to Windows 2000. b.  Windows 2000 clients configured with a DHCP class ID unknown to the DHCP server. For example, the user class that the client identifies itself for has not been defined at the DHCP server. 

Default remote access class
RRAS.Microsoft
Used to classify clients making a PPP-type connection through a Routing and Remote Access server. Typically, this class includes most remote access clients that use DHCP to obtain a lease. Routing and Remote Access clients are assigned to this class under the following conditions: a.  Routing and Remote Access clients that have no concept of this user class or its associated reserved class ID string ("RRAS.Microsoft"). Most remote access clients released prior to Windows 2000 fit this description. b.  Windows 2000 clients that are operating as Routing and Remote Access clients. Options assigned for distribution with this class are only in effect for Routing and Remote Access clients.

Default BOOTP class
BOOTP.Microsoft
Used to classify any clients recognized as BOOTP-type clients, including dynamic and non-dynamic (static) BOOTP clients. Options assigned for distribution with this class are only in effect for BOOTP clients.

Important

·
For computers running Windows 2000, you can create additional user classes at the DHCP server and set or show the DHCP class data used as matching ID strings at your DHCP clients. 


When working with user classes, be sure that the class data set at the client identically matches the ASCII data value as it is set at the server for applicable user class. Also, character data used to identify the class is case-sensitive and must be entered in matching case for both server and client configurations.

·
For more information, see either To create a new user or vendor class or To set DHCP class ID information at a client computer.

Note   For more information, see Using option classes. 

DHCP RFCs

Requests for Comments (RFCs) are an evolving series of reports, proposals for protocols, and protocol standards used by the Internet community. Dynamic Host Configuration Protocol (DHCP) specifications are defined in RFCs published by the Internet Engineering Task Force (IETF) and other working groups.

The following RFCs specify the core DHCP standards:

·
RFC 2131: Dynamic Host Configuration Protocol (obsoletes RFC 1541) 

·
RFC 2132: DHCP Options and BOOTP Vendor Extensions 

The following RFCs might also be helpful for understanding how DHCP is used with other services on your network:

·
RFC 951: The Bootstrap Protocol (BOOTP) 

·
RFC 1534: Interoperation Between DHCP and BOOTP 

·
RFC 1542: Clarifications and Extensions for the Bootstrap Protocol 

·
RFC 2136: Dynamic Updates in the Domain Name System (DNS UPDATE) 

·
RFC 2241: DHCP Options for Novell Directory Services 

·
RFC 2242: Netware/IP Domain Name and Information 

Obtaining RFCs

You can obtain RFCs from the Request for Comments Web site. This Web site is currently maintained by members of the Information Sciences Institute (ISI) who publish a classified listing of all RFCs. RFCs are classified as one of the following: approved Internet standards, proposed Internet standards (circulated in draft form for review), Internet best practices, or For Your Information (FYI) documents.

Note

·
To see the most current RFCs related to DHCP, see the Active IETF Working Groups Web site. 

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

DHCP database files

The DHCP server database in Windows 2000 Server uses the performance-enhanced Exchange Server storage engine. When you install DHCP service, the files shown in the following table are automatically created in the Winnt\System32\Dhcp directory. 

DHCP service database files

File
Description

Dhcp.mdb
The DHCP server database file.

Dhcp.tmp
A temporary file used by the DHCP database as a swap file during database index maintenance operations. This file sometimes remains in the WINNT\System32\Dhcp directory after a system failure.

J50.log and J50#####.log
A log of all database transactions. This file is used by the DHCP database to recover data when necessary.

J50.chk
A checkpoint file.

Important   The J50.log file, J50#####.log file, Dhcp.mdb file, and Dhcp.tmp file should not be removed or altered.

The DHCP server database is a dynamic database that is updated as DHCP clients are assigned or as they release their TCP/IP configuration parameters. Because the DHCP database is not a distributed database like the WINS server database, maintaining the DHCP server database is less complex.

The DHCP database and related registry entries are automatically backed up at a specific interval (15 minutes by installation default). You can change this installation default by changing the value of BackupInterval in the following registry key:

HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\DHCPServer \Parameters. 

Netshell commands for DHCP

The Netshell commands for DHCP offer a fully equivalent command-line helper tool, Dhcpmon.dll, for use in administering DHCP servers that can be used as an alternative to console-based management. This can be useful for the following situations:

·
When managing DHCP servers in wide area networks (WANs), commands can be used in interactive mode at the Netshell command prompt to better manage across slow-speed network links. 

·
When managing a large number of DHCP servers, commands can be used in batch mode to help script and automate recurring administrative tasks that need to be performed for all DHCP servers. 

The following tables list commands that can be used at the Netshell command prompt (which is not the same as the Windows 2000 command prompt) to manage DHCP servers. For more information on how to use Netshell commands provided for DHCP, see Use DHCP command-line tools.

For more information on Netshell, see The Netsh command-line utility.

Netshell commands for use with DHCP

The following Netshell commands are available for use in DHCP command-based server administration.

Command
Description

list
Lists all available DHCP commands.

dump
Dumps DHCP server configuration to command output or a text file.

?
Displays help.

Notes

·
The list command is available at all supported contexts within the DHCP command-line environment. 

·
To redirect output of the dump command to a text file, do the following: type the command at a Windows command prompt and use the standard MS-DOS redirection operator (">"). 


For example, you might type:


netsh dump dhcp server > dhcpsrv.dmp


to dump the current configuration for the local DHCP server on the same computer to a text file called Dhcpsrv.dmp. This file can then be copied to another new DHCP server and used to recreate the same configuration by using the exec subcommand to execute the dumped configuration as a command script.


You could copy the file created by the previous command to a folder on the destination computer. You could then type the following command to load and execute the saved configuration for the new DHCP server installed there:


netsh exec dhcpsrv.dmp

DHCP first-level commands

The following commands are available to be run from the dhcp>/? prompt within the Netshell command environment.

Command
Description

add server
Adds a DHCP server to the DHCP console. For more information, type add server /?

delete server
Deletes a DHCP server from the DHCP console. For more information, type delete server /?

show server
Displays all DHCP servers currently added under the DHCP console. For more information, type show server /?

server [name/address]
Shifts the current DHCP command-line context to the server specified by either its name or IP address. For more information, type help /?

DHCP server commands

The following commands are available to be run from the dhcp server>/? prompt which is rooted within the Netshell command environment.

Command
Description

add class
Adds a class to the currently specified DHCP server. For more information, type add class /?

add mscope
Adds a multicast scope to the currently specified DHCP server. For more information, type add mscope /?

add optiondef
Adds a new option type definition to the currently specified DHCP server. For more information, type add optiondef /?

add scope
Adds a new scope to the currently specified DHCP server. For more information, type add scope /?

delete class
Deletes a class from the currently specified DHCP server. For more information, type delete class /?

delete mscope
Deletes a multicast scope from the currently specified DHCP server. For more information, type delete mscope /?

delete optiondef
Deletes a new option type definition from the currently specified DHCP server. For more information, type delete optiondef /?

delete optionvalue
Deletes a new option type definition from the currently specified DHCP server. For more information, type delete optionvalue /?

delete scope
Deletes a new scope from the currently specified DHCP server. For more information, type delete scope /?

delete superscope
Deletes a new scope from the currently specified DHCP server. For more information, type delete superscope /?

initiate auth
Initiates or retries authorization of the currently specified DHCP server in Active Directory. For more information, type initiate auth /?

scope [scope_ip_address]
Switches the command context to DHCP scope specified by its IP network address, such as 169.254.1.0. For more information, see DHCP scope commands.

mscope [mscope_name]
Switches the command context to DHCP multicast scope specified by name (case-sensitive), such as 239.239.254.0. For more information, see DHCP multicast scope commands.

set auditlog
Sets the audit log path parameters for the currently specified DHCP server. For more information, type set auditlog /?

set backupinterval
Sets the backup interval of the currently specified DHCP server. For more information, type set backupinterval /?

set backupdatabasepath
Sets the database backup path to be used by the currently specified DHCP server. For more information, type set backupdatabasepath /?

set databasecleanupinterval
Sets the database cleanup interval of the currently specified DHCP server. For more information, type set databasecleanupinterval /?

set databaseloggingflag
Sets/resets database logging flag for the currently specified DHCP server. For more information, type set databaseloggingflag /?

set databasename
Sets the name of the DHCP server database file for the currently specified DHCP server. For more information, type set databasename /?

set databasepath
Sets the path of the DHCP server database file for the currently specified DHCP server. For more information, type set databasepath /?

set databaserestoreflag
Sets/resets the database restore flag for the currently specified DHCP server. For more information, type set databaserestoreflag /?

set detectconflictretry
Sets the number of conflict detection attempts made by the currently specified DHCP server. For more information, type set detectconflictretry /?

set dnsconfig
Sets the DNS dynamic update configuration for the currently specified DHCP server. For more information, type set dnsconfig /?

set optionvalue
Sets a server option value, which will be applied for all scopes defined at the currently specified server. For more information, type set optionvalue /?

set server
Sets the current server in the Server mode. For more information, type set server /?

set userclass
Sets the userclass name for use in subsequent command operations. For more information, type set userclass /?

set vendorclass
Sets the vendor class name for use in subsequent command operations. For more information, type set vendorclass /?

show all
Displays all information for the currently specified DHCP server. For more information, type show all /?

show auditlog
Displays audit log path parameters for the currently specified DHCP server. For more information, type show auditlog /?

show bindings
Displays bindings information for the currently specified DHCP server. For more information, type show bindings /?

show class
Displays all class information for the currently specified DHCP server. For more information, type show class /?

show detectconflictretry
Displays the number of conflict detection settings for the currently specified DHCP server. For more information, type show detectconflictretry /?

show dnsconfig
Displays the DNS dynamic update configuration for the currently specified DHCP server. For more information, type show dnsconfig /?

show mibinfo
Displays Management Information Base (MIB) information for the currently specified DHCP server. For more information, type show mibinfo /?

show mscope
Displays all information about multicast scopes for the currently specified DHCP server. For more information, type show mscope /?

show optiondef
Displays all defined and available options for the currently specified DHCP server. For more information, type show optiondef /?

show optionvalue
Displays all available option values currently set for the specified DHCP server. For more information, type show optionvalue /?

show scope
Displays all information about scopes for the currently specified DHCP server. For more information, type show scope /?

show server
Displays information about the currently specified DHCP server. For more information, type show server /?

show dbproperties
Displays server database configuration information for the currently specified DHCP server. For more information, type show dbproperties /?

show serverstatus
Displays status information for the currently specified DHCP server. For more information, type show serverstatus /?

show userclass
Displays the current user class setting at the specified DHCP server. For more information, type show userclass /?

show vendorclass
Displays the current vendor class setting at the specified DHCP server. For more information, type show vendorclass /?

show version
Displays current version information for the specified DHCP server. For more information, type show version /?

DHCP scope commands

The following commands are available to be run from the dhcp server scope>/?, which is rooted at the DHCP server context within the Netshell command environment.

Command
Description

add excluderange
Adds a range of excluded addresses to the current scope. For more information, type add excluderange /?

add iprange
Adds a range of IP addresses to the current scope. For more information, type add iprange /?

add reservedip
Reserves an IP address for use by a specified MAC address in the current scope. For more information, type add reservedip /?

delete excluderange
Deletes an exclusion range of previously excluded IP addresses in the current scope. For more information, type delete excluderange /?

delete iprange
Deletes a range of IP addresses from the current scope. For more information, type delete iprange /?

delete optionvalue
Removes or clears an assigned scope option value from the current scope. For more information, type delete optionvalue /?

delete reservedip
Deletes a reservation for an IP address in the current scope. For more information, type delete reservedip /?

delete reservedoptionvalue
Removes an option value assigned for a reserved client in the current scope. For more information, type delete reservedoptionvalue /?

initiate reconcile
Checks and reconciles the current scope. For more information, type initiate reconcile /?

set comment
Sets the comment for the current scope. For more information, type set comment /?

set name
Sets the name of the current scope. For more information, type set name /?

set optionvalue
Sets an option value for the current scope. For more information, type set optionvalue /?

set reservedoptionvalue
Sets the comments for the current scope. For more information, type set reservedoptionvalue /?

set scope
Sets the scope to be used in subsequent operations. For more information, type set scope /?

set state
Sets/resets the state of the current scope to either an active or inactive state. For more information, type set state /?

set superscope
Sets the superscope to be used in subsequent operations. For more information, type set superscope /?

show clients
Displays all available version 4 clients for the current scope. For more information, type show clients /?

show clientsv5
Displays all available version 5 clients for the current scope. For more information, type show clientsv5 /?

show excluderange
Displays all currently excluded ranges of IP addresses for the current scope. For more information, type show excluderange /?

show iprange
Displays all available address ranges for the current scope. For more information, type show iprange /?

show optionvalue
Displays all option values that are set for the current scope. For more information, type show optionvalue /?

show reservedip
Displays all currently reserved IP addresses for the current scope. For more information, type show reservedip /?

show reservedoptionvalue
Displays all currently set option values for a reserved client IP address in the current scope. For more information, type show reservedoptionvalue /?

show scope
Displays information for the current scope. For more information, type show scope /?

 show state
Displays the state of the current scope, indicating whether it is active or inactive. For more information, type show state /?

DHCP multicast scope commands

The following commands can be run from the dhcp server mscope>/? prompt, which is rooted at the DHCP server context within the Netshell command environment.

Command
Description

add excluderange
Adds a range of excluded addresses to the current multicast scope. For more information, type add excluderange /?

add iprange
Adds a range of IP addresses to the current multicast scope. For more information, type add iprange /?

delete excluderange
Deletes an exclusion range of previously excluded IP addresses in the current multicast scope. For more information, type delete excluderange /?

delete iprange
Deletes a range of IP addresses from the current multicast scope. For more information, type delete iprange /?

initiate reconcile
Checks and reconciles the current multicast scope. For more information, type initiate reconcile /?

set comment
Sets the comment for the current multicast scope. For more information, type set comment /?

set lease
Sets the lease duration for multicast scope IP addresses. For more information, type set lease /?

set mscope
Sets the multicast scope to be used in subsequent operations. For more information, type set mscope /?

set name
Sets the name of the current multicast scope. For more information, type set name /?

set state
Sets/resets the state of the current multicast scope to either an active or inactive state. For more information, type set state /?

set ttl
Sets the Time-To-Live (TTL) value for the current multicast scope. For more information, type set ttl /?

show clients
Displays all available clients for the current multicast scope. For more information, type show clients /?

show excluderange
Displays all currently excluded ranges of IP addresses for the current multicast scope. For more information, type show excluderange /?

show iprange
Displays all available IP address ranges for the current multicast scope. For more information, type show iprange /?

show lease
Displays the current lease duration settings for the multicast scope. For more information, type show lease /?

show mibinfo
Displays Management Information Base (MIB) information for the current multicast scope. For more information, type show mibinfo /?

show mscope
Displays information for the current multicast scope. For more information, type show mscope /?

show state
Displays the state of the current multicast scope, indicating whether it is active or inactive. For more information, type show state /?

show ttl
Displays the Time-To-Live (TTL) value for the current multicast scope. For more information, type show ttl /?

Note   When working within the DHCP command-line context and any of its subcontexts, you can type any of the following to list commands currently available for use: help/?, /?/?, -?/?, ?/?. 

DHCP performance monitoring reference

For Windows 2000 Server, the DHCP Server service includes a set of performance counters that can be used to monitor various types of server activity. To access these counters, you must use System Monitor. For more information, see Using Performance.

By default, performance monitoring of DHCP servers is available for use after the DHCP service component is installed. DHCP performance is measured using the following metrics and counters:

Name
Description

Packets Received/sec
The number of message packets received per second by the DHCP server. A large number indicates heavy DHCP-related message traffic to the server.

Duplicates Dropped/sec
The number of duplicated packets per second dropped by the DHCP server. This number can be affected by multiple DHCP relay agents or network interfaces forwarding the same packet to the server. A large number here indicates that either clients are probably timing out too fast or the server is not responding fast enough.

Packets Expired/sec
The number of packets per second that expire and are dropped by the DHCP server. When a DHCP-related message packet is internally queued for 30 seconds or more, it is determined to be stale and expired by the server. A large number here indicates that the server is either taking too long to process some packets while other packets are queued and becoming stale, or traffic on the network is too high for the server to manage.

Milliseconds per packet (Avg.)
The average time in milliseconds used by the DHCP server to process each packet it receives. This number can vary depending on the server hardware and its I/O subsystem. A sudden or unusual increase might indicate a problem, either with the I/O subsystem becoming slower or because of an intrinsic processing overhead on the server computer.

Active Queue Length
The current length of the internal message queue of the DHCP server. This number equals the number of unprocessed messages received by the server. A large number might indicate heavy server traffic.

Conflict Check Queue Length
The current length of the conflict check queue for the DHCP server. This queue holds messages without responses while the DHCP server performs address conflict detection. A large value here might indicate that Conflict Detection Attempts has been set too high or that there is unusually heavy lease traffic at the server.

Discovers/sec
The number of DHCP discover messages (DHCPDISCOVERs) received per second by the server. These messages are sent by clients when they start on the network and obtain a new address lease. A sudden or unusual increase indicates a large number of clients are attempting to initialize and obtain an IP address lease from the server, such as when a number of client computers are started at any given time.

Offers/sec
The number of DHCP offer messages (DHCPOFFERs) sent per second by the DHCP server to clients. A sudden or unusual increase in this number indicates heavy traffic on the server.

Requests/sec
The number of DHCP request messages (DHCPREQUESTs) received per second by the DHCP server from clients. A sudden or unusual increase in this number indicates a large number of clients trying to renew their leases with the DHCP server. This might indicate that scope lease durations are too short.

Informs/sec
The number of DHCP inform messages (DHCPINFORMs) received per second by the DHCP server. DHCP inform messages are used when the DHCP server queries for the directory service for the enterprise root and when dynamic updates are being done on behalf of clients by the server.

Acks/sec
The number of DHCP acknowledgment messages (DHCPACKs) sent per second by the DHCP server to clients. A sudden or unusual increase in this number indicates that a large number of clients are being renewed by the DHCP server. This might indicate that scope lease durations are too short.

Nacks/sec
The number of DHCP negative acknowledgment messages (DHCPNAKs) sent per second by the DHCP server to clients. A very high value might indicate potential network trouble in the form of misconfiguration of either the server or clients. When servers are misconfigured, one possible cause is a deactivated scope. For clients, a very high value could be caused by computers moving between subnets, such as laptop portables or other mobile devices.

Declines/sec
The number of DHCP decline messages (DHCPDECLINEs) received per second by the DHCP server from clients. A high value indicates that several clients have found their address to be in conflict, possibly indicating network trouble. In this situation, it can help to enable conflict detection on the DHCP server. This should only be used temporarily. Once the situation returns to normal, it should be turned off.

Releases/sec
The number of DHCP release messages (DHCPRELEASEs) received per second by the DHCP server from clients. This number only exists if a DHCP client sends a release to the server. This can occur manually, such as when the ipconfig command is used at the client computer. Release messages can also be sent by the client if it is configured with the Release DHCP lease on shutdown option. Because clients rarely release their address, the value of this counter remains low for many DHCP network configurations.

Note

·
Values for the following registry key can be used by a member of the local Administrators group: 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\DHCPServer\Performance


By changing values stored at this registry path location, you can deny or modify permissions that determine who can view System Monitor counters used for the DHCP server on the server computer. Values under this key are used by the System Monitor DLL (Perfctrs.dll) to identify each of the counters described.

DHCP updated technical information

Updated technical information for DHCP can be obtained by searching technical articles available from the Personal Support Center at the Microsoft Web site. For more information, see Updated technical information.

You can also obtain additional in-depth information on DHCP in the Windows 2000 Server Resource Kit. For more information, see Windows 2000 Resource Kit.
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Troubleshooting

·
Troubleshooting DHCP clients 

·
Troubleshooting DHCP servers 

Troubleshooting DHCP clients

What problem are you having?

The DHCP client does not have an IP address configured or indicates that its IP address is 0.0.0.0.

Cause: The client was not able to contact a DHCP server and obtain an IP address lease, either because of a network hardware failure or because the DHCP server is unavailable.

Solution: Verify that the client computer has a valid functioning network connection. First, check that related client hardware (cables and network adapters) are working properly at the client using basic network and hardware troubleshooting steps.

If the client hardware appears to be prepared and functioning properly, check that the DHCP server is available on the network by pinging it from another computer on the same network as the affected DHCP client.

See also: Hardware Troubleshooter; Networking (TCP/IP) Troubleshooter

The DHCP client appears to have automatically assigned itself an IP address that is incorrect for the current network.

Cause: The Windows 2000 or Windows 98 DHCP client could not find a DHCP server and has used the Automatic Private IP Addressing (APIPA) feature to configure its IP address.

In some larger networks, disabling APIPA might be desirable for network administration.

Solution: First, use the ping command to test connectivity from the client to the server. Your next step would be to either verify or manually attempt to renew the client lease. Depending on your network requirements, it might be necessary to disable APIPA at the client. You can learn more about APIPA and how it works prior to making this decision.

See also: To test a TCP/IP configuration by using the ping command; To verify, release, or renew a client address lease; Automatic client configuration; To configure TCP/IP for automatic addressing; To disable automatic address configuration

The DHCP client appears to be missing some network configuration details or is unable to perform related tasks, such as resolving names.

Cause: The client might be missing DHCP options in its leased configuration, either because the DHCP server is not configured to distribute them or the client does not support the options distributed by the server.

Solution: For Microsoft DHCP clients, verify that the most commonly used and supported options have been configured at the server, scope, client, or class level of options assignment.

See also: Manage options and classes; Assigning options; Microsoft DHCP clients; Supporting DHCP clients.

The DHCP client appears to have incorrect or incomplete options, such as an incorrect or missing router (default gateway) configured for the subnet on which it is located.

Cause: The client has the full and correct set of DHCP options assigned but its network configuration does not appear to be working correctly.

If the DHCP server is configured with an incorrect DHCP router option (option code 3) for the default gateway address of the client, clients running Windows NT or Windows 2000 do not use the incorrect address. However, DHCP clients running Windows 95 do use the incorrect address.

Solution: Change the IP address list for the router (default gateway) option at the applicable DHCP scope and server. If you are configuring the router option as a Server Option at the affected DHCP server, remove it there and set the correct value in the Scope Options node for the applicable DHCP scope that services the client.

In rare instances, you might have to configure the DHCP client to use a specialized list of routers different from other scope clients. In such cases, you can add a reservation and configure the router option list specifically for the reserved client.

See also: To assign a server-based option; To assign a scope-based option; To assign an option to a reserved client; To add a client reservation; Assigning options; Basic options (RFC 1497): Router.

Many DHCP clients are unable to get IP addresses from the DHCP server.

Cause: The IP address of the DHCP server was changed and now DHCP clients cannot get IP addresses.

Solution: A DHCP server can only service requests for a scope that has a network ID that is the same as the network ID of its IP address.

Make sure that the DHCP server IP address falls in the same network range as the scope it is servicing. For example, a server with an IP address in the 192.168.0.0 network cannot assign addresses from scope 10.0.0.0 unless superscopes are used.

See also: Best practices; Using superscopes; Configuring scopes.

Cause: The DHCP clients are located across a router from the subnet where the DHCP server resides and are unable to receive an address from the server.

Solution: A DHCP server can provide IP addresses to client computers on remote multiple subnets only if the router that separates them can act as a DHCP relay agent.

Completing the following steps might correct this problem:

 1.
Configure a BOOTP/DHCP Relay Agent on the client subnet (that is, the same physical network segment). The relay agent can be located on the router itself or on a Windows NT Server computer running the DHCP Relay service component. 

 2.
At the DHCP server, do the following: 

a.
Configure a scope to match the network address on the other side of the router where the affected clients are located. 

b.
In the scope, make sure that the subnet mask is correct for the remote subnet. 

c.
Use a default gateway on the network connection of the DHCP server in such a way that it is not using the same IP address as the router that supports the remote subnet where the clients are located. 

d.
Do not include this scope (that is, the one for the remote subnet) in superscopes configured for use on the same local subnet or segment where the DHCP server resides. 

 3.
Make sure there is only one logical route between the DHCP server and the remote subnet clients. 

See also: Best practices; DHCP/BOOTP relay agents; BOOTP and DHCP; Supporting clients.

Cause: Multiple DHCP servers exist on the same local area network (LAN).

Solution: Make sure that you do not configure multiple DHCP servers on the same LAN with overlapping scopes.

You might want to rule out the possibility that one of the DHCP servers in question is a Small Business Server (SBS) computer. By design, the DHCP Server service, when running under SBS, automatically stops when it detects another DHCP server on the LAN.

See also: Best practices; Configuring scopes.

The DHCP client appears to be affected by another problem not described above.

Cause: My problem is not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. If necessary, you can obtain information and instructions that pertain to your current problem or issue.

If you are connected to the Internet, the latest updates for Windows 2000 Server are available at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for DHCP, such as the DHCP Troubleshooter.

See also: DHCP updated technical information, DHCP, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

Troubleshooting DHCP servers

What problem are you having?

The DHCP server is stopped.

Cause: The DHCP server has not been authorized to operate on the network.

Solution: Authorize the DHCP server in the enterprise where it is being used.

See also: Authorizing DHCP servers; To authorize a DHCP server in Active Directory; To delegate ability to authorize servers to a non-enterprise administrator.

Cause: Configuration details might be incorrect or missing at the server.

Solution: If you have just completed setting up or administering the DHCP server, you might want to review the provided checklist to see if you have missed a crucial step in the installation process.

To help prevent the most common types of problems, review DHCP best practices for tips on deploying and managing your servers.

Because many DHCP failures are first detected as client-side errors, you might want to start by investigating the problem there.

See also: Checklist: Installing a DHCP server; Best practices; Troubleshooting DHCP clients.

Cause: The DHCP server has been stopped.

Solution: Check the system event log and DHCP server audit log files for details.

When the DHCP Server service either stops or cannot start, useful explanatory information about the source of the service failure or shutdown can generally be found in these logs.

See also: Audit logging; Analyzing server log files; Using Event Viewer; To search for specific events

The DHCP server is unable to provide service to clients.

Cause: The server is a multihomed computer and is not providing service on one or more of its network connections.

Solution: Review Windows 2000 DHCP server binding defaults for network connections based on whether you have elected to either statically or dynamically configure TCP/IP for any or all installed connections on the server computer. Also, review an example of multihomed DHCP server configuration to see if you have missed any critical details.

See also: Multihomed DHCP servers; To selectively set DHCP server bindings for network connections.

Cause: Scopes or superscopes on the DHCP server have not been either configured or activated for use.

Solution: Add scopes and make sure that they are correctly configured along with any DHCP scope options that need to be assigned for client use.

See also: Configuring scopes; To create a new scope; To assign a scope-based option.

Cause: The server is located on a different subnet as some of its clients and is not providing service to clients on remote subnets.

Solution: If you are using a DHCP server in a routed network, you might want to review issues related to DHCP relay agents and the appropriate use of superscopes.

See also: DHCP/BOOTP relay agents; Using superscopes; To create a superscope.

Cause: The scope in use is full and can no longer lease addresses to requesting clients.

Solution: If the DHCP server does not have IP addresses available to provide to its clients, it returns DHCP negative acknowledgment messages (DHCPNAKs) to them. When this occurs, consider the following possible solutions:

 1.
Expand the address range by increasing the End IP address for the current scope. 

 2.
Create a new additional scope and a superscope, then add the current scope and the new scope to the superscope. 

 3.
Create a new scope or extend the range. Optimally, you could renumber your current IP network. Deactivate the old scope as needed, and then configure and activate the new one. 

 4.
Reduce the lease duration. This can help to expedite the reclaiming of lapsed scope addresses. 

Other DHCP-related procedures and techniques might also help to accelerate or ease the transition from an existing scope being retired to a new scope created to take its place at the server. These include deleting client leases from the scope being retired, excluding addresses from that scope, and then deactivating it once the new scope has been activated. This ensures that the DHCP client obtains leasing from the new scope.

See also: Managing leases; Removing scopes; To delete a client lease; To exclude an address from a scope; To activate a scope; To deactivate a scope.

Cause: The range of IP addresses being offered by the DHCP server is in conflict with the range of addresses being offered by another DHCP server on the network.

You can confirm that this is the likely cause if DHCP server logs still indicate that DHCP negative acknowledgment messages (DHCPNAKs) are being returned to requesting clients or if you have tried unsuccessfully at the client to renew its lease manually.

Solution: Modify the scope address pool for the scopes at each DHCP server to ensure that scope IP addresses do not overlap. You can add exclusions to the scopes as necessary, delete client leases, and temporarily enable server-side conflict detection to assist in solving the problem.

See also: To delete a client lease; To exclude an address from a scope; To enable address conflict detection; Best practices.

The DHCP server appears to have suffered some data corruption or loss.

Cause: The DHCP server database has become corrupted or is missing server data, possibly reporting Jet database errors.

Solution: Use DHCP server data recovery options to restore the database and correct any of the reported errors. You can also use the Reconcile feature in the DHCP console to verify and reconcile any database inconsistencies that the server is able to find.

See also: Restoring server data; DHCP database files; Reconciling scopes; To reconcile the DHCP database; To reconcile a scope.

The server appears to be affected by another problem not described above.

Cause: My problem is not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. You can obtain information and instructions that pertain to your current problem or issue.

If you have connection to the Internet, the latest updates for Windows 2000 Server are available at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for DHCP, such as the DHCP Troubleshooter.

See also: DHCP updated technical information, DHCP, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

WINS

Windows Internet Name Service (WINS) provides a dynamic replicated database service that can register and resolve NetBIOS names to IP addresses used on your network. Windows 2000 Server provides WINS, which enables the server computer to act as a NetBIOS name server and register and resolve names for WINS-enabled client computers on your network as described in the NetBIOS over TCP/IP standards.

·
Before you begin using this computer as a WINS server, see Checklist: Installing a WINS server. 

·
To find features that have been moved in Windows 2000 Server, see New ways to do familiar tasks. 

·
For tips about using WINS, see Best practices. 

·
For help with specific tasks, see How to. 

·
For general background information, see Concepts. 

·
For problem-solving instructions, see Troubleshooting. 

Checklist: Installing a WINS server


Step
Reference

q
Review WINS concepts such as NetBIOS names, WINS servers, WINS clients, and replication partners.
Understanding WINS

q
Verify the need to install a WINS server on your network.
When to use WINS

q
Review best practices for implementing WINS on your network.
Best practices

q
Determine the number of WINS servers you need to install and where to locate each server on your network.
Planning WINS networks

q
Manually configure TCP/IP properties for the WINS server computer.
To configure TCP/IP for static addressing

q
Install a primary WINS server.
To install a WINS server

q
Open the WINS console.
To open the WINS console

q
Modify WINS server defaults, if needed.
Modifying server defaults

q
Install a secondary WINS server.
To install a WINS server

q
Configure replication settings on both primary and secondary WINS servers. Choose among these replication partnership methods: ·  Push partner only ·  Pull partner only ·  Push/pull partner (recommended) 
Configuring WINS replication; Configure replication

q
View and filter the WINS database view of active registrations as needed.
View WINS records

q
Add and remove mappings in the WINS database as needed.
Manage static mappings; To delete or tombstone an entry in the WINS database

q
Backup, scavenge, and compact the WINS database regularly.
Manage the WINS database

q
View WINS server statistics periodically to monitor performance.
To view WINS server statistics

q
Update client configurations on your network to correctly specify primary/secondary WINS servers based on any WINS servers you have added. Depending on if you configure clients statically or dynamically for TCP/IP, either:·  Configure WINS-related settings in advanced TCP/IP properties. ·  Configure and enable WINS-related options in DHCP scopes so that IP addresses of WINS servers and NetBIOS node types are provided to clients. 
To assign a scope-based option; NetBIOS over TCP/IP options ; To configure TCP/IP for WINS

q
Verify registration of client NetBIOS names in WINS as needed.
To verify WINS registration of client NetBIOS names

q
Troubleshoot common WINS-related problems.
Troubleshooting

New ways to do familiar tasks

The following table lists common tasks for managing WINS servers and shows where you can perform these tasks in Windows 2000. For current WINS administrators, the table also shows where these tasks are performed in Windows NT version 4.0.

If you want to
In Windows NT 4.0 use
In Windows 2000 use

Install a WINS server on this computer
Network in Control Panel
Windows Components wizard. For more information, see To install a WINS server.

Start WINS management tool
Start menu shortcut to WINS Manager listed in Administrative Tools.
WINS. For more information, see To open the WINS console.

Start or stop a WINS server
Services in Control Panel
Computer Management. For more information, see To stop or start a WINS server.

Add a server to WINS management tool and manage it.
Add WINS Server option on Server menu in WINS Manager.
See To add a WINS server to the console.

Add and configure a replication partner for a WINS server.
Replication Partners option on Server menu in WINS Manager.
See To add a replication partner.

Best practices

·
Use default settings to configure WINS servers.


The preconfigured WINS settings provide the optimal configuration for most conditions and should be used in most WINS network installations. If you modify the default settings, be sure that the need to do so is clear and necessary, and that you understand all of the implications.

·
Avoid using static WINS entries.


Static WINS entries require further administrative action to ensure their successful and intended use. However, static entries can be useful for specific purposes, such as to safeguard against WINS registration of the names used by critically important servers.


For example, a static entry in WINS can be used to prevent other computers from taking over the use of the name of a critical server while that server is unavailable.


The biggest disadvantage of using static WINS entries is that it complicates administration of name and address changes in your network. For example, if either the IP address or the computer name of a static WINS entry changes, you might have to manually update other configurations also, such as DHCP servers, DNS servers, end systems, and Lmhosts files.


If you decide to use static WINS entries, the following are suggestions for configuring other WINS and DHCP service properties and avoiding common problems:

·
For each IP address used in static WINS mapping, consider using a corresponding client address reservation to reserve the IP address at the DHCP server. For more information, see Using client reservations. 

·
If you use static WINS entries only to support temporary changes on your network, keep the default Migrate On setting selected in the WINS console.


When Migrate On is selected, any temporary unique or multihomed static entries that you add can be challenged and dynamically updated by clients. An attempt later by any client to dynamically register a unique or multihomed name entry over an existing static entry of the same name results in a challenge process.


In the challenge, the IP address in the static mapping is compared to any IP address that the named client attempts to dynamically register in WINS. If the two addresses are different and the static IP address is determined to no longer be active or in use, the IP mapping can be migrated (from a static to dynamic mapping) and the IP address is updated in WINS.

·
If you use static WINS entries on a permanent basis, you can disable Migrate On. This prevents a dynamic WINS entry from overriding a static WINS entry that maps to the name and address of a critical server on your network. 

·
Schedule consistency checking for an off-peak time.


For Windows 2000 Server, WINS consistency checking is available through the WINS snap-in. Periodically, you should use this feature to check the WINS database for consistency. However, consistency checking is network and resource intensive for the WINS server computer. For this reason, run WINS consistency checks during times of low traffic, such as at night or on weekends.

·
Select Push/Pull when configuring replication partners. 


In general, Push/Pull is a simple and effective way to ensure full WINS replication between partners. For most WINS installations, avoid the use of limited replication partnerships (Push Only or Pull Only) between WINS servers. In some large enterprise WINS networks, limited replication partnering can effectively support replication over slow wide area network (WAN) links. However, when you plan limited WINS replication, note the design and configuration when choosing to use limited replication partnerships.

·
For best results in WINS replication and convergence, use a hub-and-spoke design model.


Convergence is a critical part of WINS planning. To review convergence for your WINS network design, ask the following question for each of your WINS servers:


How long does it take for a change in WINS data at one WINS server to replicate and appear at other WINS servers in the network?


In most cases, the hub-and-spoke model provides a simple and effective planning method for organizations that require full and speedy convergence with minimal administrative intervention. For example, you can use this model for organizations with centralized headquarters or a corporate data center (the hub) and several branch offices (the spokes). A second, redundant hub (that is, a second WINS server in the central location) can increase the fault tolerance for WINS.


For more information on how to configure a simple hub-and-spoke model, view the following graphic.


·
Use only as many WINS servers as you need.


Too many WINS servers on a network can complicate any problems that arise. Be conservative when adding WINS servers to your network, using the least number of WINS servers to support all clients while maintaining acceptable performance from each server. If you are currently designing a WINS installation that includes more than 20 WINS servers, seek assistance from Microsoft Product Support Services before finalizing your plans.


WINS network traffic during client registration can be much less than for DHCP, which uses client broadcasts to discover servers. By default, most WINS clients first try to communicate using directed point-to-point datagrams with their configured primary WINS servers. One WINS server adequately supports a small routed internetwork. However, at least two WINS servers are recommended, to provide a fault-tolerant WINS installation.


For more information on WINS server planning, see Planning WINS networks.

·
To maximize server performance, purchase hardware with optimal disk performance characteristics to handle WINS.


WINS causes frequent and intensive activity on server hard disks. To provide for the best performance, consider RAID solutions that improve disk-access time when you purchase new hardware to use as a WINS server. You should view WINS as part of a full performance evaluation of the server. By monitoring system hardware performance in the most demanding areas of utilization (that is, CPU, memory, and disk input/output) you make the best assessments of when a WINS server is overloaded and should be upgraded.

·
When using multihomed servers, follow well-known considerations for configuring WINS and TCP/IP properties.


When using multihomed WINS servers, it is best to configure all server IP addresses as replication partners with other WINS servers. Using a multihomed WINS server as a router or gateway between disjointed networks is not recommended.

·
Monitor and perform regular, offline compaction.


Although manual compaction of the WINS server database is not as important for Windows 2000 Server as it was for earlier versions, it is still useful. For disk defragmentation and improved server disk performance, use offline WINS compaction regularly (such as monthly or weekly). Then, monitor any changes to the size of the server database file, Wins.mdb, which is located in the systemroot\System32\WINS\ folder.


At each offline compaction, it is useful to check the file size of Wins.mdb both before and after compaction, to measure growth and reduction. This information can be helpful in determining the actual benefits to using offline compaction. Based on this information, you can then gauge how often to repeat offline compaction for measurable gains.

·
Perform regular backups of the WINS database.


Besides using server tape backup of the WINS server computer, the WINS console offers a backup option which you can use to restore a server database if corruption occurs. For more information, see Troubleshooting WINS databases.

·
Configure clients with more WINS server IP addresses.


In earlier versions of Windows NT, you could manually configure clients to use only a primary and secondary WINS server. For Windows 2000, you can configure WINS clients (either manually or through DHCP) to use up to 12 WINS servers. You can either statically configure this list (using the Internet Protocol (TCP/IP) Properties dialog box) or distribute it to DHCP clients (using option 44). A larger list of WINS servers gives clients additional fault tolerance for WINS when their configured primary WINS server is not available.

·
Use NBTSTAT –RR to register and troubleshoot client connectivity.


For Windows 2000, the NBTSTAT –RR command-line option supports purging of remote names from the local NetBIOS names cache and forces immediate renewal and re-registration of local client names. You can use this command-line option to refresh the client entries in WINS and replicate them to other replication partners without requiring a client reboot.

·
Configure each WINS server computer to point to itself. 


Each WINS server that you install on your network must register its own set of NetBIOS unique and group names in WINS. To prevent WINS service problems that can occur when a WINS record becomes split (that is, when names registered for a particular WINS server are owned by different WINS servers), each WINS server computer should point only to its own IP address when configuring its TCP/IP properties.

How to...

This section provides step-by-step instructions for working with the Windows Internet Name Service (WINS) software provided with Windows 2000 Server.

·
Install and manage WINS servers 

·
Modify server properties 

·
Manage WINS console data 

·
Manage WINS clients 

·
View WINS records 

·
Manage the WINS database 

·
Configure replication 

·
Manage replication 

·
Use persistent connections 

·
Manage static mappings 

·
Use WINS command-line tools 

Install and manage WINS servers

·
Install a WINS server 

·
Open the WINS console 

·
Add a WINS server to the console 

·
Remove a WINS server from the console 

·
Start or stop a WINS server 

·
Decommission a WINS server 

·
Remove or uninstall WINS

To install a WINS server

 1.
Open Windows Components wizard. 

 2.
Under Components, scroll to and click Networking Services. 

 3.
Click Details. 

 4.
Under Subcomponents of Networking Services, click Windows Internet Name Service (WINS), and then click OK. 

 5.
If prompted, type the full path to the Windows 2000 distribution files and click Continue. 


Required files are copied to your hard disk, and server software can be used after restarting the system.

Notes

·
To open the Windows Component wizard, from the desktop, click Start, point to Settings, click Control Panel. 


When Control Panel opens, double-click Add/Remove Programs, and then click Add/Remove Windows Components.

·
It is strongly recommended that you manually configure the computer to use a static IP address. 

·
Certain Windows components require configuration before thay can be used. If you installed one or more of these components, but did not configure them, when you click Add/Remove Windows Components, a list of components that need to be configured is displayed. To start the Windows Components wizard, click Components. 

To open the WINS console

·
Open WINS. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
The WINS console is an administrative tool for managing WINS servers. 

To add a WINS server to the console

 1.
Open WINS. 

 2.
In the console tree, click WINS. 

 3.
On the Action menu, click Add Server. 

 4.
In Add Server, for WINS Server type the appropriate server information. 


Optionally, click Browse to locate the WINS server computer by name on your network.

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
To configure a WINS server, you must be logged on as a member of the Administrators group for the server. 

·
If WINS is locally installed on a server, the local WINS server is added to the console automatically. For remote WINS servers, you must add them to the console and then save the file. 

To remove a WINS server from the console

 1.
Open WINS. 

 2.
Click the WINS server that you want to remove. 

 3.
On the Action menu, click Delete. 

 4.
When prompted "Are you sure you want to remove WINS server servername from this list?," click Yes. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
This procedure affects only the management console at which you are working, not the WINS server itself which continues to provide service and registration on the network. 

To start or stop a WINS server

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, point to All Tasks and then click one of the following: 

·
To start the service, click Start. 

·
To stop the service, click Stop. 

·
To interrupt the service, click Pause. 

·
To stop and then automatically restart the service, click Restart. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
After you pause or stop the service, the Resume option appears and can be clicked to immediately resume WINS service. 

·
You can also perform most of these tasks at a command prompt by using the following commands: 

·
net start wins 

·
net stop wins 

·
net pause wins 

·
net continue wins

To decommission a WINS server

 1.
Review Important information prior to performing this procedure. 

 2.
Open WINS. 

 3.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 4.
On the Action menu, click Delete Owner. 

 5.
In Delete Owner, for Delete this owner, click the IP address for the WINS server you want to decommission. 


If the WINS server is not running locally on this computer, it might take awhile to load the records for the selected server.

 6.
For Use this operation to delete the selected owner and its records, click Replicate deletion to other WINS servers (tombstone), and then click OK. 


When prompted to confirm tombstoning, click Yes.

 7.
In the console tree, click Replication Partners. 

 8.
On the Action menu, click Replicate Now. 

 9.
Once you have verified that records tombstoned in step 6 have been replicated to other partner servers, stop and remove WINS on the decommissioned server. 

Important   Before decommissioning a WINS server, make sure that any computers previously configured to be WINS clients of this server are reconfigured to point to other servers as their primary or secondary WINS servers. Reconfiguration is necessary only if these clients are to continue using WINS to register and resolve network names. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
If the WINS server you want to decommission does not appear in the console tree, you can add it. 

·
Tombstoning ensures that the WINS servers that are replication partners with the decommissioned WINS server are updated properly so that they release the records. If tombstone status is not properly replicated, you can manually delete the records at each WINS server on which tombstone replication failed. 

·
WINS supports remote record deletion for servers running Windows NT Server 4.0, if updated to Service Pack 4 (SP4) or later. 

To remove or uninstall WINS

 1.
Stop the WINS service on this computer. 

 2.
Open Add/Remove Programs. 

 3.
Click Add/Remove Windows Components. 

 4.
In Windows 2000 Components, select Networking Services from the list of components, and then click Details. 

 5.
In Subcomponents of Networking Services, scroll to Windows Internet Name Service (WINS) and clear the check box. 

Notes

·
To open Add/Remove Programs, click Start, point to Settings, click Control Panel, and then double-click the appropriate icon. 

·
When you remove WINS, all WINS files are deleted from the server except program files that are in use. When the system is restarted, these files are removed as well. 

·
If you do not stop the WINS service in step 1, this procedure only deletes the WINS server registry entries. 

·
Certain Windows components require configuration before thay can be used. If you installed one or more of these components, but did not configure them, when you click Add/Remove Windows Components, a list of components that need to be configured is displayed. To start the Windows Components wizard, click Components. 

Modify server properties

·
Modify backup settings 

·
Modify name record settings 

·
Modify WINS logging properties 

·
Modify burst handling properties 

·
Set the WINS database path 

·
Increase the starting version count 

·
Disable LAN Manager compatibility 

To modify backup settings

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Properties. 

 4.
On the General tab, under Database backup, modify default backup settings as needed. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Note   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

To modify name record settings

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Intervals tab. 

 5.
Modify default settings as needed. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
For most networks the default interval settings, Renew interval, Extinction interval, Extinction timeout, and Verification interval, are acceptable and do not require modification. 

·
As an option, you can click Restore Default to restore WINS default intervals used for registering, renewing, and verifying name records in the database. 

To modify WINS logging properties

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
Select the Log detailed events to Windows event log check box. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
When Log detailed events to Windows event log is checked, WINS logs additional detailed information to the system event log, which can be viewed by using Event Viewer. Because this feature can degrade system performance when enabled, it is turned off by default. 

To modify burst handling properties

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In Enable burst handling, modify default settings as needed. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
By default, burst handling is enabled and the burst queue sized to Medium. 

To set the WINS database path

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
In Database path, modify the database path as needed. 


To view a description of a dialog box item, right-click the item, and then click What's This?.

Important

·
This setting affects WINS backup and restore operations. If you change the path used here, be sure to run WINS backup again to archive the database with the updated path information. Otherwise, WINS cannot restore previously archived copies of the database where another path was specified, for either the WINS database path or the WINS database backup path. 

·
This procedure describes how to set the path used by WINS to store the database on the applicable server. It does not specify the path that WINS uses when backing up the database. 

Note   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

To increase the starting version count

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
For Starting version ID (hexadecimal), enter a new number to be used by WINS as the new starting version ID when WINS is next restarted. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Because a higher version ID is used by WINS during replication to determine between two servers storing the same record which version is more recent, increasing the starting version ID count can be useful in some cases where you are attempting to affect a forced update and replication of names between servers. 

·
If you enter a number that is less than the actual value of the highest version ID currently in use by the selected server, WINS might increase the actual number used for its start version count when service is restarted. 

To disable LAN Manager compatibility

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Properties. 

 4.
Click Advanced. 

 5.
Clear the Use computer names that are compatible with LAN Manager check box. 

Notes   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

Manage WINS console data

·
View WINS server statistics 

·
Reset WINS server statistics 

·
Modify auto-refresh of WINS statistics 

·
Export WINS console data to a text file 

·
Modify the WINS console view 

To view WINS server statistics

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Show Server Statistics. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
To update the display while viewing WINS statistics, click Refresh. 

To reset WINS server statistics

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Show Server Statistics. 

 4.
Click Reset. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
To update the display while viewing WINS statistics, click Refresh. 

To modify auto-refresh of WINS statistics

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Properties. 

 4.
Under the Automatically update statistics every check box, modify as needed the refresh interval in hours, minutes, or seconds. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
By default, statistics automatically refresh every 10 minutes. As an option, you can also disable this feature by clearing the Automatically update statistics every check box. 

To export WINS console data to a text file

 1.
Open WINS. 

 2.
In the console tree, click the node item for which you want to export all currently displayed console data. 


For example, if you want to export all console data about a specific WINS server, click this server in the console tree.

 3.
On the Action menu, click Export List. 

 4.
Enter a name for the text (*.txt) file to be used to export the output of this operation. 

Note

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
For the Active Registrations node, you need to use either Find by Name or Find by Owner to load and display records for the applicable server in the console prior to performing this procedure. 

To modify the WINS console view

 1.
Open WINS. 

 2.
In the console tree, click WINS. 

 3.
On the Action menu, click Properties. 

 4.
Modify console defaults to specify how WINS servers added to the console are displayed. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
By default, the WINS console orders servers by name and uses only short (host-only) DNS names when displaying WINS servers that are added to the console. In addition, WINS does not validate its cache of WINS servers, which can prolong the length of time needed to load the WINS console when started. 

Manage WINS clients

·
Configure WINS for non-DHCP clients 

·
Configure WINS for DHCP-enabled clients 

·
Disable WINS/NetBT name resolution 

·
Verify WINS registration of client NetBIOS names 

To configure WINS for non-DHCP clients

·
WINS servers must be manually added for each network connection that does not use DHCP.

Notes

·
To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

·
If you manually configure a list of WINS servers for the connection which later leases and obtains its IP address using DHCP, the list you configure supercedes any WINS servers returned in an options list provided by the DHCP server. 

To configure WINS for DHCP-enabled clients

·
Windows 2000 clients are configured by default to use a DHCP server to obtain an IP address. No further client-side configuration is needed. 


Instead, configure your DHCP server to assign WINS-related option types needed to enable DHCP-enabled clients on your network to use WINS. 

Notes   In most cases, WINS clients only need to be provided the following NetBIOS over TCP/IP (NetBT) option types for basic WINS configuration: 44 (WINS servers) and 46 (WINS node type). These options must be configured at the DHCP server providing each client its dynamically leased IP address. 

To disable WINS/NetBT name resolution

 1.
Open Network and Dial-up Connections. 

 2.
Click the Local Area Connection to be statically configured and then, from the File menu, click Properties. 

 3.
In the list of components, click Internet Protocol (TCP/IP), and then click Properties. 

 4.
Click Advanced. 

 5.
Click the WINS tab. 

 6.
Click Disable NetBIOS over TCP/IP. 


Optionally, you can select Use NetBIOS setting from the DHCP server if you are using a DHCP server that can selectively enable and disable NetBIOS configuration through DHCP option types.

Important   Before you perform this procedure, refer to Migrating from WINS to DNS, the overview topic that describes the process of migrating from the use of WINS to DNS on your network. 

Notes

·
To open Network and Dial-up Connections, click Start, point to Settings, and then click Network and Dial-up Connections. 

·
NetBIOS over TCP/IP can also be disabled for computers running Windows 2000 using DHCP option types supported by the Windows 2000 DHCP Server service. 

To verify WINS registration of client NetBIOS names

 1.
On the WINS client computer, at the command prompt, type nbtstat -n.


The local NetBIOS names table for the WINS client computer is listed. Verify that each name indicates Registered in the Status column, such as shown in the sample command output below: 

Node IpAddress: [10.0.0.1] Scope Id: []

            NetBIOS Local Name Table

   Name               Type         Status

---------------------------------------------

BRADMA8        <20>  UNIQUE      Registered

BRADMA8        <00>  UNIQUE      Registered

WORKGROUP      <00>  GROUP       Registered

INet~Services  <1C>  GROUP       Registered

IS~BRADMA8.....<00>  UNIQUE      Registered

BRADMA8        <03>  UNIQUE      Registered

ADMINISTRATOR  <03>  UNIQUE      Registered

WORKGROUP      <1E>  GROUP       Registered

WORKGROUP      <1D>  UNIQUE      Registered

..__MYBROWSE__.<01>  GROUP       Registered

 2.
The Status column should indicate a status of either Registered, Registering, or Conflict. 


For cases where the name is shown to be either Registered or Registering, you can type nbtstat -RR to release and refresh registration of the local NetBIOS names of the client with WINS.


For cases where the Status column indicates a conflict for the name, try either of the following to resolve the conflicted name state at the client computer:

·
For Windows 2000 WINS clients, you can selectively disconnect and reconnect the network connection in the Network and Dial-up Connections folder to force release and refresh of all client NetBIOS names in WINS. 

·
For other earlier versions of Windows, shut down and restart the system to achieve similar results. 

 3.
After the release/refresh process is completed, repeat nbtstat -n to verify that all local names have a status of Registered in WINS. 

Notes

·
For name conflicts, you may only need to perform step 2 if the name in conflict is critically necessary for the WINS client to maintain visibility or locate other computers on the network. Names that fit this description might include the [00h] and [20h] type names, if they match the client NetBIOS computer name. The need to resolve a name conflict for other types of names might be less critical to support needs. 

·
The nbtstat command can also be used to perform other useful procedures related to WINS client support. 

View WINS records

·
Search for names that begin with a specified set of characters 

·
Show all records in the WINS database 

·
View properties for a selected WINS record 

·
View or download the WINS database by owner 

·
Filter the WINS database view 

·
Clear all WINS data filters 

·
Add, modify, or remove a filter type 

To search for names that begin with a specified set of characters

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click Find by Name. 

 4.
In Find names beginning with, type or select a set of specific characters to be used in the search. 

 5.
Click Find Now to begin the search. 


WINS searches the server database and displays any names that begin with the specified characters.

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
As an option, you can click Match case to enable a case-sensitive search. 

To show all records in the WINS database

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click Find by Owner. 

 4.
For Display records for, click All owners, and then click OK. 


The entire WINS database appears in the details pane.

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Loading and displaying all records for all owners in the WINS database can take a long time. 

To view properties for a selected WINS record

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click either Find by Name or Find by Owner to display WINS records in the details pane. 

·
For Find by Name, specify the leading characters for the name or names you want to view, then click Find Now. 

·
For Find by Owner, click either All owners or This owner to use in displaying WINS database records, and then click OK. 

 4.
In the details pane, click the record that you want to view. 

 5.
On the Action menu, click Properties. 

Notes   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

To view or download the WINS database by owner

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click Find by Owner. 

 4.
Under Display records for, click This owner, and then click a selected owner from the list. 


After you click OK, the filtered WINS database appears in the details pane, showing only those records which are registered to the selected owner.

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
If the selected owner is a remote computer, a brief delay might occur. 

To filter the WINS database view

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click Find by Owner. 

 4.
Click the Record Types tab. 

 5.
Clear the check box for any name record types you want excluded from filtered viewing of the WINS database. 


When you click OK, the filtered WINS database appears in the details pane.

Note

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
By default, all predefined NetBIOS name type filters are included in the filter mask. To clear all filters, click Clear all. To restore the default settings, click Select all. 

·
A brief delay might occur while WINS searches the database to sort and load only the records that match the selected filter criteria. 

To clear all WINS data filters

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click Find by Owner. 

 4.
Click the Record Types tab. 

 5.
Click Clear all. 

Note

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
By default, all predefined NetBIOS name type filters are included in the filter mask. To restore the default settings, click Select all. 

To add, modify, or remove a filter type

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click Find by Owner. 

 4.
Click the Record Types tab. 

 5.
Click either Add, Edit, or Delete to add, modify, or remove name type filters. 

 6.
When adding a new filter type, click Add and complete the following for Add Record Type: 

·
For ID (hexadecimal), specify a unique 2-digit hexadecimal number that can be used to identify a distinct set of records in the WINS database. 

·
For Description, enter descriptive text that indicates how the new filter type is to be used. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Only user-defined filters can be modified or deleted. Pre-defined filters provided for default use by WINS cannot be modified or deleted. 

Manage the WINS database

·
Scavenge the WINS database 

·
Backup the WINS database 

·
Restore the WINS database 

·
Delete or tombstone an entry in the WINS database 

·
Delete an owner from the WINS database 

·
Enable periodic consistency checking of the WINS database 

·
Manually check database consistency 

·
Check version number consistency between servers 

To scavenge the WINS database

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Scavenge Database. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Like other databases, you must periodically maintain the WINS database to remove outdated information. This process is called scavenging, which removes old and released entries that were registered at another WINS server and replicated to the server being maintained. 

·
WINS automatically scavenges the server database at intervals you specify in server properties. 

To backup the WINS database

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Backup Database. 

 4.
When prompted to confirm, click Yes. After backup is completed, click OK. 

Important   Do not specify a network drive as the backup location. In addition, if you change the WINS backup or database path in server properties, perform new backups to ensure successful future restorations of the WINS database. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
The WINS console provides backup tools so that you can back up and restore the WINS database. After you specify a backup folder for the database, WINS performs complete database backups every three hours, using the specified folder. 

·
WINS can also be configured to backup the database automatically when the service is stopped or the server computer shut down.  

·
When WINS backs up the server database, it creates a \Wins_bak\New folder under the backup folder you have have specified for Default backup path in server Properties. Actual backups of the WINS database (Wins.mdb) are stored in this folder. By default, the backup path is the root folder on your system partition, such as C:\. 

To restore the WINS database

 1.
Stop WINS. 

 2.
Delete all files in the folder path on the WINS server computer where you are restoring the database. 


This path is determined by the current setting of Database path, which is located on the Advanced tab in server Properties.

 3.
Open WINS. 

 4.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 5.
On the Action menu, click Restore Database. 

 6.
In the Browse for Folder dialog box, click the same folder (such as C:\) that was used previously to backup the local WINS database, and then click OK. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
In step 1, wait for WINS to completely stop before proceeding. A busy server might require several minutes before it can stop WINS and you can proceed with restoring the database. 

·
When restoring the database, WINS requires that the backup path used for restoration match the path that was originally specified in server Properties as the Backup path. By default, this path is the root folder on the system partition. If you specify a different path, be sure to use that same path in step 6. 

·
WINS does not permit you to restore the server databases remotely from another computer. 

·
The restore option is only available when viewing a computer on which WINS is stopped. In some cases, you might need to refresh the WINS console to activate the restore option. If necessary, click Refresh from the Action menu to refresh the server node so that the WINS console detects that WINS is stopped on the server. 

·
In case of database corruption, the WINS database can be restored from the backup. You can sometimes repair WINS database corruption by incrementing the starting version count for the WINS server and restarting the server. 

To delete or tombstone an entry in the WINS database

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click either Find by Name or Find by Owner to display the names you want to delete from the database. 


In the details pane, click the entry you want to delete. 

 4.
You can hold down the CTRL or SHIFT keys to select multiple entries.

 5.
On the Action menu, click Delete. 

 6.
In the Delete Record dialog box, click one of the following options for deleting the selected records: 

·
Delete the record only from this server. 

·
Replicate deletion of the record to other servers (tombstone). 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Tombstoning marks records as inactive for a period of time. When the WINS database on this server replicates these records to other WINS servers, the other servers preserve the tombstone state and can eventually remove these entries from a replicated WINS network of server databases. 

·
In step 6, if you click Delete the record only from this server and another WINS server owns the records, then deleted records can reappear after WINS replication occurs with other partner servers. To avoid this, click Replicate deletion of the record to other servers (tombstone). 

·
Once an entry has been tombstoned and its status is replicated to other servers, the tombstoned entries can be removed from WINS, in either of two ways: 

·
Automatically, using the Extinction Interval, which is set from the Intervals tab in WINS server properties. 

·
Manually, by performing a scavenging operation. 

To delete an owner from the WINS database

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click Delete Owner. 

 4.
In Delete Owner, click the the owner you want to delete. 

 5.
Select from the following options for deleting records in the WINS database associated with the owner you are deleting: 

·
To delete the owner and all of its records from this WINS server only, click Delete from this server only. 

·
To replicate deletion of the selected owner and all its records at this and other WINS servers, click Replicate deletion to other servers (tombstone). 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Tombstoning marks records as inactive for a period of time. When the WINS database on this server replicates these records to other WINS servers, the other servers preserve the tombstone state and can eventually remove these entries from a replicated WINS network of server databases. 

·
In step 5, if you click Delete from this server only, records first introduced by the deleted owner can reappear after WINS replication with other partner servers that have replicated these records. To avoid this, click Replicate deletion to other servers (tombstone). 

·
Once an entry has been tombstoned and its status is replicated to other servers, the tombstoned entries can be removed from WINS, in either of two ways: 

·
Automatically, using the Extinction Interval, which is set from the Intervals tab in WINS server properties. 

·
Manually, by performing a scavenging operation. 

To enable periodic consistency checking of the WINS database

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Properties. 

 4.
Click the Database Verification tab. 

 5.
In Database Verification settings, select the Verify database consistency every number of hours hours check box. 

 6.
If necessary, modify default settings to be used when consistency checks are performed. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Because consistency checking might affect WINS server performance, this feature is not enabled by default. 

·
When enabled, the default settings for this feature provide for up to 30,000 records in the WINS server database to be checked on a daily basis, beginning at 2:00AM each night. During each of these scheduled consistency checks, the selected WINS server compares local copies of records it stores with the same record as stored at the WINS server listed as the owner for each record. 

To manually check database consistency

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Check Database Consistency. 

 4.
When prompted if you want to continue, click Yes to start consistency checking. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Checking consistency can be resource-intensive when there is a large number of names to be checked or a large number of WINS servers involved. You might want to perform this only during off-peak hours to minimize the impact on your WINS servers and network. 

·
Consistency checking can also be scheduled through server properties. 

To check version number consistency between servers

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click Check Version Number Consistency. 

 4.
When prompted if you want to continue, click Yes to start this operation. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
This operation gets the Owner-to-Highest-Version-ID mappings from different WINS servers. It checks the consistency of the WINS databases at all tested servers by ensuring that each server always has the highest version ID among the network of WINS servers for any records that it owns. 

·
Checking version ID number consistency can be resource-intensive when there are a large number of WINS servers tested. 

Configure replication

·
Add a replication partner 

·
Delete a replication partner 

·
Enable replication with non-partner WINS servers 

·
Modify push partner properties 

·
Modify pull partner properties 

·
Enable automatic partner configuration 

To add a replication partner

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click New Replication Partner. 

 4.
In New Replication Partner, type the name or IP address of the WINS server to add as a replication partner. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
You must be logged on as an administrator or a member of the Administrators group in order to complete this procedure. If your computer is connected to a network, network policy settings may also prevent you from completing this procedure. 

·
By default, replication partners are configured as push/pull type partners. Once you have added a partner, however, you can change it to be a Push only or Pull only type partner.

To delete a replication partner

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
In the details pane, click the replication partner you want to remove. 

 4.
On the Action menu, click Delete. 

 5.
When prompted, click Yes to confirm that you want to delete the partner. 

Note   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

To enable replication with non-partner WINS servers

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click Properties. 

 4.
Clear the Replicate only with partners check box, and then click Apply. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
By default, WINS only replicates with other WINS servers configured as replication partners. 

To modify push partner properties

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click Properties. 

 4.
Click the Push Replication tab. 

 5.
As needed, reconfigure push partner defaults to be used by this server when it performs replication with any of its newly added push partners. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Note   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

To modify pull partner properties

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click Properties. 

 4.
Click the Pull Replication tab. 

 5.
As needed, reconfigure pull partner defaults to be used by this server when it performs replication with any of its newly added pull partners. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Note   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

To enable automatic partner configuration

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
Select the Enable automatic partner configuration check box. 

 6.
If necessary, modify the multicast interval and multicast Time-to-Live (TTL) parameters to be used by this server when automatic partner configuration is enabled for use by WINS. 


To view a description of a dialog box item, right-click the item, and then click What's This?

Note   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

Manage replication

·
Start replication immediately 

·
Send a replication trigger to a selected partner 

·
Send a replication trigger to any specified WINS server 

·
Block replication of records owned by a specified server 

·
Change a replication partner type 

To start replication immediately

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click Replicate Now. 

 4.
When prompted, click Yes to start replication immediately. 

Note

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
This operation queues replication requests for triggering replication with any of its push and pull partner servers. For this operation to have any affect, replication partners must already be added at this server. 

·
Using Event Viewer, you can monitor the system event log at this server for more information about the status of when actual replication is completed between this server and its partner servers. 

To send a replication trigger to a selected partner

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
In the details pane, click the partner that you want to start replication with. 

 4.
On the Action menu, click either Start Push Replication or Start Pull Replication depending on whether you want to start push or pull replication to the selected partner. 

 5.
Confirm starting of either push or pull replication to the selected partner: 

·
If using pull replication, in Start Pull Replication, click Yes to confirm. 

·
If using push replication, in Start Push Replication, choose a push replication method, and then click OK: 

a.
Click Start for this partner only to start push replication for the selected partner only. 

b.
Click Propagate to all partners to request that the selected partner in turn propagate a push replication request to its configured partners. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
When this procedure is completed, replication with the partner server might not start immediately. Actual replication depends on server activity and the priority of other requests queued at the selected partner. 

·
By default, WINS only enables replication between configured replication partners. 

·
When a push replication is started using this procedure, actual replication requires the selected partner to complete a subsequent pull replication. This occurs because WINS replication is essentially a pull operation.

To send a replication trigger to any specified WINS server

 1.
Open WINS. 

 2.
In the console tree, click the applicable WINS server. Where?


L WINS 

   L applicable WINS server 

 3.
On the Action menu, click either Start Push Replication or Start Pull Replication. 

 4.
In Start Replication, for WINS server, type or browse for the specified WINS server with which you want to start replication, and then click OK. 

 5.
Confirm starting of either push or pull replication: 

·
If using pull replication, in Start Pull Replication, click Yes to confirm. 

·
If using push replication, in Start Push Replication, choose a push replication method, and then click OK: 

a.
Click Start for this partner only to start push replication for the selected server only. 

b.
Click Propagate to all partners to request that the selected server in turn propagate a push replication request to its configured partners. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
By default, WINS only enables replication between configured replication partners. To use this procedure, first configure the server to enable it to replicate with non-partners. 

·
When this procedure is completed, replication with the specified server might not start immediately. Actual replication depends on server activity and the priority of other requests queued at the server. 

·
When a push replication request is started using this procedure, actual replication requires the specified WINS server to complete a subsequent pull replication. This occurs because WINS replication is essentially a pull operation. 

To block replication of records owned by a specified server

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click Properties. 

 4.
Click the Advanced tab. 

 5.
Click Add. 

 6.
In Add Server, enter the NetBIOS name or IP address of the owner (a WINS server) that you want to block any of its records from being replicated to this server. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Once a server has been added to the list of blocked partners, any records shown to be owned by the listed servers are not entered into the local database of this server during subsequent replication cycles with other partner servers. 

·
This feature was previously implemented as a registry-only configuration in Windows NT Server, using the PersonaNonGrata registry parameter. 

To change a replication partner type

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
In the details pane, click the partner at which you want to change the type of replication it uses with the applicable WINS server. 

 4.
On the Action menu, click Properties. 

 5.
Click the Advanced tab. 

 6.
For Replication partner type, select a new type such as Push, Pull, or Push/Pull. 

Note   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

Use Persistent Connections

·
Enable the use of persistent connections with a partner server 

·
Enable the use of persistent connections with pull partners 

·
Enable the use of persistent connections with push partners 

To enable the use of persistent connections with a partner server

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
In the details pane, click the partner server for which you want to enable the use of persistent connections for replication purposes. 

 4.
On the Action menu, click Properties. 

 5.
Click the Advanced tab. 

 6.
Select the appropriate Use persistent connection for replication check box, depending on whether the partner server is a Push, Pull, or Push/Pull partner of this server. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
In step 6, if the partner is configured as a Push/Pull partner of this server, you can select both Use persistent connection for replication check boxes. 

To enable the use of persistent connections with pull partners

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click Properties. 

 4.
Click the Pull Replication tab. 

 5.
Select the Use persistent connections for pull replication partners check box. 

Notes   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

To enable the use of persistent connections with push partners

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click Properties. 

 4.
Click the Push Replication tab. 

 5.
Select the Use persistent connections for push replication partners check box. 

Notes   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

Manage static mappings

·
Add a static mapping entry 

·
Edit a static mapping entry 

·
Import a file containing static mapping entries 

·
Enable static mappings to be overwritten during replication

To add a static mapping entry

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click New Static Mapping. 


The New Static Mapping dialog box appears.

 4.
Enter the following information to complete the static mapping:

·
In Computer name, type the NetBIOS name of the computer. 

·
In NetBIOS scope (optional), you can type a NetBIOS scope identifier, if one is used, for the computer. Otherwise, leave this field blank. 

·
In Type, click one of the supported types to indicate whether this entry is a Unique, Group, Domain Name, Internet, or Multihomed type entry. 

·
In IP address, type the address for the computer. 

 5.
Click Apply to add the static mapping entry to the database. 


Or, you can add additional static mapping entries. Click Apply each time you complete an entry, and then click Cancel to close when you finish adding static mapping entries.

Important   Because each static mapping is added to the database when you click Add, you cannot cancel work in the dialog box. If you make a mistake when entering a name or address for a mapping, delete the errored mapping and add a new one using the correct information. 

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
In general, only use static WINS mappings for computer names (not group names) that do not directly use WINS to register their names. Static mappings can overwrite dynamic mappings at other WINS servers and can be increasingly difficult to remove from all servers once they are introduced into a replicated WINS environment. 

To edit a static mapping entry

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
In the details pane, double-click the static mapping you want to edit. 

 4.
Edit the following information for the existing static mapping, as needed: 

·
For IP Address, you can change the address or, for supported types, you can add or remove addresses from the address list and change the order of addresses.

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Only the IP address for an entry can be edited. To change other properties for an entry, you must delete the existing entry and add a new entry.

To import a file containing static mapping entries

 1.
Open WINS. 

 2.
In the console tree, click Active Registrations. Where?


L WINS 

   L applicable WINS server 

      L Active Registrations 

 3.
On the Action menu, click Import LMHOSTS File. 

 4.
In the Open dialog box, locate and click the Lmhosts-formatted file that you want to use to import static mappings, and then click Open. 


WINS immediately begins importing the file into the server database. Wait for WINS to finish this before you click OK.

Notes

·
To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS. 

·
Typically, the Lmhosts file is stored in the systemroot\System32\Drivers\Etc folder. 

To enable static mappings to be overwritten during replication

 1.
Open WINS. 

 2.
In the console tree, click Replication Partners. Where?


L WINS 

   L applicable WINS server 

      L Replication Partners 

 3.
On the Action menu, click Properties. 

 4.
If needed, click the General tab. 

 5.
Select the Overwrite unique static mappings at this server (migrate on) check box, and then click Apply. 

Notes   To open WINS, click Start, point to Programs, point to Administrative Tools, and then click WINS.

Use WINS command-line tools

·
Optimize the command prompt for use with command-line tools 

·
Use WINS commands interactively at the command prompt 

·
Use WINS commands non-interactively or in scripts

To optimize the command prompt for use with command-line tools

 1.
Open Command Prompt. 

 2.
Click the upper left corner of the command prompt window and then click Properties. 

 3.
Click the Options tab. 

 4.
Modify command prompt options. 


For command history, increase Buffer Size to 500 and Number of Buffers to 5. Under edit options, click Quick Edit Mode and Insert Mode.

 5.
Click the Layout tab. 

 6.
Increase Screen Buffer Size to 2500. 

 7.
Click OK to apply changes. 


When prompted, select Modify shortcut that started this window.

Notes

·
To open Command Prompt, click Start, point to Programs, and then click Command Prompt. 

·
As a keyboard option for step 2, access Command Prompt Properties by doing the following: press the ALT key and the spacebar at the same time, then press "P" to select Properties. 

·
By optimizing the command prompt window using this procedure, you can use Windows Explorer features, such as scrolling, and quickly mark, copy, and paste to and from the command prompt window. By increasing the screen buffer size, you can scroll back to previous command output and more easily view command-line help text. 

To use WINS commands interactively at the command prompt

 1.
Open Command Prompt. 

 2.
Type netsh. 

 3.
At the netsh> (Net Shell) command prompt , type wins. 

 4.
At the wins> (WINS helper) command prompt , type either server \\servername or server ip_address for the server you want to manage. 


Once a server that you have rights to manage has been successfully contacted, you should see "You have Read and Write access to the server servername"

 5.
Once you are connected to this WINS server, you can use any supported command. 


Type /? or help to display the immediate WINS subcommand menu. Or, type list to display all NetShell subcommands available for use with WINS.

Notes

·
To open Command Prompt, click Start, point to Programs, and then click Command Prompt. 

·
In order to have administrative rights to manage a WINS server, you must be logged on with a user account that has membership in the local WINS Users group. For Windows NT Server, you must belong to the local Administrator group on the server. 

To use WINS commands non-interactively or in scripts

 1.
Open Command Prompt. 

 2.
At the command prompt or in scripted form, you can use NetShell commands for WINS non-interactively by using the following fully-qualified command syntax: 


netsh wins server [\\servername] subcommand.

Notes

·
To open Command Prompt, click Start, point to Programs, and then click Command Prompt. 

·
The \\servername parameter is optional when performing WINS commands locally on the same computer where the command is executed. If the WINS server being managed is on a remote computer, this parameter is required and the remote server name must be used. 

·
In order to have administrative rights to manage a WINS server, you must be logged on with a user account that has membership in the local WINS Users group. For Windows NT Server, you must belong to the local Administrator group on that server. 

Concepts

This section provides general background information about Windows Internet Name Service (WINS) and NetBIOS over TCP/IP (NetBT) support provided by Microsoft Windows operating systems.

·
WINS overview 

·
Understanding WINS 

·
Using WINS 

·
Resources 

WINS overview

·
WINS defined 

·
Benefits of using WINS 

·
When to use WINS 

·
How WINS works 

·
WINS tools 

·
New features

WINS defined

Windows Internet Name Service (WINS) provides a distributed database for registering and querying dynamic mappings of NetBIOS names for computers and groups used on your network. WINS maps NetBIOS names to IP addresses and was designed to solve the problems arising from NetBIOS name resolution in routed environments. WINS is the best choice for NetBIOS name resolution in routed networks that use NetBIOS over TCP/IP.

NetBIOS names are used by earlier versions of Microsoft operating systems to identify and locate computers and other shared or grouped resources needed to register or resolve names for use on the network.

NetBIOS names are a requirement for establishing networking services in earlier versions of Microsoft operating systems. Although the NetBIOS naming protocol can be used with network protocols other than TCP/IP (such as NetBEUI or IPX/SPX), WINS was designed specifically to support NetBIOS over TCP/IP (NetBT).

WINS simplifies managing the NetBIOS namespace in TCP/IP-based networks. The following illustration shows a typical series of events involving WINS clients and servers.

In this example, the following occurs:

 1.
A WINS client, HOST-A, registers any of its local NetBIOS names with WINS-A, its configured WINS server. 

 2.
Another WINS client, HOST-B, queries WINS-A to locate the IP address for HOST-A on the network. 

 3.
WINS-A replies with the IP address for HOST-A, 192.168.1.20. 

WINS reduces the use of local IP broadcasts for NetBIOS name resolution and enables users to locate systems on remote networks easily. Because WINS registrations are done automatically each time clients start and join the network, the WINS database is automatically updated when dynamic address configuration changes are made. For example, when a DHCP server issues a new or changed IP address to a WINS-enabled client computer, WINS information for the client is updated. This requires no manual changes to be made by either a user or network administrator.

Notes

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here. 

·
The WINS protocol is based on and is compatible with the protocols defined for NetBIOS name service specified in RFCs 1001 and 1002, so it is interoperable with any other implementations of these RFCs. For more information, see WINS RFCs. 

·
In order to more fully understand WINS, knowledge of the history and need for NetBIOS naming is helpful. For more general background information, see NetBIOS over TCP/IP (NetBT) concepts. 

·
Replication of NetBIOS names data in WINS is Microsoft proprietary technology and is not interoperable with other NetBIOS name servers. 

Benefits of using WINS

WINS provides the following benefits for administering your TCP/IP-based network:

·
A dynamic name-to-address database that maintains support for computer name registration and resolution. 

·
Centralized management of the name-to-address database, alleviating the need for managing Lmhosts files. 

·
Reduction of NetBIOS-based broadcast traffic on subnets, by permitting clients to query WINS servers to directly locate remote systems. 

·
Support for earlier Windows and NetBIOS-based clients on your network, permitting these types of clients to browse lists for remote Windows domains without requiring a local domain controller to be present on each subnet. 

·
Support for DNS-based clients by enabling those clients to locate NetBIOS resources when WINS lookup integration is implemented. 

When to use WINS

For networks with servers running Windows 2000 Server and all other computers running Windows 2000 Professional, NetBIOS is no longer required for TCP/IP-based networking. Because of this change, WINS is needed for most networks but might not be required in some instances. When deciding whether you need to use WINS, you should first consider the following questions:

·
Do I have any legacy computers on my network that require the use of NetBIOS names? 


Remember that all networked computers that run under any previously released Microsoft operating system, such as versions of MS-DOS, Windows, or Windows NT, require NetBIOS names support. Windows 2000 is the first Microsoft operating system that no longer requires NetBIOS naming. Therefore, NetBIOS names can still be required on your network to provide basic file and print services and support for many legacy applications used.

·
Are all computers on my network configured and able to support the use of another type of network naming, such as DNS? 


Network naming is still a vital service for locating computers and resources throughout your network, even when NetBIOS names are not required. Before you decide to eliminate WINS or NetBIOS names support, be sure that all computers and programs on your network are able to function using another naming service, such as DNS.


In general, Windows operating systems support two major methods of performing network name resolution. These are:

·
Host name resolution. This is Windows sockets-based name resolution which implements the gethostbyname () API to search for a host IP address based on a queried host name. This method relies on either a Hosts file or querying DNS to perform resolution of the name. 

·
NetBIOS name resolution. This is name resolution that uses the NetBIOS redirector to search for an address based on a queried NetBIOS name. This method relies on either an Lmhosts file or querying WINS to perform resolution of the name. 


WINS clients running under Windows 2000 are configured by default to first use DNS to resolve names that are longer than 15 characters or that make use of periods (".") within the name. For names that are less than 15 characters and do not use periods, DNS is also used again as a final option after a WINS query fails if the client is configured to use a DNS server.


If you are running either a pure Windows 2000 environment, review that DNS is currently configured and can be used by all client computers on your network to resolve names. If you run a mixed environment of computers running under Windows 2000 and other platforms (such as UNIX), confirm that these other hosts can rely on using only DNS for host name resolution.

·
Is your network a single subnet or routed with multiple subnets? 


If your entire network is made up of a single small local area network (LAN) that occupies one physical network segment and has less than 50 clients, you can probably do without a WINS server. All computers that run under Windows 2000--and most earlier Microsoft-based WINS clients--are are configured as hybrid node (h-node) type clients and can use either of the following methods to handle NetBIOS requests to resolve or register names:

·
Direct (point-to-point) contact with a WINS server, if one is configured. 

·
Broadcast of the NetBIOS request to the local subnet. 


For small networks, the latter option is typically an effective and simple solution for providing NetBIOS name service to a small number of LAN-based clients.

Note   To provide for the full use of DNS query as it is described in this section and used in the NetBIOS name resolution process for Windows 2000, you can selectively enable the Enable DNS For WINS Resolution for some earlier Windows-based clients, such as Windows 95 or Windows NT 4.0 client computers that support this option as a configurable TCP/IP property setting. 

How WINS works

By default, when a computer running Windows 2000 is configured with WINS server addresses (either manually or through DHCP) for its name resolution, it adheres to using hybrid node (h-node) as its node type for NetBIOS name registration unless another NetBIOS node type is configured. For NetBIOS name query and resolution, it also adheres to h-node behavior, but with a few differences.

For NetBIOS name resolution, WINS client typically performs the following general sequence of steps to resolve a name:

 1.
Client checks to see if the name queried is its local NetBIOS computer name, which it owns. 

 2.
Client checks its local NetBIOS name cache of remote names. Any name resolved for a remote client is placed in this cache where it remains for 10 minutes. 

 3.
Client forwards the NetBIOS query to its configured primary WINS server. If the primary WINS server fails to answer the query--either because it is not available or because it does not have an entry for the name--the client will try to contact other configured WINS servers in the order they are listed and configured for its use. 

 4.
Client broadcasts the NetBIOS query to the local subnet. 

 5.
Client checks the Lmhosts file for a match to the query, if it is configured to use the Lmhosts file. 

 6.
Client tries the Hosts file and then a DNS server, if it is configured for one. 

Note   For a more detailed description of the default NetBIOS name resolution process as it is performed by computers running Windows 2000, see Resolving names. 

WINS tools

The primary tool that you use to manage WINS servers is the WINS console, which is added to the Administrative Tools when you install WINS. For Windows 2000 Server, the WINS console works within the Microsoft Management Console (MMC), to further integrate WINS administration into your total network management.

After you install a WINS server, you can use the WINS console to perform these basic server administrative tasks:

 1.
View and filter NetBIOS name registrations stored at the WINS server for client names used on your network. 

 2.
Add and configure replication partners for the WINS server. 

 3.
Perform maintenance-related tasks, including backup, restoration, compaction, and scavenging, on the WINS server database. 

In addition, you can also use the WINS console to perform the following optional or advanced setup tasks:

·
View and modify WINS properties, such as the Renew Interval and other intervals that are used when registering, renewing, and verifying name records stored in the server database. 

·
Add and configure static WINS mappings, if they are needed for use on your network. 

·
Delete or tombstone WINS records that appear in WINS server data used throughout your network. 

Notes

·
Windows 2000 Server includes many new features beyond those provided in earlier versions. For more information, see New features. 

·
The WINS console provides new ways to perform familiar WINS administrative tasks previously performed in Windows NT Server 4.0 using WINS Manager. For more information, see New ways to do familiar tasks. 

·
For Windows 2000 Server, WINS administration can also be performed using command-line based tools. For more information, see Netshell commands for WINS or Use WINS command-line tools. 

New features

For Windows 2000, WINS provides the following feature enhancements:

·
Persistent connections 


You can now configure each WINS server to maintain a persistent connection with one or more replication partners. This increases the speed of replication and eliminates the overhead of opening and terminating connections. For more information, see Persistent connections.

·
Manual tombstoning 


You can manually mark a record for eventual deletion (tombstoning). The tombstone state of the record replicates to other WINS servers, preventing any replicated copies of the deleted records from re-appearing at the same server where they were originally deleted. For more information, see Deleting and tombstoning records.

·
Improved management utility 


The WINS console is fully integrated with the Microsoft Management Console (MMC), a powerful and more user-friendly environment you can customize for your efficiency. Because all server administrative utilities included for your use in Windows 2000 Server are part of MMC, new MMC-based utilities are easier to use as they operate more predictably and follow a common design.

·
Improved ease of use for both using and managing advanced WINS features 


Several useful WINS features from earlier versions of Windows NT Server that were only configurable through the registry are now more directly usable. These include the ability to block records by a specific owner or WINS replication partner (formerly known as Persona Non Grata), or allow override of static mappings (formerly known as Migrate On/Off). For more information, see either Blocking replication partners or Using static mappings.

·
Enhanced filtering and record searching 


Improved filtering and new search functions help you locate records by showing only those records that fit the criteria you specify. These functions are particularly useful in analyzing very large WINS databases.

·
Dynamic record deletion and multi-select 


These features help you more easily manage the WINS database. With the WINS snap-in, you can simply point, click, and delete either one or more WINS static or dynamic-type entries. Previously, this functionality was only available when using command-based utilities, such as Winscl.exe, designed for earlier versions of WINS. It is also possible now to delete records that use names based on non-alphanumeric characters.

·
Record verification and version number validation 


These features quickly check the consistency of names stored and replicated on your WINS servers. Record verification compares the IP addresses returned by a NetBIOS name query of different WINS servers. Version number validation examines the owner address-to-version number mapping tables. For more information, see Checking the WINS database for consistency.

·
Export function 


When you export, you place WINS data in a comma-delimited text file. You can export this file to Microsoft Excel, reporting tools, scripting programs, or similar programs for analysis and reporting. For more information, see To export WINS console data to a text file.

·
Increased fault tolerance for clients 


Clients running Windows 2000 or Windows 98 can specify more than two WINS servers (up to a maximum of 12 addresses) per interface. The extra WINS server addresses are used only if the primary and secondary WINS servers fail to respond. WINS clients also benefit from the use of burst handling, which is enabled by default. For more information, see Primary/secondary WINS servers and Burst handling.

·
Dynamic re-insertion of client names 


WINS clients no longer have to be restarted after they use WINS to force re-insertion and update of local NetBIOS names. The Nbstat command includes a new option, -RR, which provides this functionality. If WINS clients are running Windows NT 4.0, updated to Service Pack 4 or later, the -RR option can also be used with those clients. For more information, see To verify WINS registration of client NetBIOS names.

·
Read-only console access to the WINS console. 


This feature provides a special purpose local users group, the WINS Users group, which is automatically added when WINS is installed. By adding members to this group, you can provide read-only access in the WINS console to WINS-related information on this server computer for users that are not administrators. You can allow a user in this group to view, but not modify, information and properties stored at a specific WINS server. For more information, see Using Local Users and Groups.

·
Command-line administration of WINS servers. 


In addition to a full graphical user interface for managing WINS servers, Windows 2000 Server provides a fully equivalent WINS command-line based tool. For more information, see Netshell commands for WINS.

·
Improved database engine. 


WINS uses the same performance-enhanced database engine technology that is also used in Active Directory.
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Background on NetBIOS

The NetBIOS interface was first developed by Sytec Inc. (currently Hughes LAN Systems) for the International Business Machines Corporation (IBM) in 1983. It operated over proprietary Sytec protocols on IBM's PC Network, an early form of broadband LAN technology that accommodated up to a maximum of 72 connected devices. From its early origins, it is important to emphasize that NetBIOS was never originally designed to scale and grow into use in large networks.

At Microsoft, NetBIOS started as a high-level programming language interface for MS-DOS programs used to network IBM PC-compatible microcomputers introduced during the late 1980s. To build LANs based on the networking hardware and software available for those computers, Microsoft and other vendors standardized on using the NetBIOS interface to design their networking system components and programs. This interface uses single-part names, which are limited to 16 characters in length to identify each network resource.

The NetBIOS namespace is flat, meaning that names can be used only once within a network. These names are dynamically registered when computers start up, services start, or users log on. NetBIOS names can be registered as unique or as group names. Unique names have one address associated with a name. Group names have more than one address mapped to a name.

Prior to Windows 2000, all MS-DOS and Windows-based operating systems required the NetBIOS naming interface to support network capabilities. With the release of Windows 2000, support for the NetBIOS naming interface is no longer required for networking computers. For example, an environment consisting of host computers and programs that support the use of the Domain Name System (DNS) could be built to run using Windows 2000 and other operating systems not requiring NetBIOS names, such as some versions of UNIX. However, most networks still need to integrate legacy operating systems that require NetBIOS network names with computers running Windows 2000.

For this reason, Microsoft has continued with Windows 2000 to provide default support for NetBIOS names to ease interoperability with legacy operating systems that require their use. This support is provided mainly in two ways:

·
By default, all Windows 2000 computers that use TCP/IP are enabled by default to provide client-side support for registering and resolving NetBIOS names. 


This support is provided through NetBIOS over TCP/IP (NetBT) and can, if desired, be manually disabled. For more information, see Disabling NetBIOS over TCP/IP.

·
Windows 2000 Server continues to provide server-side support through Windows Internet Name Service (WINS). WINS can be used to effectively manage NetBT-based networks. 

NetBIOS names

A NetBIOS name contains 16 bytes. The first 15 bytes of each name are user-specified indicating either:

·
a unique name identifying a resource associated with a single user or computer on the network. 

·
a group name identifying a resource associated with a group or collection of users or computers on the network. 

The 16th character in each NetBIOS name is used by Microsoft NetBIOS clients as a name suffix to identify the name and indicate information about the resource that the name is being used to register on the network. Each NetBIOS name is configured as either a unique (exclusive) or group (non-exclusive) name.

Unique names are typically used to send network communications to a specific process on a computer. Group names are used to simultaneously send information to multiple computers.

Example: How a NetBIOS Name is used

For example, the Server service uses a NetBIOS name. When the server computer starts, this service registers a unique NetBIOS name, based on its configured NetBIOS computer name--SERVER1, in this example--on the network. The exact name registered is a combination of the characters "SERVER1" assigned for the NetBIOS computer name plus a 16th character that contains the hexadecimal byte value of "20" (or [20h] as it appears when viewing records in the WINS console).

When other computers on the network use the net use command to attempt to connect to SERVER1, a name-query request searches for this NetBIOS name. The query uses direct contact with a WINS server or a broadcast to the local network to process the query. When the matching named server process is found--for example, a NetBIOS name entry of "SERVER1" with a name suffix value of "20" for the 16th character--the IP address contained in this name record is returned to the requesting computer. Communications can then be established using underlying network transport protocol services.

NetBIOS Before Windows 2000

In earlier versions of Windows NT, all network services were registered using only NetBIOS names. For Windows 2000, the Netlogon service and potentially other network services will register in DNS instead. Also, legacy network command-line applications (such as the various net commands) use NetBIOS names to access these services.

NetBIOS names are also used by other NetBIOS-based computers, such as Windows for Workgroups, LAN Manager, and LAN Manager for UNIX hosts. For more information on NetBIOS names and how they are used to register and indicate named types of service on the network, see NetBIOS names reference.

Inside NetBIOS

NetBIOS defines two components:

·
A session-level interface 


The NetBIOS interface is a standard API that applications can use. These applications submit network input and output and control directives to an underlying network protocol software for transfer through the network. You can run any application program using the NetBIOS API for network communication on any protocol software that supports the NetBIOS interface.

·
A protocol for session management and data transport 


The protocol used here can be any networking protocol and its related software used to perform the actual transport and communication of the NetBIOS interface command set. Two examples are TCP/IP and NetBEUI protocol software, both of which are provided with most earlier versions of Windows operating systems.

Disabling NetBIOS over TCP/IP

Windows 2000 provides for the ability to disable NetBIOS over TCP/IP (NetBT) for select clients where it is useful to do so. If you require or would prefer to only use DNS to provide name registration and resolution on a specified computer used in a specialized or secured role for your network (such as an edge proxy server or bastion host in a firewall environment), you can select to disable NetBT services for one or all installed network adapter interfaces on that computer.

When NetBT is disabled, the following considerations are to be noted for computers running Windows 2000:

·
The computer no longer listens for traffic to the NetBIOS datagram service at User Datagram Protocol (UDP) port 138, the NetBIOS name service at UDP port 137, or the NetBIOS session service at Transmission Control Protocol (TCP) port 139. 

·
If WINS is installed on the computer, the computer can no longer function as a WINS server to service WINS clients over this connection unless NetBT is re-enabled. 

·
If the computer needs to participate in WINS as a client, it must be physically multihomed (that is, it must have other physical network connections active and available for its use) for it to continue communicating with and using a WINS server. 

·
For computers operating as WINS clients, any WINS servers configured in TCP/IP properties for the disabled network adapter do not apply for other installed network adapters. For those adapters to use WINS, you must either manually configure a list of WINS servers on the NetBT-enabled connections or provide such a list to these connections from a DHCP server. 

One possible use for this configuration setting is a case where a server computer is dual-homed on an internal private network and an exposed external network, such as the Internet. In this example, disabling NetBT for the installed external network connection makes sense. This allows the dual-homed computer to continue to function as either a WINS server or client for the internal network, and WINS clients can still be serviced for connections made using other physical network adapter installed on the computer.

Notes

·
For any Windows 2000 computers, NetBIOS can be disabled through manual configuration of TCP/IP settings. For more information, see To disable WINS/NetBT name resolution. 

·
If you are using Windows 2000 DHCP servers, you can use DHCP options to dynamically update and disable NetBT at any Windows 2000 DHCP clients located on your network. Microsoft provides a vendor-specific option for performing this configuration. For more information, see Microsoft vendor-specific options. 

Lmhosts files

The Lmhosts file is a static file that assists with remote NetBIOS name resolution on computers that cannot respond to NetBIOS name-query broadcasts. It contains NetBIOS name-to-IP addresses mappings. Its function is similar to that of the Hosts file; the difference is that the Hosts file can be used to map DNS domain names for host computers to their IP addresses.

Computers in a Microsoft-based network can resolve NetBIOS names in several ways. If one method fails, they try the next method, in a fixed order. In a broadcast-based network, the computer first checks its NetBIOS name cache. Normally, the cache only contains the name if it was used recently, but names can be preloaded from an Lmhosts file into the cache.

If static name-to-address mappings are entered in the Lmhosts file using the #pre notation, then these names are considered to be pre-loaded into the NetBIOS names cache and are used first to resolve name query, before a NetBIOS subnet broadcast or WINS query are used.

After checking the local cache, WINS servers are contacted (if they are configured and reachable) first before the name query is broadcast locally on the client subnet to further attempt resolution of the name. If these methods fail, the client (if enabled to do so) can later refer to an Lmhosts file again to further search for and obtain the name-to-IP address mapping. For example, to resolve a name used by another computer located on another subnet located across a router from the client.

Limitations of Lmhosts files

Despite the many uses of the Lmhosts file, there are some limitations to its design. Its greatest limitation is that it is a static file. Because of this, entries must be updated if the name or the IP address of the computer changes.

An IP address for a client might change for several reasons, such as:

·
It changes (physically moves) to another subnet within your routed local area network (LAN). 

·
The computer is a portable and changes to another site location, such as a remote dial-up user dialing in from home through remote access to your network. 

·
The DHCP server leases the client a different IP address after its lease expires. 

When such changes occur, they must also be propagated to all the computers that need access to the resource with the changed name-to-IP-address mapping. A centrally maintained Lmhosts file can reduce some of the manual administration needed to propagate new or revised mappings to the required computers. However, entering and changing the mappings is still a manual, labor-intensive process. While maintaining an Lmhosts file centrally is certainly preferable to keeping an Lmhosts file on each computer, this solution can only be feasible for an organization with a small number of servers and clients. On larger networks, it becomes too complicated to maintain and is not a viable or recommended solution.

Note   The WINS console supports the ability to import static mappings from an Lmhosts file into a WINS server database, creating static type WINS entries. For more information, see To import a file containing static mapping entries. 
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Browsing overview

The information in this topic is provided to explain how browsing a network is done for domains in routed WAN networks that use NetBIOS over TCP/IP (NetBT). Domains used in this type of environment are likely to be controlled by computers running earlier versions of Windows NT operating systems. In this environment, the use of WINS is needed to provide effective browsing of shared resources located in remote domains on other physical networks.

The Computer Browser service is used by Windows-based computers operating on each subnet. Computers designated as browsers maintain the browse lists, which contain all shared resources used on the network. Browsing is required by some network applications provided in earlier versions of Windows such as My Network Places, the NET VIEW command, and Windows NT Explorer.

For example, when a user at a computer running Windows 95 opens My Network Places, the displayed list of domains and computers is generated. This is done by the computer obtaining a copy of the browse list from a browser computer functioning in that role on the same subnet. 

Most computers on the network operate as non-browsers but computers running the Computer Browser service can become potential browsers for each subnet. For computers active as browsers on the network and maintaining copies of the browse list, Windows NT assigns special roles.

The following table describes the various roles computers operating this service can perform for the purpose of network browsing:

Browser role
Description

Domain master browser
·  Used only in domain environments. By default, the primary domain controller (PDC) for a domain operates in this role. ·  Collects and maintains the master browse list of available servers for its domain, as well as any names for other domains and workgroups used in the network. ·  Distributes and synchronizes the master browse list for master browsers on other subnets that have computers belonging to the same domain.

Master browser
·  Collects and maintains the list of available network servers in its subnet. ·  Fully replicates its listed information with the domain master browser to obtain a complete browse list for the network. ·  Distributes its completed list to backup browsers located on the same subnet. 

Backup browser
·  Receives a copy of the browse list from the master browser for its subnet. ·  Distributes the browse list to other computers upon request. 

Potential browser
·  Under normal conditions, operates similarly to a non-browser. ·  Capable of becoming a backup browser if instructed to by the master browser for the subnet. 

Non-browser
·  Does not maintain a browse list. ·  Can operate as a browse client, requesting browse lists from other computers operating as browsers on the same subnet. ·  Configured so it cannot become a browser. 

Under some conditions, such as failure or shutdown of a computer designated a specified browser role, browsers (or potential browsers) may change to a different role of operation. This is typically performed through a process known as a browser election.

Browsing services in earlier versions of Windows operating systems can be understood in terms of three key processes:

·
Collection of browsing information 


Browse lists are made up of computers that share resources through the use of the Server service. Periodically, every computer running this service broadcasts a host announcement message for its configured domain or workgroup name to the local subnet. These announcements are collected and processed on an ongoing basis by the master browser for each subnet.


When the master browser on a subnet receives a host announcement, it compares the name of the sending computer to its current browse list. If the name already appears, it is refreshed in the list. If the name does not appear, it is added to the list.

·
Distribution of browsing information 


Browse lists are distributed to backup browsers by the master browser for the subnet. Periodically, the master browser must broadcast an announcement message for its configured domain or workgroup name to the local subnet. This message confirms the master browser's presence on the network. If the master browser fails to announce itself for a period of time, a browser election can occur.


Once a master browser is either present or (in the event of a failure) replaced, other backup browsers periodically contact it to obtain an updated copy of the browse list that it maintains for the subnet.

·
Servicing of browse requests from clients 


When a browse client computer starts on a subnet, it broadcasts a request to the master browser for a list of the backup browsers on the subnet. The master browser responds to this request and provides the client a list of three backup browsers. The browse client then randomly selects one of the backup browsers from the list and contacts it for a copy of the browse list.


For subsequent browse list requests, the client continues to use the list of backup browsers provided by the master browser during its startup and does not repeat the broadcast. The success of this process depends first upon the client getting a response from its master browser and secondly, its ability to resolve the names of backup browsers it selects from the list.

Example: How browsing works

The following graphic shows an example of these processes for an example domain called MIS.

In this example, the MIS domain has three master browser computers--PDC-MIS, A-MB1, and C-MB1--present on subnets A, B and C. In addition, PDC-MIS, has special significance as the domain master browser for the domain as well as acting as the subnet master browser for subnet B.

As the master browsers on each subnet, these three computers perform the following to create and manage the update and distribution of the MIS domain browse list across all three subnets:

·
Process browser announcements that are broadcast by any servers on each of their respective local subnets. 

·
Replicate their local subnet browse lists with one another. This eventually builds and replicates a complete browse list for the domain that can be distributed and used on each of the three subnets that have computers participating in the domain. 

·
Replicate their current browse list to backup browsers on each of their respective subnets for fault tolerance and load balancing. 

·
As clients request the browse list, the master browsers for each subnet answer their local clients with the list of backup browsers to use in contacting and obtaining the browse list. Clients then use this list to contact the backup browsers and obtain copies of the actual browse list. 

Notes

·
NetBIOS-based browsing services involve many other details not fully described here. For more in-depth information about browsing, see Updated technical information. 

·
For Windows 2000, browsing functionality in many cases can be accomplished by publishing them in the Active Directory through the use of global catalogs. For more information, see Global catalog. 

Browsing WANs with TCP/IP

The Computer Browser service relies almost entirely on using broadcast communication on each subnet in a network. In a wide area network (WAN) that uses TCP/IP, where domains can be separated by routers, special problems for browsing can occur. Most IP routers are not configured to forward broadcasts.

For browsing in these environments, there are two issues to consider:

·
How browsers separated by a router perform browser functions, such as updating and maintaining a complete browse list of all network servers, domains, and workgroups 

·
How local browse clients on each subnet browse remote domains not present on the same subnet. 

These issues can be addressed in three possible ways: using WINS, maintaining an Lmhosts file for each subnet master browser, or enabling NetBIOS broadcasts through IP routers.

The last option, enabling broadcasts across IP routers, is not recommended for most routed TCP/IP networks. The second option, using Lmhosts files, offers a partial solution to these issues, by providing a way to maintain browse lists for all master browsers in a single domain. Only the first option, the use of WINS, offers a preferred solution to both issues and permits browsing of remote domain resources by browse clients.

Example: Browsing domains in a routed IP network

As shown in the following graphic, PDC-MASTER is the computer name of a Primary Domain Controller (PDC) running an earlier version of Windows NT Server for a domain named MIS that spans two subnets, Subnets 1 and 2. PDC-MASTER acts as the domain master browser for the MIS domain and also functions as a master browser for Subnet 2. On Subnet 1, a computer named BROWSER1 acts as the master browser for that subnet and is configured to use the same LAN group (the MIS domain) as PDC-MASTER. 

In this example, BROWSER1--which could be any Windows-based computer on Subnet 1 able to operate as a browser--periodically contacts PDC-MASTER on Subnet 2 to exchange information contained in their respective browse lists. Because the router that separates Subnets 1 and 2 does not forward NetBIOS over TCP/IP (NetBT) broadcasts, BROWSER1 must use direct communication to contact PDC-MASTER.

If BROWSER1 is WINS-enabled, it can directly query a WINS server for the "MIS [1b]" name. This name maps the IP address for the computer (PDC-MASTER) that is performing in this role for the MIS domain. Otherwise, it must pre-load a mapped entry for this computer from its Lmhosts file to make direct contact possible across subnets.

For example, if the domain master browser (PDC-MASTER) has an IP address of 192.168.5.8, the entry in the Lmhosts file at BROWSER1 (if it is running Windows NT) would need to be: 

    192.168.5.8    PDC-MASTER   #PRE   #DOM:MIS

If BROWSER1 is running under another Windows platform that supports browsing services, such as Windows 95 or Windows for Workgroups, the entry would be:

    192.168.5.8   "MIS            \0x1B"  #PRE

WAN browsing considerations

The following are additional considerations to keep in mind when planning browsing services across a routed TCP/IP-based network:

·
Computers running earlier versions of Windows operating systems (Windows NT Workstation, Windows NT Server, Windows for Workgroups, and Windows 95 and Windows 98), can perform the master browser and backup browser roles. 

·
Only computers running an earlier version of Windows NT Server and operating as the PDC for a domain typically perform the domain master browser role. 

·
Only domains can span multiple subnets. Workgroups cannot span multiple subnets and can only view other workgroups on the same subnet. 

Browsing WANs using WINS

WINS acts as a directory service for NetBIOS names and IP addresses. The use of WINS can improve browsing for wide area networks through the following enhancements:

·
WINS-enabled clients can directly query their configured WINS server for NetBIOS names used to implement browsing and domain services. 

·
If a domain master browser is a WINS-enabled client, it queries WINS periodically (every 12-15 minutes) to obtain a list of all domains stored in the WINS database. 

These enhancements make it possible for WINS to assist in fully browsing the entire network and resources shared in remote domains. The process of implementing this enhanced browsing involves the use of WINS in two ways:

·
Names for remote domains are registered in WINS and replicated to all WINS servers used in the network. 

·
WINS-enabled clients use a modified process of WINS query and directed communication with computers in the remote domain to obtain browse list information about servers and shared resources in these remote domains. 

How remote domains register in WINS

For example, as shown in the following graphic, three PDCs for three separated domains (ADMIN, FINANCE, MIS) are operating as domain master browsers for their respective domains. All of these computers are WINS-aware computers running as WINS clients.

When each of the PDC computers starts for its domain, it registers the [1b] name for the domain with its preferred WINS server. For example, in the ADMIN domain, the computer PDC-ADMIN registers its IP address (192.168.1.2) as the domain master browser. These [1b] names then appear at other WINS servers as WINS database replication occurs in the routed network. 

Because each of the four PDC computers operating as the domain master browser for their respective domains are configured to use WINS, they query WINS every 15 minutes to update their respective browse lists to include all other domains used in the network. Once all domains are registered in WINS, domain master browsers operating locally for each domain can use a two-part process to query the WINS server and discover remote domains:

 1.
The local domain master browser does a wild card query of WINS for domain names ending with a name suffix of [1b]. 


Note that the result of this query--a list of domain names--only contains the names and a single IP address corresponding to the domain master browser (or PDC computer) for the domain. It does not contain all of the names of master browsers for each domain, as would normally be obtained if the remote domains had member computers located on the same subnet. For domains active on the local subnet, this information is normally obtained through master browser announcements that are broadcast to the local subnet.

 2.
To obtain a master browser for one of the remote domains, the local domain master browser does a reverse query based on the IP address returned for each remote domain [1b] name collected in step 1. 


The reverse query is used to learn the name of the computer that registered the remote domain name. In this way, the local domain master browser completes its list of remote domain names and their corresponding domain master browsers.

Notes

·
Only WINS-aware domain master browsers (those in Windows NT Server 3.5 or later) register their domain [1B] names with the WINS server and perform enhanced WINS queries for learning about remote domains. Domain master browsers running Windows NT Server 3.1 do not use WINS. 

·
This information describes browsing enhancements for server and client computers that are WINS-aware. For more information about specific differences in browsing service for different versions of Windows operating systems, see Microsoft Support Online. 

Browsing remote domains with WINS clients

In wide area networks, the use of a replicated WINS database that contains reference information about each of the domains can assist WINS-enabled clients in browsing remote domains.

As described earlier, NetBT clients can use broadcasts to their local subnets for <domain> [1D] names. When this happens and the domain is located at a remote subnet or site, the query fails. Under these circumstances, browsing is not possible unless special configurations are made and maintained. Without WINS, each domain master browser would need static information entered in an Lmhosts file to further process a client request. This requires careful administration to maintain and update static Lmhosts files at each domain master browser in the enterprise.

With WINS, clients can leverage the replicated names database more effectively and administrators can eliminate reliance on Lmhosts management. The process used by WINS clients to resolve a browser request for a remote domain name is different from the process used by non-WINS (NetBIOS broadcast-only) computers or to obtain information about local domains that are present on the same subnet.

Example: How WINS clients obtain remote domain browse lists

The following graphic shows how a WINS client located in Sydney, SYD-PC-2, is able to obtain browse list information about the remote SEA domain located in Seattle:

·
After the WINS client (SYD-PC-2) fails to locate a master browser for SEA domain using a broadcast for the [1D] name, it queries its configured WINS server (SYD-WINS1) for the <SEA> [1b] name. 


The [1B] query is used to learn the IP address of the domain master browser (the PDC) for the remote domain. If all PDCs are configured to use WINS as described earlier in How remote domains register in WINS, the queried names should be present in the replicated WINS database.

·
The WINS server resolves the request for "SEA [1B]" and returns the answer to the client. 


The WINS response includes the IP address of SEA-PDC, the domain master browser for the remote SEA domain to the client.

·
The client then uses the IP address to send a direct request to SEA-PDC to obtain a list of backup browsers for the requested domain. 

·
The remote domain master browser (SEA-PDC) responds with a list of up to three backup browsers for the requested SEA domain to the client. 


For this example, the list of backup browsers returned by SEA-PDC includes the computer names of SEA-BB1, SEA-BB2 and SEA-BB3.

·
The WINS client then randomly selects one of the backup browsers from the list and queries WINS again. 


For instance, if the client randomly selects SEA-BB3, it then attempts to have WINS resolve the name "<SEA-BB3> [20]" to get the IP address of this computer.

·
The WINS server resolves the request for "SEA-BB3 [20]" and returns the answer to the client. 


The WINS response includes the IP address of SEA-BB3, the selected backup browser for the remote SEA domain to the client.

·
The client then sends a request directly to the backup browser, SEA-BB3, located within the remote domain in Seattle, requesting a copy of the browse list for the SEA domain. 

·
The remote backup browser then returns the browse list for the remote domain to the client. 

If WINS query for the remote domain fails

In some instances, the WINS client can receive a negative name response from the WINS server during step 2 of the previous process, changing how the client attempts to request and obtain browse list information for the remote domain.

Some reasons for a negative response from a WINS server include:

·
The remote [1b] name queried was found to be for a workgroup, not a domain. 

·
The PDC for the remote domain is not a WINS client. 

·
The PDC for the remote domain is a WINS client, but the PDC and the browsing client are not sharing a common WINS database (replication is not occurring). 

In this case, the WINS client does the following:

 1.
It makes a connection with its local master browser (on the same subnet as the client) and requests the name of the master browser of the desired domain or workgroup. 

 2.
The local master browser returns the name of the master browser that advertised the domain or workgroup. 

 3.
The client resolves the unique name of the <master_browser> [20] that advertised the domain or workgroup. 

 4.
The client then makes a connection with that master browser to request a list of servers in the domain or workgroup. 

 5.
The list of servers in the domain or workgroup is returned to the client. 

Locating domain controllers using NetBIOS over TCP/IP (NetBT)

A domain is a logical grouping of network servers and other computers that share common security and user account information. In a domain-based network, Windows NT computers are configured as members of a specified domain.

When domain computers require access, such as network logon or access to a shared resource in the domain, authentication of the user in the domain security database is needed to control access. Domain controllers are computers running Windows NT Server that perform the specialized function of controlling this access. If a domain controller for the domain cannot be located, the user is denied access. For this reason, it is critical that member computers in each domain be able to locate domain controllers.

For environments with domains running Windows NT Server 4.0 and earlier versions, the process of locating domain controllers involves the resolution of the <domain> [1C] name. This name is registered for use by the domain controllers within each domain and can contain up to 25 IP addresses.

The first IP address is always for the primary domain controller (PDC). The additional (up to 24) IP addresses are for backup domain controllers (BDCs). Because this name is treated as a domain group by WINS, each member of the group (a domain controller) must renew its name individually in WINS, or its IP address entry in the list is released and can be eventually overwritten.

Each time a domain controller starts, it registers its <domain>[1Ch] name. This record can then be updated dynamically in the WINS database and replicated to other WINS servers located throughout the network.

In addition to locating domain controllers, some domain functions are reserved for handling only by the domain master browser or PDC. Because the PDC or domain master browser is a single server computer, locating it involves resolution of a special record type, the <domain> [1B] name. This record can be registered by the PDC in WINS and is used to map the domain name to a single IP address of the server computer performing in this domain role.

Note   For Windows 2000 Server, domains are established with Active Directory, which uses a method based on DNS query to locate Windows 2000 domain controllers. 

How <domain> [1B] names are used

Queries for <domain> [1B] names are made by:

·
Domain-based password changes 


When a user in a Windows NT domain attempts to change their password at a domain member computer, a WINS query is used to locate the configured <domain>[1B] name of the domain master browser (typically, also the primary domain controller) to authenticate the current password and process the request to update the password in domain data.

·
Obtaining browse list information for remote domains 


The <domain>[1B] names are used to assist in obtaining browse list information for remote Windows NT domains on your network. For more information, see Browsing WANs using WINS.

How <domain> [1C] names are used

Queries for <domain> [1C] names are made by:

·
Users logging on to a domain 


When a computer that participates in a domain starts on the network, it queries for its configured <domain> [1C] name to locate a domain controller that can authenticate the logon request.

·
Domain controllers replicating the domain user account database 


A broadcast is sent from the primary domain controller (PDC) to the backup domain controllers (BDCs) in the domain instructing them to request replication of the new changes to the domain accounts database.

Since these broadcasts do not cross IP routers, directed traffic must be used to accomplish these tasks. When a broadcast is sent to the domain for these tasks, the message is also sent directly to remote domain controllers. Either WINS or entries in the Lmhosts file can determine the list of computers receiving the direct message.

·
WINS clients 


These clients contact WINS and ask for the list of domain controllers in the domain. WINS replies with a list of up to 25 domain controllers. The client then sends the domain message directly to these domain controllers.

·
Non-WINS clients 


The client broadcasts the message directly to the domain and also looks for any #DOM entries in the Lmhosts file with a matching domain name. If it finds a matching entry, it sends the same message directly to the computer listed.


It is recommended to add remote domain controller #DOM entries to each client. This way, if the local domain controllers are offline, the user is still able to log on. If there are no local domain controllers, a #DOM entry is required if the user wants to log on.


A Non-WINS PDC must have #DOM entries for all BDCs. All of the BDCs must have an entry for the PDC. One recommended practice here is for all domain controllers to use #DOM entries for each other as well. This way, if a BDC is later promoted to a PDC, all of the remaining BDCs still have a #DOM mapping to the new PDC. 

How WINS clients locate domain controllers

When a WINS-enabled client is configured to use a WINS server, it queries the WINS server for its <domain>[1C] name if it needs to locate a domain controller.

When a WINS server receives a <domain> [1C] name query from a WINS client, either a domain controller or a computer logging on to the domain, it replies with up to 25 IP addresses of domain controllers for the queried domain name.

In the reply, IP addresses for any domain controllers that registered with the queried WINS server are returned first, sorted by registration date and time. The response list is ordered so the first entry in list is the IP address that matches the mapped address for the <domain> [1B] name registered with the queried WINS server. After locally owned entries are listed in the response, any IP addresses of domain controllers for the domain that are owned by WINS servers (other than the one queried) are included.

WINS interaction for static <domain> [1C] names

WINS applies the following handling for static <domain>[1C] names when they are found in database changes:

·
If a static <domain>[1C] name is added at the local WINS server, and a dynamic mapping for the same already exists, the listed entries from both are merged and a union of the two mappings is formed. 

·
When a static <domain>[1C] name is replicated and it clashes with a dynamically registered version of the <domain>[1C] name, the static mapping overwrites the dynamic mapping. 

·
If the <domain>[1C] name in use at a WINS server is static, the members of the list do not have to renew their IP addresses. 

When used in WINS, static <domain>[1C] names can eventually cause other problems in your network. For example, if an IP address for a domain controller changes, or if a domain controller is retired or removed from the network, the static <domain>[1C] record might list stale members. This can cause failures for clients if they then query WINS and use the stale members provided there when attempting to locate domain services.

WINS components

·
WINS servers 

·
WINS clients 

·
WINS proxies 

·
The WINS database 

WINS servers

WINS consists of two main components, the WINS server and WINS clients.

The WINS server handles name registration requests from WINS clients, register their names and IP addresses, and responds to NetBIOS name queries submitted by clients, returning the IP address of a queried name if it is listed in the server database.

Also, as the following graphic shows, WINS servers can replicate the contents of their databases (which contain NetBIOS computer name mappings to IP addresses) to other WINS servers. When a WINS-enabled client computer (such as a workstation computer on either Subnet 1 or Subnet 2) starts on the network, its computer name and IP address are sent in a registration request directly to its configured primary WINS server, WINS-A. Because WINS-A is the server that registers these clients, it is said to be the owner for the records of the clients in WINS.

In this example, server WINS-A has clients registering with it that are both local (that is, clients on Subnet 2 where it resides) and remote (clients located across a router on Subnet 1). A second WINS server, WINS-B, is located on Subnet 3 and only owns mappings for local clients registering from its same subnet. WINS-A and WINS-B can later complete replication of their databases so that records for clients on all 3 subnets are in the WINS database at both servers. For more information, see WINS replication.

Primary/Secondary WINS servers

WINS servers are used by clients in one of two ways: either as a primary or secondary WINS server.

The difference between primary and secondary WINS servers is not based in any way on the servers (which for all functional purposes are the same in WINS). The difference occurs at the client which differentiates and orders the list of WINS servers when provided more than one WINS server to use.

For most cases, the client contacts the primary WINS server for all of its NetBIOS name service functions (name registration, name renewal, name release and name query and resolution). The only case where secondary WINS servers are ever used is when the primary WINS server is either:

a.
not available on the network when the service request is made, or 

b.
the server is unable to resolve a name for the client (in the case of a name query). 

In the case of a failure by the primary WINS server, the client requests the same service function from its secondary WINS servers. If more than two WINS servers are configured at the client, the additional WINS servers are tried until the list is exhausted or one of the secondary WINS server succeeds in processing and responding to the request. After a secondary WINS server is used, a client periodically tries to switch back to its primary WINS server for future service requests.

For most recent WINS clients (Windows 2000 and Windows 98), a list of up to 12 secondary WINS servers can be configured (either manually through TCP/IP properties or dynamically by a DHCP server providing a list using DHCP option type 44). This feature is useful in an environment where there are a large number of mobile clients and NetBIOS-based resources and services are used often. Because in these types of environments, the WINS database may not be consistent throughout the network of WINS servers because of convergence issues, it can be helpful for clients to be able to query more than two WINS servers.

However, this option should not be overused needlessly as it produces a tradeoff in terms of the actual benefit for adding fault tolerance by listing additional WINS servers. The benefit of this feature must be weighed against the fact that for each additional WINS server listed, the time to process a query request fully in WINS takes incrementally longer to achieve. For example, if a WINS client tries three or more WINS servers before failing, it can substantially delay the processing of the name query before alternative methods for resolution are tried, such as searching of a local Hosts file or querying a DNS server.

WINS clients

WINS clients attempt to register their names with a WINS server when they start or join the network. Clients thereafter query the WINS server to resolve remote names as needed.

WINS-enabled clients are computers that are able to be configured to make direct use of a WINS server. Most WINS clients typically have more than one NetBIOS name that they must register for use with the network. These names are used to publish various types of network service, such as the Messenger or Workstation service, that each computer can use in various ways to communicate with other computers on the network.

Microsoft supports WINS clients running on the following platforms:

·
Windows 2000 Server 

·
Windows 2000 Professional 

·
Windows NT Server 

·
Windows NT Workstation 

·
Windows 98 

·
Windows 95 

·
Windows for Workgroups 

·
Microsoft LAN Manager 

·
MS-DOS clients 

·
OS/2 clients 

·
Linux and UNIX clients (with Samba installed) 

WINS-enabled clients communicate with the WINS server to:

·
Register client names in the WINS database. 

·
Renew client names with the WINS database. 

·
Release client names from the WINS database. 

·
Resolve names by obtaining mappings from the WINS database for user names, NetBIOS names, DNS names, and IP addresses. 

Clients that are not WINS-enabled can participate in these processes in a limited way by using WINS proxies. For more information, see WINS proxies.

WINS proxies

A WINS proxy is a WINS client computer configured to act on behalf of other host computers that cannot directly use WINS. WINS proxies help resolve NetBIOS name queries for computers located on routed TCP/IP networks.

By default, most computers not able to use WINS use broadcasts to resolve NetBIOS name queries and register their NetBIOS names on the network. You can configure a WINS proxy to listen on behalf of these computers and to query WINS for names not resolved by broadcast.

WINS proxies are only useful or necessary on networks that include NetBIOS broadcast-only (or b-node) clients. For most networks, WINS-enabled clients are common and WINS proxies are typically not needed.

WINS proxies are WINS-enabled computers that listen for b-node NetBIOS name service functions (name registration, name release, and name query) and can respond for those names that are remote and not used on the local network. Proxies communicate directly with a WINS server to retrieve the information necessary to respond to these local broadcasts.

WINS proxies are used in the following ways:

·
When a b-node client registers its name, the proxy checks the name against the WINS server database. If the name exists in the WINS database, the proxy might send a negative registration response back to the b-node client attempting to register the name. 

·
When a b-node client releases its name, the proxy deletes the client name from its remote name cache. 

·
When a b-node client sends a name query, the proxy attempts to resolve the name using information either locally contained in its cache of remote names or through the use of information it obtains from the WINS server. 

How WINS proxies resolve names

The following graphic illustrates the use of a WINS proxy, HOST-B, for a subnet containing a b-node client, HOST-A.

In this example, the following steps are used by the WINS proxy to resolve names for the b-node computer:

 1.
HOST-A broadcasts a NetBIOS name query to the local subnet. 

 2.
HOST-B accepts the broadcast and checks its cache for the appropriate NetBIOS computer name-to-IP address mapping. 

 3.
HOST-B processes the request. 

 4.
If HOST-B has a name-to-IP address mapping cached that matches the one HOST-A requested, it returns this information to HOST-A. If not, HOST-B queries a WINS server for the mapping requested by HOST-A.

 5.
When HOST-B receives the requested name-to-IP address mapping from its configured WINS server (in this example, WINS-A), it briefly caches this information. 

 6.
By default, WINS proxies cache remote name mappings that it queries in WINS for 6 minutes, but this value is configurable with a minimum value of 1 minute.

 7.
HOST-B can then use this mapping information to respond to subsequent NetBIOS name queries broadcast from either HOST-A or other b-node computers on the subnet. 

Notes

·
Because WINS servers do not respond to broadcasts, you should configure a computer as a WINS proxy on each subnet that contains non-WINS computers that must use broadcasts to resolve NetBIOS names. 

·
When a WINS proxy is used to answer a query for a multihomed client or a group record containing a list of IP addresses, only the first listed address is returned to the b-node client. 

·
For more in-depth information on configuring or using WINS proxy, see Updated technical information or Windows 2000 Resource Kit. 

The WINS database

The WINS database stores and replicates the NetBIOS name-to-IP address mappings for your network. In Windows 2000 Server, the WINS database uses the performance-enhanced Exchange Server storage engine 

Compacting the database

There is no built-in limit to the number of records that a WINS server can replicate or store. The size of the database depends on the number of WINS clients on the network. The WINS database changes over time as clients log on and log off the network.

However, the size of the WINS database is not directly proportional to the number of active client entries. Over time, as some WINS client entries become obsolete and are deleted, the size of the WINS database grows larger than the actual space currently in use by the database. This is because the space used to store obsolete records is not automatically reclaimed by the server once the space is freed and no longer in use.

Compacting the WINS database recovers the unused space. Dynamic database compaction occurs on WINS servers as an automatic background process during idle time after a database update. Compaction can also be done manually offline. Windows 2000 Server and Windows NT Server 4.0 support both dynamic and manual compaction. Windows NT Server 3.51 (or earlier) supports only manual compacting of the WINS server database.

Although dynamic compacting greatly reduces the need for offline compaction, offline compaction reclaims the space better and should be done periodically. How frequently you manually compact the WINS database depends on your network. For large, busy networks with 1,000 or more WINS clients, you should compact offline each month. Smaller networks usually require less frequent manual compaction.

Because the dynamic database compaction occurs while the database is in use, you do not need to stop the WINS server during this process. However, for manual compacting, you must stop the WINS server and take it offline.

Backing up the WINS database

The WINS console provides the tools you need to maintain, view, back up, and restore the WINS server database. You should back up the database whenever you back up other files on the WINS server. 

WINS database files

WINS uses the Jet database format for storing its data. Jet produces J<n>.log and other files in the systemroot\System32\Wins folder to increase the speed and efficiency of data storage.

The following table discusses the files that are created and used by the Jet database in each WINS server.

File
Description

J50.log and J50#####.log
A log of all transactions done with the WINS database. This file is used by WINS to recover data if necessary. To increase speed and efficiency of data storage, the Jet database writes current transactions to log files rather than directly to the database. Therefore, the most current view of the data includes both the database and any transactions in the log files. Both of these files are used for recovery if the WINS service abruptly or unexpectedly stops. If the service stops in an unexpected manner, the log files are automatically used to re-create the correct state of the WINS database.Log files maintain a specific size; however, they can grow quickly on a busy WINS server. Inevitably, WINS writes more transactions to a log than the log size can accommodate. When a log file is filled, it is renamed, indicating that it is an older log and not in use. A new transaction log is created with the J<n>.log file name, where <n> is a decimal number, such as J50.log. The naming format of the previous log file is JetXXXXX.log, where each X denotes a hexadecimal number from 0 to F. Previous log files are maintained in the same folder as the current log files.The log files are processed (all entries written to the database) and deleted when a successful backup occurs or when the WINS server is shut down properly. If many J<n>.log files accumulate, you should schedule frequent backups to maintain the logs.After the entries are processed, you can manually delete the log files; however, this prevents a successful recovery of the database if it should be needed. For this important reason, do not manually delete or remove the log files from the system until a backup has been performed.

J50.chk
A checkpoint file that indicates the location of the last information successfully written from the transaction logs to the database. In a data recovery scenario, the checkpoint file indicates where the recovery or replaying of data should begin. This checkpoint file is updated every time data is written to the database file (Wins.mdb). 

Wins.mdb
The WINS server database file, which contains two tables: the IP address-to-Owner ID mapping table and the Name-to-IP address mapping table. 

Winstmp.mdb
A temporary file that is created by the WINS server service. This file functions as a swap file during index maintenance operations and can remain in the systemroot\System32\Wins directory after a system failure.

Res#.log
These are reserved log files, which function in emergencies when the server runs out of disk space. If a server attempts to create another transaction log file and there is insufficient disk space, the server flushes any outstanding transactions into these reserved log files. The service then shuts down and logs an event to Event Viewer.

Important   The J50.log, J50#####.log, Wins.mdb, Winstmp.mdb, and Res#.log files should not be removed or altered. 

WINS replication

·
Replication overview 

·
Pull partners 

·
Push partners

Replication overview

Where multiple WINS servers are used on your network, they can be configured to replicate records in their databases to other servers. This process is shown in the following figure. Two WINS servers, WINS-A and WINS-B, are both configured to fully replicate their records with each other.

By using replication between these WINS servers, a consistent set of WINS information is maintained and distributed throughout the network. For example, in the previous figure a WINS client (HOST-1) on Subnet 1 registers its name with its primary WINS server, WINS-A. Another WINS client (HOST-2) on Subnet 3 registers its name with its primary WINS server, WINS-B. If either of these hosts later attempts to locate the other host using WINS--for example, HOST-1 queries to find an IP address for HOST-2--replication between the WINS servers (WINS-A and WINS-B) makes resolving this query possible.

For replication to work, each WINS server must be configured with at least one other WINS server as its replication partner. This ensures that a name registered with one WINS server is eventually replicated to all other WINS servers in the network. A replication partner can be added and configured as either a pull partner, a push partner or to use both types of replication as a push/pull partner. The push/pull partner type is the default configuration and is the type recommended for use in most cases.

When WINS servers replicate, a latency period exists before a client name-to-address mapping from any given server is propagated to all other WINS servers in the network. This latency is known as the convergence time for the entire WINS system. For example, a name release request by a client will not propagate as fast as a name registration request. This is intended by design because it is common for client names to be released and then reused with the same mapping as computers are restarted or periodically shut down. Replicating each of these name releases would unnecessarily increase the network load of replication.

Also, when a WINS client computer is shut down improperly, as in the case of an unexpected power outage, the registered names of the computer are not released as they normally would be by sending a name release request to the WINS server. Therefore, the presence of a name-to-address record in the WINS database does not necessarily mean that a client computer is still using the name or its associated IP address. It only means that at some recent time in the past, a computer by the registered name claimed the mapped IP address for its use.

Notes

·
The primary and secondary WINS servers of any client should typically have a push and pull relationship with each other. However, a direct push/pull configuration is not required as long as similar results can be indirectly achieved during a normal replication cycle. 

·
WINS replication is always incremental, meaning that only changes in the database are replicated each time replication occurs, not the entire database. 

Pull partners

A pull partner is a WINS server that pulls or requests replication of updated WINS database entries from other WINS servers (those configured to use it as a push partner) at a configured interval. This is done by requesting entries with a higher version ID than the last entry received from its configured partner.

You can enable WINS to pull (request) a replication with its configured partners when one of the following events occurs:

·
When the WINS server starts. 

·
When a set amount of time has elapsed. 

The amount of time between pull replications is indicated in the Replication interval, which can be specified either globally for all pull partners or individually for specific partners. When the time has elapsed for each interval, WINS sends a pull replication trigger to its pull partners. The partners can then respond with incremental changes, if any have been made since the last time replication occurred.

To configure which of these options WINS uses, you need to configure pull parameters, either the default parameters that the server uses for all pull partners or the parameters in effect for a specific partner. For more information, see To modify pull partner properties.

Additionally, you have the administrative option of manually sending a pull replication trigger to another pull partner of the selected WINS server. For more information, see To send a replication trigger to a selected partner.

How WINS determines which entries to pull replicate

Because push-based replication uses notification, it does not transfer any records until a subsequent pull trigger is returned by the notified partner. For this reason, pull replication can be viewed as the single process used to replicate WINS data between servers.

All WINS servers maintain an internal mapping table—an owner-version mapping table—which is used to complete the replication process. This table is built dynamically at startup by the server and is held in memory.

The owner-version mapping table contains the following:

 1.
An owner ID that maps to the IP address for each WINS server that appears in the database as an owner for records currently stored there. 


For practical purposes, WINS automatically assigns and increments an integer value for the owner ID and then maps that value to a corresponding server IP address. However, when you examine this information in the WINS console, only the owner IP address is actually displayed.

 2.
When replication occurs with another WINS server, the version ID field for all records currently in the database is scanned for the highest version ID associated with each identified distinct owner. 

A sample Owner/Version ID table for WINS-A when it is started might look like the following, if viewed using View Records in the WINS console:

Owner ID (not displayed)
Owner
Name 
Highest ID

(0)
192.168.1.5 
WINS-A 
1F

(1)
192.168.2.5 
WINS-H 
125

(2)
192.168.3.5 
WINS-B 
31

(3)
192.168.4.5 
WINS-C 
100

(4)
192.168.5.5 
WINS-D 
200

The owner-version mappings are used by WINS to determine the state of the database at any point in time before or after replication. The following example provides more detailed information about how WINS manages replication.

Example: How pull replication works

The following graphic demonstrates how four WINS servers—WINS-A, WINS-B, WINS-C, and WINS-D—are all configured to be spokes (push/pull partners) of a central hub server, WINS-H.

Before replication with WINS-H, the owner-version mapping table at WINS-A contains a set of highest version IDs for all owners in its database. For the purpose of this example, assume these values are the same as those shown in the sample table provided in the previous section.

In reality, pull replication might be occurring dynamically between all four spokes at various times with WINS-H, so this table might not remain static for long. For a basic understanding of the details of a individual pull replication cycle, however, it is easier to focus on what might happen when just one of the spokes—for example, WINS-A—replicates its database with WINS-H.

In the graphic shown, the following changes in the replicated WINS network occur:

 1.
The three other spokes (WINS-B, WINS-C and WINS-D) each replicate with WINS-H, based on the highest version ID. 

a.
WINS-B has added or updated one new record since its last replication cycle, which WINS-H replicates and adds to its database. 

b.
WINS-C has the same version ID and does not have any new records to be replicated at WINS-H. 

c.
WINS-D has updated a total of 20 records since its last replication cycle, which WINS-H replicates and adds to its database. 

 2.
WINS-H sends a trigger to WINS-A initiating replication. 


The updated owner-version mapping table information is provided as part of the trigger.

 3.
WINS-A responds by pulling entries from WINS-H. 


WINS-A determines which owner servers to pull from based on the difference between its locally held highest version ID for each owner and the corresponding updated highest version IDs provided by WINS-H. WINS-A specifies the range of records to be pulled and replicated by comparing versions.

Notes

·
In the case where another pull replication to the same partner is already queued, WINS sees the subsequent request as further down in the queue and discards it in favor of keeping the one with a higher placement in the service process queue. 

·
In addition to modifying settings for pull replication properties, WINS also provides the option to enable the use of persistent connections with either a specified pull partner or all pull partners of a WINS server. 

·
For more information, see either Persistent connections or To enable the use of persistent connections with a partner server.

Push partners

A push partner is a WINS server that pushes or notifies other WINS servers (those configured to use it as a pull partner) of the need to replicate their database entries at a configured interval. To configure a WINS server to use push replication, you can choose from several WINS console configurable options. For example, you can enable WINS to push notify configured partners when one of the following events occurs:

·
When the WINS server starts. 

·
Whenever an IP address change occurs for a name-to-address mapping in the WINS server database. 

·
When a value for Number of changes in version ID before replication is specified—either globally for all push partners or individually for specific push partners—WINS can use this value as a threshold for determining how many incremental changes must be made to the database before it starts push replication to its partners. 

To configure any of these options for WINS use, you need to configure push parameters, either the default parameters that the server uses for all push partners or the parameters in effect for a specific partner. For more information, see To modify push partner properties.

Additionally, you can manually start push replication to other WINS servers. For more information, see To send a replication trigger to a selected partner or To send a replication trigger to any specified WINS server.

How updates and WINS settings affect push replication

By default, WINS does not perform push replication unless other related settings are also configured on the Push Replication tab in Replication Partners Properties. For example, WINS uses a an update count value of 0. This is set using Number of changes in version ID before replication.

Push replication only occurs at configured replication intervals, unless other push replication settings are configured as well, such as:

·
For Start push replication, selected events such as the At service startup or the When address changes check boxes are selected. 

·
The Use persistent connections for push replication partners check box is selected, which can affect how the value of Number of changes in version ID before replication is handled by WINS. 

By default, persistent connections are not used and replication with partners does not occur except at configured intervals. This default can be changed, but a specified minimum number of update changes to WINS must be set first. Without the use of persistent connections, a minimum value of 20 for Number of changes in version ID before replication is required.

With persistent connections enabled for push replication, the default value of 0 causes the local WINS server to send a push trigger and notify its push partners each time an update occurs. An update is defined as an incremental increase to the highest version ID in the local WINS database for records the server owns. This can occur when a new name record is registered and added locally or if an IP address change occurs for an existing record.

With persistent connections, you can reduce the update frequency for push notifications, by specifying a non-zero value instead. If a value greater than zero is used, WINS only starts push replication when the highest ID for records it owns has increased an equal number of times.

For example, the current highest version ID for an example server, WINS-A, is currently 1C4 (which is 452 in converted decimal notation). WINS-A also has its Number of changes in version ID before replication set to 2 for either all or some of its push partners.

Suppose that the following four distinct sets of database changes are then made to the WINS server database at WINS-A:

 1.
HOST-A refreshes its previously registered name record, though it does not change its IP address. 

 2.
HOST-B registers a name record, creating a new dynamic name-to-address mapping to the database. 

 3.
HOST-C registers a previously released name record and, in the process, reports an updated change of IP address for this record. 

 4.
A pull replication occurs at a specified interval with another WINS server. 

Once these changes are entered into the database, the newly revised highest version ID for WINS-A is 1C6 (454 decimal). This is because the changes made to WINS server data that were caused by items 2 and 3 (either a client registering a new mapping or updating the IP address used with a previous mapping) each caused the version ID at that server to increment.

For items 1 and 4 in the previous list of changes, the highest version ID at the WINS server does not increase. 

After these changes occur, any or all partners of WINS-A that are configured with a Number of changes in version ID before replication of 2 would then be push notified by WINS sending a replication trigger to those servers.

Example: How push with propagation works

The following figure shows an example of the use of push partners in a replicated WINS network of four servers. In this example, two of the servers—WINS-A and WINS-B—are located at regional data center locations.

These servers are both central hub servers in a multiple hub-and-spoke enterprise WINS replication design. In order to ensure frequent convergence of names data between the separate regional hubs, both WINS-A and WINS-B maintain a full push/pull relationship with each other.

WINS-C and WINS-D are site or branch-level spoke servers used on the same replicated WINS network. Respectively, they are both configured as push-only partners of WINS-A and WINS-B.

If updates occur at one hub WINS-A, it is unlikely a remote spoke operating as a push-only partner (WINS-D) would receive those updates in a timely or predictable manner. Although replication between the hubs might occur frequently enough to pose no significant issues, setting the update count to an arbitrarily high value at WINS-B might delay convergence at WINS-D until more than one replication cycle has been completed.

To administratively correct this delay, you can initiate a push replication trigger at WINS-A to be sent to WINS-B, which would queue a replication immediately between the hubs. In doing so, if you also chose the Propagate to all partners when manually starting push replication, then WINS-B would propagate the push replication trigger to WINS-D. This would result in an early notification to WINS-D of the need to use a pull replication to WINS-B, obtaining any interim updates from WINS-A.

Note   In addition to modifying settings for push replication properties, WINS also provides you the option to enable the use of persistent connections with either a specified push partner or all push partners of a WINS server. 

For more information, see either Persistent connections or To enable the use of persistent connections with a partner server.
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Resolution overview

WINS is used to resolve NetBIOS names, but in order for name resolution to be effective, clients need to be able to dynamically add, remove, or update their names in WINS. The following sections provide a functional description of each of these processes, specifically how names are registered, renewed, released, and resolved for clients on a WINS-based network.

This process of WINS client/server communications is outlined in the following graphic:

In a WINS system, all names are registered with a WINS server. The names are stored in a database on the WINS server which answers requests for name-to-IP address resolution based on the entries in this database.

Redundancy and load balancing are maintained with more than one WINS server in the network. Periodically, servers replicate their database entries among one another in order to maintain a consistent view of the NetBIOS namespace.

Each name has an entry in the database. It is owned by the WINS server it registered with and is a replica on all other WINS servers. Each entry has a state associated with it--the entry can be in the active, released, or extinct (also known as tombstone) state. Entries are also assigned a version ID. This number is used in the replication process and is discussed in more detail in WINS replication. For more information, see Push partners.

WINS also allows the registration of static names. This enables the administrator to register names for servers running operating systems that are not capable of dynamic name registration. WINS distinguishes between dynamic and static entries. Static names are treated somewhat differently than dynamic names. For more information, see Using static mappings.

Registering names

Name registration is a WINS client requesting the use of a NetBIOS name on the network. The request may be for a unique (exclusive) or a group (shared) name. NetBIOS applications can also register one or more names.

As illustrated in the following figure, a WINS client (HOST-C) sends a Name Registration Request directly to its configured WINS server, WINS-A.

WINS-A can accept or reject the name registration request by issuing either a positive or negative name registration response to HOST-C. The action taken by WINS-A depends on several factors:

·
Whether the name already exists in the server database at WINS-A 

·
If a record of the name exists, the state in the server database of the record at WINS-A might make a difference. Also, if the recorded IP address for the name is the same or different from the IP address of the requesting client, HOST-C. 

·
Whether the request is for a unique or group name entry. 

If the name does not exist in the database, it is accepted as a new registration and the following steps occur:

 1.
The name for HOST-C is entered with a new version ID, given a time stamp, and marked with the owner ID of the WINS server. 


The time stamp is calculated based on adding the value of the Renew interval (which by default, is 6 days) set on the WINS server to the current date and time of the server.

 2.
A positive registration response is sent back to HOST-C with a Time-to-Live (TTL) value equal to the time stamp recorded for the name at WINS-A. 

Name registered for same IP address

If the name HOST-C is already entered in the database with the same IP address as that being requested, the action taken depends on the state and ownership of the existing name.

 1.
If the entry is marked as active and the entry is owned by the server (WINS-A), the server updates the time stamp for the record and returns a positive Response back to the client. 

 2.
If the entry is marked as being either released or tombstoned, or if the entry is owned by another WINS server, the registration is treated as a new registration. Time stamp, version ID, and ownership are all updated and a positive response is returned. 

Name registered for different IP address

In the case where the name exists in the WINS database but with a different IP address than that being requested, the WINS server is expected to avoid duplicate names. If the database entry is in the released or tombstone state, the WINS server is free to assign that name.

If, however, the entry is in the active state, the node holding the name is challenged to determine if it still exists on the network. In this case, the WINS server (WINS-A) could perform a challenge of the name and do the following:

 1.
WINS-A sends a Wait for Acknowledgment (WACK) response to the requesting client (HOST-C), specifying a time in the TTL field that the client should be prepared to wait for a response. 

 2.
WINS-A then issues a name query request to the node currently registered for this name in the server database. 

 3.
If the node still exists, it sends a positive response back to WINS-A. 

 4.
WINS-A, in turn, sends a negative name registration response back to the requesting client (HOST-C), rejecting the name registration. 

 5.
If a positive response is not received back from the first challenge query made by WINS-A, two subsequent name query requests are made. After three attempts with no response, the challenge process is complete and a positive registration response is returned to the requesting client (HOST-C) and the name updated in the server database for the new client registration. 

Notes

·
Unlike WINS-enabled clients, which can directly contact a WINS server, non-WINS clients (such as NetBT b-node clients) must register and then continuously defend their names by sending and replying to broadcast name queries within the local network. 

·
NetBIOS names are registered with the Windows Internet Name Service (WINS) and are normally released when the computer is properly shutdown. If the computer was not properly shutdown, or the computer was not able to contact a WINS server during shutdown, the nbtstat command can be used to refresh in WINS the local names for this computer. This can be useful for mobile or portable computers that are moved between different locations on a network. 


For more information, see To verify WINS registration of client NetBIOS names.

Releasing names

Name release occurs when a WINS client computer finishes using a particular name, when a proper shutdown occurs. In releasing its name, a WINS client notifies its WINS server (or potentially other computers on the network) that it is no longer using its registered name.

As shown in the following figure, when a WINS-enabled client (HOST-C) releases its name, the following steps occur:

 1.
The computer named HOST-C either shuts down properly or a user enters the nbtstat -RR command, initiating a name release request to be sent to the WINS server, WINS-A. 

 2.
WINS-A marks the related database entry for HOST-C as released. 


If the entry remains released for a period of time, WINS-A marks the entry as tombstoned, updates the version ID for the entry, and notifies other WINS servers of the change.

 3.
WINS-A returns a release confirmation message to the WINS client, HOST-C. 

If a name entry is marked as released, the WINS server can immediately update or revise a marked name entry when a new registration request arrives from a WINS client with the same name but with a different IP address. This is possible because the WINS database shows that the WINS client at the old IP address is no longer using that name. For example, this can happen when a DHCP-enabled laptop changes subnets.

Name release is most often used to simplify WINS registration for clients that shut down and restart on the network. If a computer released its name during a normal shutdown, the WINS server does not challenge the name when the computer reconnects. If a proper shutdown did not occur, the name registration with a new IP address causes the WINS server to challenge the previous registration. When the challenge fails (because the client computer is no longer using the old IP address), the registration succeeds.

In some cases, a client is not able to release its name by contacting the WINS server, so broadcasts must be used to release a name. This can happen when a WINS-enabled client shuts down without receiving confirmation of its name release by the WINS server.

Renewing names

Periodic name renewal is required for WINS client computers to renew their NetBIOS name registrations with the WINS server. The WINS server treats name renewal requests similarly to new name registrations.

When a client computer first registers with a WINS server, the WINS server returns a message with a Time-To-Live (TTL) value that indicates when the client registration expires or needs to be renewed. If renewal does not occur by that time, the name registration expires on the WINS server and the name entry is eventually removed from the WINS database. However, static WINS name entries do not expire, and therefore, do not need to be renewed in the WINS server database. For more information, see Using static mappings.

The default Renew interval for entries in the WINS database is six days. Renewal occurs every three days for most WINS clients because WINS clients attempt to renew their registrations when 50 percent of the TTL value has elapsed.

A name must be refreshed before this interval ends or it will be released. Names are refreshed by sending a name refresh request to the WINS server, as shown in the following figure.

It is the responsibility of the client (HOST-C) to refresh its name before the Renew interval expires. If the WINS server, WINS-A, does not respond to the refresh request, the client (HOST-C) can increase the rate at which it attempts to refresh its name.

Important

·
In most cases, the default value is the appropriate Renew interval. You should always set the same Renew interval for all server replication partners whenever multiple WINS servers are used. 

·
Incorrectly adjusting the Renew interval can adversely affect system and network performance. 

Resolving names

Name resolution for WINS clients is an extension of the same name resolution process used by all Microsoft NetBIOS over TCP/IP (NetBT) clients to resolve NetBIOS name queries on your network. The actual method of name resolution is transparent to the user.

For Windows 2000, WINS clients use the following sequential flow of options for resolving a name once the query has been made by using net use or a similar NetBIOS-based application.

 1.
Determine if the name is longer than 15 characters or if it contains periods ("."). If so, query DNS for the name. 

 2.
Determine if the name is stored in the remote name cache at the client. 

 3.
Contact and try configured WINS servers to attempt to resolve the name using WINS. 

 4.
Use local IP broadcasts to the subnet. 

 5.
Check an Lmhosts file if Enable LMHOSTS Lookup is enabled in the Internet Protocol (TCP/IP) properties for the connection. 

 6.
Check a Hosts file. 

 7.
Query a DNS server. 

For a more detailed explanation and flowchart of this process, see the Windows 2000 Server Resource Kit Networking Guide.

WINS features

·
Persistent connections 

·
Burst handling 

·
Deleting and tombstoning records 

·
Blocking replication partners 

Persistent connections

For Windows 2000 Server, WINS introduces persistent connections between WINS server replication partners. This feature is helpful because typically WINS servers disconnect from their replication partners each time replication is completed. In many cases, where WINS servers are interconnected through high speed local area network (LAN) links it is preferable to keep connections open, instead of closing them after replication is completed.

For earlier versions of WINS, servers had to establish new WINS-server connections each time replication was performed. Each connection required a modest number of processor cycles. For efficiency, network managers often configured systems to accumulate a larger number of changes before connecting for replication. These reconnections sometimes caused delays (perhaps as long as several minutes) in the replication process, which meant that inconsistencies in server data commonly existed when WINS was updated.

Persistent connections increase the speed of replication because a server can immediately send records to its partners, without incurring the cost of establishing temporary connections each time. Every record is immediately updated across the network upon registration in WINS, making replication more consistent. The bandwidth used by persistent connections is minimal because the connection is usually idle.

Burst handling

WINS servers can now support handling of high-volume (burst) server loads. Bursts occur when a large number of WINS clients actively and simultaneously try to register their local names in WINS, such as when a power failure occurs. When power is later restored, many users start and register their names simultaneously on the network, which creates high levels of WINS traffic. With burst-mode support, a WINS server can respond positively to these client requests, even before it processes and physically enters those updates in the WINS server database.

How burst handling works

Burst mode uses a burst-queue size as a threshold value. This value determines how many name registration and name refresh requests sent by WINS clients are processed normally before burst-mode handling is started. By default, the value is 500. A WINS server initiates burst handling whenever the number of WINS client registration requests exceeds the burst queue size.

In burst handling, additional client requests are immediately answered with a positive response by the WINS server. The response also includes a varied Time-To-Live (TTL) to clients, which helps regulate the client registration load and distribute processing of the requests over time. This slows the refresh and retry rate for new WINS clients and regulates the burst of WINS client traffic.

For example, if the burst queue size is 500 entries and more than 500 requests are active, the WINS server replies immediately to the next 100 WINS client registration requests by sending early success responses with a starting TTL value of 5 minutes. For each additional round of 100 client requests, 5 minutes more are added to the TTL up to a maximum of 50 minutes. If WINS client traffic still arrives at burst levels, the next round of 100 client requests are answered with the initial TTL value of 5 minutes, and the entire process for incrementing the response TTL is repeated.

This behavior continues until the WINS server reaches its maximum intake level of 25,000 name registration and refresh queries. At this point, the WINS server begins dropping queries.

Using the WINS console, you can choose to configure the level of burst handling used by the server which modifies the size of the burst queue to accommodate either a low, medium or large burst situation.

Note   Any WINS server running either Windows 2000 Server or Windows NT Server 4.0 (with Service Pack 3 or later installed) can use burst handling. 

Deleting and tombstoning records

WINS now provides improved database management through support for the following deletion operations:

·
Simple deletion, for deleting WINS database records stored on a single server database. 

·
Tombstoned deletion, for deleting WINS database records replicated to databases on other WINS servers. 

·
Multiple-group selection of displayed database records, for either simple or tombstoned deletion. 

The WINS console also provides a simple and convenient utility for administratively removing records of any type, regardless of whether they are statically or dynamically added. In previous releases of Windows NT Server, other available WINS management tools could only administratively delete entries (such as static mappings) that were added in the same way.

How simple deletion works

Simple deletion removes the records that are selected in the WINS console only from the local WINS server you are currently managing. If the WINS records deleted in this way exists in WINS data replicated to other WINS servers on your network, these additional records are not fully removed. Also, records that are simply deleted on only one server can reappear after replication between the WINS server where simple deletion was used and any of its replication partners.

How tombstoning works

Tombstoning marks the selected records as tombstoned, that is, marked locally as extinct and immediately released from active use by the local WINS server. This method allows the tombstoned records to remain present in the server database for purposes of subsequent replication of these records to other servers.

When the tombstoned records are replicated, the tombstone status is updated and applied by other WINS servers that store replicated copies of these records. Each replicating WINS server then updates and tombstones these records. When all WINS servers complete replication of these records and a specified length of time (determined by the Verification Interval for each WINS server) elapses, then the records are automatically removed from WINS.

In most cases, WINS records should be tombstoned at the WINS server that originally owned them, to prevent deleted records from reappearing in WINS after subsequent replication with other servers.

The owner of a given WINS server record is typically the first server contacted by the WINS client during the registration process and the server first actually used to register the local names of the client in WINS. In most cases, the WINS server that owns a client name record in WINS corresponds to the primary WINS server configured on the WINS client computer. If the configured primary WINS server is not available during client registration, a configured secondary WINS server can perform the actual registration of the client name and become the owner.

Example: Tombstoned deletion in replicated WINS

Where tombstoned deletion is used at an owner WINS server in a replicated WINS network, the following sequence of events occurs to effect full removal of the selected records from all WINS servers that replicate the selected records.

 1.
The owner WINS server marks and changes the status of the selected WINS records in its local WINS server database from Active to Tombstoned. 


WINS then treats the records as inactive and released from use. When these records are tombstoned locally, the owner WINS server does not respond to or resolve NetBIOS name queries for these names unless the records are registered again by the WINS client.

 2.
The owner WINS server replicates the selected records as tombstoned at subsequent replication cycles. 


The records are not forcibly and immediately removed from WINS, but are flagged or marked for eventual deletion. The exact replication cycle interval is configured by the server Intervals properties, which you set in the WINS console. Records are not removed from WINS data until the time specified in the Extinction Interval has elapsed. This allows other WINS servers to be notified that these records are no longer in use, update their replicated mappings for these records, and further replicate this updated WINS data to other servers.

 3.
Records become extinct on all replicated WINS servers and are eventually removed physically from all WINS servers.


After all WINS servers that participate in replication complete a full replication cycle and arrive at a consistent state, the tombstoned records expire and are removed from the WINS database of each server at the next database scavenging operation. After scavenging occurs on all servers, the records no longer appear in the WINS console and are no longer physically stored in the WINS database.

Note   Even if records are manually tombstoned (or otherwise marked as released by WINS), released records remain in the WINS database for some time before being completely removed during subsequent scavenging operations. Typically, the period before records extinction is the sum of the following settings:

·
Extinction interval 

·
Extinction time-out 

·
Verification interval 

You can view and configure these settings on the Intervals tab, located in the WINS <Server name> Properties dialog box. By default, the sum of these settings is 36 days.

Blocking replication partners

After a WINS server is removed from a network, records it owns often continue to be distributed to other servers in a replicated WINS environment. In some cases, WINS either does not delete entries owned by servers no longer active on the network or, by default, preserves stale mappings for an extended period of time. The reasons for this can include:

·
Static mappings originally made at the inactive WINS server replicate indefinitely among the other active WINS servers in the network, unless manually deleted or tombstoned. 


By default, WINS servers preserve static name-to-address mappings whenever such mappings are challenged. This can occur when a WINS client attempts to register or update a static mapping with a dynamic-type mapping of the same name. This behavior, however, can be modified. For more information, see Using static mappings.

·
Dynamic mappings originally registered at the inactive WINS server are not immediately removed from the WINS database. 


In the case of dynamic entries, WINS must check with an owner server before entries are deleted. If a WINS server is no longer in use, other WINS servers conservatively retain records they cannot verify as expired on an owner server. For example, even if an owner is deleted in the WINS console for a particular server, these unwanted or stale names can continue to be replicated throughout the WINS network from other servers storing replica entries of these names.


WINS processes removal of dynamic-type records according to the Intervals tab settings for WINS Server Properties, which can be configured at each server. In most default cases, a typical extinction period of 36 days passes before a record is fully removed from the database through the scavenging process.

For Windows 2000 Server, the Block records for these owners feature (formerly known as PersonaNonGrata) provides a way to block further replication of entries owned by inactive servers. It allows you to specify the IP addresses of inactive WINS servers that own records you want to assure are removed from WINS in a timely manner.

Because it can prevent any further replication of unwanted or stale mappings between active WINS servers remaining on the network, this feature is most useful when you need to remove WINS servers from your network.

Example: Blocking records owned by a WINS server

The following graphic shows a typical WINS replication design based on the recommended hub-and-spoke WINS replication design model.

In the example replicated WINS network, WINS-D, is an inactive spoke server in the process of being removed from the network. Because WINS-A is the hub in this design, it must be configured to block records for WINS-D in order to prevent replica entries for WINS-D that are present at other spokes from replicating back to WINS-A and reappearing throughout the network.

When WINS-D server is given blocked partner status, it can be deleted as an owner in the WINS console at WINS-A and its entries will not be replicated back from other spoke servers, such as WINS-B, WINS-C or WINS-E. For more information, see To delete an owner from the WINS database.

Notes

·
If you are not using a hub-and-spoke WINS replication model, it might be necessary to enforce blocking at other servers in your network. If this is the case, you might need to list the blocked partner by blocking records owned by servers or for WINS running on earlier versions, add and configure the PersonaNonGrata registry parameter at each server. These steps can help achieve the intended results of full replication for records owned by the partner to other WINS servers in the network. 

·
After adding IP addresses to the list of blocked partners at a WINS server, it is recommended to stop and restart WINS to ensure that the change is in effect the next time replication at that WINS server occurs. For more information, see To start or stop a WINS server. 
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Planning WINS networks

Before you install WINS servers on your network, plan the following tasks:

 1.
Determine the number of WINS servers that you need.


One WINS server can handle NetBIOS name resolution requests for a large number of computers. However, consider the location of routers on your network and the distribution of clients in each subnet when you decide how many WINS servers are actually required. For more information, see Planning how many WINS servers to use, below.

 2.
Plan the replication partnerships.


Determine whether to configure WINS servers as either pull or push partners, and set partner preferences for each server. For more information, see Configuring WINS replication.

 3.
Assess the impact of WINS communication traffic on slower links.


Although WINS is designed to help reduce broadcast traffic within between local subnets, it does create some traffic between servers and clients. This can be particularly important if you use WINS on routed TCP/IP networks.


Also consider the effects of slower speed links (such as those typically used for wide area networks) on both replication traffic between WINS servers and NetBIOS registration and renewal traffic required for WINS clients. For more information, see Planning for network performance, below.

 4.
Assess the level of fault tolerance within your network for WINS.


Consider how shutting down a WINS server (even temporarily) affects your network. Use additional WINS servers for disaster recovery, backup, and redundancy. For more information on planning a fault-tolerant WINS installation, see Planning for fault tolerance, below.

 5.
Test and revise your planned WINS installation. 


By testing the performance of your network installation of WINS, you can better identify potential problems before they occur. Use WINS server performance counters, which are available through the use of System Monitor. For more information, see WINS performance monitoring reference.

Planning how many WINS servers to use

On a smaller network, a single WINS server can adequately service up to 10,000 clients for NetBIOS name resolution requests. To provide additional fault tolerance, you can configure a second computer running Windows 2000 Server as a secondary (or backup) WINS server for clients. If you use only two WINS servers, you can easily set them up as replication partners of each other. For simple replication between two servers, one server should be set as a pull partner and the other as a push partner. Replication can be either manual or automatic, which you can configure by selecting the Enable automatic partner configuration check box on the Advanced tab of the Replication Partner Properties dialog box.

A larger network sometimes requires more WINS servers for several reasons including, most importantly, the number of client connections per server. The number of users that each WINS server can support varies with usage patterns, data storage, and the processing capabilities of the WINS server computer. Some enterprise network environments require more robust hardware to handle WINS activity, so you might benefit from upgrading the server computer.

When planning your servers, remember that each WINS server can simultaneously handle hundreds of registrations and queries per second. The WINS development and testing team compiled the following statistics as a profile of WINS performance during preliminary testing of Windows 2000 Server:

Average registrations/second
300

Average queries/second
350

These measurements were based on a server computer running WINS with no other additional services running and installed on currently available hardware. The list of specific hardware used includes the following: a single Intel Pentium II 350 MHz processor, 128 MB of RAM, and a standard IDE hard drive, which was used to store the WINS database. As a point of reference, WINS records data exchanged between servers and clients is typically small. On average, WINS records are about 40 bytes in size.

A conservative recommendation for large networks is to install one WINS server and a backup server for every 10,000 computers on the network. This reflects the previously suggested baseline performance and provides for large-scale power outages that could cause many WINS computers to restart simultaneously. Capacity is dependent upon server and network resources. Processor speed, available RAM, database storage space, and network resources can have a significant impact. 

Two factors can enhance WINS server performance: 

·
Using two installed processors on the computer running WINS. This can increase performance by almost 25 percent. 

·
Using a dedicated high-performance disk drive, separate from the system drive, for WINS replication. 

After you establish WINS servers on your intranet, you can adjust the renew interval, which is the time between a WINS client name registration and name renewal. By using this setting to reduce the numbers of registrations, you can tune server response time. The Renew interval is set in the WINS server properties dialog box.

Planning for fault tolerance

To ensure you are planning a fault-tolerant WINS design, ask the following question for each server on your network: What happens to WINS if this server shuts down or if clients cannot reach it?

To help answer the question, consider the two common scenarios in which a WINS server could fail to perform in its role on a network:

 1.
Hardware or power failures that require downtime for server repair or maintenance. 

 2.
A network link or router failure that isolates a WINS server from clients. 

To plan for these, determine the maximum length of time any given WINS server could be out of service on your network, factoring in the length of both planned and unplanned outages.

Also consider what happens to your WINS clients if their primary WINS server is shut down. By maintaining and assigning secondary WINS servers for clients, you can reduce the effects of a single WINS server being offline.

Planning for network performance

Begin planning by estimating the amount of network traffic between WINS clients and WINS servers under normal conditions. You should predict and monitor the following:

·
NetBIOS names commonly registered by WINS clients. 

·
WINS registration and renewal caused by daily startup of clients. 

·
Roving users and their effect when moving within a routed network. 

·
WAN links and their effect on replication performance and convergence. 

When planning for WINS network performance, its important to understand the types of traffic that WINS clients typically generate on a network, as listed below.

·
Name registration 


For more information, see Registering names.

·
Name refresh 


For more information, see Renewing names.

·
Name release 


For more information, see Releasing names.

·
Name query 


For more information, see Resolving names.

Daily startup of WINS clients

When a WINS-enabled client starts on the network, it sends a name registration request for the computer name, user name, domain name, and any additional Windows NT network client services running on the computer.

A WINS client running Windows 2000 (or earlier versions of Windows NT) usually registers more NetBIOS names than other WINS-enabled clients. The name registration requests generated by a computer running under these versions of Windows can include the following: File Server, Domain, Replicator service, Messenger service, Computer Browser service, and additional network service names.

An active WINS client name registration in a WINS server database replicates to all pull partners configured on that WINS server. Eventually, the active name registration replicates to all WINS servers on the network.

When a WINS client is shut down at the end of a workday, it releases the name. When the computer is restarted at the beginning of next workday, the WINS client registers the name again with the WINS server and receives a new version ID. This new, active name registration entry replicates to the pull partners of the WINS server.

Assuming that this cycle occurs each day for each computer, the number of name registration entries replicated each day is approximately the number of computers that start each day multiplied by the number of NetBIOS names registered at each computer.

On large networks (50,000 or more computers), the biggest traffic load represents the name registration requests generated when WINS clients start on the network.

Planning considerations for routed WINS networks

When planning for WINS client traffic on large routed networks, consider the effect of name query, registration, and response traffic routed between subnets. Name requests and responses that occur at the daily startup of computers must pass through the traffic queues on the routers, and can cause delays at peak times.

Roving or mobile users also present challenges for planning WINS in routed networks. When a user stops a computer and then moves it to another location--starting the computer on a different subnet with a different primary WINS server--the resulting changes can generate name-challenge traffic for WINS.

Typically, the name registration request is answered with a brief "Wait for Acknowledgment" message. Assuming the name being registered was previously replicated to the new server, it challenges the IP address currently in its database for this name with a brief query. When, as expected, there is no reply, the WINS server retries the challenge two more times for a total of three attempts. If all three attempts fail, the challenge is successful and the new WINS server updates the name registration entry in its database with the new IP address, incrementing the version ID. The new version ID indicates that the entry must be replicated from its new owner--the new WINS server--to other WINS servers on the network.

You can estimate WINS client traffic based on the behavior of the WINS clients, as described in the preceding sections. However, when estimating WINS client traffic, also consider the network topology and the design or configuration of the network routers. In some cases, it is not possible to predict the traffic load on a specific network router because the routers are configured to autonomously route traffic based on factors other than traffic load.

Configuring WINS replication

Before configuring replication, you should first carefully design and review your WINS replication topology. For wide area networks (WANs), this planning can be critical to the success of your deployment and use of WINS. In general, WINS offers you the following options and possibilities to choose from when you are configuring replication:

·
You can manually configure WINS replication for a WAN environment. 

·
For some larger campus networks, you might also configure WINS to replicate within a LAN environment. 

·
In smaller or bounded LAN installations, you might consider enabling and using WINS automatic partner configuration for simplified setup of WINS replication. 

·
In some larger or more global installations, you might have to configure WINS across untrusted Windows NT domains. 

Replication across wide area networks

When configuring WINS replication, the two most important planning issues are:

·
Whether your WINS replication occurs over slower WAN links. 

·
The length of time required for all replicated changes in the WINS database to converge and achieve consistency on the network. 

The frequency of WINS database replication between WINS servers is a major planning issue. The WINS server database should be replicated frequently enough to prevent the downtime of a single WINS server from affecting the reliability of the mapping information in other WINS servers. However, the time interval between replications should not be so small that it interferes with network throughput.

Network topology can influence your decision on replication frequency. For example, if your network has multiple hubs connected by relatively slow WAN links, you can configure WINS database replication between WINS servers on the slow links to occur less frequently than replication on the local area network or on fast WAN links. This reduces traffic across the slow link and reduces contention between replication traffic and WINS client name queries.

For example, as shown in the following figure, the intervals used for configuring pull replication for WINS servers could be set according to proximity between servers and the likelihood of a high-speed link connecting servers configured as replication partners of each other.

In this example, two WINS servers--SEA-WINS and ATL-WINS--are located in Seattle and Atlanta. Another two servers--MEX-WINS and SYD-WINS--are located outside the United States in Mexico City and Sydney. Because SEA-WINS and ATL-WINS are located across a higher-speed WAN link, they are configured to replicate once every hour. For the servers outside the United States, replication intervals might be set higher, such as either 3 or 12 hours, because lower-speed links are associated with these connections.

Planning the convergence time

Convergence time is the time needed to replicate a new entry in a WINS database from the WINS server that owns the entry to all other WINS servers on the network. When planning for WINS servers, you must decide what is acceptable as the convergence time for your network.

Using the previous example, if a WINS client in Seattle registers its name with the WINS server in the figure labeled SEA-WINS, other WINS clients in remote locations might query for the client name and not find it in WINS. In some cases, if the address of the client has been changed, the remote locations would only have a mapping for the previous IP address of the client in their local server databases.

WINS clients that query any of the other WINS servers in the figure (that is, ATL-WINS, MEX-WINS, SYD-WINS) only receive a positive and correct response when the new or updated mapping for the client has been fully replicated from the owning WINS server, SEA-WINS, to all of the other servers. Replications from SEA-WINS could be triggered in one of two ways:

·
A push replication trigger is sent based on the frequency of updates made at SEA-WINS. 

·
A pull replication trigger is sent to other WINS servers based on the configured Replication interval set in Replication Partners Properties at SEA-WINS. 

Given this configuration, a new or updated entry at SEA-WINS is only replicated when the pull replication interval expires, but queries at remote sites for the new name mapping might not succeed until later. This is because the time interval for replication to ATL-WINS is one hour; it is three hours for MEX-WINS; and it is 12 hours for SYD-WINS. In this case, WINS convergence time is calculated as:

12 hours + 2 * (1 hour) = 14 hours

In reality, name query requests can succeed before the convergence time elapses. This happens when the entries replicate over a shorter path than the worst-case path. It also happens when the Number of changes in version ID before replication threshold in push replication settings passes before the Replication Interval expires in pull replication settings. This results in earlier replication of the new entry. The longer the replication path, the longer the convergence time.

Notes

·
After each administrator configures the respective WINS server, you can use Replicate Now (in the WINS console) to start immediate replication between the configured WINS servers. 

·
When replication occurs, you can use Find by Owner to view records for the remote WINS server database. However, to make changes to the remote WINS database, you must be logged on under an account with required permissions in the respective domains for both servers involved. 

·
Replication can also occur between two separate stand-alone servers that participate in a workgroup. 

Replication across local area networks

When configuring WINS replication for local area networks (LANs), the issues are similar to those that occur in WAN environments, although less critical.

Because the speed of the underlying network links for LANs are much greater than for WANs, it might be acceptable to increase the frequency of WINS database replication, by optimizing push and pull parameters for LAN-based replication partners. For push/pull partners, you can do this by decreasing the Number of changes in version ID before replication and Replication interval settings accordingly, from what you would use for WAN-based partners on slower links.

For example, between LAN-based replication partners it often works to enable WINS to use a persistent connection between the servers. If a persistence connection was not used, the normal update count threshold would default to a minimum of 20. With persistence, a smaller update count value can be specified.

Next, you could specify a much smaller number, such as a value of one to three in Number of changes in version ID before replication before WINS sends a push replication trigger to the other partner. For pull partners, you might also consider setting the Replication interval to a value in minutes, instead of hours.

As in WAN replication planning, the WINS server database should be replicated frequently enough to prevent the downtime of a single WINS server from affecting the reliability of the mapping information in other WINS servers. However, the time interval between replications should not be so small that it interferes with network throughput.

For network-intensive environments, it is a good idea to use a network monitoring tool such as Network Monitor to help measure and determine how to optimize your WINS replication strategy.

Automatic partner configuration

You can configure a WINS server to automatically configure other WINS server computers as its replication partners. With this automatic partner configuration, other WINS servers are discovered when they join the network and are added as replication partners.

Automatic configuration is possible because each WINS server announces its presence on the network through periodic multicasts. These announcements are sent as IGMP messages for the multicast group address of 224.0.1.24 (the well-known multicast IP address reserved for WINS server use).

Automatic replication configuration monitors multicast announcements from other WINS servers and automatically performs the following configuration steps:

·
Adds the IP addresses for the discovered servers to its list of replication partner servers. 

·
Configures the discovered servers as both push and pull partners. 

·
Configures pull replication at two-hour intervals with the discovered servers. 

If a remote server is discovered and added as a partner through multicasting, it is removed as a replication partner when WINS shuts down properly. To have automatic partner information persist when WINS restarts, you must manually configure the partners.

To manually configure replication with other WINS servers, use the WINS console to specify roles for each partner and any related information.

Notes

·
Automatic partner configuration is typically useful in small networks, such as single subnet LAN environments. It can, however, be used in routed networks. For WINS multicast support in routed networks, the forwarding of multicast traffic is made possible by configuring routers for each subnet to forward multicast traffic for the reserved WINS server multicast group. The destination IP address for this group is 224.0.1.24 between routed subnets. 

·
Because periodic multicast announcements between WINS servers can add traffic to your network, automatic partner configuration is recommended only if you have a small number of installed WINS servers (typically, three or fewer) on the reachable network. 

Replication between untrusted domains

It is possible to set up WINS replication between one or more WINS servers in domains that do not have a trust relationship. You can do this without a valid user account in the untrusting domain. To configure replication, an administrator for each WINS server must use the WINS console to manually configure that server to permit this replication.

Using static mappings

Mapped name-to-address entries can be added to WINS in either of two ways:

·
Dynamically, by WINS-enabled clients directly contacting a WINS server to register, release, or renew their NetBIOS names in the server database. 

·
Manually, by an administrator using the WINS console or command-line tools to add or delete statically mapped entries in the server database. 

Static entries are only useful when you need to add a name-to-address mapping to the server database for a computer that does not directly use WINS. For example, in some networks, servers running other operating systems cannot register a NetBIOS name directly with a WINS server. Although these names might be added to and resolved from an Lmhosts file or by querying a DNS server, you might consider using a static WINS mapping instead.

Migrating static mappings to dynamic mappings

Unlike dynamic mappings, which can age and be automatically removed from WINS over time, static mappings can remain in WINS indefinitely unless administrative action is taken.

By default, if during an update process WINS is presented with both a static and dynamic-type entry for the same name, it preserves the static-type entry. You can, however, use the Overwrite unique static mappings at this server (migrate on) feature provided with WINS to change this behavior.

For example, the following graphic shows the default migration behavior for a WINS server, WINS-A, when presented with a registration request by a WINS client, Host C, that challenges a static mapping already in the server database.

In this example, WINS-A prevents the client from registering and updating the statically mapped information for Host C. In the next graphic, the same situation is repeated but in this example, the Migrate feature has been turned on at WINS-A.

As shown in the revised graphic, enabling the Migrate feature at WINS-A permits previously entered static mappings for Host B and C to be overwritten by WINS client computers that attempt to register dynamically and update entries for these same names. This feature is useful in simplifying the update of legacy NetBIOS b-node (broadcast-only) type clients that are later upgraded to support WINS.

Important   Never add static mappings for computers that can directly use WINS. Doing so can cause undesirable problems, such as demanding additional work to migrate, delete, or tombstone these mappings in a replicated WINS environment. 

Notes

·
You can add static entries either interactively using the WINS console or command-based tools, or by importing an Lmhosts file. 

·
The Overwrite unique static mappings at this server (migrate on) feature was designed primarily to migrate records for older non-WINS clients that do not dynamically register themselves in WINS. Some special group names, such as domain [1Ch] names are not affected by this setting. 

Modifying server defaults

WINS uses several default server configuration parameters that determine how NetBIOS name records are managed in the WINS server database. These parameters affect the default settings applied by each WINS server for any records stored locally.

The following sections describe the default, minimum, and maximum settings that can be applied for database records. Included is the examination of behavior differences in servers running under each of the released versions of WINS. In most cases, default values are acceptable. In some cases, you might choose to modify the defaults to accommodate special circumstances, such as when a host name change must be made or when you renumber your network so that hosts use different IP addresses.

All of these settings are configured on the Intervals tab of the WINS <Server name> Properties dialog box.

Renew interval

The WINS renew interval setting specifies how often a client renews registration of its names. The following table shows the supported range of values for Renew interval:

Default:
5 hours (Windows NT Server 3.5) 4 days/96 hours (Windows NT Server 3.51)6 days/144 hours (Windows 2000 Server and Windows NT Server 4.0)

Maximum:
999 hours (Windows NT Server 3.5, 3.51, and 4.0) 365 days (Windows 2000 Server)

Minimum:
40 minutes (Windows 2000 Server and all versions of Windows NT Server)

When adjusting this value from its service default, consider the following guidelines:

Increasing the renew interval ...
Decreasing the renew interval ...

Causes client names to be renewed with WINS less often.
Causes client names to be renewed with WINS more often.

Reduces client registration activity and performance loads on the WINS server.
Increases client registration activity and performance loads on the WINS server.

Allows WINS data to become less consistent with the current state of the network (when WINS names are changed or modified, changes are reflected less quickly in the WINS database).
Allows WINS data to become more consistent with the current state of the network (when WINS names are changed or modified, changes are reflected more quickly in the WINS database).

Important   Any changes made to the WINS renew interval also directly affect the extinction interval and extinction time-out values, which are dependent on this setting.

Extinction interval

The WINS extinction interval specifies the time interval between when an entry is marked as Released and when it is marked as Extinct in the WINS database. The default value is dependent on the renew interval and, if the WINS server has replication partners, on the maximum replication time interval. The following table shows the supported range of values for Extinction interval:

Default:
(Dependent on Renew interval)

Maximum:
999 hours (Windows NT Server 3.5, 3.51, and 4.0) 365 days (Windows 2000 Server)

Minimum:
40 minutes (Windows NT Server 3.5, 3.51, and Windows 2000 Server) 1 hour (Windows NT Server 4.0)

Extinction timeout

The WINS extinction timeout specifies the interval between when an entry is marked extinct and when the entry is scavenged from the database. The default value is dependent on the renew interval and, if the WINS server has replication partners, on the maximum replication time interval. The following table shows the supported range of values for Extinction time-out:

Default:
(Dependent on Renew interval)

Maximum:
999 hours (Windows NT Server 3.5, 3.51, and 4.0) 365 days (Windows 2000 Server)

Minimum:
24 hours (Windows 2000 Server and all versions of Windows NT Server)

Verification interval

The WINS verification interval specifies the time after which the WINS server must verify that old names that it does not own are still active. The default is dependent on the extinction interval. The following table shows the supported range of values for Verification interval:

Default:
(Dependent on Renew interval)

Maximum:
9999 hours (Windows NT Server 3.5, 3.51, and 4.0) 365 days (Windows 2000 Server)

Minimum:
24 days (Windows 2000 Server and all versions of Windows NT Server)

WINS database management

·
Finding and viewing WINS records 

·
Maintaining the WINS database 

·
Checking the WINS database for consistency 

Finding and viewing WINS records

The WINS console provides two primary methods for displaying WINS database records:

·
Find by Name is used to query and filter displayed results to a limited number of NetBIOS name records that start with a specified set of one or more characters. 

·
Find by Owner is used to display WINS server data for one or more owners (WINS servers). This feature also supports additional filtering of the displayed results to show only records of selected NetBIOS name record suffix types. 

Finding records by name

Find by Name locates records through either a full NetBIOS name or a specified set of matching characters. When typing characters in Find by Name, you can enter some or all of the characters in the name.

For WINS to include a targeted name in the results of a find operation, the name must begin with and contain all of the characters selected in Find names beginning with. However, names that match the search criteria can contain additional characters that follow the string specified.

For example, if the following are all name records that begin with the letter A in the WINS database:

A, AB, AXB

then entering "A" as the search string finds all three records. If you enter "AB" as the search string, only the record "AB" (which matches both of the specified characters) is found. If you enter "ABC" as the search string, none of the three example records would be found or returned in your search results.

When finding records by name, you can control whether WINS uses case-sensitive searching when it checks for specified search string matches in the server database.

By default, WINS searches for all records by name that match the specified search string, and does not perform case-sensitive searches. Names that have a mixture of upper and lower case letters are viewed as being equal. If the Match case option is used, case-sensitive searches occur instead.

For example, the following are all name records in the WINS database:

ABC, Abcd, aBcE

If you were to enter "Ab" as the search string, WINS performs the search depending upon whether Match case is selected. If selected, only the "Abcd" record is found. If cleared, all three example records are found.

Find by Name is ideal for either targeting a known name or similar names located on a specific WINS server. For example, it can be used to troubleshoot WINS name resolution problems in a wide area network (WAN) by verifying that a known NetBIOS name exists in data stored at any of your remote WINS servers. This command typically generates minimal network traffic and can be used routinely for locating the source of "name not found" errors that result from NetBIOS name resolution.

Viewing records by owner

Find by Owner is ideal for doing full display searches and obtaining either a full or filtered view of the WINS database, for one or more servers that own records registered in the database.

Because this type of viewing potentially requires WINS to pull data from one or more servers, its use should be handled carefully in WINS networks where either a large amount of data is stored and replicated or a large number of WINS servers are involved. However, for in-depth troubleshooting and close viewing of local WINS databases (either local viewing on the same WINS server computer or viewing a WINS server on the same local area network), this feature should not present an overly demanding load for either the WINS server or the local area network involved.

However, if for Display records for either All owners or a remote owner (such as another WINS server located on a WAN) is selected when using This owner, this command might generate a substantial or undesirable increase in network traffic. For this reason, it should be used either sparingly or during off-peak hours.

When viewing records by owner, you can additionally filter WINS data to be included in the view by selecting and using NetBIOS name suffix types as criteria.

For example, to isolate browsing problems associated with the Computer Browser service when WINS clients are using browsing on a WAN, you can filter WINS data by including only those records that use the [1Bh] suffix type, which maps the domain master browser record for each primary domain controller (PDC) in a Windows NT domain environment. For more information on browsing and WINS, see Locating network services.

The WINS console provides you with the ability to add, edit, and remove your own NetBIOS name suffix filter types. It also provides a pre-defined list that is sufficient for typical use.

Maintaining the WINS database

The WINS console provides tools for maintaining the WINS server database. For example, you can use the WINS console to backup and restore WINS server database files. This should be done periodically in a way that is similar to other backup operations that are planned and used for saving files on a server computer.

Scavenging and compaction are additional maintenance operations that can be used selectively to help reduce database size and reclaim disk space that is no longer used by the database. For Windows 2000 Server, dynamic compaction is performed automatically by WINS at periodic intervals and manual compaction is not generally necessary.

Backing up the database

The WINS console provides its own backup feature for backing up the WINS server database during normal operation. After you specify a backup directory for the database, WINS performs complete database backups every three hours, by default.

You should also periodically back up the registry entries for the WINS server.

Scavenging the database

Scavenging the WINS server database is the process of deleting and removing obsolete information that remains after changes occur. Like any database, the WINS server database of address mappings needs to be periodically scavenged and backed up.

The local WINS server database sometimes retains both released and old entries that were registered at another WINS server (and replicated to the local WINS server). Automatic scavenging takes place at intervals defined by the relationship between the Renewal and Extinct intervals you define. You can also manually clean the database.

The following table describes the results of scavenging the WINS database for a WINS server. The first column shows the record criteria and state of any database entries before scavenging is started. The second column indicates the state of the same entries after the scavenging process.

Entry state before scavenging
Entry state after scavenging

Active names owned by this WINS server for which the Renew Interval has expired
Marked as Released.

Released names owned by this WINS server for which the Extinction interval has expired
Marked as Tombstoned.

Tombstoned names for which the Extinction timeout has expired
Deleted and removed from the database.

Tombstoned names, replicated from other servers for which the Extinction timeout has expired
Deleted and removed from the database.

Active names replicated from other servers for which the Verification interval has expired
Revalidated.

Tombstoned or deleted names replicated from other servers
Removed from the database.

Checking the WINS database for consistency

Consistency checking helps maintain database integrity among WINS servers in a large network. When you initiate consistency checking at the WINS console, all records are pulled from each owner listed in the current server database, including other WINS servers that are indirect (not directly configured) replication partners.

All records pulled from remote databases are compared to records in the local database, using the following checks for consistency:

·
If the record in the local database is identical to the record pulled from the owner database, its time stamp is updated. 

·
If the record in the local database has a lower version ID than the record pulled from the owner database, the pulled record is added to the local database, and the original local record is marked for deletion. 

Verifying registered name records on WINS servers

The WINS console provides a Check Registered Names command that enables you to perform the following verification process among WINS servers on your networks:

·
A NetBIOS name records list, that can be specified either manually or within a stored file called Names.txt, that contains names to be used for testing and verification. 

·
A WINS server list, that can be specified either manually or within a stored file called Servers.txt, that contains a list of WINS servers to be used in verifying NetBIOS names you specify for testing and verification checking. 

WINS uses a NetBIOS names list (such as Names.txt) to build a query and test for those records with any matched records currently registered and stored in local databases at other WINS servers. The list of WINS servers used for checking the specified names is determined by the IP addresses of WINS servers included in a server list (such as Servers.txt) which is the list of WINS servers to query.

Once initiated, WINS completes the name verification check as follows:

 1.
The names list is used to build a name query list. 

 2.
Names are verified by query for the first listed name, starting with the WINS server specified in the server list. 

 3.
For each name in the names list, WINS queries each server to verify that the name is registered. 


If a failure is encountered, WINS can retry the query up to three times at the same server.

 4.
Once the first listed name has been queried and checked at all servers, WINS proceeds to the next name in the list. 

The process is repeated until all listed names have been checked at all listed servers. The results and outcome of each name/server query are displayed in Checking Name Registrations.

Typical results include the following:

Status
Description

ok
Indicates both that the query was successfully completed and that the specified name was verified at the current WINS server.

no response
Indicates that the current WINS server did not respond to the NetBIOS name query.

name not found
Indicates that the current WINS server responded to the NetBIOS name query but could not resolve the specified name.

When all specified names have been queried at all specified servers, a summary is provided, which includes the following information:

·
Any specified NetBIOS names that were verified to their mapped IP address. 

·
Specified NetBIOS names for which not all WINS servers resolved to the same IP address, indicating that the name is stored and used inconsistently in WINS. 

·
WINS servers that generated an incomplete response, indicating that they did not have all of the names specified for verification. 

·
WINS servers that did not respond. 

·
Specified names for which an IP address could not be verified. 

Notes

·
If a WINS database is extremely large, the consistency checking process can be highly resource intensive, affecting network, disk, and processor usage. For this reason, consider doing this during off-peak hours when other network traffic loads and usage are minimal. 

·
If the Verify name records with all partners of each selected server check box is cleared, listed names are only verified at each of the specified servers. When this option is selected, replication partners of each listed server are additionally queried for any specified names. 

·
For Windows 2000 Server, use the WINS console to perform consistency checking. For earlier versions, consistency checking must be enabled, either through changes to the Windows NT registry or triggered through use of the WINSCL utility, provided as part of the Windows NT 4.0 Server Resource Kit. 

Interoperability issues

Using DHCP with WINS

When using DHCP and WINS together on your network, consider the following options for interoperation:

·
Use additional DHCP scope options. 


Specifically, use DHCP options to assign WINS node types (option type 46) and to identify WINS servers for use by DHCP clients (option type 44). In some cases, this can involve adjusting these option types for each physical subnet in which DHCP and WINS are implemented.

·
Assign a length of time for DHCP lease durations comparable to the time WINS uses for renew intervals, when both services are deployed. 


By default, DHCP leases are three days in length and the WINS renew interval is six days. If lease lengths for DHCP widely differ from WINS renew intervals, the effect on your network can be an increase in lease-management traffic and might cause a WINS registration for both services. If you shorten or lengthen the DHCP lease time for clients, then modify the WINS renew interval accordingly.

Using DNS with WINS

When using DNS and WINS together, consider the following options for their interoperation:

·
If a large percentage of clients use NetBIOS and you are using DNS, consider using WINS lookup on your DNS servers. If WINS lookup is enabled on Microsoft DNS Service, WINS is used for final resolution of any names that are not found using DNS resolution. The WINS forward lookup and WINS-R reverse lookup records are supported only by DNS. If you use servers on your network that do not support DNS, use DNS Manager to ensure that these WINS records are not propagated to DNS servers that do not support WINS lookup. 

·
If you have a large percentage of computers running Windows 2000 on your network, consider creating a pure DNS environment. This involves developing a migration plan to upgrade legacy WINS clients to Windows 2000. Support issues involving network name service are simplified by using a single naming and resource locator service (such as WINS and DNS) on your network. For more information, see Migrating from WINS to DNS. 

Multihomed WINS servers

For multihomed WINS servers, where more than one local network connection appears in the the Network and Dial-up Connections folder, Windows 2000 does not guarantee the binding order for NetBIOS when more than one connection is present and active. Therefore, for a multihomed WINS server to function properly, all installed connections should be configured as routable interfaces.

All multihomed WINS servers should have their primary IP addresses assigned to each network connection, configured as push and pull replication partners at other servers that can be reached through each of the respective connections. When configuring replication partners, you can ensure that a specific network connection is used by specifying an IP address for the remote multihomed server you are adding at a WINS server.

Otherwise, when replication partners are specified and resolved by a name entered in the WINS console, it is possible that a packet generated by WINS could use any of the installed interfaces and their respective IP addresses. This seemingly random behavior results from WINS referring to its local IP routing table, which contains all of the installed IP interfaces, before it sends packets to the remote server.

Migrating from WINS to DNS

For pure Windows 2000 Server environments, it is not possible to reduce or even eliminate WINS on your network. The process of removing installed WINS servers from your network is called decommissioning. Before you decide to decommission WINS on your network, consider the following issues:

·
Whether there are Windows-based computers on your network running earlier versions of Windows or Windows NT. 

·
Whether client computers in your enterprise run legacy MS-DOS or Windows-based programs that still require NetBIOS name service, such as NET command-line utilities. 

If either of these issues describe your network, you must keep WINS active on your network to provide compatibility with legacy clients and programs. If not, you might proceed with decommissioning WINS servers used on your network.

For example, NetBIOS naming is still required for some BackOffice applications, such as client/server mail configurations that use Microsoft Exchange Server. For more information, search for the title "Microsoft applications that do not require NetBIOS" when using the Business Support Center located at the Microsoft Web site. To access this site, see Updated technical information.

When redesigning or preparing your network for eventual WINS decommissioning, you must first complete a full implementation of DNS as your primary naming service for all Windows-based computers installed and active on your network. For more information on planning and designing your DNS network, see Planning issues.

Once DNS is implemented, the process of decommissioning WINS follows this general sequence:

 1.
Reconfigure client computers not to use WINS. 


You must reconfigure your WINS clients to stop the registering and renewing of their names with the WINS servers you want to remove.


Clients are configured to use WINS based on their TCP/IP configuration. This is done in one of two ways:

·
For clients that are manually configured to use TCP/IP, remove IP addresses for either primary WINS or secondary WINS servers from configured TCP/IP properties for each network connection used by the client computer. 

·
For clients that are dynamically configured by a DHCP server for TCP/IP usage, reconfigure options at your DHCP server (including any server, scope, or client-configured options) to no longer provide distribution of option code 44 to clients. This option type is used to provide a list of WINS server IP addresses to clients. 


You can also reconfigure your WINS clients to disable NetBIOS over TCP/IP, though this step is not a required procedure for migrating from WINS to DNS. For more information, see Disabling NetBIOS over TCP/IP.

 2.
While reconfiguring clients, verify that DNS is configured and functioning for them. 


When reconfiguring WINS clients to stop registration of their names and use of WINS servers, verify that DNS is fully configured for all clients before removing WINS servers from your network.


Clients register in DNS on the basis of their being configured for TCP/IP. This reconfiguration is done in one of the two following ways:

·
For clients that are manually configured to use TCP/IP, add IP addresses for either Primary DNS or Secondary DNS servers in the configured TCP/IP properties for each network connection used by the client computer. 

·
For clients that are dynamically configured by a DHCP server to use TCP/IP, reconfigure options at your DHCP server (including any server, scope, or client-configured options) to provide distribution of option code 6 to clients. This option type provides a list of DNS server IP addresses to clients. 

 3.
Turn off WINS servers and remove them from your network.


After you reconfigure clients to use DNS and stop using WINS for name service, you can begin eliminating WINS servers. For more information, see To decommission a WINS server.

Notes

·
When removing a WINS server, it is important that, whenever possible, any records owned by the server are tombstoned at the server. You can use the Delete Owner command to select the local server from the list of owners and then select Replicate deletion to other servers (tombstone) to accomplish this within a single command operation at the WINS console. 

·
If owner or record deletion was performed at another WINS server, consider using the Block records for these owners feature in Replication Partner Properties to prevent the deleted owner or its records from replicating back to the non-owner server used to decommission another server. 

·
Even when WINS remains a requirement in your environment, many sites can still benefit from implementation of the DNS and DHCP capabilities provided by Windows 2000. 


For example, you can use DNS dynamic updates and DHCP-DNS integration for proxy update of host (A) and pointer (PTR) resource records registration for earlier non-dynamic clients. In many cases, this helps reduce NetBIOS and WINS traffic.

For more information, see Dynamic update or Using DNS servers with DHCP
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NetBIOS names reference

For all Microsoft operating systems that support and use NetBIOS names, the first 15 characters of a name can be specified by a user. However, the 16th character of the name (00-FF hex) always indicates a resource type.

This section contains additional information and examples of NetBIOS names used by Microsoft networking components.

NetBIOS name types: an overview

The following are the most common types of NetBIOS names that can be used in the WINS database. When creating static mappings, these general types are available for selected use.

Type
Description

Unique
Used to associate the computer specified by name in Computer name and a single IP address in IP address for this static mapped entry. When this type is selected, three types of records are statically added to the WINS database for the specified computer name. These are the [00h]WorkStation, [03h]Messenger and [20h] File Server types.

Group
Also referred to as a normal group. This type is used to add a static entry for the computer, specified by name in a static mapping, to a workgroup used on your network. If this type is used, the IP address for the computer is not stored in WINS, but is resolved through local subnet broadcasts.

Domain Name
Indicates a domain name [1C] mapped entry for locating Windows NT domain controllers. For more information, see Locating domain controllers using NetBIOS over TCP/IP (NetBT).

Internet Group
Used for special user-defined administrative groups. You can use this to group resources. For example, you can indicate a group of file or print servers for organizing shared resources that are visible when browsing your network places. Each Internet group is represented by a shared group name of [20h] type in the WINS database.

Multihomed
Used to register a unique name for a computer that has more than one IP address (either multiple adapters each using a single address or one network adapter configured with multiple IP addresses).

NetBIOS Unique Names

Format
Description

computer_name[00h]
Registered by the Workstation Service on the WINS client. In general, this name is called the NetBIOS computer name.

computer_name[03h]
Registered by the Messenger Service on the WINS client. This service is used by the client when sending and receiving messages. This name is usually appended to both the NetBIOS computer name for the WINS client computer and the name of the user currently logged on to that computer when sending messages on the network.

computer_name[06h]
Registered by the Routing and Remote Access service on the WINS client (when the service is started). 

domain_name[1Bh]
Registered by each Windows NT Server 4.0 domain controller running as the domain master browser. This name record is used to allow remote browsing of domains. When a WINS server is queried for this name, a WINS server returns the IP address of the computer that registered this name.

computer_name[1Fh]
Registered by the Network Dynamic Data Exchange (NetDDE) services. This appears only if the NetDDE services are started on the computer.

computer_name[20h]
Registered by the Server service on the WINS client. This service is used to provide points of service to the WINS client to provide sharing of its files on the network. 

computer_name[21h]
Registered by the RAS Client service on the WINS client (when the RAS Client is started).

computer_name[BEh]
Registered by the Network Monitoring Agent Service and appearing only if the service is started on the WINS client computer. If the computer name has fewer than 15 characters, the remaining character spaces are padded with plus (+) symbols.

computer_name[BFh] 
Registered by the Network Monitoring Utility (included with Microsoft Systems Management Server). If the computer name has fewer than 15 characters, the remaining character spaces are padded with plus (+) symbols. 

username[03h]
User names for currently logged-on users are registered in the WINS database. Each user name is registered by the Server service component so that users can receive any net send commands sent to the user name. If more than one user logs on with the same user name, only the first computer logged on with that name registers the name. 

NetBIOS Group Names

Format
Description

domain_name[00h]
Registered by the Workstation Service so that it can receive browser broadcasts from LAN Manager-based computers.

domain_name[1Ch]
Registered for use by the domain controllers within the domain. These contain up to 25 IP addresses. 

domain_name[1Dh]
Registered for use by master browsers, of which there is only one per subnet. Backup browsers use this name to communicate with the master browser, retrieving the list of available servers from the master browser. WINS servers always return a positive registration response for domain_name[1D], even though the WINS server does not register this name in its database. Therefore, when a WINS server is queried for the domain_name[1D], the WINS server returns a negative response, which forces the client to broadcast for name resolution.

group_name[1Eh] 
A normal group name. Any computers configured to be network browsers can broadcast to this name, and listen for broadcasts to this name, to elect a master browser. A statically mapped group name uses this name to register itself on the network. When a WINS server receives a name query for a name ending with [1E], the WINS server always returns the network broadcast address for the local network of the requesting client. The client can then use this address to broadcast to the group members. These broadcasts are for the local subnet and should not cross routers.

group_name[20h] 
A special group name called the Internet Group is registered with WINS servers to identify groups of computers for administrative purposes. For example, "printersg" could be a registered group name used to identify an administrative group of print servers.

--__MSBROWSE__[01h]
Registered by the master browser for each subnet. When a WINS server receives a name query for this name, the WINS server always returns the network broadcast address for local network of the requesting client.

Netshell commands for WINS

The NetShell commands for WINS offer a fully equivalent command-line tool for administering WINS servers that can be used as an alternative to console-based management. This is useful in the following situations:

·
When managing WINS servers in wide area networks (WANs), commands can be used in interactive mode at the NetShell command prompt to better manage over slow-speed network links. 

·
When managing a large number of WINS servers, commands can be used in batch mode to script and automate recurring administrative tasks that need to be performed for all WINS servers. 

The following tables list commands available at the NetShell command prompt (as distinguished from the Windows 2000 command prompt) to manage WINS servers. For more information on how to use NetShell commands provided for WINS, see Use WINS command-line tools.

For more information on NetShell, see The netsh command-line utility.

Command
Description

list
Lists all available WINS commands.

dump
Dumps WINS server configuration to command output.

add name
Registers a name to the server. For more information, type add name /?

add partner
Adds a replication partner to the server. For more information, type add partner /?

add pngserver
Adds a list of Persona Non Grata servers for the current server. For more information, type add pngserver /?

check database
Checks the consistency of the database. For more information, type check database /?

check name
Checks a list of name records against a set of WINS servers. For more information, type check name /?

check version
Checks the consistency of the version number. For more information, type check version /?

delete name
Deletes a registered name from the server database. For more information, type delete name /?

delete partner
Deletes a replication partner from the list of replication partners. For more information, type delete partner /?

delete records
Deletes or tombstones all or a set of records from the server. For more information, type delete records /?

delete owners
Deletes a list of owners and their records. For more information, type delete owners /?

delete pngserver
Deletes all or selected Persona Non Grata servers from the list. For more information, type delete pngserver /?

init backup
Initiates backup of the WINS database. For more information, type init backup /?

init import
Initiates import from an Lmhosts file. For more information, type init import /?

init pull
Initiates and sends a pull trigger to another WINS server. For more information, type init pull /?

init pullrange
Initiates and pulls a range of records from another WINS server. For more information, type init pullrange /?

init push
Initiates and sends a push trigger to another WINS server. For more information, type init push /?

init replicate
Initiates replication of the database with replication partners. For more information, type init replicate /?

init restore
Initiates restoring of the database from a file. For more information, type init restore /?

init scavenge
Initiates scavenging of the WINS database for the server. For more information, type init scavenge /?

init search
Initiates search on the WINS database for the server. For more information, type init search /?

reset statistics
Resets the server statistics. For more information, type reset statistics /?

set autopartnerconfig
Sets the automatic replication partner configuration information for the server. For more information, type set autopartnerconfig /?

set backuppath
Sets the backup parameters for the server. For more information, type set backuppath /?

set burstparam
Sets the burst handling parameters for the server. For more information, type set autopartnerconfig /?

set logparam
Sets the database and event logging options. For more information, type set logparam /?

set migrateflag
Sets the migration flag for the server. For more information, type set migrateflag /?

set namerecord
Sets Interval and Timeout values for the server. For more information, type set namerecord /?

set periodicdbchecking
Sets periodic database checking parameters for the server. For more information, type set periodicdbchecking /?

set pullpartnerconfig
Sets the configuration parameters for the specified pull partner. For more information, type set pullpartnerconfig /?

set pushpartnerconfig
Sets the configuration parameters for the specified push partner. For more information, type set pushpartnerconfig /?

set pullparam
Sets the default pull parameters for the server. For more information, type set pullparam /?

set pushparam
Sets the default push parameters for the server. For more information, type set pushparam /?

set replicateflag
Sets the replication flag for the server. For more information, type set replicateflag /?

set startversion
Sets the start version ID for the database. For more information, type set startversion /?

show browser
Displays all active domain master browser [1Bh] records. For more information, type show browser /?

show database
Displays the database and records for the specified server. For more information, type show database /?

show info
Displays configuration information. For more information, type show info /?

show name
Displays detailed information for a particular record in the server. For more information, type show name /?

show partner
Displays pull or push (or both) partners for the server. For more information, type show partner /?

show partnerproperties
Displays default partner configuration. For more information, type show partnerproperties /?

show pullpartnerconfig
Displays configuration information for a pull partner. For more information, type show pullpartnerconfig /?

show pushpartnerconfig
Displays configuration information for a push partner. For more information, type show pushpartnerconfig /?

show reccount
Displays number of records owned by a specific server. For more information, type show reccount /?

show recbyversion
Displays records owned by a specific server. For more information, type show recbyversion /?

show server
Displays the currently selected server. For more information, type show server /?

show statistics
Displays the statistics for the WINS server. For more information, type show statistics /?

show version
Displays the current version counter value for the WINS server. For more information, type show version /?

show versionmap
Displays the owner ID to Maximum Version Number mappings. For more information, type show versionmap /?

WINS RFCs

Requests for Comments (RFCs) are an evolving series of reports, proposals for protocols, and protocol standards used by the Internet community. Although TCP/IP standards are always published as RFCs, not all RFCs specify standards.

RFCs are authored by individuals who voluntarily write and submit a draft proposal for a new protocol or specification to the Internet Engineering Task Force (IETF) and other working groups. Submitted drafts are first reviewed by a technical expert, a task force, or an RFC editor, and then assigned a status.

Windows Internet Name Service (WINS) is based on the standard RFCs for designing and implementing NetBIOS over TCP/IP, and are published by the Internet Engineering Task Force (IETF) and other working groups. 

RFCs for WINS in Windows 2000

Following are the RFCs supported by WINS in Windows 2000.

RFC number
Title

1001
Protocol Standard For a NetBIOS Service on a TCP/UDP Transport: Concepts and Methods

1002
Protocol Standard For a NetBIOS Service on a TCP/UDP Transport: Detailed Specifications

Obtaining RFCs

from the Request for Comments Web site. This Web site is currently maintained by members of the Information Sciences Institute (ISI) who publish a classified listing of all RFCs. RFCs are classified as one of the following: approved Internet standards, proposed Internet standards (circulated in draft form for review), Internet best practices, or For Your Information (FYI) documents.

Note

·
Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here. 

·
RFCs 1001 and 1002 define a standard protocol to support NetBIOS services in a TCP/IP environment. These RFCs describe NetBIOS-over-TCP (NetBT) protocols in a general manner, emphasizing the underlying ideas and techniques used by all NetBT implementations.


WINS complies with these RFCs and provides an open and standards-based interoperability as a NetBIOS name service. However, because Windows 2000 has added enhancements beyond those specified in the RFCs, WINS servers are more accurately described as enhanced NetBIOS name servers.

WINS performance monitoring reference

For Windows 2000 Server, the WINS Server service includes a set of performance counters that can be used to monitor various types of server activity. To access these counters, you must use System Monitor. For more information, see Using System Monitor.

By default, after WINS is installed on Windows 2000 Server, the following WINS performance counters are available for use in monitoring server activity:

Name
Description

Queries/sec
The rate, in seconds, at which NetBIOS name queries are received by the WINS server. A large number indicates heavy WINS-related message traffic to the server.

Releases/sec
The rate, in seconds, at which NetBIOS release messages are received by the WINS server.

Successful Queries/sec
The rate, in seconds, at which NetBIOS name queries are successfully processed when received by the WINS server.

Successful Releases/sec
The rate, in seconds, at which NetBIOS release messages are successfully processed when received by the WINS server.

Total Number of Conflicts/sec
The rate, in seconds, at which all name conflicts are detected by WINS. This total is determined by averaging the sum of all unique and group name conflicts.

Total Number of Registrations/sec
The rate, in seconds, at which all name registrations are detected by WINS. This total is determined by averaging the sum of all unique and group name registrations.

Total Number of Renewals/sec
The rate, in seconds, at which all name renewals are detected by WINS. This total is determined by averaging the sum of all unique and group name renewals.

Unique Conflicts/sec
The rate, in seconds, at which unique name conflicts are detected by the WINS server. This total is determined by averaging conflicts for unique names only.

Unique Registrations/sec
The rate, in seconds, at which unique name registrations are detected by the WINS server. This total is determined by averaging registrations for unique names only.

Unique Renewals/sec
The rate, in seconds, at which unique name renewals are detected by the WINS server. This total is determined by averaging renewals for unique names only.

Note

·
Values for the following registry key can be used by a member of the local Administrators group: 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\WINS\Performance


By changing values stored at this registry path location, you can deny or modify permissions, determining who can view the System Monitor counters used for WINS on the server computer. Values under this key are used by the System Monitor dynamic-link library (Perfctrs.dll) to identify each counter described.

WINS updated technical information

Updated technical information for WINS can be obtained by searching technical articles available from the Personal Support Center at the Microsoft Web site. For more information, see Updated technical information.

You can also obtain additional in-depth information on WINS in the Windows 2000 Server Resource Kit. For more information, see Windows 2000 Resource Kit.
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Troubleshooting

·
Troubleshooting WINS clients 

·
Troubleshooting WINS servers 

·
Troubleshooting WINS databases 

·
Troubleshooting WINS replication 

Troubleshooting WINS clients

What problem are you having?

Name resolution failed at client computer.

Cause: The type of name resolution used is not appropriate. Determine whether WINS or DNS is being used for name resolution and if the name failure is occurring for a NetBIOS or fully qualified domain name (FQDN).

Solution: NetBIOS names are 15 characters or less and are typically used to provide named access to NetBIOS services based on a computer or group name, such as Messenger, Server, or Workstation. For example, the short NetBIOS name "PRINT-SRV1" might refer to a computer used for print and file sharing. It might also be known as by a full DNS computer name "print-srv1.example.microsoft.com" when referring to this same computer as a Windows 2000 shared or published printer resource.

For the DNS example name used above, Winsock-based host name resolution is used to associate an IP address to a named computer and further identify it in a system of domains, either on an intranet or the Internet. This is needed for an entirely different set of applications such as to access Web, SMTP mail, FTP, or LDAP servers.

The key point is that each of these name schemes, WINS or DNS, require name resolution for different names used in different applications, and for locating different types of network services. NetBIOS has its own set of applications that demand NetBIOS name resolution, the absence of which can cause network failures. These can be repaired or detected through an Lmhosts file used temporarily to troubleshoot or correct the name resolution failure.

DNS and FQDNs use Winsock-style host name resolution and are primarily used in Windows 2000 and for Active Directory and Internet use. For this type of name resolution, you can also repair or detect most problems through a Hosts file used temporarily to troubleshoot or correct the name resolution failure.

Verify the exact form of the name that has failed during resolution and determine whether the correct type of name resolution was involved.

See also: NetBIOS name resolution, Host name resolution, Lmhosts files.

Cause: The client could be using an application or version of Windows that requires the use of WINS to resolve names.

Solution: Not all Windows computers or applications require WINS or NetBIOS over TCP/IP (NetBT). For example, if the failed name resolution occurred as part of a URL entered in a Web browser or FTP program or as part of an address in an Internet e-mail program, the problem is more likely related to DNS. 

In a pure Windows 2000 environment, DNS can be used instead of WINS as a naming service. For a pure environment to exist, both the client and the resource server (the computer the client has targeted for locating by name) must be running Windows 2000. For other cases where either the client or resource server is running an earlier version of Windows or MS-DOS, a mixed environment exists.

In mixed environments, name resolution could fail when any clients need access to shared resources not published through Active Directory. For example, resources such as these could include legacy file and print servers, or domain controllers or member servers used to complete logon or browsing of Windows NT domains. Some examples of applications that a client might use and need WINS to assist in name resolution include My Network Places, the Map Network Drive feature in Windows Explorer, or the net command (Net.exe) and any of its supported options, such as net use or net view.

See also: When to use WINS.

Cause: The client computer may not be correctly configured, or may not be able to use WINS.

Solution: First, determine whether the client is configured or enabled to use both TCP/IP and WINS. Client configuration of WINS-related settings can be done in one of the two following ways:

a.
Manually, by an administrator setting the client TCP/IP configuration. 

b.
Dynamically, by a DHCP server providing the client with TCP/IP configuration. 

In most cases, computers running earlier versions of Microsoft operating systems are already able to use WINS once TCP/IP is installed and configured for the client. For Windows 2000, administrators can optionally disable NetBIOS over TCP/IP (NetBT) for each client. By disabling NetBT, WINS cannot be used at the client.

In addition, determine whether the client has a valid IP configuration. To check a client IP configuration, use the ipconfig /all command. You can use ipconfig /all|more as a way to slow or pause viewing of the output of this command for screen-by-screen review.

In the command output, verify that the client computer has the following configured for the network where it is connected:

·
a valid IP address 

·
a valid subnet mask 

·
a default gateway 

·
Primary and secondary WINS servers 

If the client does not have a valid configuration, you can either use the ipconfig /renew command to force the client to obtain a renewal of its IP configuration with the DHCP server or you can update the TCP/IP configuration for the client manually.

See also: To configure WINS for non-DHCP clients, To configure WINS for DHCP-enabled clients.

Cause: The client may not have basic connectivity with its configured WINS servers.

Solution: To verify whether a client has basic TCP/IP access to the WINS server, first try pinging the WINS server by its IP address.

For example, if the client uses a primary WINS server of 10.0.0.1, type ping 10.0.0.1 at the command prompt on the client computer. If you are not sure what the IP address is for the WINS server, you can usually learn it by repeating the previous command, using ipconfig /all|more if necessary to pause the displayed command output so you can read the WINS server information.

If the WINS server responds to a direct ping of its IP address, try using the nbtstat -RR command at both the client and also at the resource server that the client is attempting to locate by name. This command forces the WINS client services on each computer to send name release and refresh requests to the WINS server and re-register their names.

If the WINS server does not respond to direct pinging of its IP address, this indicates that the source of the problem more likely stems from network connectivity issues between the client and WINS server. If this is the case, follow basic TCP/IP network troubleshooting steps to fix the problem.

See also: To verify WINS registration of client NetBIOS names; Troubleshooting.

Cause: The primary or secondary WINS server may not be able to service the client.

Solution: At the primary or secondary WINS server for the client, use either Event Viewer or the WINS console to see if WINS is started and currently running. If WINS is running on the server, search for the name previously requested by the client to see if it is in the WINS server database. If the name does not appear in the server database, check whether replication is configured correctly and operational between your WINS servers.

See also: View Event Logs, To search for names that begin with a specified set of characters, Troubleshooting WINS replication.

Clients do not use load balancing when connecting to a multihomed server.

Cause: The WINS server providing name resolution for the multihomed server name to network clients is running an earlier version of Windows NT Server that has not been updated.

For all versions of Windows that support NetBIOS over TCP/IP (NetBT), network clients configured to use WINS attempt to resolve any NetBIOS-based name for a computer to its IP address or addresses. To perform this resolution, clients query the WINS server for the address of the multihomed server and receive a list of addresses that are always in the same order. NetBT then takes and sorts the list, arranging multiple IP addresses according to the following three categories:

·
Any IP addresses located on the same subnet as the client are given first priority in the list. 

·
Next, IP addresses located within the same network class are listed. 

·
Finally, any remaining addresses are listed. 

Then, NetBT starts at the top of this list and pings the first address to make sure it is valid. If it gets a reply, it uses the address. If there is no reply, it goes on to the next address.

The problem is that for earlier versions of WINS, within these three categories, the order of addresses is left unchanged from the list provided by the WINS server. This means that, as long as the first address in the list is online, it will be the one that is always used by every WINS client. This does not provide load balancing or 'round-robin' rotation, as DNS servers can perform when more than one name-to-address mapping is available.

Solution: Upgrade WINS servers to Windows 2000 Server or update those running earlier versions of Windows NT Server to the most current Service Pack.

Clients appear to be affected by another problem not described above.

Cause: My problem is not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. If necessary, you can obtain information and instructions that pertain to your current problem or issue.

If you have connection to the Internet, you can obtain the latest updates for Windows 2000 Server at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for WINS, such as the Windows Internet Name Service (WINS) Troubleshooter.

See also: WINS updated technical information, WINS, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

Troubleshooting WINS servers

What problem are you having?

The server cannot resolve names for clients.

Cause: Configuration details might be incorrect or missing.

Solution: To help prevent the most common types of problems, review WINS best practices for deploying and managing your WINS servers. Most WINS-related problems start as failed queries at a client, so it is best to start there.

See also: Best practices; Troubleshooting WINS clients.

Cause: The WINS server might not be able to service the client.

Solution: At the primary or secondary WINS server for the client that cannot locate a name, use Event Viewer or the WINS console to see if WINS is started and currently running. If WINS is running on the server, search for the name previously requested by the client to see if it is in the WINS server database.

See also: To search for names that begin with a specified set of characters.

Cause: WINS server is failing or registering database corruption errors.

Solution: Use WINS database recovery techniques to help restore WINS operations.

See also: Troubleshooting WINS databases.

Cause: The name does not appear in the server database.

Solution: Check whether replication is configured correctly and is operational between your WINS servers.

See also: Troubleshooting WINS replication.

Cause: The WINS server answering clients might be returning stale or incorrect information to clients. The WINS server might be affected by a static mapping blocking the dynamic registration of a valid name-to-address mapping for the computer hosting the service or resource in question.

Solution: In general, static mappings are not recommended for clients that can dynamically use WINS to update their name and address information. If the information returned to a client during name resolution is incorrect or stale, check to see if the name entry in the WINS server database was entered statically. If the name was entered using a static type entry, you can choose from the following options to update WINS:

·
Enable Migrate (Overwrite unique static record with dynamic record) in Replication Partners Properties. 

·
Edit the static mapping to update the mapped address information. 

·
Delete the static entry from WINS. 

See also: To enable static mappings to be overwritten during replication; To edit a static mapping entry; To delete or tombstone an entry in the WINS database.

Cause: Replication might not be occurring between all WINS servers.

Solution: In some WINS designs, the use of one-way replication partnerships, such as push-only or pull-only partners, can create situations where WINS names data is not regularly replicated to all network servers.

See also: Troubleshooting WINS replication.

The server intermittently loses its ability to resolve names.

Cause: There might be a split registration problem, where the WINS server is registering its names in WINS at two servers on the network. This is possible when the WINS server settings configured in TCP/IP properties at the server computer are pointing to IP address of remote WINS servers and are not configured to use the IP address of the local WINS server.

Solution: Re-configure client TCP/IP properties at the WINS server to have its primary and secondary WINS servers point to the IP address of the local server computer.

See also: To configure TCP/IP to use WINS, Best practices.

The server appears to be affected by another problem not described above.

Cause: My problem is not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. If necessary, you can obtain information and instructions that pertain to your current problem or issue.

If you have connection to the Internet, you can obtain the latest updates for Windows 2000 Server at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for WINS, such as the Windows Internet Name Service (WINS) Troubleshooter.

See also: WINS updated technical information, WINS, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

Troubleshooting WINS databases

What problem are you having?

WINS backups are failing consistently.

Cause: The specified WINS backup directory might be a remote drive.

Solution: Make sure that the path for the WINS backup directory is on a local disk on the WINS server. WINS cannot back up its database files to a remote drive.

See also: To modify backup settings.

My WINS database might be corrupt.

Cause: The WINS database might need to be deleted, either fully or partially, so its contents can be replaced from another WINS server to restore consistency and data integrity between WINS servers on your network.

Solution: Depending upon the extent of the corruption, and whether the corrupted records are at an owner or replica WINS server, you can rebuild the local WINS database through replication with another WINS server.

To remove corrupted data at a replica (non-owner) server, use the Delete Owner command option in the WINS console. When using this feature, you can delete the owner and any of its associated records in question from local WINS data.

For an owner WINS server, you can restore data integrity by starting WINS with a fresh database and then initiating replication with a configured replication partner. At the local WINS server that has ownership of corrupted records, perform the following steps:

 1.
Stop WINS. 

 2.
Delete all current WINS database files. 


These files are located at the path currently set in Database path on the Advanced tab in WINS server Properties for the local WINS server.

 3.
Restart WINS. 

When WINS is started with a blank database, it will replicate back all records (including those for which it is the registered owner) that are contained in data stored at other servers. This is because it starts with a fresh version ID that is lower than the highest version ID in use for data at any of the other WINS servers on your network.

WINS servers use record version IDs to keep track of which records are new and which need to be replicated to other WINS servers. Every record in a WINS database has an owner associated with it. This owner is generally the server with which the WINS client originally registered.

Normally, the owner (in this case, the local WINS server) does not receive its own records from its replication partners. For this reason, if records are lost from the local WINS database, it can typically be difficult to replace these records, even if they exist at other partners. In this solution, this difficulty is solved because records that exist on other WINS servers are certain to have higher version IDs than the local server after you delete the local database and restart WINS.

On a WINS network with many records, two registry entries affect the ability of WINS to perform local database replacement as described in earlier steps. The first value, InitTimeReplication, keeps the server from accepting queries or registrations until the database is reconstructed. The second, InitTimePause, causes WINS to pause while the replication takes place. The location and configurable settings for these keys are discussed more in the following tables.

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer.

InitTimeReplication

Location:
HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\WINS\Partners

Type:
REG_DWORD

Default:
1

Values:
1 = The WINS server pulls replicas of new WINS database entries from its partners when the system is initialized or when a replication-related parameter changes. 0 = Replication occurs only as often as specified in the value of TimeInterval.

InitTimePause

Location:
HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\WINS\Parameters

Type:
REG_DWORD

Default:
0

Values:
0 = WINS does not start in paused state. 1 = WINS starts in paused state.The value set determines whether WINS starts in a paused state and remains in that state until its first replication is completed. In the paused state, WINS does not accept any name registrations, releases, or queries. WINS remains in the paused state until it has replicated with its partners or until its first replication attempt has failed.If the value of InitTimePause is set to 1, then InitTimeReplication (in the Pull partners subkey) should either be set to 1 or deleted from the registry.

Additional information about these and other WINS server registry parameters is available in the Windows 2000 Server Resource Kit.

See also: To delete an owner from the WINS database, To start or stop a WINS server, To set the WINS database path, Windows 2000 Resource Kit.

I am still having WINS database problems, different from the ones that are described above.

Cause: My WINS database problem was not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. If necessary, you can obtain information and instructions that pertain to your current problem or issue.

If you have connection to the Internet, you can obtain the latest updates for Windows 2000 Server at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for WINS, such as the Windows Internet Name Service (WINS) Troubleshooter.

See also: WINS updated technical information, WINS, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

Troubleshooting WINS replication

What problem are you having?

I can't locate the source of "duplicate name" error messages.

Cause: You might need to manually remove static records, or enable static mappings to be overwritten during replication.

Solution: If the duplicate name exists already as a static mapping, you can tombstone or delete the entry. If possible, this should be done at the WINS server that owns the static mapping for the duplicate name record. As a preventive measure, in cases where a static mapping needs to be replaced and updated by a dynamic mapping, you can also enable Overwrite unique static mappings at this server (migrate on) in Replication Partners Properties.

See also: To delete or tombstone an entry in the WINS database, To enable static mappings to be overwritten during replication.

I need to locate the source of "network path not found" error messages on a WINS client.

Cause: The network path might contain the name of a server computer configured as a p-node, m-node, or h-node and its IP address is different from the one in the WINS database. In this case, the IP address for this computer might have changed recently and the new address has not yet replicated to the local server.

Solution: Check the WINS database for the name and IP address mapping information. If they are not current, you can start replication at the WINS server that owns the name record requiring an update at other servers.

See also: Manage replication.

Cause: If the computer name is configured as b-node, its name might be missing in the WINS database.

Solution: Check the WINS database for the name. If the name is not present in WINS and clients on other subnets need to locate the b-node computer by name, you can add a static mapping in WINS for the computer name and IP address.

See also: Manage static mappings.

The WINS server cannot pull or push replications to another WINS server.

Cause: If the other WINS server is located across a router, there might be a failed router or other network problem.

Solution: Check for network connectivity to the server. Ping the other WINS server and troubleshoot any network or TCP/IP-related problems.

See also: Troubleshooting

Cause: If the other WINS server is located on the same network or can be successfully pinged, the server might not be configured correctly as either a push or pull partner of the other server.

For example, suppose the two WINS servers are called WINS-A and WINS-B. If WINS-A needs to perform pull replications with WINS-B, make sure it is a push partner of WINS-B. Likewise, if WINS-A should push replications to WINS-B, it should be a pull partner of WINS-B.

Solution: Determine the current configuration of replication partners between the servers. If partnerships are missing at either server, add the missing partner IP addresses as needed for the appropriate server. If needed, you can also change the replication partner type, such as from either Pull only or Push only, to Push/Pull.

See also: Configure replication, Change a replication partner type.

I am having intermittent problems with WINS not replicating between servers on my network.

Cause: The replication pattern in use on your network might not be correct or appropriate to use.

Solution: In general, deployments of more than 20 WINS servers are strongly discouraged. Also, for best results and simpler administration, follow a hub-and-spoke replication topology when designing your replicated WINS network that utilizes push/pull partnerships between each WINS hub server and its member spoke servers.

If a single hub-and-spoke exceeds the recommended total of 20 WINS servers for a single enterprise, you should contact Microsoft Consulting Services or Microsoft Product Support Services about how to better revise or reduce your current WINS installation. For larger or enterprise installations, multiple hub-and-spoke designs are acceptable to use.

In rare cases, the limited use of push-only and pull-only partner relationships might be needed. You should, however, carefully review added WINS administration issues when these configurations are deployed. At a minimum, establish reliable support procedures for occasions when you might need to manually trigger replication between WINS servers configured to operate using these types of limited replication partnering.

Cause: The version ID might not be incrementing for WINS entries when replicating on all servers.

Solution: The version ID is incremented in the WINS database by each server that owns and registers a name record. This identifier is a hexadecimal value stored with each name record in the database and is used for version tracking when the record is replicated to other servers.

Version IDs are only incremented for certain types of record changes. For example, a typical refresh of a name in WINS does not increment the version ID, but other changes, such as an updated IP address, can cause the version ID to increment in most cases.

When the version ID is not consistently incrementing for a name record at all servers in the replicated WINS network, you can use either the WINS console or command-line options to administratively increase the starting version count for the server and correct the problem.

See also: To increase the starting version count, Best practices.

I still have a problem with WINS replication not described above.

Cause: My problem is not described above.

Solution: Search the Microsoft Web site for updated technical information that might relate to the problem you have observed. If necessary, you can obtain information and instructions that pertain to your current problem or issue there.

If you have connection to the Internet, you can obtain the latest updates for Windows 2000 Server at the Microsoft Web site (http://www.microsoft.com/).

For obtaining the latest Service Pack updates for Windows NT Server, see the Microsoft Web site (http://www.microsoft.com/).

Familiarize yourself with other useful documentation and resources for WINS, such as the Windows Internet Name Service (WINS) Troubleshooter.

See also: WINS updated technical information, WINS, Windows 2000 Resource Kit, Microsoft Web site (http://www.microsoft.com/).

Internet Authentication Service

Internet Authentication Service (IAS) is a RADIUS server. IAS enables you to centrally manage user authentication, authorization, and accounting, and you can use it to authenticate users in databases on your Windows NT 4.0 or Windows 2000 domain controller. It supports a variety of network access servers (NAS), including Routing and Remote Access. For more detailed information, see Features of IAS.

·
Checklists 

·
Best practices 

·
How to 

·
Concepts 

·
Troubleshooting

Checklists

·
Checklist: Configuring IAS for dial-up and VPN access 

·
Checklist: Configuring IAS to outsource dial-up access 

Checklist: Configuring IAS for dial-up and VPN access


Step
Reference

q
Review key concepts.
Concepts

q
Establish an authentication and accounting plan.
Best practices

q
Install IAS on the servers to be used for primary and backup IAS servers.
Install IAS

q
Configure the properties of the primary IAS server, including how realms are handled, the ports to be used, and how event logging is to be handled.
Configure IAS properties

q
Add the network access servers (NASs) and, if applicable, the Point-to-Point Tunneling Protocol (PPTP) servers as clients on the primary IAS server.
Configure clients

q
Set up the remote access policies for the primary IAS server, including the authentication methods to be used.
Configure remote access policies; Authentication methods

q
Configure logging methods for user authentication and accounting requests.
Configure logging for user authentication and accounting

q
Copy the IAS configuration from the primary IAS server to the backup IAS server.
Copy the IAS configuration to another server

q
Register the primary and backup IAS servers in Active Directory as members of the RAS and IAS Servers group.
Enable the IAS server to read user objects in Active Directory

q
Verify the configuration of RADIUS accounting and authentication on the NASs and, if applicable, PPTP servers, ensuring that IAS is configured on all NASs as the authenticator and accounting provider and that the authentication methods specified on the NASs match those configured on the IAS servers.
To use RADIUS authentication;Remote access; Manufacturer's documentation

q
Verify that the NASs are properly configured for dial-up and, if applicable, VPN connections.
Routing and Remote Access; Manufacturer's documentation

Note   For more information on how to deploy IAS with Routing and Remote Access, see the Dial-up corporate access deployment scenario. 

Checklist: Configuring IAS to outsource dial-up access


Step
Reference

q
Review key concepts.
Concepts

q
Establish an authentication and accounting plan.
Best practices

q
Make sure the firewall is appropriately set up to support IAS.
IAS and firewalls

q
Install IAS on the servers to be used for primary and backup IAS servers.
Install IAS

q
Configure the properties of the primary IAS server, including how realms and event logging are handled and the ports to be used.
Configure IAS properties

q
Add the Internet service provider's (ISP's) RADIUS proxy servers and the Point-to-Point Tunneling Protocol (PPTP) servers as clients on the primary IAS server.
Configure clients; Contact ISP

q
Set up the remote access policies for the primary IAS server, including the authentication methods to be used.
Configure remote access policies; Authentication methods

q
Configure logging methods for user authentication and accounting requests.
Configure logging for user authentication and accounting;

q
Copy the IAS configuration from the primary IAS server to the backup and remote IAS servers.
Copy the IAS configuration to another server

q
Register the primary and backup IAS servers in Active Directory as members of the RAS and IAS Servers group.
Enable the IAS server to read user objects in Active Directory

q
Verify the configuration of RADIUS accounting and authentication on the PPTP servers, ensuring that IAS is configured on all PPTP servers as the authenticator and accounting provider and that the authentication methods specified on the PPTP servers match those configured on the IAS servers.
To use RADIUS authentication;Remote Access; Manufacturer's documentation

q
Verify that the PPTP servers are properly configured for VPN connections.
Virtual private networks; Routing and Remote Access or other Manufacturer's documentation

q
Verify the RADIUS proxy server configuration at each ISP.
Contact ISP

q
Verify that Connection Manager service profiles have been appropriately configured to support access to the corporate network, and that they work correctly (with Connection Point Services support, as appropriate).
Connection Manager Administration Kit

Note   For information on how to deploy IAS in environment using outsourced dial-up access, see the Outsourced corporate access through service providers deployment scenario. 

Best practices

The following items are recommended for your IAS system.

Installation suggestions

·
Install and test each of your network access servers(through local use) before making them RADIUS clients. 

·
After you install and configure IAS, back up the IAS database file Ias.mdb before you run IAS for the first time. The Ias.mdb file is stored in the systemroot\System32\ias folder, where systemroot is the folder in which Windows 2000 system files are located, typically C:\Winnt. 

Important   You should back up the IAS database whenever there's a change to your IAS configuration. If you do not back up the database and then you inadvertently delete one file in the IAS folder or your system experiences a system-wide corruption, you can lose all of your configuration data. 

Security measures

Your IAS server handles private data communications for your organization. This type of information is a popular target for "hacking," so you must make sure the data is safe from unwanted internal and external influences. The following safety measures are essential:

·
Install IAS on a computer dedicated solely as a Remote Authentication Dial-In User Service (RADIUS) server, to eliminate the possibility of unauthorized users gaining access to the system. 

·
The IAS computer should also be physically secured. To avoid tampering, install a key switch on the power switch and restrict physical access to the computer. 

·
You should protect your IAS server with a firewall. When you configure your firewall, make sure that the ports you are using for RADIUS authentication and accounting are open and allow UDP packet transmission. 

·
Use long shared secrets. The longer the secret, the more secure it will be. 

·
Turn on the account lockout feature. For more information, see Account lockout. 

·
You can also set up your network access servers to try to negotiate a connection using the most secure protocol first, and then the next less secure, and so on to the least secure. For example, a NAS might try to negotiate a connection using EAP, then MS-CHAP, and then finally CHAP. 

·
Disable all authentication protocols that your users will not be using. 

Important   Microsoft strongly recommends that you do not use PAP or LAN Manager protocols for authentication, unless you absolutely have to support clients running legacy software and there is absolutely no way your users can authenticate with other protocols. 

Logging

To make the most effective use of IAS logging capabilities:

·
Initially, turn on logging of both authentication and accounting records. Modify these selections after you have determined what is appropriate for your environment. 

·
Ensure that event logging is configured with sufficient capacity to maintain your logs. The default is 512KB and, depending on your configuration, should be at least double this size. 

·
Back up all log files on a regular basis, as logs cannot be recreated if they are damaged or deleted. 

·
Use the class attribute to track usage and simplify identification of which department or user to charge for usage. Although the class attribute is unique for each request, duplicate records may exist in cases where a response to the NAS is lost and the NAS re-sends the request. Depending on how you implement your tracking process, you may need to delete the duplicate requests from your logs to accurately track usage. 

Performance-tuning IAS for use in large organizations

·
IAS uses the global catalog in Windows 2000 domains to authenticate users. To minimize latency, install IAS on a server near your global catalog server. For more information on global catalog servers, see Global catalog. 

·
If you are using remote access policies to restrict access for all but certain groups, create a Universal Group for all the users to whom you want to allow access, and create a remote access policy that grants access for that universal group. Do not put all your users directly in the Universal Group, especially if you have a large number of users on your network. Create groups within the Universal Group, and add the users in those groups. For more information on universal groups, see Universal, global, and domain local groups. For more information on restricting or granting access to a Windows 2000 group, see Allow connection through group membership. 

·
Use a user principal name to refer to users whenever possible. A user can have the same user principal name regardless of what domain the user belongs to. This indirection provides scalability that may be required in organizations with large number of domains. 

·
If the IAS server is receiving a very large number of authentication requests per second, you can improve throughput by increasing the number of concurrent authentication calls in progress at one time between the IAS server and the domain controller. 


To do this, edit the following registry key: HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Netlogon\Parameters. Add a new value called MaxConcurrentApi and assign it a value between 2 and 5. For more information on adding values to registry keys, see Add a value.

Important   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

Notes

·
If you assign too high a value to MaxConcurrentAPI, your IAS server could place an excessive load on your domain controller. 

·
If you have a computer running Windows 2000 Advanced Server, you can use the Network Load Balancing component (previously known as WLBS) of Windows 2000 Advanced Server to distribute incoming access requests among multiple IAS servers. This helps them perform better when traffic is high. 

How to...

·
Install IAS 

·
Copy the IAS configuration to another server 

·
Enable reversibly encrypted passwords in a domain 

·
Enable the IAS server to read user objects in Active Directory 

·
Start or stop IAS 

·
Configure IAS properties 

·
Configure clients 

·
Configure remote access policies 

·
Configure logging for user authentication and accounting

To install IAS

 1.
Insert the Windows 2000 Server compact disc and start the Setup program. 

 2.
Click Install Add-On Components, and then click Add/Remove Windows Components. 

 3.
In Components, click Networking Services (but do not select or clear its check box), and then click Details. 

 4.
Select the Internet Authentication Service check box, and then click OK. 

 5.
Click Next. 

To copy the IAS configuration to another server

 1.
At a command prompt, type netsh aaaa show config <path>\file.txt. This stores the configuration settings, including registry settings, in a text file. The path can be relative, absolute, or a UNC path. 

 2.
Copy the file you created to the destination computer, and at a command prompt on the destination computer, type netsh exec <path>\file.txt. A message appears indicating whether the update was successful. 

Notes

·
You do not need to stop IAS on the destination computer to run the netsh exec command. When the command is run, IAS is automatically refreshed with the updated configuration settings. 

·
This procedure will not work if the source and destination computer are running different versions of Windows 2000. 

·
This procedure replicates all IAS, remote access policy, registry, and logging configuration. 

To enable reversibly encrypted passwords in a domain

 1.
Open Active Directory Users and Computers. 

 2.
In the console tree, double-click Active Directory Users and Computers, right-click the domain name, and then click Properties. 

 3.
On the Group Policy tab, click Default Domain Policy, and then click Edit. 

 4.
In the console tree, click Password Policy. Where?


L Computer Configuration 

   L Windows Settings 

      L Security Settings 

         L Account Policies 

            L Password Policy 

 5.
In the details pane, double-click Store password using reversible encryption for all users in the domain. 

 6.
Click Enabled, and then click OK. 

Notes

·
To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

·
To open Group Policy on a stand-alone computer that is not a member of a domain, click Start, click Run, type gpedit.msc, and then click OK. 

To enable the IAS server to read user objects in Active Directory

 1.
Log on to the IAS server with an account that has domain administrator credentials. 

 2.
Open Internet Authentication Service. 

 3.
Right-click Internet Authentication Service, and then click Register Service in Active Directory. When the Register Internet Authentication Service in Active Directory dialog box appears, click OK. 

Notes

·
To open IAS, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
This procedure only adds the IAS server to the default domain. To add the IAS server to other domains, you must add the servers manually. To do this: 

 1.
Log on the server using domain administrator credentials. 

 2.
Click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

 3.
In the console tree, select Users. 

 4.
In the details pane, right-click RAS and IAS Servers, and then click Properties. 

 5.
In the RAS and IAS Servers Properties dialog box, on the Members tab, add each of the IAS servers. 

·
After you register the service in Active Directory, it is a good idea to verify the security settings.

To start or stop IAS

 1.
Open Internet Authentication Service. 

 2.
In the console tree, right-click Internet Authentication Service, and then click Start Service. 


Or, to stop the service, click Stop Service.

Note   To open IAS, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

Configure IAS properties

·
Configure IAS port information 

·
Configure realm replacement in IAS 

·
Configure event logging for IAS 

To configure IAS port information

 1.
Open Internet Authentication Service. 

 2.
Right-click Internet Authentication Service, and then click Properties. 

 3.
Click the RADIUS tab, and then examine the settings for ports. If your RADIUS authentication and RADIUS accounting UDP ports differ from the default values provided (1812,1645 for authentication and 1813,1646 for accounting), in Authentication and Accounting, type your port settings. 


To use multiple port settings for authentication or accounting requests, separate the ports by using commas. 

Notes

·
To open IAS, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
To configure a remote IAS server, you must have administrative privileges on the remote server. 

·
The values of 1812 for authentication and 1813 for accounting are the RADIUS standards at this time. However, many network access servers use port 1645 for authentication requests and 1646 for accounting requests by default. Whichever port you choose to use, make sure that IAS and your NAS are configured to use the same port. 

To configure realm replacement in IAS

 1.
Open Internet Authentication Service. 

 2.
Right-click Internet Authentication Service, and then click Properties. 

 3.
Click the Realms tab. 

 4.
To change realm information, do one of the following: 

·
To remove a realm substitution from the list on the Realms tab, click the substitution and then click Remove. 

·
To change a realm substitution in the list on the Realms tab, click the substitution, click Edit, and then make the changes you want. 

·
To add a realm to the list, click Add; in Find, type the pattern you want to replace (including any separator characters), and then, in Replace, type the string you want to replace it with. 

·
To delete the realm from the user name, leave Replace blank. 

Notes

·
To open IAS, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
IAS will execute each realm replacement rule, so make sure the realm substitutions are in the proper order. For example, if someone logs on using the user name someone@electronic and the first rule calls for the realm @electronic to be replaced with @electronic.co.uk, and the second rule calls for the realm @electronic.co.uk to be replaced with @electronic.com, IAS will forward the authentication request as someone@electronic.com. 

·
The original string in the realm name must not be blank. The replacement string can be blank. Both strings can contain any printable character. 

To configure event logging for IAS

 1.
Open Internet Authentication Service. 

 2.
Right-click Internet Authentication Service (IAS), and then click Properties. 

 3.
On the Service tab, select each option that is appropriate, and then click OK. 

Notes

·
To open IAS, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
Selecting Log successful authentication requests can result in extremely large amounts of data being logged. Before selecting this option, verify that the Event Viewer is configured with a maximum log size that will accommodate this type of event logging. 

Configure clients

·
Register RADIUS clients 

To register RADIUS clients

 1.
Open Internet Authentication Service. 

 2.
Right-click Clients, and then click New Client. 

 3.
In Friendly name, type a descriptive name. 

 4.
In Protocol, click RADIUS, and then click Next. 

 5.
In Client address (IP or DNS), type the DNS or IP address for the client. If you are using a DNS name, click Verify. In the Resolve DNS Name dialog box, click Resolve, and then select the IP address you want to associate with that name from Search Results. 

 6.
If the client is a NAS and you are planning to use NAS-specific remote access policies for configuration purposes (for example, a remote access policy that contains vendor-specific attributes), click Client Vendor, and select the manufacturer's name. If you do not know the manufacturer or it is not in the list, click RADIUS Standard. 

 7.
In Shared secret, type the shared secret for the client, and then type it again in Confirm shared secret. 

 8.
If your NAS supports using digital signatures for verification (with PAP, CHAP, or MS-CHAP), click Client must always send the signature attribute in the request. If the NAS does not support digital signatures for PAP, CHAP, or MS-CHAP, do not click this option. 

Notes

·
To open IAS, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
If IAS receives an access request from a RADIUS proxy server, IAS cannot detect the manufacturer of the NAS that originated the request. This can cause problems if you plan to use authorization conditions based on the client vendor and have at least one client defined as a RADIUS proxy server. 

·
Passwords (shared secrets) are case-sensitive. Be sure that the client's shared secret and the shared secret you enter in this field are identical to each other and conform with the password rules. 

·
If the client address cannot be resolved when you click Verify, make sure the DNS name you entered is correct. 

·
The friendly name that you provide for your RADIUS clients can be used in remote access policies to restrict access. 

Configure remote access policies

·
Add a remote access policy 

·
Configure a remote access policy to grant or deny access 

·
Configure a condition of a remote access policy 

·
Configure a profile for a remote access policy 

·
Change the policy evaluation order 

·
Rename a remote access policy 

·
Delete a remote access policy 

To add a remote access policy

 1.
Do one of the following: 

·
Open Routing and Remote Access and, if necessary, double-click Routing and Remote Access and the server name. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, right-click Remote Access Policies, and then click New Remote Access Policy. 

 3.
In the policy Properties dialog box, under Policy friendly name, type the name of the policy. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

To configure a remote access policy to grant or deny access

 1.
Do one of the following: 

·
Open Routing and Remote Access and, if necessary, double-click Routing and Remote Access and the server name. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the policy you want to configure, and then click Properties. 

 4.
Under If a user matches the conditions: 

·
To grant dial-up permission to these users, click Grant remote access permission. 

·
To deny dial-up permission to these users, click Deny remote access permission. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
The setting of Remote Access Permission on the user object will override this setting if set to either Grant remote access permission or Deny remote access permission. 

To configure a condition of a remote access policy

 1.
Do one of the following: 

·
Open Routing and Remote Access, double-click Routing and Remote Access, and then double-click the server name to expand the console tree. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the policy you want to configure, and then click Properties. 

 4.
To configure a new condition, click Add, and then do the following: 

·
In the Select Attribute dialog box, click the attribute to add, and then click OK. 

·
In the attribute dialog box, configure the attribute, and then click OK. 

 5.
To change the configuration of an existing condition: 

·
Click the condition, and then click Edit. 

·
In the attribute dialog box, specify the settings you want, and then click OK. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

Configure a profile for a remote access policy

·
Configure dial-in constraints 

·
Configure IP options 

·
Configure multilink options 

·
Configure authentication 

·
Configure encryption 

·
Configure attributes for a profile 

To configure dial-in constraints

 1.
Do one of the following: 

·
Open Routing and Remote Access, double-click Routing and Remote Access, and then double-click the server name to expand the console tree. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the remote access policy you want to configure, and then click Properties. 

 4.
Click Edit Profile. 

 5.
On the Dial-in Constraints tab, specify settings, as needed. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
Dial-in constraints should work with most network access servers, but some network access servers may not support RADIUS attributes necessary to enable dial-in constraints. For more information, see your NAS documentation. 

To configure IP options

 1.
Do one of the following: 

·
Open Routing and Remote Access and, if necessary, double-click Routing and Remote Access and the server name. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the remote access policy you want to configure, and then click Properties. 

 4.
Click Edit Profile. 

 5.
On the IP tab, specify settings, as needed. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

To configure multilink options

 1.
Do one of the following: 

·
Open Routing and Remote Access and, if necessary, double-click Routing and Remote Access and the server name. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the remote access policy you want to configure, and then click Properties. 

 4.
Click Edit Profile. 

 5.
On the Multilink tab, specify settings, as needed. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

To configure authentication

 1.
Do one of the following: 

·
Open Routing and Remote Access and, if necessary, double-click Routing and Remote Access and the server name. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the policy you want to configure, and then click Properties. 

 4.
Click Edit Profile. 

 5.
On the Authentication tab, specify settings, as needed. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

To configure encryption

 1.
Do one of the following: 

·
Open Routing and Remote Access and, if necessary, double-click Routing and Remote Access and the server name. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the remote access policy you want to configure, and then click Properties. 

 4.
Click Edit Profile. 

 5.
On the Encryption tab, specify settings, as needed. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

Configure attributes for a profile

·
Add RADIUS attributes to a remote access policy 

·
Configure vendor-specific attributes for a remote access policy 

To add RADIUS attributes to a remote access policy

 1.
In IAS, click Remote Access Policies. 

 2.
Right-click the policy for which you want to configure a RADIUS attribute, and then click Properties. 

 3.
Click Edit Profile, click the Advanced tab, and then click Add. 

 4.
In the list of available RADIUS attributes, double-click the attribute you want to add to the profile. If the Multivalued Attribute Information dialog box appears, click Add. 

 5.
In Attribute value, supply the value as indicated in the following table, and then click OK. If you need to add another value to the attribute, click Add again, and then configure the attribute. 

If the attribute format is
In Attribute value
Attributes in this format include

Integer
Type the value specified in your NAS documentation.
Acct-Interim-Interval.

Enumerator
Select the value from the list. 
Framed-Protocol.

InetAddr
Type the IP address to be specified in the attribute.
Framed-IP-Netmask.

Octet String
Type the string or the hexadecimal value you need to provide.
Tunnel-Password.

String
Type the string you need to provide.
Reply-Message.

To configure vendor-specific attributes for a remote access policy

 1.
Open Internet Authentication Service. 

 2.
In IAS, click Remote Access Policies. 

 3.
Right-click the policy for which you want to configure a vendor-specific attribute (VSA), and then click Properties. 

 4.
Click Edit Profile, click the Advanced tab, and then click Add. 

 5.
Look at the list to see whether your vendor-specific attribute is already in the list of available RADIUS attributes. If it is, double-click it, and then configure it as specified in your NAS documentation. If the vendor-specific attribute is not in the list of available RADIUS attributes: 

 1.
Double-click Vendor-Specific, and then click Add. 

 2.
Specify the vendor for your network access server. 


To specify the NAS vendor by selecting the name from the list, click Select from list, and then select the vendor of the NAS for which you are configuring the VSA. If you are using Routing and Remote Access as your NAS, click Microsoft. If the vendor is not listed, specify the vendor by typing the vendor code. 


To specify the NAS vendor by typing the vendor code, click Enter Vendor Code and then type the vendor code in the space provided. (If you do not know the vendor code for your NAS, see IETF RFC 1007 for a list of SMI Network Management Private Enterprise Codes.)

 3.
Specify whether the attribute conforms to the RADIUS RFC VSA specification. If you are not sure, see your NAS documentation. 

·
If your attribute conforms, click Yes. It conforms, and then click Configure Attribute. 

 1.
In Vendor-assigned attribute number, type the number assigned to the attribute (this should be an integer between 0 and 255, inclusive). 

 2.
In Attribute format, specify the format for the attribute, and then in Attribute value, type the value you are assigning to the attribute. 

·
If the attribute does not conform, click No, it does not conform, and then click Configure Attribute. In Hexadecimal attribute value, type the value for the attribute.

Notes   To open IAS, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

To change the policy evaluation order

 1.
Do one of the following: 

·
Open Routing and Remote Access, and, if necessary, double-click Routing and Remote Access and the server name. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the policy you want to move, and then click either Move Up to move the policy up one level or Move Down to move the policy down one level. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

To rename a remote access policy

 1.
Do one of the following: 

·
Open Routing and Remote Access and, if necessary, expand Routing and Remote Access and the server name. 

·
Open Internet Authentication Service and, if necessary, expand Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the policy you want to rename, and then click Rename. 

 4.
Type a new name for the policy, and then press ENTER. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

To delete a remote access policy

 1.
Do one of the following: 

·
Open Routing and Remote Access and, if necessary, double-click Routing and Remote Access and the server name. 

·
Open Internet Authentication Service and, if necessary, double-click Internet Authentication Service. 

 2.
In the console tree, click Remote Access Policies. 

 3.
In the details pane, right-click the policy you want to delete, and then click Delete. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

Configure logging for user authentication and accounting

·
Select requests to be logged 

·
Configure log file properties 

To select requests to be logged

 1.
Open Internet Authentication Service. 

 2.
In the console tree, click Remote access logging. 

 3.
In the details pane, right-click Local File, and then click Properties. 

 4.
On the Settings tab, select one or more check boxes for recording authentication and accounting requests in the IAS log files: 

·
To capture accounting requests and responses, select the Log accounting requests check box. 

·
To capture authentication requests, access-accept packets, and access-reject packets, select the Log authentication requests check box. 

·
To capture periodic status updates, such as interim accounting packets, select the Log periodic status check box. 

Notes

·
To open IAS, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
It is suggested that you initially select the first two options. You can change the selections if needed to fit your requirements. 

·
The Log authentication requests option can help by alerting you to problems with transaction volume and of unauthorized attempts to access resources. 

·
If you select Log periodic status, attributes are logged only if you have configured the Acct-Interim-Interval attribute to generate the interim accounting requests. To configure this attribute for remote access policies in IAS, do the following: 

 1.
In the IAS console tree, click Remote Access Policies. 

 2.
Right-click the policy for which interim accounting requests are to be generated, and then click Properties. 

 3.
On the Settings tab, click Edit profile. 

 4.
On the Advanced tab, click Add. 

 5.
In the Add Attributes dialog box, select Acct-Interim-Interval, and then click Add. 

 6.
In the Attribute Information dialog box, in Attribute value, type the interval for generating interim accounting requests. For instance, type 600 to generate the requests every 600 seconds. The recommended value is 600. 

To configure log file properties

 1.
Open Internet Authentication Service. 

 2.
In the console tree, click Remote access logging. 

 3.
In the details pane, right-click Local File, and then click Properties. 

 4.
On the Local File tab, click Database-import format. 


Or, to keep your log files in IAS format, click IAS format . 


Note   Although IAS provides two format options for log files, it is recommended that you use the database-import log format, which uses a consistent structure for all requests and can facilitate importing data into databases. 

 5.
To open a new log file at specific intervals, click the interval you want to use: 

·
To handle heavy transaction volume and logging activity, click Daily. 

·
To handle lesser transaction volumes and logging activity, click Weekly or Monthly. 

·
To store all transactions in one log file, click Unlimited file size. 

·
If you are unsure of the transaction volume, click When log file size reaches, and then type a log size at which a new log should be opened. The default is 10 MB. 

 6.
In Log file directory, enter the location where log log files are to be stored. The default location is the systemroot\system32\LogFiles folder. 


Note   It is possible for logs to fill an entire partition, so it is recommended that you specify a location that is not in the system partition. 

 7.
Note Log file name used for this log, and then click OK. 

Notes

·
To open IAS, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
Switching log file formats does not cause a new log to start. If you change log file formats, the file active at the time of the change will contain a mixture of the two formats (records at the start of the log will have the previous format, and records at the end of the log will have the new format). 

·
To prevent the log files from filling the hard drive on which you are storing them, it is strongly suggested that you keep them on a separate volume with a low quota, not on the system partition. 

·
You must back up or delete the logs on a regular basis, regardless of the interval you specify in the procedure above. 

·
If you are administering an IAS server other than your local computer, you cannot browse the directory structure to find a directory path. If you need to log accounting information to a remote server, specify the log file name by entering a Universal Naming Convention (UNC) name, such as \\MyLogServer\LogShare. 
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Features of IAS

The Internet Authentication Service (IAS) component of Microsoft Windows 2000 Server performs centralized authentication, authorization, auditing, and accounting of users who connect to a network using virtual private network (VPN) and dial-up functionality.

IAS implements the IETF standard Remote Authentication Dial-In User Service (RADIUS) protocol, which enables use of a homogeneous or heterogeneous network of dial-up or VPN equipment.

The IAS features include:

·
Centralized user authentication. The authentication of users is an important security concern. IAS supports a variety of authentication protocols and allows you to plug in arbitrary authentication methods to meet your authentication requirements. The supported authentication methods are: 

·
Authentication protocols within PPP, such as Password Authentication Protocol (PAP), Challenge Handshake Authentication Protocol (CHAP), Microsoft Challenge Handshake Authentication Protocol (MS-CHAP), and Extensible Authentication Protocol (EAP). 

·
Extensible Authentication Protocol (EAP). An infrastructure that allows the addition of arbitrary authentication methods such as Smart Cards, certificates, one-time passwords, and Token Cards. 

·
Dialed Number Identification Service (DNIS). This method is based on the number called by the user. 

·
Automatic Number Identification Service (ANI). This method is based on the number the user called from. ANI is also known as Caller ID. 

·
Guest Authentication. 

·
Outsourcing remote access, and getting worldwide remote access. Outsourced dialing (also referred to as wholesale dialing) involves a contract between an organization or private company (the customer) and an Internet service provider (ISP) in which the ISP allows the company's employees to connect to the ISP's network before establishing the VPN tunnel to the company's private network. When an employee connects to the ISP's NAS, the authentication and usage records are forwarded to the IAS server at the company. The IAS server allows the company to control user authentication, track usage, and manage which employees are allowed to access the ISP's network. 


The advantage of outsourcing is the potential savings. By using an ISP's routers, network access servers, and T1 lines instead of buying your own, you could save a great deal on hardware (infrastructure) costs. By dialing into the ISP's with worldwide connections, or roaming consortium's scattered Points of Presence (POPs) , you could significantly decrease your long-distance phone bill. And by passing off support to the provider, you could eliminate a large amount of your administrative budget.

·
Centralized user authorization. To grant the connecting user appropriate access to the network, IAS authenticates users in Microsoft Windows NT 4.0 domains and Windows 2000 Active Directory. IAS supports new features in Active Directory, such as User Principal Names (UPNs), and Universal Groups. 


Remote Access Policies provide flexibility in controlling who is allowed to connect to your network. Although it is simple to manage remote access permission for each user account, this approach can become unwieldy as your organization grows. Remote Access Policies provide a more powerful and flexible way to manage remote access permission.


Remote Access Policies are a set of conditions that allow network administrators more flexibility in granting remote access. 


Policies allow you to control remote access based on: 

·
User membership in a Windows 2000 security group. You can use existing Windows 2000 security groups to allow or deny access to users. 

·
The time or day of the week. 

·
The type of media through which the user is connecting (for example, ISDN, modem, or VPN tunnel) 

·
The phone number the user calls. (DNIS authorization 

·
The phone number the user calls from. 

·
Whether the user is connecting through a partner's network in a roaming consortium. 

·
The RADIUS client from which the request arrived. 

·
Centralized administration of all your network access servers. Support for the RADIUS standard allows IAS to control connection parameters for any NAS that implements that standard. The RADIUS standard also allows individual remote access vendors to create proprietary extensions called vendor-specific Attributes. IAS has incorporated the extensions from a number of vendors in its multivendor dictionary. 


Remote Access Policies give network administrators more flexibility in managing varying connection parameters by providing the capability to create conditional profiles. You can use profiles to configure the user's network connection parameters. 


The conditions, under which the connection parameters (a profile) can be changed, include:

·
The time or day of the week. 

·
The type of media over which the user is connecting (for example, ISDN, modem, or VPN tunnel). 

·
The vendor of the NAS that the user is connecting to. 

·
User membership in a Windows 2000 security group. 


Using profiles, you can control connection parameters. For example, you can: 

·
Permit or deny the use of certain authentication methods. 

·
Control the amount of time the connection can be idle. 

·
Control the maximum time of a single session. 

·
Control the number of links in a multilink session. 

·
Control encryption settings. 

·
Add packet filters to control what the user can access when connected to the network. For example, you can use filters to control which IP Addresses, hosts, and ports the user is allowed to send or receive packets. 

·
Create a compulsory tunnel that forces all packets from that connection to be securely tunneled through the Internet and terminated in a private network. 

·
Centralized auditing and usage accounting. Support for the RADIUS standard allows IAS to collect the usage (accounting) records sent by the NAS at a single point. IAS logs audit information (for example, authentication success, rejects, and auto-account lockout) and usage information (for example, logon and logoff records) to log files. IAS supports a log-file format that can be directly imported into a database. The data can be analyzed by using any data-analysis package. 

·
Integration with Windows 2000 Routing and Remote Access IAS is integrated with Routing and Remote Access. IAS and Routing and Remote Access share remote access policies and accounting capabilities. This integration provides consistent implementation across IAS and Routing and Remote Access. It allows you to deploy Routing and Remote Access in small sites without the need for a separate centralized IAS server, and also provides the capability to scale up to a centralized remote access management model, when you have multiple Routing and Remote Access servers in your organization. In this case IAS in conjunction with Routing and Remote Access servers implements a single point of administration for remote access to your network for outsourced-dial, demand-dial and VPN access. The policies within IAS at a central large site can be exported to the independent Routing and Remote Access server in a small site. 

·
Graphical user interface. IAS provides a graphical user interface ( MMC snap-in) that enables you to configure local or remote servers. 

·
Remote monitoring. You can monitor IAS through Windows 2000 tools such as Event Viewer or System Monitor, or by using Simple Network Management Protocol (SNMP). 

·
Scalability. You can use IAS in a variety of network configurations of varying size, from stand-alone servers for small networks to large corporate and ISP networks. 

·
Import/Export of configuration to manage multiple IAS servers. IAS configuration can be imported/exported through a command line utility. For more information see Netshell commands for Remote Access. 

Adding features to IAS

The Windows 2000 Software Development Kit (SDK) contains two smaller SDKs, the IAS SDK and the EAP SDK.

IAS SDK can be used to implement the following features:

·
Return custom attributes to the NAS in addition to those returned by IAS. This enables you to build your own plug-in for assigning IP Addresses. 

·
The capability to control the number of end-user network sessions. 

·
Extension of the remote access authorizations currently provided by IAS. 

·
The capability to import usage/audit data directly into an Open Database Connectivity (ODBC)-compliant database. 

·
Custom (non-EAP) authentication methods for IAS. 

The EAP SDK provides the capability to implement arbitrary authentication methods.

How IAS works

Internet Authentication Service (IAS) is a RADIUS server. IAS enables you to centrally manage user authentication, authorization, and accounting, and you can use it to authenticate users in databases on your Windows NT 4.0 or Windows 2000 domain controller. It supports a variety of network access servers (NAS), including Routing and Remote Access. 

In this illustration, the IAS server is acting as a central conduit through which all authentication and accounting requests flow from the network access servers. IAS is also recording information about the requests and the connections in a log. 

Routing and Remote Access can authenticate directly against the domain controller, authorize users by using Remote Access Policies, and log information directly to the IAS log file. You can also centrally manage these features through IAS by configuring Routing and Remote Access to use RADIUS Authentication and RADIUS Accounting. If you have more than one Routing and Remote Access service, with IAS you can modify policies on one server instead of many, and you can collect all the auditing and accounting information at a central place. If you decide to outsource remote access to ISPs, then the IAS service can also provide authentication, authorization and logging services for the outsourced connection. For more information, see the Outsourced corporate access through service providers deployment scenario.

IAS can also be used by ISPs to manage subscribers. If you are managing an ISP and you want to maintain multiple service plans, you easily can set up remote access policies to restrict premium access methods to users who pay a surcharge. For more information, see the Internet accessdeployment scenario.

IAS authentication process

IAS is a RADIUS server and uses user data stored in a Windows 2000 domain controller (or local Security Accounts Manager (SAM)) to verify authentication requests received through the RADIUS protocol. The following steps describe a typical interaction between a NAS and the IAS server. The actual interaction may vary at your site, depending on which NAS you have and the way you have configured it.

·
When the NAS is started, an accounting-start packet is sent (and logged). 

·
When a remote user dials in to a network access server, the following authentication process takes place and all requests and responses are logged: 

 1.
If the NAS is configured to do so, the NAS tries to negotiate a connection using the most secure protocol first, then the next less secure, and so on down to the least secure (for example, negotiate a connection using EAP, then MS-CHAP, and finally CHAP). 

 2.
The NAS sends the RADIUS authentication request to the IAS server. To do so, it creates an Access-Request packet containing such Attributes as the user's name, the user's password, the ID of the client and the Port ID the user is accessing. The Access-Request is submitted to the IAS server via the network. If no response is returned within a length of time, the request is re-sent a number of times. 

 3.
If the user is authentic, the IAS server evaluates the remote access policies and the user's dial-in properties to decide whether to accept or reject the request. If the user's attempt to connect matches conditions in at least one policy and that policy grants access to the user, IAS sends an Access-Accept packet to the user. The Access-Accept packet also contains user authorization information based on the user profile and Remote Access Policies. The NAS interprets this authorization data to determine the network privileges that the server has authorized. 


If the user's attempt to connect does not match conditions in at least one policy, or matches conditions in a policy that denies access, IAS sends an ACCESS-REJECT packet to the NAS, and the NAS disconnects the user. 

·
When the remote user's connection is established, the NAS sends an accounting-start request to the IAS server (and logged). 

·
During the time the connection is established, the NAS sends interim accounting requests to the IAS server (and logged) 

·
When the remote user's connection is closed, the NAS sends an accounting-stop request to the IAS server (and logged). 

·
When the network access server is stopped, an accounting-stop request is sent to the IAS server (and logged) 

·
If the NAS does not get a response to an accounting request within its timeout period, it resends the request and then sends the accounting-request to the backup server. For example, if the IAS server cannot log the request (for example, if the log file is full), it silently discards the packet. Then the NAS or RADIUS proxy retransmits the request to the IAS server and then sends the request to the backup IAS server, which attempts to write the accounting-request to its log file. 

·
If the NAS does not get a response to an authentication request within its timeout period, it resends the request and then sends the request to the backup IAS server. For example, if the IAS server cannot connect to the domain controller, or cannot find the domain controller the user belongs to, it silently discards the packet. Then the NAS or RADIUS proxy retransmits the request and then sends it to the backup IAS server, which then attempts to authenticate the user against the domain's database. If the backup IAS server does not respond, the NAS disconnects the user. 

When IAS sends an Access-Accept packet to the NAS, it tells the NAS that the user is allowed to connect to the network. It also tells the NAS the privileges for which the user is authorized, based on the user profile and remote access policies. NAS equipment interprets network parameters to permit only the network privileges that the server has authorized.

Any server that can send requests to an IAS server is a client. Clients can be NAS or other RADIUS servers. A NAS is a client when IAS is receiving requests directly from the NAS. A RADIUS server is a client when it forwards an authentication request from its client NAS to your local IAS server. For more information, see To register RADIUS clients.

RADIUS

Remote Authentication Dial-In User Service (RADIUS) is an industry standard protocol (RFCs 2138 and 2139, "Remote Authentication Dial-in User Service (RADIUS)" and "RADIUS Accounting") for providing authentication, authorization, and accounting services for distributed dial-up networking. A RADIUS client, typically a dial-up server used by an Internet service provider (ISP), sends user and connection information to a RADIUS server. The RADIUS server authenticates and authorizes the RADIUS client request.

The Windows 2000 remote access server includes a RADIUS client so that the remote access server can be used by ISPs or corporate remote access users who use RADIUS as their authentication or accounting scheme.

You can configure the Windows 2000 remote access server authentication and accounting providers separately. Therefore, a remote access server can use Windows 2000 as its authentication provider and RADIUS as its accounting provider. You can configure multiple RADIUS servers so that if the primary RADIUS server becomes unavailable, secondary RADIUS servers are automatically used.

For more information, see To use RADIUS authentication and To use RADIUS accounting.

Windows 2000 Server also includes a RADIUS server called Internet Authentication Service (IAS) that the remote access server can use as its authentication or accounting provider. For more information about IAS, see Features of IAS.

You can use an IAS server to implement centralized authentication, authorization, accounting, and management of remote access policies. For more information, see Introduction to remote access policies and Using RADIUS for multiple remote access servers. 

Behavior differences between Windows 2000 IAS and Windows NT 4.0 IAS

A previous version of IAS was released with the Windows NT 4.0 Option Pack. The following table describes the differences in behavior between the two versions.

Windows NT 4.0 IAS behavior
Windows 2000 IAS behavior

If no domain name is specified during authentication, the IAS server authenticates the user only against the local SAM database.
IAS resolves a user name with no domain specified using the following sequence: IAS determines a default domain from the registry, if one is specified there. If the IAS server is a member of a domain, IAS authenticates the user against that domain. If the IAS server is not a member of a domain, IAS authenticates the user against the local SAM database.

IAS does not use the callback permissions for all user objects.
IAS uses the callback permissions for all user objects.

IAS log files are written in ASCII.
IAS log files are multi-language and are written in UTF-8.
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A RADIUS client can be a NAS or a RADIUS proxy. IAS supports all NASs that are compliant with RADIUS RFC 2138.

·
Realm names 

·
Specifying an address for a RADIUS client 

·
Pattern matching syntax 

Realm names

In general, realm names are used for network routing and authentication. They provide the identification necessary to forward authentication requests to the server that holds the user's credentials. For example, if your corporation has a wholesale-dial partnership with an ISP, your users' user names will have to include realm information so that the authentication requests can be forwarded to the appropriate RADIUS server. 

IAS does not use realm names for routing purposes, but if it receives authentication requests from servers that do, it can strip the realms from the user names before authenticating the names against the domain controller, provided the realm-stripping rules are set up correctly. 

A realm name can be a prefix (such as electronic/) or suffix (such as @electronic). The realm name includes any separator characters, such as the at sign (@) or the slash (/). You can require the user to include the realm name as part of the user name at logon. Depending on the dialing program used to access the network, you can also have the dialing program automatically append a prefix or suffix. (You can use the Connection Manager Administration Kit to set up Connection Manager to do this. For more information, see Connection Manager Administration Kit.)

If your users log on using realm names, IAS must remove the realm information before forwarding the request to the domain controller.

Character substitution syntax

The realm replacement feature uses regular expression syntax. For more information about this syntax, see Pattern matching syntax. 

Specifying an address for a RADIUS client

You can specify the address for RADIUS clients by IP address or DNS name.

Specifying a RADIUS client by IP address

In most cases, it is better to specify RADIUS clients by IP address because IAS won't need to resolve host names at startup. As a result, IAS will start much more quickly than if you used DNS names, especially if your network contains a large number of RADIUS clients. Also, you won't need to have a name server available when IAS starts.

Specifying a RADIUS client by DNS name

Use DNS names to specify RADIUS clients only if you want more than your usual administrative flexibility; for example, if you want to map multiple IP addresses of RADIUS clients to a single DNS name. 

Pattern matching syntax

Windows 2000 supports the use of the pattern matching syntax that is widely used in UNIX environments. You can use this syntax to specify the conditions of remote access policy attributes and RADIUS realms. The following table describes the special characters that you can use and includes examples.

Character
Description
Example

\
Marks the next character as special.
/n/ matches the character "n". The sequence /\n/ matches a line feed or newline character.

^
Matches the beginning of input or line.


$
Matches the end of input or line.


*
Matches the preceding character zero or more times.
/zo*/ matches either "z" or "zoo."

+
Matches the preceding character one or more times.
/zo+/ matches "zoo" but not "z."

?
Matches the preceding character zero or one time.
/a?ve?/ matches the "ve" in "never."

.
Matches any single character except a newline character.


(pattern)
Matches pattern and remembers the match. To match parentheses characters ( ), use "\(" or "\)".


x|y
Matches either x or y.
/z|food?/ matches "zoo" or "food."

{n}
n is a nonnegative integer. Matches exactly n times.
/o{2}/ does not match the "o" in "Bob," but matches the first two o's in "foooood."

{n,}
n is a nonnegative integer. Matches at least n times.
/o{2,}/ does not match the "o" in "Bob" but matches all the o's in "foooood." /o{1,}/ is equivalent to /o+/.

{n,m}
m and n are nonnegative integers. Matches at least n and at most m times.
/o{1,3}/ matches the first three o's in "fooooood."

[xyz]
A character set. Matches any one of the enclosed characters.
/[abc]/ matches the "a" in "plain."

[^xyz]
A negative character set. Matches any character not enclosed.
/[^abc]/ matches the "p" in "plain."

\b
Matches a word boundary, such as a space.
/ea*r\b/ matches the "er" in "never early."

\B
Matches a nonword boundary.
/ea*r\B/ matches the "ear" in "never early."

\d
Matches a digit character. Equivalent to [0-9].


\D
Matches a nondigit character. Equivalent to [^0-9].


\f
Matches a form-feed character.


\n
Matches a line feed character.


\r
Matches a carriage return character.


\s
Matches any white space including space, tab, form-feed, and so on. Equivalent to [ \f\n\r\t\v].


\S
Matches any non-white-space character. Equivalent to [^ \f\n\r\t\v].


\t
Matches a tab character.


\v
Matches a vertical tab character.


\w
Matches any word character including underscore. Equivalent to [A-Za-z0-9_].


\W
Matches any nonword character excluding underscore. Equivalent to [^A-Za-z0-9_].


\num
?num, where num is a positive integer. A reference back to remembered matches. \1 replaces what is stored in the first remembered match. This option can be used only in the Replace text box when configuring realms with Internet Authentication Service. See the examples.


/n/
?n, where n is an octal, hexadecimal, or decimal escape value. Allows embedding of ASCII codes into regular expressions.


Examples for remote access policy attributes

The following examples describe the use of the pattern matching syntax to specify remote access policy attributes:

·
To specify all phone numbers within a fixed area code 


For example, to specify all numbers in the 899 area code, the syntax is:


899.*

·
To specify a range of IP addresses 


For example, to specify all IP addresses that begin with 192.168.1, the syntax is:


192\.168\.1\..+

Examples for RADIUS realm name replacement

The following examples describe the use of the pattern matching syntax to replace realm names in IAS properties, on the Realms tab, in Find and Replace:

·
To remove the realm portion of the user name 


In the outsourced dial scenario, the Internet service provider (ISP) might require a realm to route the authentication request to the Internet Authentication Service (IAS) server. Windows 2000 might not recognize the realm, which should be removed (by leaving Replace blank) before authenticating the user. 

·
Find: @microsoft\.com 

·
Replace: 

·
To replace user@domain.com with domain.com\user 

·
Find: (.*)@(.*) 

·
Replace: $2\$1 

·
To replace domain\user with specific_domain\user 

·
Find: (.*)@(.*) 

·
Replace: specific_domain\$2 

·
To replace user with user@specific domain 

·
Find: $ 

·
Replace: @specific_domain 

For more information, see To configure realm replacement in IAS.

Security

·
IAS and firewalls 

·
Shared secrets 

·
IAS and tunnels 

·
Account lockout 

IAS and firewalls

Before you begin, make sure the firewall is set up between your IAS server and the Internet connection.

When you set up the firewall conditions, you should explicitly permit access to packets that meet all of the following conditions:

·
The packet is sent with the UDP protocol. 

·
The packet is coming from or going to the IP address of the IAS server. 

·
The packet is coming from or going to the RADIUS port of the IAS server. 

For added security, if you know the IP address of the RADIUS client sending the packets through the firewall, you can also restrict incoming access to packets received from only that IP address. 

Shared secrets

A shared secret is a text string that serves as a special password between an IAS RADIUS server and the servers connected to it.

Each IAS server must have a shared secret for each NAS or other RADIUS server that forwards RADIUS requests to it. 

There are a few rules you must follow to successfully set up a shared secret. Shared secrets:

·
Must be exactly the same on both servers. 

·
Are case-sensitive. 

·
Can use any standard alphanumeric and special characters. Using combinations of uppercase and lowercase letters, numbers, and special characters will make the shared secret more secure. 

·
Can be up to 255 characters long. Long shared secrets are more secure than shorter ones. 

IAS and tunnels

Tunneling (encapsulation) results in the original packet being hidden or encapsulated inside a new packet. This new packet provides the necessary routing information, enabling the packet to travel through transit internetworks without revealing the final destination stored in the original packet header. The transit internetwork could be any internetwork: a private intranet, or the Internet. Once the encapsulated packets reach their destination, the encapsulation header is removed and the original packet header is used to route the packet to its final destination. The entire process of encapsulation, routing, and de-encapsulation is called tunneling. 

There are two types of tunnels: voluntary and compulsory. IAS can be used to control access to compulsory tunnels, and IAS can tell the NAS to initiate the tunnels on behalf of the user.

IAS and the Remote Access Policies feature can be used to control access to tunnels based on the Windows 2000 group users belong to. This provides more granularity and power than static tunneling (which requires a dedicated NAS)or realm-based tunneling (which requires that all users in a given realm are given the same access privileges).

Tunnel types

Tunnels can be created in different ways. The following sections describe the two main tunnel types.

Voluntary tunneling

A user or client computer can issue a VPN request to configure and create a voluntary tunnel. In this case, the user's computer is a tunnel endpoint and acts as the tunnel client. Voluntary tunneling occurs when a workstation or routing server uses tunneling client software to create a virtual connection to the target tunnel server. In order to accomplish this, the appropriate tunneling protocol must be installed on the client computer. 

IAS can be used to authenticate users and to control access to voluntary tunnels.

Compulsory tunneling

In the compulsory tunneling case, the network access server sends the authentication requests to IAS. IAS returns attributes that tell the NAS to initiate a tunnel to a destination VPN server. The tunnel-endpoint, in other words the VPN server at which the tunnel is terminated, could be changed based on conditions in a remote access policy. For example, the tunnel-endpoint can be changed based on user credentials, groups the user belongs to, DNIS, or ANI. 

RADIUS attributes used with compulsory tunneling

The following is a list of RADIUS Attributes used to carry the tunneling information from the IAS server to the NAS. 

Attributes used in authorization only: 

·
Tunnel-Private-Group-Id 

·
Tunnel-Assignment-Id 

·
Tunnel-Preference 

·
Tunnel-Password (Not for use with proxies!)

Used in authorization and accounting: 

·
Tunnel-Type (PPTP, L2TP, and so on) 

·
Tunnel-Medium-Type (X.25, ATM, Frame Relay, IP, and so on) 

·
Tunnel-Client-Endpoint 

·
Tunnel-Server-Endpoint

Used for accounting only: 

·
Acct-Tunnel-Connection

Tunnel example

This is an example of the RADIUS attributes for a remote access profile that enables compulsory tunneling. The attributes in this profile are sent to the NAS initiating the tunnel (L2TP Access Concentrator (LAC)). 

Attribute
Value

Framed-Protocol
PPP

Service-Type
Outbound-User 

Tunnel-Medium-Type
IP (IP version 4)

Tunnel-Password
1234

Tunnel-Server-Endpt
10.10.10.10

Tunnel-Type
Layer Two Tunneling Protocol (L2TP)

The tunnel password should be configured at the VPN server terminating the tunnel (L2TP Network server (LNS)).

Note

·
You can use a RADIUS Access-Accept packet to send tunnel attributes describing multiple tunnels. However, the current implementation returns information only for a single tunnel. 

·
IAS only supports one compulsory tunnel per dial-in profile. 

Account lockout

You can use the account lockout feature to specify how many times an remote access authentication fails against a valid user account before the user is denied access. Account lockout is especially important for remote access virtual private network (VPN) connections over the Internet. Malicious users on the Internet can attempt to access an organization intranet by sending credentials (valid user name, guessed password) during the VPN connection authentication process. During a dictionary attack, the malicious user sends hundreds or thousands of credentials by using a list of passwords based on common words or phrases.

With account lockout enabled, a dictionary attack is thwarted after a specified number of failed attempts. As the network administrator, you must decide on two account lockout variables:

 1.
The number of failed attempts before future attempts are denied. 


After each failed attempt, a failed attempts counter for the user account is incremented. If the user account's failed attempts counter reaches the configured maximum, future attempts to connect are denied.


A successful authentication resets the failed attempts counter when its value is less than the configured maximum. In other words, the failed attempts counter does not accumulate beyond a successful authentication.

 2.
How often the failed attempts counter is reset. 


You must periodically reset the failed attempts counter to prevent inadvertent account lockouts due to normal mistakes by users when typing in their passwords.

You enable the account lockout feature by changing settings in the Windows 2000 registry on the computer that provides the authentication. If the remote access server is configured for Windows authentication, modify the registry on the remote access server computer. If the remote access server is configured for RADIUS authentication and Windows 2000 Internet Authentication Service (IAS) is being used, modify the registry on the IAS server computer.

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

To enable account lockout, you must set the MaxDenials value entry in the registry to 1 or greater. MaxDenials is the maximum number of failed attempts before the account is locked out. You set the MaxDenials value entry in the following registry subkey:

HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\RemoteAccess\Parameters\AccountLockout 

By default, MaxDenials is set to 0, which means that account lockout is disabled.

To modify the amount of time before the failed attempts counter is reset, you must set the ResetTime (mins) value entry in the registry to the required number of minutes. You set the ResetTime (mins) value entry in the following registry subkey:

HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\RemoteAccess\Parameters\AccountLockout 

By default, ResetTime (mins) is set to 0xb40, or 2,880 minutes (48 hours).

Manually resetting an account that is locked out

To manually reset a user account that has been locked out before the failed attempts counter is automatically reset, delete the following registry subkey that corresponds to the user's account name:

HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\RemoteAccess\Parameters\AccountLockout\domain name:user name 

Notes

·
The remote access account lockout is not related to the Account locked out setting on the Account tab on the properties of a user account. 

·
The account lockout feature does not distinguish between malicious users who attempt to access your intranet and authentic users who attempt remote access but have forgotten their current passwords. Users who have forgotten their current password typically try the passwords that they remember and, depending on the number of attempts and the MaxDenials setting, may have their accounts locked out. 

·
If you enable the account lockout feature, a malicious user can deliberately force an account to be locked out by attempting multiple authentications with the user account until the account is locked out, thereby preventing the authentic user from being able to log on. 

Vendor-specific attribute overview

IAS provides administrators with the ability to associate specific RADIUS attributes with each remote access policy. In addition to the standard RADIUS attributes, which are described in IETF RFCs 2138 and 2139, you might also need to associate vendor-specific attributes with remote access protocols so that your NAS will forward authentication requests properly. For more information about the attributes you need to configure, consult your network access server (NAS) documentation.

·
Vendor-specific attributes 

·
Sample VSA for a Cisco NAS 

·
Sample VSA for a US Robotics NAS 

Vendor-specific attributes

Some NAS manufacturers use Vendor-specific Attributes (VSAs) to provide functionality that is not supported in standard attributes. IAS enables you to create or edit Vendor-specific Attributes to take advantage of proprietary functionality supported by some NAS vendors. For information about vendor-specific functionality, see your NAS documentation. If you need to set up VSAs for your NAS, you will need to know whether the attribute conforms to the RADIUS RFC specification. If the attribute does not conform, you must enter the value in hexadecimal format.

Format for RFC-compliant VSAs

This table lists fields in a vendor-specific attribute packet that complies with the recommendations in RADIUS RFC 2138. The fields are in the order that they appear in the packet. For more detailed information, see RFC 2138.

Field
Length (in octets)
Description

Type
1
The type of RADIUS attribute. The vendor-specific attribute is always type 26.

Length
1
7 or more.

Vendor ID
4
The high-order octet contains a 0, and the low-order 3 octets are the Structure for Management Information (SMI) network management private enterprise code of the vendor in network byte order, as defined in the IETF RFC 1007 "Vendor SMI Network Management Private Enterprise Codes".

String
1 or more
The actual format of the information is specific to the NAS vendor. To be compliant with RADIUS RFC 2138, the string should be implemented as undistinguished octets, and encoded as a sequence of vendor type / vendor length / value fields. For more information on adding a RADIUS-compliant vendor specific attribute to a remote access policy, see Configure vendor-specific attributes for a remote access policy.

Ordering and merit

If you need to configure more than one VSA, you should arrange them in the appropriate order. For example, if you are using a filtering attribute that will automatically disconnect users who do not satisfy specific criteria, you should make sure that attribute appears at the top of the list. To do this, use the Move Up and Move Down buttons to rearrange the attributes. 

Sample VSA for a Cisco NAS

Cisco vendor-specific attributes conform to the recommended format for vendor-specific attributes (type 26) in the RADIUS RFC 2138. 

The following information is for a Cisco attribute to specify a primary DNS server:

Vendor ID: 9. This is the unique ID for Cisco. When you specify that vendor, this ID is automatically supplied.

Vendor Type: 1. This is the vendor-type number for vendor-specific attributes that take the attribute-value pair form, referred to in Cisco documentation as "cisco-avpair." 

Data Type: String.

Format: If the attribute is mandatory, the syntax is: protocol: attribute = value 

If the attribute is optional, the attribute-value pair is separated by an asterisk (*) instead of an equal sign (=). In this example, protocol is a value of the Cisco protocol attribute for a particular type of authorization. Attribute and value represent an appropriate attribute/value (AV) pair defined in the Cisco TACACS+ specification. This allows the full set of features available for TACACS+ authorization to also be used for RADIUS. 

The Cisco attribute to specify a primary DNS server looks like this:

ip:dns-servers=10.10.10.10 

To specify the primary DNS server:

 1.
In IAS, click Remote Access Policies. 

 2.
Right-click the policy for which you want to configure a vendor-specific attribute, and then click Properties. 

 3.
Click Edit Profile, click the Advanced tab, and then click Add. 

 4.
In the list of available RADIUS attributes, double-click Vendor-Specific, and then click Add. 

 5.
Click Select from list, and then click Cisco. 

 6.
Click Yes. It conforms, and then click Configure Attribute. 

 7.
In Vendor-assigned attribute number, type 1. 

 8.
In Attribute format, click String. 

 9.
In Attribute value, type: ip:dns-servers=10.10.10.10

For more information on Cisco proprietary attributes, see your Cisco documentation. 

Sample VSA for a US Robotics NAS

US Robotics vendor-specific attributes do not conform to the recommended format for Vendor-Specific Attributes (type 26) in RADIUS RFC 2138. Therefore, all US Robotics VSAs must be entered in hexadecimal format.

The following information is for a US Robotics attribute to specify a primary DNS/NBNS server:

Vendor ID: 429. This is the unique ID for US Robotics. When you specify that vendor, this ID is automatically supplied.

Indicator: 0x900F 

Data Type: String.

Format: The VSA must be entered in hexadecimal format.

To specify an IP address of 10.10.10.10 for a primary DNS/NBNS server:

 1.
In IAS, click Remote Access Policies. 

 2.
Right-click the policy for which you want to configure a vendor-specific attribute, and then click Properties. 

 3.
Click Edit Profile, click the Advanced tab, and then click Add. 

 4.
In the list of available RADIUS attributes, double-click Vendor-Specific, and then click Add. 

 5.
Click Select from list, and then click US Robotics. 

 6.
Click No. It does not conform, and then click Configure Attribute. 

 7.
In Hexadecimal attribute value, type: 0x900f31302e31302e31302e31302e 

For more information on US Robotics proprietary attributes, see your US Robotics documentation. 

Authentication methods

The authentication of remote access clients is an important security concern. Authentication methods typically use an authentication protocol that is negotiated during the connection establishment process. Windows 2000 also supports unauthenticated access. 

For information about using authentication methods, see the following:

·
EAP 

·
MS-CHAP 

·
MS-CHAP version 2 

·
CHAP 

·
PAP 

·
Unauthenticated access 

Each protocol has advantages and disadvantages in terms of security, usability, and breadth of support. The protocol used will be determined by the configuration of the NAS device. Consult your NAS documentation if you are configuring a dial-up network, or consult your Internet service provider if you are using an ISP for dial-up access to your LAN. 

You can configure IAS to accept multiple authentication protocols. You can also set up your network access servers to try to negotiate a connection using the most secure protocol first, and then the next less secure, and so on down to the least secure (for example, a NAS might try to negotiate a connection using EAP, then CHAP, and then finally PAP).

EAP

With the Extensible Authentication Protocol (EAP), an arbitrary authentication mechanism validates a remote access connection. The exact authentication scheme to be used is negotiated by the remote access client and the authenticator (either the remote access server or Internet Authentication Service (IAS) server). You can use EAP to support authentication schemes such as Generic Token Card, MD5-Challenge, Transport Level Security (TLS) for smart card support, and S/Key as well as any future authentication technologies.

EAP allows for an open-ended conversation between the remote access client and the authenticator. The conversation consists of authenticator requests for authentication information and the responses by the remote access client. For example, when EAP is used with security token cards, the authenticator can separately query the remote access client for a name, PIN, and card token value. As each query is asked and answered, the remote access client passes through another level of authentication. When all questions have been answered satisfactorily, the remote access client is authenticated.

A specific EAP authentication scheme is known as an EAP type. Both the remote access client and the authenticator must support the same EAP type for successful authentication to occur.

Windows 2000 includes an EAP infrastructure, two EAP types, and the ability to pass EAP messages to a RADIUS server (EAP-RADIUS).

EAP infrastructure

EAP in Windows 2000 is a set of internal components that provide architectural support for any EAP type in the form of a plug-in module. For successful authentication, both the remote access client and authenticator must have the same EAP authentication module installed. Windows 2000 provides two EAP types: EAP-MD5 CHAP and EAP-TLS. You can also install additional EAP types. The components for an EAP type must be installed on every remote access client and every authenticator.

EAP-MD5 CHAP

EAP-Message Digest 5 Challenge Handshake Authentication Protocol (EAP-MD5 CHAP) is a required EAP type that uses the same challenge handshake protocol as PPP-based CHAP, but the challenges and responses are sent as EAP messages.

A typical use for EAP-MD5 CHAP is to authenticate the credentials of remote access clients by using user name and password security systems. You can also use EAP-MD5 CHAP to test EAP interoperability. 

EAP-TLS

EAP-Transport Level Security (EAP-TLS) is an EAP type that is used in certificate-based security environments. If you are using smart cards for remote access authentication, you must use the EAP-TLS authentication method. The EAP-TLS exchange of messages provides mutual authentication, negotiation of the encryption method, and secured private key exchange between the remote access client and the authenticator. EAP-TLS provides the strongest authentication and key exchange method.

EAP-TLS is only supported on a remote access server running Windows 2000 that is a member of a Windows 2000 mixed-mode or native-mode domain. A remote access server running stand-alone Windows 2000 does not support EAP-TLS.

For information about configuring smart cards for remote access clients, see Using smart cards for remote access.

EAP-RADIUS

EAP-RADIUS is not an EAP type, but the passing of EAP messages of any EAP type by an authenticator to a RADIUS server for authentication. For example, for a remote access server that is configured for RADIUS authentication, the EAP messages sent between the remote access client and remote access server are encapsulated and formatted as RADIUS messages between the remote access server and the RADIUS server.

EAP-RADIUS is used in environments where RADIUS is used as the authentication provider. An advantage of using EAP-RADIUS is that EAP types do not need to be installed at each remote access server, only at the RADIUS server. In the case of an IAS server, you only need to install EAP types on the IAS server.

In a typical use of EAP-RADIUS, a Windows 2000 remote access server is configured to use EAP and to use an IAS server for authentication. When a connection is made, the remote access client negotiates the use of EAP with the remote access server. When the client sends an EAP message to the remote access server, the remote access server encapsulates the EAP message as a RADIUS message and sends it to its configured IAS server. The IAS server processes the EAP message and sends a RADIUS-encapsulated EAP message back to the remote access server. The remote access server then forwards the EAP message to the remote access client. In this configuration, the remote access server is only a pass-through device. All processing of EAP messages occurs at the remote access client and the IAS server.

For more information about configuring a Windows 2000 remote access server for EAP-RADIUS, see To configure EAP-RADIUS.

Enabling EAP

To enable EAP-based authentication, you must do the following:

 1.
Enable EAP as an authentication protocol on the remote access server. For more information, see To enable EAP. 

 2.
Enable EAP and, if needed, configure the EAP type on the appropriate remote access policy. For more information, see Introduction to remote access policies and To configure authentication. 

 3.
Enable and configure EAP on the remote access client running Windows 2000. For more information, see Extensible Authentication Protocol (EAP). 

Note   Make sure your network access server (NAS) supports EAP before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

MS-CHAP

Windows 2000 includes support for the Microsoft Challenge Handshake Authentication Protocol (MS-CHAP), also known as MS-CHAP version 1. MS-CHAP is a nonreversible, encrypted password authentication protocol. The challenge handshake process works as follows:

 1.
The authenticator (the remote access server or the IAS server) sends a challenge to the remote access client that consists of a session identifier and an arbitrary challenge string. 

 2.
The remote access client sends a response that contains the user name and a nonreversible encryption of the challenge string, the session identifier, and the password. 

 3.
The authenticator checks the response and, if valid, the user's credentials are authenticated. 

If you use MS-CHAP as the authentication protocol, then you can use Microsoft Point-to-Point Encryption (MPPE) to encrypt the data sent on the PPP or PPTP connection.

Windows 2000 also includes support for MS-CHAP version 2. For more information, see MS-CHAP version 2.

Enabling MS-CHAP

To enable MS-CHAP-based authentication, you must do the following:

 1.
Enable MS-CHAP as an authentication protocol on the remote access server. For more information, see To enable authentication protocols. MS-CHAP is enabled by default. 

 2.
Enable MS-CHAP on the appropriate remote access policy. For more information, see Introduction to remote access policies and To configure authentication. MS-CHAP is enabled by default. 

 3.
Enable MS-CHAP on the remote access client running Windows 2000. For more information, see Microsoft Challenge Handshake Authentication Protocol (MS-CHAP). 

Notes

·
MS-CHAP (version 1 and version 2) is the only authentication protocol provided with Windows 2000 that supports password change during the authentication process. 

·
By default, MS-CHAP v1 for Windows 2000 supports LAN Manager authentication. If you want to prohibit the use of LAN Manager authentication with MS-CHAP v1 for older Microsoft operating systems such as Windows NT 3.5x and Windows 95, you must set the following registry value to 0 on the authenticating server: 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RemoteAccess\Policy\Allow LM Authentication

·
Make sure your network access server (NAS) supports MS-CHAP v1 before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

·
If your NAS is manufactured by Cisco Systems, Inc., you must use Cisco IOS version 11.3 6T or later. For more information on updating the IOS version for your Cisco NAS, see your Cisco documentation. 

·
If MS-CHAP v1 is used as the authentication protocol, a 40-bit encrypted connection cannot be established if the user's password is larger than 14 characters. This behavior affects both dial-up and virtual private network-based remote access and demand dial connections. 

MS-CHAP version 2

Windows 2000 includes support for version 2 of the Microsoft Challenge Handshake Authentication Protocol (MS-CHAP v2), which provides stronger security for remote access connections. MS-CHAP v2 solves some issues of MS-CHAP version 1, as shown in the following table.

MS-CHAP version 1 issue
MS-CHAP version 2 solution

LAN Manager encoding of the response used for backward compatibility with older Microsoft remote access clients is cryptographically weak.
MS-CHAP v2 no longer allows LAN Manager encoded responses.

LAN Manager encoding of password changes is cryptographically weak.
MS-CHAP v2 no longer allows LAN Manager encoded password changes.

Only one-way authentication is possible. The remote access client cannot verify that it is dialing in to its organization's remote access server or a masquerading remote access server.
MS-CHAP v2 provides two-way authentication, also known as mutual authentication. The remote access client receives verification that the remote access server that it is dialing in to has access to the user's password.

With 40-bit encryption, the cryptographic key is based on the user's password. Each time the user connects with the same password, the same cryptographic key is generated.
With MS-CHAP v2, the cryptographic key is always based on the user's password and an arbitrary challenge string. Each time the user connects with the same password, a different cryptographic key is used.

A single cryptographic key is used for data sent in both directions on the connection.
With MS-CHAP v2, separate cryptographic keys are generated for transmitted and received data.

MS-CHAP v2 is a one-way encrypted password, mutual authentication process that works as follows:

 1.
The authenticator (the remote access server or the IAS server) sends a challenge to the remote access client that consists of a session identifier and an arbitrary challenge string. 

 2.
The remote access client sends a response that contains: 

·
The user name. 

·
An arbitrary peer challenge string. 

·
A one-way encryption of the received challenge string, the peer challenge string, the session identifier, and the user's password. 

 3.
The authenticator checks the response from the client and sends back a response containing: 

·
An indication of the success or failure of the connection attempt. 

·
An authenticated response based on the sent challenge string, the peer challenge string, the encrypted response of the client, and the user's password. 

 4.
The remote access client verifies the authentication response and, if correct, uses the connection. If the authentication response is not correct, the remote access client terminates the connection. 

Enabling MS-CHAP v2

To enable MS-CHAP v2-based authentication, you must do the following:

 1.
Enable MS-CHAP v2 as an authentication protocol on the remote access server. For more information, see To enable authentication protocols. MS-CHAP v2 is enabled by default. 

 2.
Enable MS-CHAP v2 on the appropriate remote access policy. For more information, see Introduction to remote access policies and To configure authentication. MS-CHAP v2 is enabled by default. 

 3.
Enable MS-CHAP v2 on the remote access client running Windows 2000. For more information, see Microsoft Challenge Handshake Authentication Protocol version 2 (MS-CHAP v2). 

Notes

·
Windows 95 with the Windows Dial-Up Networking 1.3 Performance & Security Upgrade only supports MS-CHAP v2 for virtual private network (VPN) connections. MS-CHAP v2 for dial-up connections is not supported. 

·
MS-CHAP (version 1 and version 2) is the only authentication protocol provided with Windows 2000 that supports password change during the authentication process. 

·
Make sure your network access server (NAS) supports MS-CHAP v2 before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

CHAP

The Challenge Handshake Authentication Protocol (CHAP) is a challenge-response authentication protocol that uses the industry-standard Message Digest 5 (MD5) hashing scheme to encrypt the response. CHAP is used by various vendors of network access servers and clients. A remote access server running Windows 2000 supports CHAP so that non-Microsoft remote access clients are authenticated.

To enable CHAP-based authentication, you must do the following:

 1.
Enable CHAP as an authentication protocol on the remote access server. For more information, see To enable authentication protocols. CHAP is disabled by default. 

 2.
Enable CHAP on the appropriate remote access policy. For more information, see Introduction to remote access policies and To configure authentication. 

 3.
Enable storage of a reversibly encrypted form of the user's password. 


You can enable storage of a reversibly encrypted form of the user's password per user account or enable storage for all accounts in a domain. For more information, see To enable reversibly encrypted passwords in a domain.

 4.
Force a reset of the user's password so that the new password is in a reversibly encrypted form. 


When you enable passwords to be stored in a reversibly encrypted form, the current passwords are not in a reversibly encrypted form and are not automatically changed. You must either reset user passwords or set user passwords to be changed the next time each user logs on. For more information, see To reset a user password and To modify user account properties. Once the password is changed, it is stored in a reversibly encrypted form.


If you set user passwords to be changed the next time a user logs on, the user must log on by using a LAN connection and change the password before they attempt to log on with a remote access connection by using CHAP. You cannot change passwords during the authentication process by using CHAP—the logon attempt fails. One workaround for the remote access user is to temporarily log on by using MS-CHAP to change the password.

 5.
Enable CHAP on the remote access client running Windows 2000. For more information, see Challenge Handshake Authentication Protocol (CHAP). 

Notes

·
If your password expires, CHAP cannot change passwords during the authentication process. 

·
Make sure your network access server (NAS) supports CHAP before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

PAP

Password Authentication Protocol (PAP) uses plaintext passwords and is the least sophisticated authentication protocol. It is typically negotiated if the remote access client and remote access server cannot negotiate a more secure form of validation.

To enable PAP-based authentication, you must do the following:

 1.
Enable PAP as an authentication protocol on the remote access server. For more information, see To enable authentication protocols. PAP is disabled by default. 

 2.
Enable PAP on the appropriate remote access policy. For more information, see To configure authentication. PAP is disabled by default. 

 3.
Enable PAP on the remote access client running Windows 2000. For more information, see Password Authentication Protocol (PAP). 

Important   When you enable PAP as an authentication protocol, user passwords are sent in plaintext form. Anyone capturing the packets of the authentication process can easily read the password and use it to gain unauthorized access to your intranet. The use of PAP is highly discouraged, especially for virtual private network connections. 

Notes

·
By disabling the support for PAP on the remote access server, plaintext passwords are never sent by the dial-up client. Disabling support for PAP increases authentication security, but remote access clients who only support PAP cannot connect. 

·
If your password expires, PAP cannot change passwords during the authentication process. 

·
Make sure your network access server (NAS) supports PAP before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

Unauthenticated access

Windows 2000 supports unauthenticated access, which means that user credentials (a user name and password) are not required by the caller. There are some situations where unauthenticated access is useful. This section covers:

·
DNIS authorization 

·
ANI/CLI authentication 

·
Guest authentication 

Important

·
When you enable unauthenticated access, remote access users are connected without sending user credentials. An unauthenticated remote access client does not negotiate the use of a common authentication protocol during the connection establishment process and does not send a user name or password.


Unauthenticated access with Windows 2000 remote access clients can occur when the authentication protocols configured by the remote access client do not match those configured on the remote access server. In this case, the use of a common authentication protocol is not negotiated and the Windows 2000 remote access client does not send a user name and password. 


The Windows 2000 remote access client must always be configured to use at least one authentication protocol. When a common authentication protocol is negotiated, a user name and password is always sent, even when no user name and password is specified. In this case the current logon session user name, domain name, and password are sent.

DNIS authorization

Dialed Number Identification Service (DNIS) authorization is the authorization of a connection attempt based on the number called. DNIS identifies the number that was called to the receiver of the call and is provided by most standard telephone companies. To identify DNIS-based connections and apply the appropriate connection settings, you must do the following:

 1.
Enable unauthenticated access on the remote access server. For more information, see To enable authentication protocols. 

 2.
Create a remote access policy on the authenticating server (remote access server or IAS server) for DNIS-based authorization with the Called-Station-Id condition set to the phone number. For more information, see Introduction to remote access policies and To add a remote access policy. 

 3.
Enable unauthenticated access on the remote access policy for DNIS-based authorization. For more information, see To configure authentication. 

Note

·
If your phone service or hardware does not support DNIS, the passing of the number that was called, you can manually set the phone number of the port. For more information, see To set the phone number on a port. 

·
IAS does not support proxied DNIS access requests. 

ANI/CLI authentication

Automatic Number Identification/Calling Line Identification (ANI/CLI) authentication is the authentication of a connection attempt based on the phone number of the caller. ANI/CLI service returns the number of the caller to the receiver of the call and is provided by most standard telephone companies.

ANI/CLI authentication is different from caller ID authorization. In caller ID authorization, the caller sends a valid user name and password. The caller ID that is configured for the dial-in property on the user account must match the connection attempt; otherwise, the connection attempt is rejected. In ANI/CLI authentication, a user name and password are not sent.

To identify ANI/CLI-based connections and apply the appropriate connection settings, you must do the following:

 1.
Enable unauthenticated access on the remote access server. For more information, see To enable authentication protocols. 

 2.
Enable unauthenticated access on the appropriate remote access policy for ANI/CLI-based authentication. For more information, see Introduction to remote access policies and To configure authentication. 

 3.
Create a user account for each number that will be calling for which you want to provide ANI/CLI authentication. The name of the user account must match the number that the user is dialing from. For example, if a user is dialing in from 555-0100, create a "5550100" user account. 

 4.
Set the following registry value to 31 on the authenticating server (either the remote access server or the IAS server): 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RemoteAccess\Policy\User Identity Attribute


This registry setting tells the authenticating server to use the calling number (RADIUS attribute 31, Calling-Station-ID) as the identity of the calling user. The user identity is set to the calling number only when there is no user name being supplied in the connection attempt.


To always use the calling number as the user identity, set the following registry value to 1 on the authenticating server:


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RemoteAccess\Policy\Override User-Name


However, if you set Override User-Name to 1 and the User Identity Attribute to 31, the authenticating server can only perform ANI/CLI-based authentication. Normal authentication by using authentication protocols such as MS-CHAP, CHAP, and EAP is disabled.

Note   Changes to the registry settings will not take effect until the Routing and Remote Access service or the Internet Authentication Service are restarted. 

Guest authentication

With guest authentication, during the authentication process, the caller does not send a user name or password. If unauthenticated access is enabled, by default the Guest account is used as the identity of the caller.

To enable Guest account access, you must do the following:

 1.
Enable unauthenticated access on the remote access server. For more information, see To enable authentication protocols. 

 2.
Enable unauthenticated access on the appropriate remote access policy. For more information, see To configure authentication. 

 3.
Enable the Guest account. For more information, see To enable a disabled user account. 

 4.
Set the remote access permission on the Guest account to either Allow access or Control access through Remote Access Policy depending on your remote access policy administrative model. For more information, see Remote access policy administrative models and To grant remote access permission to a user. 

If you do not want to enable the Guest account, create a user account and set the remote access permission to either Allow access or Control access through Remote Access Policy. Then, set the following registry value on the authenticating server (either the remote access server or the IAS server) to the name of the account:

HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RemoteAccess\Policy\Default User Identity

Note   Changes to the registry setting will not take effect until the Routing and Remote Access service or the Internet Authentication Service are restarted. 

Remote access policies

This section covers: 

·
Introduction to remote access policies 

·
Dial-in properties of a user account 

·
Elements of a remote access policy 

·
Accepting a connection attempt 

·
Remote access policy administrative models 

·
Remote access policies scenarios 

Introduction to remote access policies

In Windows NT versions 3.5x and 4.0, authorization was based on a simple Grant dial-in permission to user option in User Manager or the Remote Access Admin utility. Callback options were also configured on a per-user basis.

In Windows 2000, authorization is granted based on the dial-in properties of a user account and remote access policies. Remote access policies are a set of conditions and connection settings that give network administrators more flexibility in authorizing connection attempts. The Windows 2000 Routing and Remote Access service and Windows 2000 Internet Authentication Service (IAS) both use remote access policies to determine whether to accept or reject connection attempts. In both cases, the remote access policies are stored locally.

With remote access policies, you can grant or deny authorization by the time of day and day of the week, by the Windows 2000 group to which the remote access user belongs, by the type of connection being requested (dial-up networking or virtual private network connection), and so on. You can configure settings that limit the maximum session time, specify the authentication and encryption strengths, set Bandwidth Allocation Protocol (BAP) policies, and so on.

It is important to remember that with remote access policies, a connection is authorized only if the settings of the connection attempt match at least one of the remote access policies (subject to the conditions of the dial-in properties of the user account and the profile properties of the remote access policy). If the settings of the connection attempt do not match at least one of the remote access policies, the connection attempt is denied regardless of the dial-in properties of the user account.

For more information about how connection attempts are processed, see Accepting a connection attempt. 

For remote access servers running Windows 2000, remote access policies are administered from Routing and Remote Access. For Windows 2000 IAS servers, remote access policies are administered from Internet Authentication Service.

Local vs. centralized policy management

Because remote access policies are stored locally on either a remote access server or an IAS server, for centralized management of a single set of remote access policies for multiple remote access or VPN servers, you must do the following:

 1.
Install the Windows 2000 Internet Authentication Service (IAS) as a Remote Authentication Dial-In User Service (RADIUS) server on a computer. For more information, see Checklist: Configuring IAS for dial-up or VPN access. 

 2.
Configure IAS with RADIUS clients that correspond to each of the Windows 2000 remote access or VPN servers. For more information, see To register RADIUS clients. 

 3.
On the IAS server, create the central set of policies that will be used by all Windows 2000 remote access servers. For more information, see To add a remote access policy. 

 4.
Configure each of the Windows 2000 remote access servers as a RADIUS client to the IAS server. For more information, see To use RADIUS authentication. 


For more information about deploying IAS for centralized remote access policy management, see Using RADIUS for multiple remote access servers.

Notes

·
Once you configure a Windows 2000 remote access server as a RADIUS client to an IAS server, the local remote access policies stored on the remote access server are no longer used. 

·
Centralized management of remote access policies are also used when you have remote access servers running Windows NT 4.0 with the Routing and Remote Access Service (RRAS). You can configure the server running Windows NT 4.0 with RRAS as a RADIUS client to an IAS server. You cannot configure a remote access server running Windows NT 4.0 without RRAS to take advantage of centralized remote access policies. 

Dial-in properties of a user account

In Windows 2000, the user account for a stand-alone or Active Directory–based server contains a set of dial-in properties that are used when allowing or denying a connection attempt made by a user. For a stand-alone server, you can set the dial-in properties on the Dial-in tab on the user account in Local Users and Groups. For an Active Directory–based server, you can set the dial-in properties on the Dial-in tab on the user account in Active Directory Users and Computers. For Active Directory–based servers, you cannot use the Windows NT 4.0 User Manager for Domains administrative tool.

The dial-in properties for a user account are:

·
Remote Access Permission (Dial-in or VPN) 


You use this property to set whether remote access is explicitly allowed, denied, or determined through remote access policies. If access is explicitly allowed, remote access policy conditions, user account properties, or profile properties can still deny the connection attempt. The Control access through Remote Access Policy option is only available on user accounts in a Windows 2000 native-mode domain or for local accounts on remote access servers running stand-alone Windows 2000.


By default, the Administrator and Guest accounts on a stand-alone remote access server or in a Windows 2000 native-mode domain are set to Control access through Remote Access Policy and for a Windows 2000 mixed-mode domain are set to Deny access. New accounts created on a stand-alone remote access server or in a Windows 2000 native-mode domain are set to Control access through Remote Access Policy. New accounts created in a Windows 2000 mixed-mode domain are set to Deny access.

·
Verify Caller ID 


If this property is enabled, the server verifies the caller's phone number. If the caller's phone number does not match the configured phone number, the connection attempt is denied.


Caller ID must be supported by the caller, the phone system between the caller and the remote access server, and the remote access server. Caller ID on the remote access server consists of call answering equipment that supports the passing of caller ID information and the appropriate driver inside Windows 2000 that supports the passing of caller ID information to the Routing and Remote Access service.


If you configure a caller ID phone number for a user and you do not have support for the passing of caller ID information from the caller to the Routing and Remote Access service, the connection attempt is denied.

·
Callback Options 


If this property is enabled, the server calls the caller back during the connection establishment at a phone number set by the caller or a specific phone number set by the network administrator.

·
Assign a Static IP Address 


If this property is enabled, you can assign a specific IP address to a user when a connection is made.

·
Apply Static Routes 


If this property is enabled, you can define a series of static IP routes that are added to the routing table of the remote access server when a connection is made. This setting is designed for user accounts that Windows 2000 routers use for demand-dial routing. For more information, see One-way initiated demand-dial connections.

For information about configuring dial-in properties for a user account, see Configure dial-in user properties.

Notes

·
For a user account in a Windows NT 4.0 domain or a Windows 2000 mixed-mode domain: 

·
Only the Remote Access Permission (Dial-in or VPN) (Allow access and Deny access options) and Callback Options dial-in properties are available. 

·
You can use the Windows NT 4.0 User Manager for Domains administrative tool to grant or deny dial-in access and set callback options. 

·
If a user account is in a Windows 2000 native-mode domain, the callback number can be up to 128 characters. If a user account is on a remote access server running Windows 2000 as a stand-alone server or in a Windows NT 4.0 domain or a Windows 2000 mixed-mode domain, due to the compressed format for storing callback numbers, the callback number is from 24 through 48 characters. 

·
When a remote access server running Windows NT 4.0 uses a native Windows 2000 domain to obtain the dial-in properties of a user account, the Control access through Remote Access Policy option is interpreted as Deny access. Callback settings are interpreted correctly. 

·
A remote access server running Windows NT 4.0 cannot use remote access policies. It is recommended that you upgrade a remote access server running Windows NT 4.0 to either Windows NT 4.0 with the Routing and Remote Access Service (RRAS) or Windows 2000 to take advantage of remote access policy authorization. 

·
User accounts upgraded to Windows 2000 that were configured with dial-in permission enabled are set to Allow access. User accounts upgraded to Windows 2000 that were configured with dial-in permission disabled are set to Control access through Remote Access Policy. 

Elements of a remote access policy

A remote access policy is a named rule that consists of the following elements:

·
Conditions 

·
Remote access permission 

·
Profile 

Conditions

Remote access policy conditions are one or more attributes that are compared to the settings of the connection attempt. If there are multiple conditions, then all of the conditions must match the settings of the connection attempt in order for the connection attempt to match the policy.

The following table shows the condition attributes that you can set for a remote access policy.

Attribute name
Description

NAS IP Address 
The IP address of the network access server (NAS). This attribute is a character string. You can use pattern matching syntax to specify IP networks. For more information, see Pattern matching syntax. This attribute is designed for the IAS server.

Service Type
The type of service being requested. Examples include framed (such as PPP connections) and login (such as Telnet connections). For more information about RADIUS service types, see RFC 2138, "Remote Authentication Dial-in User Service (RADIUS)." This attribute is designed for the IAS server.

Framed Protocol
The type of framing for incoming packets. Examples are PPP, SLIP, Frame Relay, and X.25. This attribute is designed for the IAS server.

Called Station ID
The phone number of the network access server (NAS). This attribute is a character string. You can use pattern matching syntax to specify area codes. For more information, see Pattern matching syntax. In order to receive called station ID information during a call, the phone line, the hardware, and the Windows 2000 driver for the hardware must support the passing of the called ID. Otherwise, the called station ID is manually set for each port. To manually set phone numbers on ports, see To set the phone number on a port.

Calling Station ID
The phone number used by the caller. This attribute is a character string. You can use pattern matching syntax to specify area codes. For more information, see Pattern matching syntax. For more information about obtaining the calling station ID, see Caller ID and callback. 

NAS Port Type
The type of media used by the caller. Examples are analog phone lines (known as asynch), ISDN, and tunnels or virtual private networks (known as virtual).

Day and Time Restrictions
The day of the week and the time of day of the connection attempt. The day and time is relative to the date and time of the server providing the authorization.

Client IP Address
The IP address of the network access server (the RADIUS client). This attribute is a character string. You can use pattern matching syntax to specify IP networks. For more information, see Pattern matching syntax. This attribute is designed for the IAS server.

Client Vendor
The vendor of the network access server (NAS) that is requesting authentication. The Windows 2000 remote access server is the Microsoft RAS NAS manufacturer. You can use this attribute to configure separate policies for different NAS manufacturers who are RADIUS clients to an IAS server. This attribute is designed for the IAS server. Make sure that you also configure the NAS as a RADIUS client on the IAS server. For more information, see To register RADIUS clients.

Client Friendly Name
The name of the RADIUS client computer that is requesting authentication. This attribute is a character string. You can use pattern matching syntax to specify client names. For more information, see Pattern matching syntax. This attribute is designed for the IAS server.

Windows Groups
The names of the Windows 2000 groups to which the user attempting the connection belongs. There is no condition attribute for a specific user name. It is not necessary to have a separate remote access policy for each group. Instead, you can use nested groups to consolidate group membership and delegate administration of group membership. For a remote access or IAS server in a Windows 2000 native-mode domain, you can use universal groups. For more information, see When to use universal groups.

Tunnel Type
The type of tunnel being created by the requesting client. Tunnel types include the Point-to-Point Tunneling Protocol (PPTP) and the Layer Two Tunneling Protocol (L2TP) used by Windows 2000 remote access clients and demand-dial routers. You can use this condition to specify profile settings such as authentication methods or encryption strengths for a specific type of tunneling technology.

Notes

·
If conditions that use an attribute designed for the IAS server are evaluated against a remote access server connection attempt, they do not match and the policy is not applied. 

·
Not all network access servers send all of the IAS server-specific attributes. 

·
You cannot use the built-in local groups of a stand-alone remote access server running Windows 2000 for the Windows Groups attribute. 

Accepting a connection attempt

When a user attempts a connection, the connection attempt is accepted or rejected based on the following logic:

 1.
The first policy in the ordered list of remote access policies is checked. If there are no policies, reject the connection attempt. 

 2.
If all the conditions of the policy do not match the connection attempt, then go to next policy. If there are no more policies, reject the connection attempt. 

 3.
If all the conditions of the policy match the connection attempt, then check the remote access permission setting for the user attempting the connection. 

·
If Deny access is selected, then reject the connection attempt. 

·
If Allow access is selected, then apply the user account properties and profile properties. 

·
If the connection attempt does not match the settings of the user account properties and profile properties, then reject the connection attempt. 

·
If the connection attempt matches the settings of the user account properties and profile properties, then accept the connection attempt. 

·
If the remote access permission is not set to Allow access or Deny access, then the remote access permission must be set to Control access through Remote Access Policy. Therefore, check the remote access permission setting of the policy. 

·
If Deny remote access permission is selected, then reject the connection attempt. 

·
If Grant remote access permission is selected, then apply the user account properties and profile properties. 

·
If the connection attempt does not match the settings of the user account properties and profile properties, then reject the connection attempt. 

·
If the connection attempt matches the settings of the user account properties and profile properties, then accept the connection attempt. 

The following illustration shows the logic of remote access policies.

Notes

·
The profile and user account settings for the first matching policy are applied to the connection. If a connection does not match profile or user account settings of the first matching remote access policy, the additional remote access policies are not tried. 

·
A connection attempt may not match any of the remote access policies. In this case, the connection attempt is rejected regardless of the remote access permission setting on the user account. 

·
The remote access polices are tried in order. The more specific remote access policies are typically placed in the order ahead of the more general remote access policies. 

For examples of how different connection attempts are processed, see Remote access policies scenarios.

Remote access policy administrative models

In Windows 2000, there are three primary models for administering remote access permissions and connection settings:

 1.
Access by user. 

 2.
Access by policy in a Windows 2000 native-mode domain. 

 3.
Access by policy in a Windows 2000 mixed-mode domain. 

Note   This topic describes how to use remote access policies to grant or deny remote access permission. For information about managing remote access policies, see Local vs. centralized policy management. 

Access by user

In the access-by-user administrative model, remote access permissions are determined by the remote access permission on the Dial-in tab of the user account. You enable or disable remote access permission on a per-user basis by setting the remote access permission to either Allow access or Deny access.

The remote access permission setting on the remote access policy is effectively overridden by if the user remote access permission is set to either Allow access or Deny access. However, you can modify remote access policy conditions and profile properties to enforce connection settings, such as encryption requirements and idle time-outs.

You can administer access-by-user remote access with multiple remote access policies. Each remote access policy has its own profile settings. You must configure these settings carefully because a connection attempt may be rejected even when the remote access permission on the user account is set to Allow access. If a connection attempt matches the conditions of a policy but does not match the profile settings or does not match any of the remote access policies, the connection attempt is rejected.

In the access-by-user administrative model, you can control three behaviors:

 1.
Explicit allow 


The remote access permission for the user account is set to Allow access and the connection attempt matches the conditions of a policy subject to the settings of the profile and the dial-in properties of the user account.

 2.
Explicit deny 


The remote access permission for the user account is set to Deny access.

 3.
Implicit deny 


The connection attempt does not match the conditions of any remote access policies.

In Windows 2000, the access-by-user administrative model is equivalent to administering remote access on a Windows NT 4.0 RAS server.

For examples of administering remote access by using the access-by-user administrative model, see Access by user and VPN scenarios. 

Note

·
You can use the access-by-user administrative model on a stand-alone remote access server, a remote access server that is a member of a Windows 2000 native-mode domain, a remote access server that is a member of a Windows 2000 mixed-mode domain, or a remote access server that is a member of a Windows NT 4.0 domain. 

·
You can use the access-by-user administrative model if you have Windows NT 4.0 RAS or IAS servers. 

Access by policy in a Windows 2000 native-mode domain

In the access-by-policy administrative model for a Windows 2000 native-mode domain, the remote access permission on every user account is set to Control access through Remote Access Policy and remote access permissions are determined by the remote access permission setting on the remote access policy. Therefore, the remote access permission setting on the remote access policy determines whether remote access permission is allowed or denied.

In the access-by-policy administrative model for a Windows 2000 native-mode domain, you can control three behaviors:

 1.
Explicit allow 


The remote access permission on the remote access policy is set to Grant remote access permission and the connection attempt matches the conditions of the policy subject to the settings of the profile and the dial-in properties of the user account.

 2.
Explicit deny 


The remote access permission on the remote access policy is set to Deny remote access permission and the connection attempt matches the conditions of the policy.

 3.
Implicit deny 


The connection attempt does not match the conditions of any remote access policies.

For examples of administering remote access by using the access-by-policy administrative model for a Windows 2000 native-mode domain, see Access by policy in a Windows 2000 native-mode domain.

Notes

·
If you use this administrative model and do not add any remote access policies and do not change the default remote access policy (named Allow access if dial-in permission is enabled), then no users are allowed remote access. By default, the remote access permission on the default remote access policy is set to Deny remote access permission. If you change the setting to Grant remote access permission, then all users are allowed remote access. 

·
The access-by-policy administrative model for a Windows 2000 native-mode domain also applies to stand-alone remote access servers that are not a member of a domain. 

·
You cannot use the access-by-policy administrative model for a Windows 2000 native-mode domain if you have Windows NT 4.0 RAS or IAS servers. 

·
If you use the access-by-policy administrative model for a Windows 2000 native-mode domain and do not use groups to specify which users get access, then verify that the Guest account is disabled and its remote access permission is set to Deny access. 

Access by policy in a Windows 2000 mixed-mode domain

In the access-by-policy administrative model for a Windows 2000 mixed-mode domain, the remote access permission on every user account is set to Allow access, the default remote access policy is deleted, and separate remote access policies are created to define the types of connections that are allowed. On a remote access server running Windows 2000 that is a member of a Windows 2000 mixed-mode domain, the Control access through Remote Access Policy option is not available for remote access permission on the user account. If a connection attempt matches the conditions of a policy subject to the profile and user account dial-in settings, then the connection is accepted.

This administrative model also applies to a remote access server running Windows 2000 that is a member of a Windows NT 4.0 domain.

In the access-by-policy administrative model for a Windows 2000 mixed-mode domain, you can control three behaviors:

 1.
Explicit allow 


The connection attempt matches the conditions of a policy subject to the settings of the profile and the dial-in properties of the user account.

 2.
Explicit deny 


The connection attempt matches the conditions of a policy but not the settings of the profile. You can do an explicit deny in this administrative model by enabling the Restrict Dial-in to this number only dial-in constraint and typing a number that does not correspond to any dial-in number being used by the remote access server. For an example, see Deny connection through group membership.

 3.
Implicit deny 


The connection attempt does not match the conditions of any remote access policies.

For examples of administering remote access by using the access-by-policy administrative model for a Windows 2000 mixed-mode domain, see Access by policy in a Windows 2000 mixed-mode domain.

Notes

·
If you do not delete the default remote access policy named Allow access if dial-in permission is enabled, then all users can obtain a remote access connection. 

·
If you have Windows NT 4.0 Routing and Remote Access Service (RRAS) servers, you can only use the access-by-policy in a Windows 2000 mixed-mode domain administrative model if the RRAS servers are configured as RADIUS clients to a Windows 2000 IAS server. You cannot use the access-by-policy in a Windows 2000 mixed-mode domain administrative model for Windows NT 4.0 RAS servers. 

Important   The administrative models described here are recommended ways of controlling remote access. You can administer remote access through a mixture of these models. However, you must do so carefully to produce the intended results. Improper configuration may lead to connection attempts that are rejected when they should be accepted and connection attempts that are accepted when they should be rejected. To troubleshoot these complex configurations, you can apply the logic the remote access server uses when processing connection attempts. For more information, see Accepting a connection attempt. 

Remote access logging

This section contains information on the event logging, used for debugging and troubleshooting, and IAS log files, used primarily for analysis and billing:

·
Event logging for IAS 

·
Logging user authentication and accounting requests 

Event logging for IAS

IAS events, such as errors, are automatically recorded in event logs. You can also customize IAS properties to select other types of events to be logged in event logs: 

·
If you select the Log rejected or discarded authentication requests option, rejected and ignored requests are logged. These messages are useful for understanding why a particular request was rejected or ignored. Requests can be rejected or ignored for several reasons. Following are some of the reasons why a request might be ignored: 

·
The request is not formatted according to RFC 2138 or 2139 for RADIUS. 

·
The RADIUS client, such as the network access server (NAS) or RADIUS proxy server, is unknown. 

·
The client has multiple IP addresses and sent the request on an address other than the one defined in IAS. 

·
The shared secret is invalid. 

·
The digital signature sent by the client is invalid. 

·
Support for the digital signature is not implemented on the client correctly (as specified in the RADIUS RFC). 

·
IAS could not find the user's domain. 

·
IAS could not connect to the user's domain. 

·
IAS cannot get permission to access the user's account in the domain. 

·
If you select Log successful authentication requests, this data is logged. 

You can view IAS events by using the Event Viewer.

Notes

·
For the procedure for setting up event logging options in IAS, see Configure event logging for IAS. 

·
For more information on how to set up and use event logs in Windows 2000, see Event Viewer. For information on identifying and resolving errors, see Troubleshooting. 

Logging user authentication and accounting requests

IAS can create log files based on the authentication and accounting requests received from the network access servers (NASs), collecting these packets in a centralized location. Setting up and using such log files to track authentication information, such as each accept, reject, and automatic account lockout, can help simplify administration of your service. You can set up and use logs to track accounting information, such as logon and logoff records, to help maintain records for billing purposes.

What is logged

When you set up logging, you can specify: 

·
The requests to be logged. 

·
The file format for the logs. 

·
The frequency with which new logs are started. 

·
The location where the logs are to be maintained. 

Which requests are logged

You can select the types of requests received by the IAS server that are to be logged: 

·
Accounting requests, including the following: 

·
Accounting-on requests, which are sent by the NAS to indicate that the NAS is online and ready to accept connections. 

·
Accounting-off requests, which are sent by the NAS to indicate that the NAS is going offline. 

·
Accounting-start requests, which are sent by the NAS (after the user is accepted by the IAS server) to indicate the start of a user session. 

·
Accounting-stop requests, which are sent by the NAS to indicate the end of a user session. 

·
Authentication requests, including the following: 

·
Authentication requests, which are sent by the NAS on behalf of the connecting user. These entries in the log contain only incoming attributes. 

·
Authentication accepts and rejects, which are sent by IAS to the NAS to indicate whether the user should be accepted or rejected. These entries contain only outgoing attributes. 

·
Periodic status, to obtain interim accounting requests sent by some NASs during sessions. 

·
Accounting-interim requests, which are sent periodically by the NAS during a user session (if the acct-interim-interval attribute is configured in the remote access profile on the IAS server to support periodic requests). 

Notes

·
Initially, it is recommended that you select the first two options, and refine your logging methods after you determine which data best matches your needs. 

·
For more information on accounting and authentication requests and how they are processed in IAS, see How IAS works. 

The log-file format

You can set up your IAS servers to log the data using either the database-import log format or IAS format:

·
If you select the IAS format, attributes are logged in the form of attribute-value pairs. This format has the following characteristics: 

·
The sequence of the attributes is dependent on the NAS sending a request. 

·
The logged attributes include RADIUS-standard, IAS-specific, and vendor-specific attributes. 

·
All attributes containing unprintable characters or any delimiter (such as | and , ) will be printed in hexadecimal format (for example, 0x026). 

·
If you select the database-import log format, attributes are logged in a format that supports importing the log into databases. This format has the following characteristics: 

·
The attributes of all records are recorded in the same sequence (pre-defined by IAS), regardless of which NAS sent the request. This sequence includes a set specific set of attributes and, although limited in number, are the attributes that are generally most useful for tracking and analysis of requests. 

·
If the attribute is not present in the request or reply (for example, if an attribute is not received from the NAS), then the field is empty in the log. 

·
A specific set of attributes is logged in a sequence that is pre-defined in IAS. The attributes included in this set are pre-defined in IAS and, although limited in number, are those that generally are the most useful for tracking and analysis of requests. 

Note   Database-import log file formats are recommended for most environments because you can then more easily import the log files into databases. The consistent structure of this format facilitates the tracking and analysis of the data. 

How often new logs can be started

When you set up your servers, specify whether new logs are started daily, weekly, monthly, or when the log reaches a specific size. You can also specify that a single log is maintained continually (regardless of file size), but this is not recommended. The file naming convention for logs is determined by the log period you select. Because changing this option can result in overwriting of existing logs, you should copy logs to a separate file before changing the log period. 

Note   For more information on how to effectively implement log files, see Best practices. 

Where logs are recorded

By default, the log files are located in the %systemroot%\system32\LogFiles folder, but you have the option of specifying a different location.

What is in each log file record

Attributes are recorded in UTF-8 encoding in a comma-delimited format. The format of the records in a log file depends on the file format:

·
In IAS-formatted log files, each record starts with a fixed-format header, which consists of the NAS-IP-address, user name, record date, record time, service name, and computer name, followed by attribute-value pairs 


For more information on the attributes and other data logged in the database-import log format, see Database-import log files.

·
In database-import log files, each record contains attribute values in a consistent sequence, starting with the computer name, service name, record date, and record time. A NAS may not use all of the attributes specified in the database-import log format, but the comma-delimited location for each of these pre-defined attributes is maintained, even for attributes that have no value specified in a record. 


For more information on the attributes and other data logged by in the IAS format, see IAS-formatted log files.

Notes

·
This documentation contains logging information specific to IAS. The kinds of data your NAS sends can differ depending on its manufacturer. For information on which data your NAS sends and how to configure accounting packets (and for testing and production information), see your NAS documentation. For more information on the format and definitions of RADIUS attributes, see the appropriate RADIUS RFCs. 

·
For procedures on how to set up the authentication and accounting logging service on an IAS server, see Configure logging for user authentication and accounting. 

·
For information on how to use log data, see Using logs. 

Using IAS

This topic provides information that you can use to implement IAS: 

·
IAS deployment scenarios 

·
Remote access policies scenarios 

·
Using logs 

IAS deployment scenarios

This section covers four of the most common scenarios and how to set up and manage IAS to support each:

·
Dial-up corporate access 

·
Extranet access for business partners 

·
Internet access 

·
Outsourced corporate access through service providers 

Dial-up corporate access

This topic covers how IAS can be set up to support remote authenticated dial-up connections to the corporation. This scenario shows a typical setup and configuration for a corporation with clients requiring access to the corporate network. 

This section covers: 

·
Corporate characteristics and requirements for authentication. 

·
Network components installed to support this corporate environment. 

·
The remote user authentication process to be implemented using this scenario. 

·
The setup of the network components required to support this authentication process. 

·
Implementation and administration considerations. 

Characteristics and requirements

The corporation used in this scenario has a large corporate location with multiple sales locations, all of which require secure access to the corporate network. The corporation needs a reliable method to authenticate remote users in an environment that has the following characteristics:

·
The corporate network uses Active Directory to control user access. 

·
Sales locations have demand-dial connections to the corporate network. 

·
Remote management of network servers is required. 

·
Access capabilities are not identical for all employees, and access is given to specific employees based on the group to which they belong. (For example, corporate employees are granted remote access, but contract employees are not). 

·
Users must be able to access the network by dialing up from home and while traveling. 

Note   This scenario covers only how to set up IAS and some basic steps for configuring Windows 2000 Routing and Remote Access. For more information, see Remote access scenarios. 

Network components

In this scenario, IAS servers are set up on the corporate network to authenticate remote users. The following components are installed to support this scenario:

·
In the corporate network: 

·
A primary IAS server and a backup IAS server, each running Windows 2000 Server and connected to the local area network (LAN). The IAS server serves as the RADIUS server, performing authentication, authorization, accounting, and auditing of the remote access users. 

·
Active Directory domain controllers, each running Windows 2000 Server and connected to the LAN. Active Directory contains the user accounts and groups used to set up remote access policies for remote users. 

·
Network access servers (NASs), each running the Routing and Remote Access service component of Windows 2000 Server and connected to the LAN. The NAS operates as a RADIUS client and is responsible for passing user information to the appropriate RADIUS servers (in this scenario, IAS), and then acting on the response. 


Note   This scenario uses Routing and Remote Access servers as the NASs. If you use other RADIUS-compatible NASs (such as CISCO, Ascend, or US Robotics), you would need to change the setup covered here to reflect the use of other NASs. 

·
For each remote dial-up user: 

·
A computer, with a modem (or other supported communications device) and connection software set up to support standard dial-up access capabilities using Point-to-Point Protocol (PPP). 

Authentication process for this scenario

The network components determine the authentication process. Using the setup and configuration as specified in this scenario, accounting and authentication are accomplished as follows: 

·
When the NAS is started, an accounting-on packet is sent. 

·
When a remote user dials up the corporation, the following process takes place and all requests and responses are logged: 


 1.
The user dials the corporate number and reaches the NAS. 

 2.
The NAS sends the RADIUS authentication request to the IAS server. 

 3.
IAS forwards the authentication request to the domain controller, where the user credentials are checked. 

 4.
IAS uses the remote access policies and the user attributes to determine if dial-up access is allowed. 


Note   IAS needs permission to read the attributes from the user object. This permission is given if the server is a member of the built-in RAS and IAS Servers security group. 

·
If a remote access policy is matched and the profile doesn't reject the user, then IAS sends an access-accept packet. 

·
The user is granted access, based on the connection settings specified in the access-accept packet. The NAS then assigns an IP address and other parameters to the client and starts routing the packets sent to and received from the client. 

·
The NAS sends an accounting-start packet to the IAS server indicating that the user session has started. 

·
During the session, interim accounting packets are sent. 

·
When the user disconnects, the NAS sends an accounting-stop packet to the IAS server, indicating that the end of the user session. 

Setup

To set up IAS to support this scenario, you need to complete the following steps: 

 1.
Verify that the domain controllers have been configured to support the remote users. 

 2.
Install and configure IAS. 

 3.
Copy the IAS configuration from the primary IAS server to the backup IAS server. 

 4.
Register the primary and backup IAS servers with Active Directory. 

 5.
Verify the configuration of RADIUS accounting and authentication on the NASs. 

 6.
Verify connection capabilities of the remote users. 

The following information covers these setup steps and what is required to complete each. 

Step 1: Verify that the domain controllers have been configured to support the remote users

Verify that the remote users are in the appropriate universal and nested groups, that the computer running IAS has permission to read the user objects in the domain, and then verify that the user names and passwords are valid by testing their logon capabilities on the LAN.

Notes

·
If you specify that CHAP is to be supported, you need to configure support for reversibly encrypted passwords. For more information, see CHAP. 

·
For more information on: 

·
Universal and nested groups, see Universal, global, and domain local groups. 

·
How to add a user account in Active Directory, see To add a user to a group. 

·
How to assign permissions to read user objects, see Permissions and security descriptors. 

Step 2: Install and configure IAS

To set up the primary IAS server in the corporate network, do the following:

 1.
Verify that the server that will run IAS is a member of the forest against which it will authenticate remote users (since a trust relationship is required and all domains in Active Directory forests automatically have trust relationships with each other.) If IAS and the user account are not in the same forest, the domain for the user account must have a trust relationship with the domain of which IAS is a member. For more information on trust relationships, see Understanding domain trusts. 

 2.
Log on with Local Administrative credentials. 

 3.
If you did not select IAS as an optional component when you installed Windows 2000 Server, install it using Add/Remove Programs in Control Panel. 

 4.
Click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

 5.
In the Internet Authentication Service MMC, right-click Internet Authentication Service and then click Properties to configure the properties for the primary IAS server: 

·
On the Service tab, select both options for event logs. (You can later clear any options that are not useful in your environment.) 

·
On the RADIUS tab, specify the RADIUS authentication and RADIUS accounting UDP ports to be used, and then click OK. 


Note   These ports must be the same as those used by the NASs. The most recently defined RADIUS standards at the time of this publication are 1812 for authentication and 1813 for accounting. The default values are set to the commonly used values: 1812 and 1645 for authentication and 1813 and 1646 for accounting. If you are unsure of your port settings, refer to your vendor-specific documentation for the NAS. 

·
No realm names are used in this example, so no information is required on the Realms tab. 

 6.
Set up IAS support for the RADIUS clients. To do this, in the console tree, right-click Clients, click New Client, and then follow the directions to add and specify information about each RADIUS client (each NAS), specifying the Friendly name, Protocol (specified as Radius), Client address, Client-Vendor information (specified as RADIUS Standard), and the Shared secret. 


Notes

·
Ensure that the authentication and accounting shared secrets in IAS match those specified for the NASs. 

·
Before enabling the option to check digital signatures, ensure that the NAS supports sending a digital signature for authentication types other than Extensible Authentication Protocol (EAP). For EAP, digital signature is always checked and you do not have to select the digital signature option. 

·
For more information on how to set up new clients, see To register RADIUS clients. 

 7.
Set up remote access policies. Because permanent and contract employees have different access restrictions, set up separate policies for each: 

 1.
Set up the policy for permanent employees by doing the following: 

 1.
In the Internet Authentication Service console tree, right-click Remote Access Policies, and then click New Remote Access Policy. 

 2.
In the Add Remote Access Policy dialog box, specify a name for the policy. For this scenario, you might enter Permanent employees. After entering the name, click Next. 

 3.
In the next dialog box, click Add to specify a condition for this policy. 

 4.
In the Select Attribute dialog box, under Attribute types, select Windows-Groups, and then click Add, click Add again, and then select the name of the group(s) to which this policy is to be applied (such as Permanent employees group), click Add, and then click OK twice. 


Note   Remote access policies cannot include built-in groups, so they are not visible in the list of domain groups. 

 5.
In the Add Remote Access Policy dialog box, click Next. 

 6.
Click Grant remote access permission, and then click Next. 

 7.
Click Edit Profile. 

 8.
In the Edit Dial-in Profile dialog box, on the Authentication tab, select MS-CHAP and MS-CHAP v2 as the authentication methods, and then click OK (using the defaults for all other settings in the profile). 

 9.
Click Finish. 

 2.
Set up a remote access policy for contract employees that is the same as for permanent employees, except that it includes an condition that limits the hours of permitted access. To set up this policy, repeat the steps that you used to set up the policy for permanent employees, but specify the name of the policy as Contract Employees and then use the following steps to set up the additional condition to restrict access hours: 

 1.
In the details pane of the Internet Authentication Service console window, double click Contract Employees. 

 2.
In the Contract Employees Properties dialog box, click Add to add another condition. 

 3.
In the Select Attribute dialog box, select Day-And-Time-Restrictions, and then click Add. 

 4.
In the Time of day constraints dialog box, select the hours of access (7 AM to 7 PM on weekdays only, or other as appropriate), select Permitted, and then click OK twice.

 3.
To ensure that the policies that you configured do not conflict with the default policy (Allow access if dial-up permission is enabled), delete the default policy. 


For more information on how to set up remote access policies, see Configure remote access policies.

 8.
Configure logging for user authentication and accounting. 


Although you can specify the basic logging configuration in IAS, you may want to create additional programs to use the logging data for accounting and troubleshooting. For example, you might set up a program to track departmental usage of remote access capabilities. For this scenario, you should consider the following when configuring logging: 

·
You should use the database-import log format for your log files to facilitate incorporation and use of the data in your own programs. If you select this format, you can use a database program, such as Microsoft Access 2000, to read the log file directly for usage, access analysis, and report generation. 

·
You should specify that all types of requests received by the server (including authentication, accounting, and periodic updates) are to be logged. If you determine later that all of this logging information is not required, you can change this selection.

For more information on how to set up logging, see Configure logging for user authentication and accounting.

Step 3: Copy the IAS configuration from the primary IAS server to the backup IAS server

Copy the client configurations, remote access policies, and logging configuration to the backup IAS server.

For more information on how to copy an IAS configuration from one computer to another, see To copy the IAS configuration to another server.

Step 4: Register the primary and backup IAS servers with Active Directory

To be able to authenticate users, the primary and backup IAS servers must be registered on the domain controllers in Active Directory in the built-in groups as members of the RAS and IAS Servers security group. Add the IAS servers by doing the following: 

 1.
Log on the server using domain Administrator credentials. 

 2.
Click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

 3.
In the console tree, click Users. 

 4.
In the details pane, right-click RAS and IAS Servers. 

 5.
In the RAS and IAS Servers Properties dialog box, on the Members tab, add each of the IAS servers. 

Note   You can also use a netsh ras register server [domain] [server] command to register the servers. For more information, see NetShell commands for remote access. 

Step 5: Verify the configuration of RADIUS accounting and authentication on the NASs

To ensure that RADIUS accounting and authentication configuration has been appropriately set up on each NAS using Windows 2000 Server Routing and Remote Access and to verify that the configuration matches that of IAS (as specified in Steps 2 and 3), do the following:

 1.
Log on to the server using domain Administrator credentials. 

 2.
Click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

 3.
For each NAS on which you have installed Routing and Remote Access, right-click the server name, click Properties, and then check the following information: 

·
On the General tab, verify the following: 

·
Remote access server is selected. 

·
On the Security tab, verify the following: 

·
RADIUS Authentication is selected and is configured with the names of the primary and backup IAS servers, each with the appropriate shared secret and port, and, under Authentication Methods, that MS-CHAP v2 and MS-CHAP are selected. 

·
RADIUS Accounting is selected and is configured with the names of the primary and backup IAS servers, each with the appropriate shared secret and port, and with the Send RADIUS accounting On and Accounting Off messages option selected. 

·
On the IP tab, verify that the following are selected: 

·
Allow remote systems running IP 

·
Access entire network 

·
Use DHCP to assign remote IP addresses 

For more information on how to check properties of the NAS, see To view properties of the NAS.

Step 6: Verify connection capabilities of the remote users

The final step in setting up IAS is to verify that the remote dial-up users can use Network and Dial-up Connections to access the corporate network.

For more information on remote dial-up connections, see About Network and Dial-up Connections.

Implementation and administration considerations

Depending on the size of your corporation, a single IAS server is probably sufficient. In many cases, the IAS server can be installed on the same computer as the domain controller. Monitor traffic and adjust the IAS server installation as necessary to meet your requirements.

Note   This scenario provides a basic implementation plan for a corporate environment. Tailor the number of servers and other implementation decisions to support the needs of your environment. 

All IAS administration can be managed remotely.

If remote access policies need to be updated, update the policies on the primary IAS server, and then copy the IAS configuration to the other IAS servers.

Note

·
For additional implementation information for corporate remote access, see: 

·
Deploying Remote Access, for additional configuration information. 

·
The Remote access for Electronic, Inc. scenario, which contains an example that shows hardware and software considerations for a corporate remote access implementation of VPN connections. 

Extranet access for business partners

This topic covers how IAS can be set up to support a corporate extranet environment that has one or more business partners, each of which need access to only a specific area within the corporation's network.

This section covers: 

·
Corporate characteristics and requirements for authentication of remote partners using dial-up access. 

·
Network components installed to support corporate extranet access for business partners. 

·
The remote user authentication process to be implemented using this scenario. 

·
The setup of the network components required to support this authentication process. 

·
Implementation and administration considerations. 

Note   In this scenario, references to the corporation, the corporate network or the corporate environment are related only to a single corporation that is granting access to its business partners. 

Characteristics and requirements

The corporation in this scenario has a corporate network and has established business partnerships with suppliers who require secure access to the specific areas (servers) within the corporate network. The extension of a corporate intranet to facilitate communication with suppliers and/or customers is referred to as an extranet. An extranet allows customers and/or suppliers to gain limited access to a company's intranet in order to enhance the speed and efficiency of their business relationship. The corporation needs a reliable method to authenticate business partner users in an environment that has the following characteristics:

·
The corporation uses Active Directory to control user access and use. 

·
Access capabilities are not identical for all business partners, and access to the corporation is given to specific partners based on specific business requirements which determine which areas of the corporation are accessible by each partner. (For example, one business partner may be co-developing a technology with the corporation and requires access to a server supporting development efforts for a specific component, while another business partner may be providing parts for a hardware component and requires access to a server supporting manufacturing and production efforts). In this scenario, the NAS controls access at the IP level using IP filters for that specific connection. The filters that are applied to the connection can be varied by using remote access policies. 

·
The corporation's business partners each have a large number of users at multiple locations who need a secure method of accessing specific areas of the corporate network. 

·
The users at each of the business partner locations have access to the Internet. 

·
The VPN connection uses smart card and Extensible Authentication Protocol (EAP), with 128-bit encryption. 

·
Users at each business partner require unique users names with their own corporation. 

Note   This scenario covers only how to set up IAS. It does not cover complete configuration of all remote access and VPN components. For more information on how the deployment requirements for the other remote access and VPN components, see: 

·
Remote access scenarios 

·
Routing scenarios, especially the scenario for Dial-up branch office network 

·
Virtual private network scenarios 

Network components

In this scenario, a primary IAS server and a backup IAS server are set up in the corporate network to authenticate remote business partner users. The following components are installed to support this scenario:

·
In the corporate network: 

·
A primary IAS server and a backup IAS server, each running Windows 2000 Server and connected to the corporate local area network (LAN) and to the Internet. The IAS server serves as the RADIUS server, performing authentication, authorization, accounting, and auditing of the remote access users. 

·
Active Directory domain controllers, each running Windows 2000 Server and connected to the LAN. Active Directory contains the user accounts and groups used to set up remote access policies for remote users. User principal names have been created for all business partner users to limit their exposure to the corporate domain. 

·
PPTP servers, each running Windows 2000 Server with Routing and Remote Access service enabled, configured to accept PPTP connections, and connected to the LAN and through a leased line to the Internet. The PPTP server has a network address on the Internet and on the private LAN and is used to provide business partner users with VPN connections to the specific areas of the corporate network. 


Notes

·
PPTP is a protocol for creating a VPN connection. PPTP can encapsulate Point-to-Point Protocol (PPP) packets, such as from a network access server (NAS), within Internet Protocol (IP) packets and forward them over any IP network, including the Internet. 

·
For more information on setting up the PPTP server, see Checklist: Installing and configuring a PPTP server. 

·
For each business partner user: 

·
A computer with a modem (or other supported communications device) and Internet access and connection software set up to support standard access using PPP and PPTP connections. Each authorized user must have a user principal name to access the corporate network. 

·
Smart card access capabilities. 

Authentication process for this scenario

The network components determine the authentication process. Using the setup and configuration as specified in this scenario, accounting and authentication are accomplished as follows: 

·
When the PPTP server is started, an accounting-on packet is sent. 

·
When a business partner user connects to the corporation, the following process takes place and all requests and responses are logged: 

 1.
Using smart card access, the user connects to the corporate PPTP server. 

 2.
The PPTP server sends the RADIUS authentication request to the IAS server. 


Note   When the User principal name is received from the business partner user, IAS queries the global catalog and maps the user principal name suffix to a fully-qualified domain name (FQDN). 

·
IAS forwards the authentication request to the domain controller, where user credentials are checked. 

·
IAS evaluates the remote access policies and the user attributes to determine if dial-up access is allowed. 


Note   IAS needs permission to read the attributes from the user object. This permission is given if the server is a member of the built-in RAS and IAS Servers security group. 

·
If a remote access policy is matched and the profile doesn't reject the user, then IAS sends an access-accept packet. 


Note   For more information on how policies are evaluated, see 

·
Deploying Remote Access, for additional configuration information. 

·
Accepting a connection attempt. 

·
The user is granted VPN access, based on the connection settings specified in the access-accept packet. The connection settings contain a filter appropriate to the business partner's allowed access, and the PPTP applies the filter for all packets at the connection. 

·
The PPTP server then assigns an IP address and other parameters to the client and starts routing the packets sent to and received from the client. 

·
The PPTP server sends an accounting-start packet to the IAS server indicating that the user session has started. 

·
During the session, interim accounting packets are sent. 

·
When the user disconnects, the NAS sends an accounting-stop packet to the IAS server, indicating that the end of the user session. 

For more information on the authentication process for business partner extranet access, see the Apply packet filters for business partner extranet deployment scenario.

Setup

To set up IAS to support this scenario, you need to complete the following steps: 

 1.
Verify that the firewall is appropriately set up to support IAS. 

 2.
Verify that the domain controllers have been configured to support the remote users. 

 3.
Install and configure IAS. 

 4.
Copy the IAS configuration from the primary IAS server to the backup IAS server. 

 5.
Register the primary and backup IAS servers with Active Directory. 

 6.
Verify that the PPTP servers are appropriately set up to support RADIUS accounting and authentication and are properly configured for VPN connections. 

 7.
Verify connection capabilities of the business partner users. 

The following information covers these setup steps and what is required to complete each. 

Step 1: Verify that the firewall is appropriately set up to support IAS

For information on how to set up the firewall, see IAS and firewalls.

Step 2: Verify that the domain controllers have been configured to support the remote users

Verify that the business partners users are in the appropriate universal and nested groups, that the computer running IAS has permission to read the user objects in the domain, and then verify that the user names and passwords are valid by testing their logon capabilities on the LAN. Because you are using groups, verify that in the user account that the Remote Access Permission option is set to Control access through Remote Access Policy. Create a group for each business partner and set up user principal names for users at each business partner. For example, for a user (Bob) at one business partner (Company), create a group (Company) and create a UPN of @Company.com and assign the UPN to the user belonging to the company.

Notes

·
If you specify that CHAP is to be supported, you need to configure support for reversibly encrypted passwords. For more information, see CHAP. 

·
For more information on: 

·
Universal and nested groups, see Universal, global, and domain local groups. 

·
How to add a user account in Active Directory, see To add a user to a group. 

·
How to assign permissions to read user objects, see Permissions and security descriptors 

·
How to set up group membership, see Allow connection through group membership. 

Step 3: Install and configure IAS

To set up the primary IAS server, do the following:

 1.
Verify that the server that will run IAS is a member of the forest against which it will authenticate remote users (since a trust relationship is required and all domains in Active Directory forests automatically have trust relationships with each other.) If IAS and the user account are not in the same forest, the domain for the user account must have a trust relationship with the domain of which IAS is a member. For more information on trust relationships, see Understanding domain trusts. 

 2.
Log on with administrative credentials. 

 3.
If you did not select IAS as an optional component when you installed Windows 2000 Server, install it using Add/Remove Programs in Control Panel. 

 4.
Click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

 5.
in the Internet Authentication Service MMC, right-click Internet Authentication Service and then click Properties to configure the properties for the primary IAS server: 

·
On the Service tab, select both options for event logs. (You can later clear any options that are not useful in your environment.) 

·
On the RADIUS tab, specify the RADIUS authentication and RADIUS accounting UDP ports to be used, and then click OK. 


Note   These ports must be the same as those used by the PPTP servers. The most recently defined RADIUS standards at the time of this publication are 1812 for authentication and 1813 for accounting. The default values are set to the commonly used values: 1812 and 1645 for authentication and 1813 and 1646 for accounting. If you are unsure of your port settings, refer to your vendor-specific documentation for the NAS. 

 6.
Set up IAS support for the RADIUS clients. To do this, in the console tree, right-click Clients, click New Client, and then follow the directions to add and specify information about each RADIUS client (each of the corporate PPTP servers), specifying the Friendly name, Protocol (specified as Radius), Client address, Client-Vendor information (specified as RADIUS Standard), and the Shared secret. 


Notes

·
Ensure that the authentication and accounting shared secrets in IAS match those specified for the NASs. 

·
For more information on how to set up new clients, see To register RADIUS clients. 

 7.
Set up a remote access policy for smart card access for a business partner (in this scenario, a fictitious company with the name of Awesome Computers) that uses 128-bit encryption. To set up this policy, do the following: 

 1.
In Internet Authentication Service console tree, right-click Remote Access Policies, and then click New Remote Access Policy to configure a remote access policy for the users of one of the business partners. 

 2.
In the first dialog box of the Add Remote Access Policy wizard, specify the Policy friendly name. (For this scenario, you might enter Awesome Computers Smart Card Access.) After entering the name, click Next. 

 3.
In the next dialog box, click Add, select Windows-Groups, click Add, click Add again, select the appropriate group(s) to which this policy is to be applied (such as, Awesome Computers), click Add, and then click OK twice. 


Note   Remote access policies cannot include built-in groups, so they are not visible in the list of domain groups. 

 4.
To add another condition, click Add again, select NAS-Port-Type, select Virtual (VPN), click Add, click OK, and then click Next. 

 5.
Click Grant remote access permission, and then click Next. 

 6.
Click Edit Profile. 

 7.
On the Authentication tab, select Extensible Authentication Protocol, select Smart card or other certificate (TLS), click Configure, select the machine certificate you want to use. 

 8.
On the IP tab, in the IP Packet Filters box, click From client and add the destination network information for the filter, and then click OK three times. 

 9.
Click Finish. 

10.
To ensure that the policies that you configured do not conflict with the default policy (Allow access if dial-up permission is enabled), delete the default policy. 


Notes

·
Define a separate policy for each business partner. 

·
For information on smart cards and how to implement them, see Overview of smart cards. 

·
For more information on how to set up remote access policies, see Configure remote access policies. 

 8.
Configure logging for user authentication and accounting. 


Although you can specify the basic logging configuration in IAS, you may want to create additional programs to use the logging data for accounting and troubleshooting. For example, you might set up a program to track departmental usage of remote access capabilities. For this scenario, you should consider the following when configuring logging: 

·
You should use the database-import log format for your log files to facilitate incorporation and use of the data in your own programs. If you select this format, you can use a database program to read your log files directly for usage, access analysis, and report generation. 

·
You should specify that all three types of authentication and accounting requests received by the server are to be logged. If you determine later that all of this logging information is not required, you can change this selection.

For more information on how to set up logging, see Configure logging for user authentication and accounting.

Step 4: Copy the IAS configuration from the primary IAS server to the backup IAS server

Copy the IAS configuration (including IAS properties, client configurations, remote access policies, and logging configuration) to the backup IAS server.

For more information on how to copy an IAS configuration from one computer to another, see To copy the IAS configuration to another server.

Step 5: Register the primary and backup IAS servers with Active Directory

To be able to authenticate users, the primary and backup IAS servers must be registered on the domain controllers in Active Directory in the built-in groups as members of the RAS and IAS Servers security group. Add the IAS servers by doing the following: 

 1.
Log on to the server using domain Administrator credentials. 

 2.
Click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

 3.
In the console tree, click Users. 

 4.
In the details pane, right-click RAS and IAS Servers. 

 5.
In the RAS and IAS Servers Properties dialog box, on the Members tab, add each of the IAS servers. 

Note   You can also use a netsh ras register server [domain] [server] command to register the servers. For more information, see NetShell commands for remote access. 

Step 6: Verify that the PPTP servers are appropriately set up to support RADIUS accounting and authentication and are properly configured for VPN connections

To ensure that RADIUS accounting and authentication configuration has been appropriately set up on each PPTP server using the appropriate remote access software and to verify that the configuration matches that of IAS, ensuring that IAS is configured as the authenticator and accounting provider, do the following:

 1.
Log on to the server using domain Administrator credentials. 

 2.
Click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

 3.
For each PPTP server on which you have installed Routing and Remote Access, right-click the server name, click Properties, and then check the following information: 

·
On the General tab, verify the following: 

·
Remote access server is selected. 

·
On the Security tab, verify the following: 

·
RADIUS Authentication is selected and is configured with the names of the primary and backup IAS servers, each with the appropriate shared secret and port, with the Always use digital signatures option selected and, under Authentication Methods, that EAP is selected. 

·
RADIUS Accounting is selected and is configured with the names of the primary and backup IAS servers, each with the appropriate shared secret and port, and with the Send RADIUS accounting On and Accounting Off messages option selected. 

·
On the IP tab, verify that the following are selected: 

·
Allow remote systems running IP 

·
Access this computer only 

·
Use DHCP to assign remote IP addresses 

 4.
Verify that the PPTP servers are properly configured for VPN connections. For information on setting up PPTP servers, see Virtual private networks. 

Step 7: Verify connection capabilities of the business partner users

The final step in setting up IAS is to verify that the business partners VPN users can access the corporate network. To do this verify smart card access.

Implementation and administration considerations

Take special care to specify policies (with filters) that appropriately restrict the access granted to the partner's users.

Implementation Considerations

This scenario shows only one example of how extranet access might be configured. The size and access requirements of your corporation affect your implementation. Tailor this example as needed to match your requirements.

Note   For additional implementation information for remote access using VPNs (including the use of smart cards, strong encryption, and filters), see VPN scenarios. 

Internet access

This topic covers how IAS can be set up to support customer authenticated dial-up connections to an Internet service provider (ISP). This scenario shows a typical setup and configuration for an ISP with customers requiring access to the internet via the ISP. 

This section covers: 

·
ISP characteristics and requirements for authentication. 

·
Network components installed to support this ISP environment. 

·
The customer authentication process to be implemented using this scenario. 

·
The setup of the network components required to support this authentication process. 

·
Implementation and administration considerations. 

Characteristics and requirements

The ISP in this scenario has a single data center that support a large number of users and NASs are distributed with multiple Points of Presence (POPs). The ISP needs a reliable method to authenticate users in an environment that has the following characteristics:

·
The ISP uses Active Directory to control user access. 

·
The ISP offers two service plans, a basic unlimited access plan for users with dial-up modems, and a premium plan that provides support for ISDN connections. Access is given to users based on the plan for which they sign up, which determines to which group they belong. 

·
Users must be able to access the network using local access numbers for each of the ISP's POPs. 

Note   This scenario covers only how to set up IAS and some basic steps for configuring Windows 2000 Routing and Remote Access. For more information, see Remote access scenarios. 

Network components

In this scenario, IAS servers are set up on the corporate network to authenticate users connecting through any POP that has been set up on any of the ISP's network access servers (NASs). The following components are installed to support this scenario:

·
At the ISP: 

·
A primary IAS server and a backup IAS server, each running Windows 2000 Server. The IAS servers serve as the RADIUS servers, performing authentication, authorization, accounting, and auditing of all users of the ISP's service. 

·
Active Directory domain controllers, each running Windows 2000 Server. Active Directory contains the user accounts and groups used to set up remote access policies for all users. 

·
NASs, each running the Routing and Remote Access service component of Windows 2000 Server and connected to the LAN. The NAS operates as a RADIUS client and is responsible for passing user information to the appropriate RADIUS servers (in this scenario, IAS), and then acting on the response. 


Note   This scenario uses Routing and Remote Access servers as the NASs. If you use other RADIUS-compatible NASs (such as CISCO, Ascend, or US Robotics), you would need to change the setup covered here to reflect the use of the other NASs. 

·
For each individual user of the basic plan (no ISDN support): 

·
A computer configured to support standard dial-up capabilities using Point-to-Point Protocol (PPP). In this scenario, a Connection Manager service profile is used to enable access to the Internet through the ISPs POPs. 

·
For each individual user of the premium plan (with ISDN support): 

·
A computer configured to support standard dial-up capabilities as well as ISDN direct access capabilities using PPP. The same Connection Manager service profile as used for the basic plan is used to enable access using ISDN, because the service profile contains both dial-up and ISDN POPs. (Connection Manager makes the appropriate POPs available based on the type of connection device the user selects.) 


Note   To use Connection Manager, the service profile must be delivered, installed, and set up on all computers requiring remote access. Connection Manager service profiles are created using the Connection Manager Administration Kit (CMAK) wizard. For more information on how to create, deliver, and set up Connection Manager service profiles, see the Connection Manager Administration Kit Guide. 

Authentication process for this scenario

The network components determine the authentication process. Using the setup and configuration as specified in this scenario, accounting and authentication are accomplished as follows: 

·
When the NAS is started, an accounting-on packet is sent. 

·
When a remote user dials up one of the ISPs POPs, the following process takes place and all requests and responses are logged: 


·
The user selects the location from which he is dialing and then selects an appropriate phone number (POP) for the ISP from the phone book in the Connection Manager service profile. 

·
The NAS sends the RADIUS authentication request to the IAS server. 

·
IAS forwards the authentication request to the domain controller at that location, where the user credentials are checked. 

·
IAS evaluates the remote access policies and the user attributes to determine if dial-up access is allowed. 


Note   IAS needs permission to read the attributes from the user object. This permission is given if the server is a member of the built-in RAS and IAS Servers security group. 

·
If a remote access policy is matched and the profile doesn't reject the user, then IAS sends an access-accept packet. 

·
The user is granted access, based on the connection settings specified in the access-accept packet. The NAS then assigns an IP address and other parameters to the client and starts routing the packets sent to and received from the client. 

·
The NAS sends an accounting-start packet to the IAS server indicating that the user session has started. 

·
During the session, interim accounting packets are sent. 

·
When the user disconnects, the NAS sends an accounting-stop packet to the IAS server, indicating that the end of the user session. 

Setup

To set up IAS to support this scenario, you need to complete the following steps: 

 1.
Verify that the domain controllers have been configured to support the remote users. 

 2.
Install and configure IAS. 

 3.
Copy the IAS configuration from the primary IAS server to the backup IAS server. 

 4.
Register the primary and backup IAS servers with Active Directory. 

 5.
Verify the configuration of RADIUS accounting and authentication on the NASs. 

 6.
Verify connection capabilities of the remote users. 

The following information covers these setup steps and what is required to complete each. 

Step 1: Verify that the domain controllers have been configured to support the remote users

Verify that the users are set up with user principal names and are in the appropriate universal and nested groups, that the computer running IAS has permission to read the user objects in the domain. In this scenario, you can set up two universal groups (one for users of the basic plan and one for users of the premium ISDN plan. Because of the large number of potential users, create global groups, nested in the universal groups, and put users in the sub-groups (not directly in the universal groups). Verify that the user names and passwords are valid by testing their logon capabilities on the LAN.

Verify that CHAP and MS-CHAP are supported on the domain controllers.

Notes

·
The user principal names created for the users should contain the @ sign followed by the ISP's name (for example, ISPName@Username. 

·
When CHAP is to be supported, you need to configure support for reversibly encrypted passwords and enable clear-text passwords. For more information, see CHAP. 

·
For more information on: 

·
Universal and nested groups, see Universal, global, and domain local groups. 

·
How to add a user account in Active Directory, see To add a user to a group. 

·
How to assign permissions to read user objects, see Permissions and security descriptors. 

Step 2: Install and configure IAS

To set up the primary IAS server, do the following:

 1.
Verify that the server that will run IAS is a member of the forest against which it will authenticate remote users (since a trust relationship is required and all domains in Active Directory forests automatically have trust relationships with each other.) If IAS and the user account are not in the same forest, the domain for the user account must have a trust relationship with the domain of which IAS is a member. For more information on trust relationships, see Understanding domain trusts. 

 2.
Log on with Local Administrative credentials. 

 3.
If you did not select IAS as an optional component when you installed Windows 2000 Server, install it using Add/Remove Programs in Control Panel. 

 4.
Click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

 5.
In the Internet Authentication Service MMC, right-click Internet Authentication Service and then click Properties to configure the properties for the primary IAS server: 

·
On the Service tab, select both options for event logs. (You can later clear any options that are not useful in your environment.) 

·
On the RADIUS tab, specify the RADIUS authentication and RADIUS accounting UDP ports to be used, and then click OK. 


Note   These ports must be the same as those used by the NASs. The most recently defined RADIUS standards at the time of this publication are 1812 for authentication and 1813 for accounting. The default values are set to the commonly used values: 1812 and 1645 for authentication and 1813 and 1646 for accounting. If you are unsure of your port settings, refer to your vendor-specific documentation for the NAS. 

·
No realm names are used in this example, so no information is required on the Realms tab. 

 6.
Set up IAS support for the RADIUS clients. To do this, in the Internet Authentication Service console tree, right-click Clients, click New Client, and then follow the directions to add and specify information about each RADIUS client (each NAS), specifying the Friendly name, Protocol (specified as Radius), Client address, Client-Vendor information (specified as RADIUS Standard), and the Shared secret. 


Notes

·
Ensure that the authentication and accounting shared secrets in IAS match those specified for the NASs. 

·
Before enabling the option to check digital signatures, ensure that the NAS supports sending a digital signature for authentication types other than Extensible Authentication Protocol (EAP). 

·
For EAP, digital signature is always checked and you do not have to select the digital signature option. 

·
For more information on how to set up new clients, see To register RADIUS clients.

 7.
Set up the remote access policies. Most basic plans for ISPs do not include ISDN access, so you should set up two groups, one that supports multi-link connections (for premium plans) and one that doesn't (for the basic plan). 

 1.
Set up a remote access policy for the basic plan for non-ISDN users by doing the following: 

 1.
In Internet Authentication Service MMC, in the console tree, right-click Remote Access Policies, and then click New Remote Access Policy. 

 2.
Using the Add Remote Access Policy wizard, specify a Policy friendly name for the policy. (For this scenario, you might enter Basic Plan.) After entering the name, click Next. 

 3.
In the next dialog box, click Add, select Windows-Groups, click Add, click Add again, select the group(s) to which this policy is to be applied (such as, Basic plan users), click Add, click OK twice, and then click Next. 


Note   Remote access policies cannot include built-in groups, so they are not visible in the list of domain groups. 

 4.
Click Grant remote access permission, and then click Next. 

 5.
Click Edit Profile. 

 6.
On the Authentication tab, select CHAP, MS-CHAP, and MS-CHAP v2 as the authentication methods. 

 7.
On the Dial-in Constraints tab, select Async and Sync, and then click OK. 

 8.
Click Finish.

 2.
Set up a remote access policy for the premium plan that is the same as for the basic plan, except that it needs to support ISDN access. To set up this policy, repeat the steps that you used to set up the policy for the basic plan, but specify the name of the policy as Premium Plan, select the Windows-Groups that contain the users who are to be granted ISDN access, and on the Dial-in Constraints tab, check all of the ISDN options (in addition to the options selected for the basic plan). 

 3.
To ensure that the policies that you configured do not conflict with the default policy (Allow access if dial-up permission is enabled), delete the default policy. 


Note   For more information on how to set up remote access policies, see Configure remote access policies. 

 8.
Configure logging for user authentication and accounting. 


Although you can specify the basic logging configuration in IAS, you may want to create additional programs to use the logging data for accounting and troubleshooting. For example, you might set up a program to track departmental usage of remote access capabilities. For this scenario, you should consider the following when configuring logging: 

·
You should use the database-import log format for your log files to facilitate incorporation and use of the data in your own programs. If you select this format, you can use a database program to read the log file directly for usage, access analysis, and report generation. 

·
You should specify that all types of requests received by the server (including authentication, accounting, and periodic updates) are to be logged. If you determine later that all of this logging information is not required, you can change this selection.

For more information on how to set up logging, see Configure logging for user authentication and accounting.

Step 3: Copy the IAS configuration from the primary IAS server to the backup IAS server

Copy the client configurations, remote access policies, and logging configuration to the backup IAS server.

For more information on how to copy an IAS configuration from one computer to another, see To copy the IAS configuration to another server.

Step 4:Register the primary and backup IAS servers with Active Directory

To be able to authenticate users, the primary and backup IAS servers must be registered on the domain controllers in Active Directory in the built-in groups as members of the RAS and IAS Servers security group. Add the IAS servers by doing the following: 

 1.
Log on the server using domain Administrator credentials. 

 2.
Click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

 3.
In the console tree, click Users. 

 4.
In the details pane, right-click RAS and IAS Servers. 

 5.
In the RAS and IAS Servers Properties dialog box, on the Members tab, add each of the IAS servers. 

Note   You can also use a netsh ras register server [domain] [server] command to register the servers. For more information, see NetShell commands for remote access. 

Step 5:Verify the configuration of RADIUS accounting and authentication on the NASs

To ensure that RADIUS accounting and authentication configuration has been appropriately set up on each NAS using Windows 2000 Server Routing and Remote Access and to verify that the configuration matches that of IAS (as specified in Steps 2 and 3), do the following:

 1.
Log on to the server using domain Administrator credentials. 

 2.
Click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

 3.
For each NAS on which you have installed Routing and Remote Access, right-click the server name, click Properties, and then check the following information: 

·
On the General tab, verify the following: 

·
Remote access server is selected. 

·
On the Security tab, verify the following: 

·
RADIUS Authentication is selected and is configured with the names of the primary and backup IAS servers, each of which is configured with the appropriate shared secret and port, and, under Authentication Methods, that CHAP, MS-CHAP v2 and MS-CHAP are selected. 

·
RADIUS Accounting is selected and is configured with the names of the primary and backup IAS servers, each with the appropriate shared secret and port, and with the Send RADIUS accounting On and Accounting Off messages option selected. 

·
On the IP tab, verify that the following are selected: 

·
Allow remote systems running IP 

·
Access entire network 

·
Use DHCP to assign remote IP addresses 

For more information on how to check properties of the NAS, see To view properties of the NAS.

Step 6:Verify connection capabilities of the remote users

The final step in setting up IAS is to verify that the remote dial-up users can use Network and Dial-up Connections to access the ISP.

For more information on Network and Dial-up Connections, see About Network and Dial-up Connections.

Implementation and administration considerations

Depending on the size of your corporation, a single IAS server is probably sufficient. In many cases, the IAS server can be installed on the same computer as the domain controller. Monitor traffic and adjust the IAS server installation as necessary to meet your requirements.

For information on performance tuning when using IAS to support a large number of users, see Best practices.

Note   This scenario provides a basic implementation plan for a corporate environment. Tailor the number of servers and other implementation decisions to support the needs of your environment. 

If remote access policies need to be updated, update the policies on the primary IAS server, and then copy the IAS configuration to the other IAS servers.

Outsourced corporate access through service providers

This topic covers how IAS can be set up to support a corporation that has outsourced its remote dial-up access to an Internet service provider (ISP). In this outsourced relationship, the corporation has implemented a wholesale access agreement with the ISP and has set it up so that the corporation's employees can access the corporate network by connecting to the ISP's worldwide Points of Presence (POPs).

This section covers:

·
Corporate characteristics and requirements for authentication using outsourced dial-up access. 

·
Network components installed to support outsourced dial-up access in this corporate environment. 

·
The remote user authentication process to be implemented using this scenario. 

·
The setup of the network components required to support this authentication process. 

·
Implementation and administration considerations, including considerations for initiating ISP support for dial-up access. 

Characteristics and requirements

The corporation in this scenario has a large corporate location with remote users, all of whom require secure access to the corporate network. The corporation has determined that it is more cost-effective to provide remote access by outsourcing the remote corporate access. The corporation needs a reliable method to authenticate remote users in an environment that has the following characteristics:

·
The corporate network uses Active Directory to control user access. 

·
Access capabilities are not identical for all employees, and access is given to specific employees based on the group to which they belong. (For example, corporate employees are granted access, but contract employees are not). 

·
The corporation has a large number of remote users who need a secure method of accessing the corporate network. 

·
Members of the marketing and sales team travel worldwide and need global access using local dial-up connections to minimize long distance charges. 

·
The encryption and authentication requirements for the Internet connection are less stringent than those for the VPN connection. For example, in this scenario, the Internet connection uses CHAP and no encryption, but the VPN connection uses smart card and Extensible Authentication Protocol (EAP), with 128-bit encryption. 

·
Users must be able to access the network by dialing in from home and while traveling. 

·
The ISP providing outsourced support for remote access has a large number of POPs worldwide, all of which need to be able to provide corporate users with secure access to the corporate network. 

Note

·
This scenario covers only how to set up IAS. It does not cover complete configuration of all remote access and VPN components. For more information on how the deployment requirements for the other remote access and VPN components, see: 

·
Remote access scenarios 

·
Routing scenarios, especially the scenario for Dial-up branch office network 

·
Virtual private network scenarios 

Network components

In this scenario, a primary IAS server and a backup IAS server are set up on the corporate network to authenticate remote users. The following components are installed to support this scenario:

·
In the corporate network: 

·
A primary IAS server and a backup IAS server, each running Windows 2000 Server and connected to the corporate local area network (LAN) and to the Internet. The IAS server serves as the RADIUS server, performing authentication, authorization, accounting, and auditing of the remote access users. 

·
Active Directory domain controllers, each running Windows 2000 Server and connected to the LAN. Active Directory contains the user accounts and groups used to set up remote access policies for remote users. 

·
PPTP servers, each running Windows 2000 Server with Routing and Remote Access service enabled, configured to accept PPTP connections, and connected to the LAN and through a leased line to the Internet. The PPTP server has a network address on the Internet and on the private LAN and is used to provide users with VPN connections to the corporate network. 


Notes

·
PPTP is a protocol for creating a secure connection. PPTP can encapsulate Point-to-Point Protocol (PPP) packets within Internet Protocol (IP) packets and forward them over any IP network, including the Internet. 

·
For more information on setting up the PPTP server, see Checklist: Installing and configuring a PPTP server. 

·
At the ISP: 

·
Network access servers (NASs), each running Windows 2000 Server. The NAS operates as a RADIUS client. (In this scenario, requests come to IAS through the radius proxy server at the ISP and are routed to the corporate server.) In this scenario, you can use any RADIUS-compatible NAS (such as the Routing and Remote Access feature of Windows 2000, Cisco, U.S. Robotics, Ascend, or others). 

·
RADIUS proxy server at the ISP location, which acts as a RADIUS client to other servers. 

·
For each remote dial-up user: 

·
A computer, with a modem (or other supported communications device) and connection software set up to support standard dial-up access capabilities using PPP and VPN connections. In this scenario, Connection Manager service profiles are used to enable single-logon access through the ISP using dial-up and VPN connections. 


Note   To use Connection Manager, the service profile must be delivered, installed, and set up on all computers requiring remote access. Connection Manager service profiles are created using the Connection Manager Administration Kit (CMAK) wizard. For more information on how to create, deliver, and set up Connection Manager service profiles, see the Connection Manager Administration Kit Guide. 

·
Smart card access capabilities. 

Authentication process for this scenario

The network components determine the authentication process. Using the setup and configuration as specified in this scenario, accounting and authentication are accomplished as follows: 

·
When the NAS is started, an accounting-on packet is sent. If the RADIUS proxy server is appropriately configured to forward accounting-on packets, the packet is forwarded to IAS at the corporation, where it is logged. (Some ISPs may not send this packet to the corporate RADIUS server.) 

·
When a remote user dials in to the ISP, the following process takes place and all requests and responses are logged: 


·
The user selects the location from which he is dialing and then selects a local or other appropriate phone number (POP) for the ISP from the phone book in the Connection Manager service profile. Using CHAP authentication, the user connects to the ISP's NAS. Appended to the user name is a realm name, either specified by the user or automatically appended by Connection Manager, which is used by the NAS to route the authentication and accounting requests to the IAS server in the corporate network. 

·
The NAS sends the RADIUS authentication request to the RADIUS proxy server. 

·
The RADIUS proxy server uses the realm name to route the request to the corporation's IAS server. This request may be routed through multiple RADIUS proxies (belonging to another ISP or a roaming consortium of ISPs) before reaching the corporate IAS server. IAS applies all realm-stripping rules for the user name. 


Note   When the User principal name is received from the user, IAS queries the global catalog and maps the user principal name suffix to a fully-qualified domain name (FQDN). 

·
IAS forwards the authentication request to the domain controller, where the user credentials are checked. 

·
IAS evaluates the remote access policies and the user attributes to determine if dial-up access is allowed. 


Note   IAS needs permission to read the attributes from the user object. This permission is given if the server is a member of the built-in RAS and IAS Servers security group. 

·
If a remote access policy is matched and the profile doesn't reject the user, then IAS sends an access-accept packet. 

·
The RADIUS proxy server forwards the access-accept packet. 

·
The user is granted access, based on the connection settings specified in the access-accept packet. 

·
The NAS then assigns an IP address and other parameters to the client to start routing the packets sent to and received from the client. 

·
Connection Manager then initiates a tunnel to the PPTP server in the corporate network. 

·
The PPTP server sends an authentication request for this user to the IAS server, to verify VPN access capabilities. 

·
The IAS server receives the request and forwards the packet to the domain controller. Again the user credentials are checked, the remote access policies and user attributes are evaluated, and the user is granted VPN access based on the connection settings specified in the access-accept packet. 

·
The PPTP server sends an accounting start message to the RADIUS server. 

·
During the session, interim accounting packets are sent by both the NAS and PPTP server. 

·
When the user disconnects, the PPTP server sends an accounting-stop packet to the IAS server, indicating that the end of the user session. (Some ISPs may not send this packet to the corporate RADIUS server.) 

Setup

To set up IAS to support this scenario, you need to complete the following steps:

 1.
Verify that the firewall is appropriately set up to support IAS. 

 2.
Verify that the domain controllers have been configured to support the remote users. 

 3.
Install and configure IAS. 

 4.
Copy the IAS configuration from the primary IAS server to the backup IAS server. 

 5.
Register the primary and backup IAS servers with Active Directory. 

 6.
Verify that the PPTP servers are appropriately set up to support RADIUS accounting and authentication and are properly configured for VPN connections. 

 7.
Verify the configuration of RADIUS accounting and authentication on the ISP's RADIUS proxy server. 

 8.
Verify connection capabilities of the remote users. 

The following information covers these setup steps and what is required to complete each.

Step 1: Verify that the firewall is appropriately set up to support IAS

For information on how to set up the firewall, see IAS and firewalls

Step 2: Verify that the domain controllers have been configured to support the remote users

Verify that groups have been created for the users (in this scenario, with permanent and contract employees in separate groups), that the remote users are in the appropriate universal and nested groups, that the computer running IAS has permission to read the user objects in the domain, and then verify that the user names and passwords are valid by testing their logon capabilities on the LAN. Because you are using groups, verify that in the user account that the Remote Access Permission option is set to Control access through Remote Access Policy. Also verify that Active Directory is in native mode and, for permanent employees to use CHAP authentication, that reversibly encrypted password storage has been enabled.

Notes

·
If you specify that CHAP is to be supported, you need to configure support for reversibly encrypted passwords. For more information, see CHAP. 

·
For more information on: 

·
Universal and nested groups, see Universal, global, and domain local groups. 

·
How to add a user account in Active Directory, see To add a user to a group. 

·
How to assign permissions to read user objects, see Permissions and security descriptors 

·
How to set up group membership, see Allow connection through group membership. 

Step 3: Install and configure IAS

To set up the primary IAS server, do the following:

 1.
Verify that the server that will run IAS is a member of the forest against which it will authenticate remote users (since a trust relationship is required and all domains in Active Directory forests automatically have trust relationships with each other.) If IAS and the user account are not in the same forest, the domain for the user account must have a trust relationship with the domain of which IAS is a member. For more information on trust relationships, see Understanding domain trusts. 

 2.
Log on with administrative credentials. 

 3.
If you did not select IAS as an optional component when you installed Windows 2000 Server, install it using Add/Remove Programs in Control Panel. 

 4.
Click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

 5.
In the Internet Authentication Service MMC, right-click Internet Authentication Service and then click Properties to configure the properties for the primary IAS server: 

·
On the Service tab, select both options for event logs. (You can later clear any options that are not useful in your environment.) 

·
On the RADIUS tab, specify the RADIUS authentication and RADIUS accounting UDP ports to be used, and then click OK. 


Note   These ports must be the same as those used by your the servers. The most recently defined RADIUS standards at the time of this publication are 1812 for authentication and 1813 for accounting. The default values are set to the commonly used values: 1812 and 1645 for authentication and 1813 and 1646 for accounting. If you are unsure of your port settings, refer to your vendor-specific documentation for the NAS. 

·
If the realm names used at the ISPs to access the corporate network are different than those required to access the corporate domains, specify rules for manipulating the realm names on the Realms tab. 

 6.
Set up IAS support for the RADIUS clients. To do this, in the Internet Authentication Service console tree, right-click Clients, click New Client, and then follow the directions to add and specify information about each RADIUS client (including the corporate network's PPTP and ISP's RADIUS proxy servers), specifying the Friendly name, Protocol (specified as Radius), Client address, Client-Vendor information (specified as RADIUS Standard), and the Shared secret. 


Notes

·
Ensure that the authentication and accounting shared secrets in IAS match those specified for the NASs. 

·
Before enabling the option to check digital signatures, ensure that the NAS supports sending a digital signature for authentication types other than Extensible Authentication Protocol (EAP). For EAP, digital signature is always checked and you do not have to select the digital signature option. 

·
For more information on how to set up new clients, see To register RADIUS clients. 

 7.
Set up remote access policies to support permanent employees access using outsourced dial-up connection. To set up these policies, do the following: 

 1.
Set up a remote access policy for smart card access that uses 128-bit encryption. To set up this policy, in Internet Authentication Service console tree, right-click Remote Access Policies, click New Remote Access Policy. Using the wizard, do the following: 

·
Specify a Policy friendly name of Smart Card Access (or other, as preferred), and then click Next. 

·
To add a condition, click Add, select Windows-Groups, click Add, click Add again, select the name of the group (such as Permanent corporate employees), click Add, click OK twice. 

·
Note   Remote access policies cannot include built-in groups, so they are not visible in the list of domain groups. 

·
To add a second condition, again click Add, select NAS-Port-Type, click Add, select Virtual (VPN), click Add, click OK, and then click Next 

·
Select Grant remote access permission, and then click Next. 

·
Click Edit profile and then, on the Authentication tab, select Extensible Authentication Protocol, select Smart card or other certificate (TLS), and then click Configure. 

·
In the Smart card or Other Certificate (TLS) Properties dialog box, select the machine certificate you want to use, and then click OK. 

·
Click Finish to save the settings for this policy. 


Note

·
For more information on smart cards and how to implement them, see Overview of smart cards. 

·
For more information on how to set up remote access policies, see Configure remote access policies. 

 2.
Set up a remote access policy for permanent employees. To set up this policy, again in Internet Authentication Service console tree, right-click Remote Access Policies, click New Remote Access Policy. Using the wizard, do the following: 

·
Specify a Policy friendly name of Permanent employees (or other, as preferred), and then click Next. 

·
To add a condition, click Add, select Windows-Groups, click Add, select the name of the group (such as Permanent corporate employees), click Add, click OK twice, and then click Next. 

·
Click Grant remote access permission, and then click Next. 

·
Click Edit Profile and then, on the Authentication tab, select CHAP as the authentication method, and then click OK. 

·
Click Finish to save the settings for this policy. 


Note   Because an access policy granting access is only defined for permanent employees, contract employees (who are in a different group) are denied access.

 3.
To ensure that the policies that you configured do not conflict with the default policy (Allow access if dial-up permission is enabled), delete the default policy. 

 8.
Configure logging for user authentication and accounting. 


Although you can specify the basic logging configuration in IAS, you may want to create additional programs to use the logging data for accounting and troubleshooting. For example, you might set up a program to track departmental usage of remote access capabilities. For this scenario, you should consider the following when configuring logging:

·
You should use the database-import log format for your log files to facilitate incorporation and use of the data in your own programs. If you select this format, you can use a database program to read your log files directly for usage, access analysis, and report generation. 

·
You should specify that all three types of authentication and accounting requests received by the server are to be logged. If you determine later that all of this logging information is not required, you can change this selection. 

For more information on how to set up logging, see Configure logging for user authentication and accounting.

Step 4: Copy the IAS configuration from the primary IAS server to the backup IAS server

Copy the IAS configuration (including IAS properties, client configurations, remote access policies, and logging configuration) to the backup IAS server.

For more information on how to copy an IAS configuration from one computer to another, see To copy the IAS configuration to another server.

Step 5: Register the primary and backup IAS servers with Active Directory

To be able to authenticate users, the primary and backup IAS servers must be registered on the domain controllers in Active Directory in the built-in groups as members of the RAS and IAS Servers security group. Add the IAS servers by doing the following: 

 1.
Log on the server using domain Administrator credentials. 

 2.
Click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

 3.
In the console tree, click Users. 

 4.
In the details pane, right-click RAS and IAS Servers. 

 5.
In the RAS and IAS Servers Properties dialog box, on the Members tab, add each of the IAS servers. 

Note   You can also use a netsh ras register server [domain] [server] command to register the servers. For more information, see NetShell commands for remote access. 

Step 6: Verify that the PPTP servers are appropriately set up to support RADIUS accounting and authentication and are properly configured for VPN connections

To ensure that RADIUS accounting and authentication configuration has been appropriately set up on each PPTP server using the appropriate remote access software and to verify that the configuration matches that of IAS, ensuring that IAS is configured as the authenticator and accounting provider, do the following:

 1.
Log on to the server using domain Administrator credentials. 

 2.
Click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

 3.
For each PPTP server on which you have installed Routing and Remote Access, right-click the server name, click Properties, and then check the following information: 

·
On the General tab, verify the following: 

·
Remote access server is selected. 

·
On the Security tab, verify the following: 

·
RADIUS Authentication is selected and is configured with the names of the primary and backup IAS servers, each with the appropriate shared secret and port, with the Always use digital signatures option selected and, under Authentication Methods, that EAP is selected. 

·
RADIUS Accounting is selected and is configured with the names of the primary and backup IAS servers, each with the appropriate shared secret and port, and with the Send accounting on/off messages option selected. 

·
On the IP tab, verify that the following are selected: 

·
Allow remote systems running IP 

·
Access entire network 

·
Use DHCP to assign remote IP addresses 

·
On the PPP tab, verify that all options are selected. 

 4.
Verify that the PPTP servers are properly configured for VPN connections. For information on setting up PPTP servers, see Virtual private networks. 

Step 7. Verify the configuration of RADIUS accounting and authentication on the ISP's RADIUS proxy server

 1.
Provide realm information to the ISP and verify that realm handling is appropriately configured on the RADIUS proxy server. 

 2.
Provide the shared secret to the ISP for configuration of the RADIUS proxy server and verify that the server is appropriately configured to handle the shared secret. 

 3.
Ask the ISP which attributes are sent in requests and what they expect to be returned in the response. 

 4.
Ask if the ISPs RADIUS proxy server supports digital signature. (If so, ensure that the profile is set up to require it.) 

 5.
Ask the ISP to identify the hardware (technology) that they use. 

Step 8: Verify connection capabilities of the remote users

The final step in setting up IAS is to verify that the remote VPN users can use Connection Manager to access the corporate network.

 1.
Verify that Connection Manager service profiles have been provided to users. 

 2.
Verify smart card access. 

 3.
Once the service profiles are installed, verify that the phone numbers used to connect to the NASs are set up correctly and realm name is handled appropriately. 

Implementation and administration considerations

All IAS administration can be managed remotely.

·
If remote access policies need to be updated, update the policies on the primary IAS server, and then copy the IAS configuration to the other IAS servers. 

·
Network access servers can be updated remotely. 

·
Remote usage can be tracked on the corporate network. 

This scenario provides a basic implementation plan for outsourced dial-up access for a corporate environment. When implementing IAS, tailor this scenario to support the needs of your environment. Depending on the size of your corporation, a single IAS server is probably sufficient. In many cases, the IAS server can be installed on the same computer as the domain controller. Monitor traffic and tailor the IAS server installation as necessary to meet your requirements.

Note   For additional implementation information for corporate remote access (including outsourcing), see: 

·
Deploying Remote Access, for additional configuration information. 

·
The Remote access for Electronic, Inc. scenario, which contains an example that shows hardware and software considerations for a corporate remote access implementation of VPN connections. 

Remote access policies scenarios

Remote access policies allow a tremendous amount of flexibility in accepting connections based on the policy evaluation order, the conditions on each policy, the user and policy dial-in permissions, and the policy profile properties and user account properties.

This section describes some common scenarios that use remote access policies:

·
Access by user 

·
Access by policy in a Windows 2000 native-mode domain 

·
Access by policy in a Windows 2000 mixed-mode domain 

·
VPN scenarios 

·
Send NAS-specific RADIUS attributes to a RADIUS client 

Access by user

This section describes some common scenarios that use remote access policies and the access-by-user administrative model:

·
Grant remote access per user 

·
Restrict connections to a maximum session time 

·
Apply connection settings by Windows 2000 group 

Grant remote access per user

In this scenario, the network administrator wants to maintain the same administrative model as Windows NT 4.0: Dial-in access is granted on a per-user basis by modifying the dial-in properties on the user account. The remote access permission is set to either Allow access or Deny access. This is the default behavior for remote access policies.

The default policy is named Allow access if dial-in permission is enabled. The settings on this policy are:

·
A single condition that consists of the Day-And-Time-Restrictions attribute is set for all times on all days. 

·
The Deny remote access permission option is selected. 

·
The profile is set to default settings. 

When a user attempts a remote access connection, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The default policy Allow access if dial-in permission is enabled is evaluated. 

 2.
The settings of the connection attempt do match the conditions of the policy (the connection attempt is happening at any day or time). 

 3.
On the user account, the setting under Remote Access Permission (Dial-in or VPN) is evaluated. 

·
If Allow access is selected, the connection is accepted subject to the settings of the user account dial-in properties and profile properties. 

·
If Deny access is selected, the connection is rejected. 

Note   If the remote access permission on a user account is set to Control access through Remote Access Policy, the connection attempt is rejected. 

Restrict connections to a maximum session time

In this scenario, the network administrator is administering remote access permission through the dial-in properties on the user account. For users who are allowed remote access, the remote access permission is set to Allow access. For users who are not allowed remote access, the remote access permission is set to Deny access. 

The network administrator wants to limit the maximum session time for all users to 20 minutes to conserve limited remote access server connection resources. In this case, only one policy is needed: a policy that accepts connection attempts but imposes a maximum session time of 20 minutes.

To implement this remote access scenario, the administrator completes the following steps:

 1.
Delete the default policy named Allow access if dial-in permission is enabled. 


For more information, see To delete a remote access policy.

 2.
Create a new policy named Maximum session time of 20 minutes. 


For more information, see To add a remote access policy.

 3.
Add the Day-And-Time-Restrictions condition to the new policy, and then select all times on all days. 


For more information, see To configure a condition of a remote access policy.

 4.
Verify that the Deny remote access permission option is selected on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Dial-in Constraints tab, set Restrict maximum session to to 20 minutes. 


For more information, see To configure dial-in constraints.

Apply connection settings by Windows 2000 group

The network administrator wants to restrict dial-in access for all contracted employees from 8 A.M. to 5 P.M., Monday through Friday. Regular employees have no restrictions on when they can dial in. All contractor user accounts are a member of the Contractors Windows 2000 group.

In this case, two policies are needed: 

·
A policy that only accepts a connection attempt by a member of the Contractors group who dials in at a time between 8 A.M. to 5 P.M., Monday through Friday. 

·
A policy that accepts a connection attempt from everyone else at any time of day (the default policy named Allow access if dial-in permission is enabled). 

To implement this remote access scenario, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 2.
Create a new policy named Contractor dial-in access from 8–5, Mon–Fri. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the Contractors group. 


For more information, see To configure a condition of a remote access policy.

 4.
Select the Grant remote access permission option. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Dial-in Constraints tab, set Restrict access to the following days and times to permit a logon attempt from 8 A.M. to 5 P.M. on Monday through Friday. 


For more information, see To configure dial-in constraints.

 6.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

Note   Because the access-by-user administrative model is being used, the remote access permission setting on the user account overrides the remote access permission setting on the policy. However, to prepare for an eventual transition to an access-by-policy administrative model, the network administrator set the remote access permission to Grant remote access permission. 

Example of accepting a connection

For this scenario, you can assume the following:

·
James (account name James) is an employee and Laura (account name Laura) is a contractor. Both James and Laura have their remote access permission set to Allow access. 

·
The user account Laura is a member of the Contractors group. 

When Laura dials in and uses her account name, Laura, for authentication, the following occurs:

 1.
The first policy named Contractor dial-in access from 8–5, Mon–Fri is evaluated. 

 2.
The settings of the connection attempt match the conditions of the policy (Laura is a member of the Contractors group). 

 3.
The Remote Access Permission (Dial-in or VPN) setting on the Laura user account is evaluated and determined to be Allow access. 

 4.
The settings of the user account properties and profile properties are applied. 


Because the dial-in constraints on the profile properties are set to only allow a logon attempt for from 8 A.M. to 5 P.M. on Monday through Friday, if the time of the connection attempt does not fall within those times, the connection attempt is rejected. 

When James dials in and uses his account name, James, for authentication, the following occurs:

 1.
The first policy named Contractor dial-in access from 8–5, Mon–Fri is evaluated. 

 2.
The settings of the connection attempt do not match the conditions of the policy (James is not a member of the Contractors group). 

 3.
The next policy named Allow access if dial-in permission is enabled is evaluated. 

 4.
The settings of the connection attempt match the conditions of the policy (the connection attempt is happening at any day or time). 

 5.
The Remote Access Permission (Dial-in or VPN) setting on the James user account is evaluated and determined to be Allow access. 

 6.
The connection is accepted subject to the settings of the user account properties and profile properties. 

Access by policy in a Windows 2000 native-mode domain

This section describes some common scenarios that use remote access policies and the access-by-policy administrative model in a Windows 2000 native-mode domain:

·
Allow connection through group membership 

·
Deny connection through group membership 

Note   These scenarios also apply to a remote access server running Windows 2000 that is a stand-alone server. 

Allow connection through group membership

In this scenario, the network administrator is using the access-by-policy administrative model in a Windows 2000 native-mode domain. All user accounts must have the Remote Access Permission (Dial-in or VPN) option set to Control access through Remote Access Policy.

The network administrator wants to allow connections only for those user accounts that belong to a specific set of groups. Once remote access permission is set for all user accounts, the administrator completes the following steps:

 1.
Delete the default policy named Allow access if dial-in permission is enabled. 


For more information, see To delete a remote access policy.

 2.
Create a new policy named Accept if member of configured groups. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the groups that are allowed remote access. 


For more information, see To configure a condition of a remote access policy.

 4.
Select the Grant remote access permission option on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named Accept if member of configured groups is evaluated. 

·
If the user account that is used to authenticate the connection is not a member of the configured groups, the connection is rejected because there are no more remote access policies to process. 

·
If the user account that is used to authenticate the connection is a member of the configured groups, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Control access through Remote Access Policy is selected, then the remote access permission setting on the policy is checked. 

·
Because Grant remote access permission is selected, the connection is accepted subject to the settings of the user account properties and profile properties. 

Notes

·
It is not necessary to have a separate remote access policy for each group. Instead, you can use nested groups to consolidate group membership and delegate administration of group membership. For a remote access or IAS server in a Windows 2000 native-mode domain, you can use universal groups. For more information, see When to use universal groups. 

·
You cannot use the built-in local groups for the Windows Groups attribute. 

Deny connection through group membership

In this scenario, the network administrator is using the access-by-policy administrative model in a Windows 2000 native-mode domain. All user accounts must have the Remote Access Permission (Dial-in or VPN) option set to Control access through Remote Access Policy.

The network administrator wants to allow connections only for those user accounts that do not belong to a specific set of groups. 

In this case, two policies are needed: 

·
A policy that rejects a connection attempt by a member of the specific group. 

·
A policy that accepts a connection attempt from everyone else at any time and day. 

Once remote access permission is set for all user accounts, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 2.
Select the Grant remote access permission option on the default policy. 


For more information, see To configure a remote access policy to grant or deny access.

 3.
Create a new policy named Deny if member of configured groups. 


For more information, see To add a remote access policy.

 4.
Add the Windows-Groups condition to the new policy, and then add the groups that are denied remote access. 


For more information, see To configure a condition of a remote access policy.

 5.
Select the Deny remote access permission option on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 6.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named Deny if member of configured groups is evaluated. 

 2.
If the user account that is used to authenticate the connection is a member of the configured groups, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Control access through Remote Access Policy is selected, then the remote access permission setting on the policy is checked. 

·
Because Deny remote access permission is selected, the connection is rejected. 

 3.
If the user account that is used to authenticate the connection is not a member of the configured groups, then the next policy called Allow access if dial-in permission is enabled is checked. 


Because the user is dialing in at any time on any day, the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Control access through Remote Access Policy is selected, then the remote access permission setting on the policy is checked. 

·
Because Grant remote access permission is selected, the connection is accepted subject to the settings of the user account properties and profile properties. 

Access by policy in a Windows 2000 mixed-mode domain

This section describes some common scenarios that use remote access policies and the access-by-policy administrative model in a Windows 2000 mixed-mode domain:

·
Allow connection through group membership 

·
Deny connection through group membership 

Note   These scenarios also apply to a remote access server running Windows 2000 that is a member of a Windows NT 4.0 domain. 

Allow connection through group membership

In this scenario, the network administrator is using the access-by-policy administrative model in a Windows 2000 mixed-mode domain. All user accounts must have the Remote Access Permission (Dial-in or VPN) option set to Allow access.

The network administrator wants to allow connections only for those user accounts that belong to a specific set of groups. Once remote access permission is set for all user accounts, the administrator completes the following steps:

 1.
Delete the default policy named Allow access if dial-in permission is enabled. 


For more information, see To delete a remote access policy.

 2.
Create a new policy named Accept if member of configured groups. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the groups that are allowed remote access. 


For more information, see To configure a condition of a remote access policy.

 4.
Select the Grant remote access permission option on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named Accept if member of configured groups is evaluated. 

·
If the user account that is used to authenticate the connection is not a member of the configured groups, the connection is rejected because there are no more remote access policies to process. 

·
If the user account that is used to authenticate the connection is a member of the configured groups, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
Because Allow access is selected, the connection is accepted subject to the settings of the user account properties and profile properties. 

Deny connection through group membership

In this scenario, the network administrator is using the access-by-policy administrative model in a Windows 2000 mixed-mode domain. All user accounts must have the Remote Access Permission (Dial-in or VPN) option set to Allow access.

The network administrator wants to prevent dial-in access for all vendors. Regular employees have no restrictions on dialing in. All vendor user accounts are a member of the Vendors Windows 2000 group.

In this case, two policies are needed: 

·
A policy that rejects a connection attempt by a member of the Vendors group. 

·
A policy that accepts a connection attempt from everyone else at any time and day. 

Once remote access permission is set for all user accounts, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 

 2.
Create a new policy named Reject vendor connections. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the Vendors group. 


For more information, see To configure a condition of a remote access policy.

 4.
Verify that the Deny remote access permission option is selected on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Dial-in Constraints tab, select the Restrict Dial-in to this number only check box and type 555-0111. The number 555-0111 is not a dial-in number of the remote access server and is deliberately typed so that the properties of the connection attempt do not match the settings of the remote access policy. 


For more information, see To configure dial-in constraints.

 6.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

Example of accepting a connection

This example demonstrates the logic used by remote access policies. For this scenario, you can assume the following:

·
All of the Windows 2000 user accounts have Remote Access Permission (Dial-in or VPN) set to Allow access. All other dial-in properties on the user accounts are set at their default values. 

·
James (account name James) is an employee and Laura (account name Laura) is a vendor. 

·
The user account Laura is a member of the Vendors group. 

When Laura dials in and uses her account name, Laura, for authentication, the following occurs:

 1.
The first policy named Reject vendor connections is evaluated. 


The settings of the connection attempt match the conditions of the policy (Laura is a member of the Vendors group). 

·
The Remote Access Permission (Dial-in or VPN) setting on the Laura user account is evaluated and determined to be Allow access. 

·
The settings of the user account properties and profile properties are applied. 


Because the profile properties are set to only allow connections that dial in to the number 555-0111, and the remote access server is not using the dial-in number 555-0111, the connection is rejected. 

When James dials in and uses his account name, James, for authentication, the following occurs:

 1.
The first policy named Reject vendor connections is evaluated. 


The settings of the connection attempt do not match the conditions of the policy (James is not a member of the Vendors group). 

 2.
The next policy named Allow access if dial-in permission is enabled is evaluated. 


The settings of the connection attempt match the conditions of the policy (the connection attempt is happening at any day or time). 

·
The Remote Access Permission (Dial-in or VPN) setting on the James user account is evaluated and determined to be Allow access. 

·
The connection is accepted subject to the settings of the user account properties and profile properties. 

VPN scenarios

This section describes some common scenarios that use remote access policies to enforce secure behavior for virtual private network (VPN) connections:

·
Force VPN clients to use smart cards for authentication 

·
Force VPN clients to use strong encryption 

·
Apply packet filters for business partner extranet 

Note   These scenarios use the access-by-user administrative model. 

Force VPN clients to use smart cards for authentication

In this scenario, the network administrator is using the access-by-user administrative model. For users who are allowed remote access, the remote access permission is set to Allow access. For users who are not allowed remote access, the remote access permission is set to Deny access. 

The network administrator wants all virtual private network (VPN) clients to use smart card authentication by using the EAP-TLS authentication protocol. Dial-up networking clients can use the default authentication methods for authentication.

In this case, two policies are needed: 

·
A policy that forces VPN connections to use EAP-TLS. 

·
A policy that accepts a connection attempt from everyone else at any time and day (the default policy named Allow access if dial-in permission is enabled). 

To implement this remote access scenario, the administrator completes the following steps:

 1.
Enable the use of EAP. 


For more information, see EAP.

 2.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 3.
Create a new policy named VPN clients must use smart cards. 


For more information, see To add a remote access policy.

 4.
Add the NAS-Port-Type condition to the new policy, and then add Virtual (VPN). 


For more information, see To configure a condition of a remote access policy.

 5.
Verify that the Deny remote access permission option is selected on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 6.
Modify the profile on the new policy. On the Authentication tab, select only the Extensible Authentication Protocol check box, click Smart card or other certificate (TLS), and configure the EAP type for the machine certificate installed on the remote access server. 


For more information, see To configure authentication.

 7.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named VPN clients must use smart cards is checked. 

 2.
If the connection type is a VPN connection, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Deny access is selected, the connection attempt is rejected. 

·
If Allow access is selected, the profile settings are applied to the connection. 

·
If the connection attempt used the EAP-TLS authentication protocol, then the connection is accepted. 

·
If the connection attempt did not use the EAP-TLS authentication protocol, then the connection is rejected. 

 3.
If the connection attempt is not a VPN connection, then the next remote access policy called Allow access if dial-in permission is enabled is checked. 


Because the user is dialing in at any time on any day, the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Deny access is selected, the connection attempt is rejected. 

·
If Allow access is selected, the connection is accepted subject to the settings of the user account properties and profile properties. 

For more information, see Smart cards and remote access VPN connections.

Force VPN clients to use strong encryption

In this scenario, the network administrator is using the access-by-user administrative model. For users who are allowed remote access, the remote access permission is set to Allow access. For users who are not allowed remote access, the remote access permission is set to Deny access.

The network administrator wants all virtual private network (VPN) clients to use strong encryption. For PPTP connections, 128-bit Microsoft Point-to-Point Encryption (MPPE) must be used. For L2TP over IPSec connections, Triple Data Encryption Standard (3DES) must be used. Dial-up networking clients can use the default settings for encryption.

In this case, two policies are needed: 

·
A policy that forces VPN connections to use strong encryption. 

·
A policy that accepts a connection attempt from everyone else at any time of day (the default policy named Allow access if dial-in permission is enabled).

To implement this remote access scenario, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 2.
Create a new policy named VPN clients must use strong encryption. 


For more information, see To add a remote access policy.

 3.
Add the NAS-Port-Type condition to the new policy, and then add Virtual (VPN). 


For more information, see To configure a condition of a remote access policy.

 4.
Verify that the Grant remote access permission option is selected for the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Authentication tab, select only the Microsoft Encrypted Authentication (MS-CHAP) and Microsoft Encrypted Authentication version 2 (MS-CHAP v2) check boxes. 


For more information, see To configure authentication.

 6.
On the Encryption tab, clear all the options except Strongest. 


For more information, see To configure encryption.

 7.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

Note   Because the access-by-user administrative model is being used, the remote access permission setting on the user account overrides the remote access permission setting on the policy. However, to prepare for an eventual transition to an access-by-policy administrative model, the network administrator set the remote access permission to Grant remote access permission. 

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named VPN clients must use strong encryption is checked. 

 2.
If the connection type is a VPN connection, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Deny access is selected, the connection attempt is rejected. 

·
If Allow access is selected, the profile settings are applied to the connection. 

·
If the connection attempt is using 128-bit MPPE encryption or 3DES IPSec encryption, then the connection is accepted. 

·
If the connection attempt is not using 128-bit MPPE encryption or 3DES IPSec encryption, then the connection is rejected. 

 3.
If the connection attempt is not a VPN connection, then the next remote access policy called Allow access if dial-in permission is enabled is checked. 


Because the user is dialing in at any time on any day, the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Deny access is selected, the connection attempt is rejected. 

·
If Allow access is selected, the connection is accepted subject to the default settings of the user account properties and profile properties. 

Apply packet filters for business partner extranet

In this scenario, the network administrator is using the access-by-user administrative model. For users who are allowed remote access, the remote access permission is set to Allow access. For users who are not allowed remote access, the remote access permission is set to Deny access.

The network administrator wants to restrict access for all business partner virtual private network (VPN) connections to the resources of an extranet, a specific network segment that contains business partner Web and file servers. Dial-up connections from business partners are not allowed. Regular employees have no restrictions on what they can access when they connect by using either a dial-up or VPN connection. All business partner user accounts are a member of the Partners Windows 2000 group.

In this case, three policies are needed: 

 1.
A policy that accepts a VPN connection attempt by a member of the Partners group and restricts access to the extranet by using profile-based TCP/IP filters. 

 2.
A policy that rejects dial-up connection attempts by members of the Partners group. 

 3.
A policy that accepts a connection attempt from everyone else at any time of day (the default policy named Allow access if dial-in permission is enabled). 

To implement this remote access scenario, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 2.
Create a new policy named Allow extranet access by business partners via VPN. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the Partners group. 

 4.
Add the NAS-Port-Type condition to the new policy, and then add Virtual (VPN). 


For more information, see To configure a condition of a remote access policy.

 5.
Select the Grant remote access permission option. 


For more information, see To configure a remote access policy to grant or deny access.

 6.
Modify the profile on the new policy. On the IP tab, set IP packet filters from the client and to the client to only allow packets to and from the extranet network segment. 


For more information, see To configure IP options.

 7.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

 8.
Create a new policy named Deny access by business partners via dial-up. 


For more information, see To add a remote access policy.

 9.
Add the Windows-Groups condition to the new policy, and then add the Partners group. 


For more information, see To configure a condition of a remote access policy.

10.
Select the Deny remote access permission option. 


For more information, see To configure a remote access policy to grant or deny access.

11.
Modify the profile on the new policy. On the Dial-in Constraints tab, select the Restrict Dial-in to this number only check box and type 555-0111. The number 555-0111 is not a dial-in number of the remote access server and is deliberately typed so that the properties of the connection attempt do not match the settings of the remote access policy. 


For more information, see To configure dial-in constraints.

12.
Move the new policy so that it is the second policy being evaluated. 


The three policies are now in the following order:

 1.
Allow extranet access by business partners via VPN 

 2.
Deny access by business partners via dial-up 

 3.
Allow access if dial-in permission is enabled 


For more information, see To change the policy evaluation order.

Note   Because the access-by-user administrative model is being used, the remote access permission setting on the user account overrides the remote access permission setting on the policy. However, to prepare for an eventual transition to an access-by-policy administrative model, the network administrator set the remote access permission to the appropriate value. 

Example of accepting a connection

For this scenario, you can assume the following:

·
James (account name James) is an employee and Laura (account name Laura) is a business partner. Both James and Laura have their remote access permission set to Allow access. 

·
The user account Laura is a member of the Partners group. 

When Laura attempts a VPN connection and uses her account name, Laura, for authentication, the following occurs:

 1.
The first policy named Allow extranet access by business partners via VPN is evaluated. 

 2.
The settings of the connection attempt match the conditions of the policy (Laura is a member of the Partners group and it is a VPN connection). 

 3.
The Remote Access Permission (Dial-in or VPN) setting on the Laura user account is evaluated and determined to be Allow access. 

 4.
The settings of the user account properties and profile properties are applied. 


The connection is accepted and TCP/IP packet filters are applied to the connection that only allow traffic to and from the extranet network. 

When Laura attempts a dial-up connection and uses her account name, Laura, for authentication, the following occurs:

 1.
The first policy named Allow extranet access by business partners via VPN is evaluated. 


The settings of the connection attempt do not match the conditions of the policy (the connection is not a VPN connection). 

 2.
The next policy named Deny access by business partners via dial-up is evaluated. 


The settings of the connection attempt match the conditions of the policy (Laura is a member of the Partners group). 

 3.
The Remote Access Permission (Dial-in or VPN) setting on the Laura user account is evaluated and determined to be Allow access. 

 4.
The settings of the user account properties and profile properties are applied. 


Because the profile properties are set to not allow a logon attempt for any day or time, the connection is rejected. 

When James dials in and uses his account name, James, for authentication, the following occurs:

 1.
The first policy named Allow extranet access by business partners via VPN is evaluated. 


The settings of the connection attempt do not match the conditions of the policy (James is not a member of the Partners group). 

 2.
The next policy named Deny access by business partners via dial-up is evaluated. 


The settings of the connection attempt do not match the conditions of the policy (James is not a member of the Partners group). 

 3.
The next policy named Allow access if dial-in permission is enabled is evaluated. 


The settings of the connection attempt match the conditions of the policy (the connection attempt is happening at any day or time). 

 4.
The Remote Access Permission (Dial-in or VPN) setting on the James user account is evaluated and determined to be Allow access. 

 5.
The connection is accepted subject to the settings of the user account properties and profile properties. 

Send NAS-specific RADIUS attributes to a RADIUS client

In this scenario, the network administrator wants the Internet Authentication Service (IAS) server to send a series of network access server (NAS) attributes that are specific to the Ascend NAS.

To implement this remote access scenario, the administrator completes the following steps:

 1.
When the NAS as a RADIUS client is added, configure its manufacturer. 


For more information about configuring a RADIUS client for an IAS server, see To register RADIUS clients.

 2.
Create a new policy named RADIUS attributes for Ascend NAS. 


For more information, see To add a remote access policy.

 3.
Add the NAS-Manufacturer condition to the new policy, and then add Ascend. 


For more information, see To configure a condition of a remote access policy.

 4.
Verify that the Allow remote access permission option is selected on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Advanced tab, add the appropriate RADIUS attributes to be sent back to the Ascend NAS. 


For more information, see To add RADIUS attributes to a remote access policy.

 6.
Delete the default policy named Allow access if dial-in permission is enabled or move it so that it is evaluated after the RADIUS attributes for Ascend NAS policy. 


For more information, see To delete a remote access policy.

Using logs

This section contains information to help you make use of the log files created by IAS: 

·
Log capture for other processes 

·
Database-import log files 

·
IAS-formatted log files 

Log capture for other processes

To collect the data directly into another process, you can configure IAS to write a named pipe, in the instead of a file. To use named pipes, set the log file folder to \\.\pipe or \\computername\pipe. The named pipe server program should create a named pipe called \\.\pipe\iaslog.log to accept the data.

Notes

·
For procedures on how to set up the authentication and accounting logging service on an IAS server, see Configure logging for user authentication and accounting. 

·
For information on how to import a log file into a database, see Importing IAS log files into a database. 

Database-import log files

This section contains information to help you make use of the database-import log files created by IAS: 

·
Importing IAS log files into a database 

·
Interpreting database-import log files 

Importing IAS log files into a database

You can review logs in their original format, but the raw format is not very useful because of the complexity of the data. One of the most effective ways to use log-file data is to select the Database-import format for log files. The consistent structure of this format makes it possible to use a database program, such as Microsoft Access, to import a log into a table where the data is presented in a way that it can be easily read and interpreted. And after importing the log, you can use other programs to filter and analyze the data in a way that is useful for your accounting and auditing processes.

The following example shows how to use Microsoft Access 97 to import a database-import log into a table. 

Example: importing IAS log files into a table using Microsoft Access 97

The table that you create using Microsoft Access 97 will be formatted according to the type of data contained in each field. This example shows you how to create a new table, but you could also import a log into an existing table.

Before creating the table, add the two lines in the next paragraph to your log file. The first line contains the attribute names of each field in the log. If you copy it into your log file, Access can use it to create the field names. Having the attribute names in the table facilitates interpreting the logs. The second line contains content that will set up the appropriate data type for each column of the table. After you import the log file, you should delete this line from the table.

ComputerName,ServiceName,Record-Date,Record-Time,Packet-Type,User-Name,

Fully-Qualified-User-Name,Called-Station-Id,Calling-Station-ID,

Callback-Number,Framed-IP-Address,NAS-Identifier,NAS-IP-Address,

NAS-Port,Client-Vendor,Client-IP-Address,Client-Friendly-Name,

Event-Timestamp,Port-Limit,NAS-Port-Type,Connect-Info,Framed-Protocol,

Service-Type,Authentication-Type,NP-Policy-Name,Reason-Code,Class,

Session-Timeout,Idle-Timeout,Termination-Action,EAP-Friendly-Name,

Acct-Status-Type,Acct-Delay-Time,Acct-Input-Octets,Acct-Output-Octets,

Acct-Session-Id,Acct-Authentic,Acct-Session-Time,Acct-Input-Packets,

Acct-Output-Packets,Acct-Terminate-Cause,Acct-Multi-Ssn-Id,

Acct-Link-Count,Acct-Interim-Interval,Tunnel-Type,Tunnel-Medium-Type,

Tunnel-Client-Endpt,Tunnel-Server-Endpt,Acct-Tunnel-Conn,

Tunnel-Pvt-Group-ID,Tunnel-Assignment-ID,Tunnel-Preference,

MS-Acct-Auth-Type,MS-Acct-EAP-Type,MS-RAS-Version,MS-RAS-Vendor,

MS-CHAP-Error,MS-CHAP-Domain,MS-PPE-Encryption-Types,MS-MPPE-Encryption-Policy

x,x,01/01/1999,12:00:00,0,x,x,x,x,x,x,x,x,0,0,x,x,01/01/1999 

12:00:00,0,0,x,0,0,0,x,0,x,0,0,0,x,0,0,0,0,x,0,0,0,0,0,x,0,0,0,0,

x,x,x,x,x,0,0,0,x,0,x,x,0,0

To create the table

 1.
Rename log files to give them a file name extension of .txt 

 2.
In Access 97, click File, and then click New Database. 

 3.
In the New dialog box, click Blank Database, and then click OK. 

 4.
In the File New Database dialog box, specify a File name, and then click Create. 

 5.
In the filename:Database dialog box, click New. 

 6.
In the New Table dialog box, select Import Table, and then click OK. 

 7.
In the Import dialog box, in the Files of type drop-down box, select Text Files, and then locate the IAS log file, select it, and then click Import. 

 8.
In the Import Text Wizard dialog box, select Advanced. 

 9.
In the Advanced dialog box: 

·
For File Format, select Delimited. 

·
In the Field Delimiter drop-down box, select the , (comma). 

·
In the Text Qualifier drop-down box, select " (quotation marks). 

·
In File Origin drop-down box, select Windows (ANSI). 

·
In the Dates, Times, and Numbers box, select Four Digit Years and Leading Zeros in Dates, and then enter the appropriate Date Order (such as MDY), Date Delimiter (such as /), Time Delimiter (such as a colon, and Decimal Symbol (such as a period), and then click OK. 

10.
In the Import Text Wizard dialog box, click Next, select First Row Contains Field Names, and then click Next again. 

11.
Select the option to store your data In a New Table, and then click Next. 

12.
Keep the defaults in the Field Options box and click Next 

13.
Select Let Access add primary key, and then click Next. 

14.
In Import to Table, enter the name of the new table, click Finish, and then click OK. 

15.
In the filename:Database dialog box, select the name of your database, and then click Open to look at your table. 

Interpreting database-import log files

The database-import log format for log files is available starting in Windows 2000. Unlike the IAS-formatted log files, the database-import log files present the data in a standard sequence and using a structure that is identical, regardless of the network access server (NAS) sending the data. This consistent sequence and structure helps simplify accounting and authentication record-keeping. Data can be easily exported to a data base, which supports filtering and analysis by a variety of programs. 

Note   Although IAS supports both IAS-formatted and database-import log files, the database-import log format should be used for most situations, as it supports the use of ODBC-compliant tools, which facilitates the analysis and reporting of your data. 

Entries recorded in database-import log files

The following are sample entries (access-request and access-accept) from a database-import log file.

"CLIENTCOMP","IAS",06/17/1999,13:04:33,1,"client",,,,,,,,,9,"10.10.10.10",

"iasclient",,,,,,,1,,0,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,

"CLIENTCOMP","IAS",06/17/1999,13:04:33,2,,"iasclientdc/Users/client",,,,,,,,9,

"10.10.10.10","iasclient",,,,,,2,1,"Allow access if dial-in permission is 

enabled",0,"311 1 10.10.10.11 06/17/1999 20:04:30 

1",,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,

The following table shows the attributes that can be contained in a record in the database-import log file, the sequence in which they are recorded, and how the above sample access-request packet would be interpreted.

Notes

·
A blank field in the first column indicates that the NAS did not include the attribute in the packet (in the sample entry). 

·
The Data type column identifies the data type (text, number, or time) for each attribute. When creating a data base into which log files are to be imported, be sure each field is defined appropriately for the data type of the attribute value to be imported into the field. In database-import log files, text values (such as strings, octet strings, and IP addresses) are always qualified by double quotes. If the text qualifier appears within the string, then it is replaced with a double qualifier. 

·
This table shows the appropriate values for the IAS-internal attribute. For definitions of the values of RADIUS attributes, see RADIUS RFCs. 

·
See the NAS documentation for information on how to configure accounting packets, as well as for testing and production information for the NAS. 

·
To help read and interpret the log files, a tool (iasparse) is included in the Windows 2000 Resource Kit that can be used to parse the log files and provide output in a readable format. For more information, see the Windows 2000 Resource Kit. 

Value shown in example
Attribute
Data type
Represents

"CLIENTCOMP"
ComputerName
Text
Name of the server where the packet was received.(This is an IAS-internal attribute.)

"IAS"
ServiceName
Text
Name of the service that generated the record, IAS or Windows 2000 remote access.(This is an IAS-internal attribute.)

06/14/2000
Record-Date
Time
Date at the IAS or remote access server.(This is an IAS-internal attribute.)

17:58:39
Record-Time
Time
Time at the IAS or remote access server.(This is an IAS-internal attribute.)

1
Packet-Type
Number
Type of packet. Can be: ·  1 = Accept-Request ·  2 = Access-Accept ·  3 = Access-Reject ·  4 = Accounting-Request (This is an IAS-internal attribute.) 

"client"
User-Name
Text
User's claimed identity.


Fully-Qualified-User-Name
Text
User name in canonical format.(This is an IAS-internal attribute.)


Called-Station-Id
Text
Phone number dialed by user.


Calling-Station-Id
Text
Phone number from which call originated.


Callback-Number
Text
Callback phone number.


Framed-IP-Address
Text
Framed address to be configured for user.


NAS-Identifier
Text
Text identifying the NAS originating the request.


NAS-IP-Address
Text
The IP address of the NAS originating the request.


NAS-Port
Number
Physical port number of the NAS originating the request.

9
Client-Vendor
Number
Manufacturer of NAS.(This is an IAS-internal attribute.)

"10.10.10.10"
Client-IP-Address
Text
The IP address of RADIUS client.(This is an IAS-internal attribute.)

"iasclient"
Client-Friendly-Name
Text
Friendly name for the RADIUS client.(This is an IAS-internal attribute.)


Event-Timestamp
Time
The date and time that this event occurred on the NAS.


Port-Limit
Number
Maximum number of ports that NAS provides to the user.


NAS-Port-Type
Number
Type of physical port used by the NAS originating the request.


Connect-Info
Text
Indicates the nature of user's connection.


Framed-Protocol
Number
The protocol to be used.


Service-Type
Number
Type of service user has requested.

1
Authentication-Type
Number
Authentication scheme use to verify user. Can be: ·  1 = PAP ·  2 = CHAP ·  3 = MS-CHAP v1 ·  4 = MS-CHAP v2 ·  5 = EAP ·  7 = None ·  8 =Custom (This is an IAS-internal attribute.)


NP-Policy-Name
Text
Friendly name of the remote access policy that granted or denied access. This attribute is logged in authentication accept and reject requests. If a user is rejected because none of the remote access policies matched, then this attribute is blank.

0
Reason-Code
Number
Reason for rejecting a user. Can be: ·  0 = IAS_SUCCESS ·  1 = IAS_INTERNAL_ERROR ·  2 = IAS_ACCESS_DENIED ·  3 = IAS_MALFORMED_REQUEST ·  4 = IAS_GLOBAL_CATALOG_UNAVAILABLE ·  5 = IAS_DOMAIN_UNAVAILABLE ·  6 = IAS_SERVER_UNAVAILABLE ·  7 = IAS_NO_SUCH_DOMAIN ·  8 = IAS_NO_SUCH_USER ·  16 = IAS_AUTH_FAILURE ·  17 = IAS_CHANGE_PASSWORD_FAILURE ·  18 = IAS_UNSUPPORTED_AUTH_TYPE ·  32 = IAS_LOCAL_USERS_ONLY ·  33 = IAS_PASSWORD_MUST_CHANGE ·  34 = IAS_ACCOUNT_DISABLED ·  35 = IAS_ACCOUNT_EXPIRED ·  36 = IAS_ACCOUNT_LOCKED_OUT ·  37 = IAS_INVALID_LOGON_HOURS ·  38 = IAS_ACCOUNT_RESTRICTION ·  48 = IAS_NO_POLICY_MATCH ·  64 = IAS_DIALIN_LOCKED_OUT ·  65 = IAS_DIALIN_DISABLED ·  66 = IAS_INVALID_AUTH_TYPE ·  67 = IAS_INVALID_CALLING_STATION ·  68 = IAS_INVALID_DIALIN_HOURS ·  69 = IAS_INVALID_CALLED_STATION ·  70 = IAS_INVALID_PORT_TYPE ·  71 = IAS_INVALID_RESTRICTION ·  80 = IAS_NO_RECORD ·  96 = IAS_SESSION_TIMEOUT ·  97 = IAS_UNEXPECTED_REQUEST (This is an IAS-internal attribute.)


Class
Text
Attribute sent to client in an access-accept packet. The format is: ·  Type Always contains the value 25. 1 octet. ·  Length Always 20 or more. 1 octet. ·  Checksum Contains an Adler-32 checksum computed over the remainder of the Class attribute. 4 octets. ·  Vendor-Id The high-order octet is 0 and the low-order 3 octets are the SMI Network Management Private Enterprise Code of the Vendor in network byte order, as defined in the IETF RFC 1007 "Vendor SMI Network Management Private Enterprise Codes". 4 octets. ·  Version Always contains the value of 1. 2 octets. ·  Server-Address This field contains the IP address of the RADIUS server that issued the Access-Challenge. For multihomed servers,this will be the address of the network interface that received the original Access-Request. 2 octets. ·  Service-Reboot-Time Specifies the time at which the first serial number was returned. 8 octets. ·  Unique-Serial-Number 8 octets. ·  String Can be used to classify the accounting records so that this information can be used for further analysis. In IAS, the Class attribute from the profile should be copied into this String. 0 or more octets. The combination of Serial-Number, Service-Reboot-Time, and Server-Address should be a unique identification for each authentication that the server accepted. This combination is used for correlating accounting records with the authentications. 


Session-Timeout
Number
Length of time (in seconds) before session is terminated.


Idle-Timeout
Number
Length of idle time (in seconds) before session is terminated.


Termination-Action
Number
Action NAS should take when service is completed.


EAP-Friendly-Name
Text
EAP friendly name.


Acct-Status-Type
Number
Specifies whether accounting packet starts or stops a bridging, routing, or terminal server session.


Acct-Delay-Time
Number
Length of time (in seconds) for which the NAS has been sending the same accounting packet.


Acct-Input-Octets
Number
Number of octets received during the session.


Acct-Output-Octets
Number
Number of octets sent during the session.


Acct-Session-Id
Text
Unique numeric string identifying the server session.


Acct-Authentic
Number
Specifies which server authenticated an incoming call.


Acct-Session-Time
Number
Length of time (in seconds) for which the session has been logged in.


Acct-Input-Packets
Number
Number of packets received during the session.


Acct-Output-Packets
Number
Number of packets sent during the session.


Acct-Terminate-Cause
Number
Reason a connection was terminated.


Acct-Multi-Ssn-Id
Text
Unique numeric string identifying the multilink session.


Acct-Link-Count
Number
Number of links in a multilink session.


Acct-Interim-Interval
Number
Length of interval (in seconds) between each interim update the NAS sends.


Tunnel-Type
Number
Tunneling protocols to be used.


Tunnel-Medium-Type
Number
Transport medium to use when creating a tunnel for protocols (such as L2TP) that can operate over multiple transports.


Tunnel-Client-Endpt
Text
The IP address of the initiator end of the tunnel.


Tunnel-Server-Endpt
Text
The IP address of the server end of the tunnel.


Acct-Tunnel-Conn
Text



Tunnel-Pvt-Group-ID
Text
Group ID for a particular tunneled session.


Tunnel-Assignment-ID
Text
Tunnel to which a session is to be assigned.


Tunnel-Preference
Number



MS-Acct-Auth-Type
Number
Routing and Remote Access service attribute. See RFC 2548.


MS-Acct-EAP-Type
Number
Routing and Remote Access service attribute. See RFC 2548.


MS-RAS-Version
Text
Routing and Remote Access service attribute. See RFC 2548.


MS-RAS-Vendor
Number
Routing and Remote Access service attribute. See RFC 2548.


MS-CHAP-Error
Text
Routing and Remote Access service attribute. See RFC 2548.


MS-CHAP-Domain
Text
Routing and Remote Access service attribute. See RFC 2548.


MS-MPPE-Encryption-Types
Number
Routing and Remote Access service attribute. See RFC 2548.


MS-MPPE-Encryption-Policy
Number
Routing and Remote Access service attribute. See RFC 2548.

IAS-formatted log files

This section contains information to help you make use of the IAS-formatted log files created by IAS: 

·
Interpreting IAS-formatted log files 

·
Interpreting IAS IDs for vendor-specific attributes 

Interpreting IAS-formatted log files

In the Windows NT 4 version of IAS, the log was formatted using a method by which attributes were logged as attribute-value pairs. This formatting is supported in IAS in Windows 2000, and the logs that use this format are referred to as IAS-formatted log files. However, in Windows 2000, this format supports the inclusion of additional information in the log file:

·
In addition to accounting packets (accounting on, accounting off, accounting start, accounting stop, and accounting interim), the IAS server in Windows 2000 also logs authentication (access requests, access accepts, access rejects) information. 

·
All string attributes containing unprintable characters or any delimiter (such as | and , ) will be printed in hexadecimal format (for example, 0x026). 

·
If IAS receives an attribute (RADIUS-standard or vendor-specific) that is not defined in the IAS dictionary, then it logs it as a string. 

Although most of the attributes sent by a network access server (NAS) that are supported in Windows 2000 are logged when you specify the use of IAS-formatted log files, some attributes are not logged because they contain sensitive information, such as password information, that is not appropriate in log files.The list at the end of this section shows the attributes that that are not logged. 

Note   Unless you have migration, compatibility, or other issues that require you to use the IAS format, you should use the database-import log format. Although a database-import log file contains a smaller subset of attributes, it contains the attributes required to support most tracking and accounting activities. And the database-import log format supports easier integration of the data into data bases, which can significantly simplify development and implementation of software to support data analysis and accounting. 

Entries recorded in IAS-formatted log files

The following is a sample entry (access-request) from an IAS-formatted log file.

10.10.10.10,client,06/04/1999,14:42:19,IAS,CLIENTCOMP,6,2,7,1,5,9,61,5,64,1,65,1,31,1

The format of this record, and of each record in your log file, includes a header followed by the attribute-value pairs for all attributes contained in the packet being recorded.

The first seven positions of the record are the header, which includes:

Value shown in example
Attribute
ID
Data type
Represents

10.10.10.10 
NAS-IP-Address
IAS Header
Text
The IP address of the NAS sending the request

client
User-Name
IAS Header
Text
The user name requesting access.

06/04/1999
Record-Date
IAS Header
Time
The date that the log is written

14:42:19
Record-Time
IAS Header
Time
The time that the log is written

IAS
Service-Name
IAS Header
Text
The name of the service running on the RADIUS server

CLIENTCOMP
Computer-Name
IAS Header
Text
The name of the RADIUS server

After the header, the RADIUS attributes and values are in pairs in the format

<attribute_number 1>,<value_for_attribute_number1>,<attribute_number2>,<value_for_attribute_number2>,

and so on. For example, the two fields after the header contain a 6 and a 2, which can be interpreted as follows: 

·
6 is the RADIUS ID for the Service-Type. 

·
2 is the attribute value for the Service-Type attribute. The RADIUS protocol specifies the following values for the Service-Type attribute: 

·
1 = Login 

·
2 = Framed 

·
3 = Callback Login 

·
4 = Callback Framed 

·
5 = Outbound 

·
6 = Administrative 

·
7 = NAS Prompt 

·
8 = Authenticate Only 

·
9 = Callback NAS Prompt 

The value of this attribute is "Framed". 

This attribute-value pair can then be interpreted as Service-Type = Framed, which indicates to the IAS server to start a framed protocol, such as Point-to-Point Protocol (PPP) or SLIP, for the user. 

Note   The above example shows how one attribute-value pair is interpreted. It does not define all attributes and values. 

The following table describes the RADIUS attributes that can be found in a record of an IAS-formatted log file. Attributes are listed in numerical order in the following table. The order does not reflect the order in which attributes are presented in the log files. Unlike the database-import log files, which uses a fixed sequence of attributes, the sequence of the attributes in IAS-formatted log files depends on the format used by the NAS. For additional information on the format of these records, see the documentation for the NAS.

Notes

·
This table does not cover vendor-specific attributes (VSAs). For information on interpreting VSAs, see interpreting IAS IDs for vendor-specific attributes 

·
The entries under the ID column that start with "IAS" are IAS-specific attributes that are not found in the RADIUS protocol. 

·
For additional information on these attributes and their values, see the RADIUS RFCs and your NAS documentation. 

·
To help read and interpret the log files, a tool (iasparse) is included in the Windows 2000 Resource Kit that can be used to parse the log files and provide output in a readable format. For more information, see the Windows 2000 Resource Kit. 

Attribute
ID
Data type
Represents

User-Name
1
Text
User's claimed identity.

NAS-IP-Address
4
Text
The IP address of the NAS originating the request.

NAS-Port
5
Number
Physical port number of the NAS originating the request.

Service-Type
6
Number
Type of service user has requested.

Framed-Protocol
7
Number
The protocol to be used.

Framed-IP-Address
8
Text
Framed address to be configured for user.

Framed-IP-Netmask
9
Text
IP netmask to be configured for user.

Framed-IP-Netmask
9
Text
IP netmask to be configured for user.

Framed-Routing
10
Number
Routing method to be used by user.

Filter-Id
11
Text
Name of filter list for user requesting authentication.

Framed-MTU
12
Number
Maximum transmission unit to be configured for user.

Framed-Compression
13
Number
Compression protocol to be used.

Login-IP-Host
14
Number
The IP address of host to which user should be connected.

Login-Service
15
Number
Service connecting user to login host.

Login-TCP-Port
16
Number
TCP port to which user should be connected.

Reply-Message
18
Text
Message to be displayed to user when authentication request is accepted.

Callback-Number
19
Text
Callback phone number.

Callback-Id
20
Text
Name of a place to be called by the NAS.

Framed-Route
22
Text
Name of a place to be called by the NAS.

Framed-IPX-Network
23
Number
IPX network number to be configured on the NAS for user.

Class
25
Text
Attribute sent to client in an access-accept packet. The format is: ·  Type Always contains the value 25. 1 octet. ·  Length Always 20 or more. 1 octet. ·  Checksum Contains an Adler-32 checksum computed over the remainder of the Class attribute. 4 octets. ·  Vendor-Id The high-order octet is 0 and the low-order 3 octets are the SMI Network Management Private Enterprise Code of the Vendor in network byte order, as defined in the IETF RFC 1007 "Vendor SMI Network Management Private Enterprise Codes". 4 octets. ·  Version Always contains the value of 1. 2 octets. ·  Server-Address Contains the IP address of the RADIUS server that issued the Access-Challenge. For multihomed servers,this will be the address of the network interface that received the original Access-Request. 2 octets. ·  Service-Reboot-Time Specifies the time at which the first serial number was returned. 8 octets. ·  Unique-Serial-Number 8 octets. ·  String Can be used to classify the accounting records so that this information can be used for further analysis. In IAS, the Class attribute from the profile should be copied into this String. 0 or more octets. The combination of Serial-Number, Service-Reboot-Time, and Server-Address should be a unique identification for each authentication that the server accepted. This combination is used for correlating accounting records with the authentications.

Vendor-Specific
26
Text
Used to support proprietary NAS features

Session-Timeout
27
Number
Length of time (in seconds) before session is terminated.

Idle-Timeout
28
Number
Length of idle time (in seconds) before session is terminated.

Termination-Action
29
Number
Action NAS should take when service is completed.

Called-Station-Id
30
Text
Phone number dialed by user.

Calling-Station-Id
31
Text
Phone number from which call originated.

NAS-Identifier
32
Text
String identifying the NAS originating the request.

Login-LAT-Service
34
Text
Host with which user is to be connected by LAT.

Login-LAT-Node
35
Text
Node with which user is to be connected by LAT.

Login-LAT-Group
36
Text
LAT group codes for which user is authorized.

Framed-AppleTalk-Link
37
Number
AppleTalk network number for the serial link to user (only when user is router).

Framed-AppleTalk-Network
38
Number
AppleTalk network number the NAS must probe to allocate user's AppleTalk node.

Framed-AppleTalk-Zone
39
Text
AppleTalk default zone for user.

Acct-Status-Type
40
Number
Specifies whether accounting packet starts or stops a bridging, routing, or terminal server session.

Acct-Delay-Time
41
Number
Length of time (in seconds) for which the NAS has been sending the same accounting packet.

Acct-Input-Octets
42
Number
Number of octets received during the session.

Acct-Output-Octets
43
Number
Number of octets sent during the session.

Acct-Session-Id
44
Text
Unique numeric string identifying the server session.

Acct-Authentic
45
Number
Specifies which server authenticated an incoming call.

Acct-Session-Time
46
Number
Length of time (in seconds) for which the session has been logged in.

Acct-Input-Packets
47
Number
Number of packets received during the session.

Acct-Output-Packets
48
Number
Number of packets sent during the session.

Acct-Terminate-Clause
49
Number
Reason a connection was terminated.

Acct-Multi-Ssn-Id
50
Text
Unique numeric string identifying the multilink session.

Acct-Link-Count
51
Number
Number of links in a multilink session.

Event-Timestamp
55
Time
The date and time that this event occurred on the NAS.

NAS-Port-Type
61
Number
Type of physical port used by the NAS originating the request.

Port-Limit
62
Number
Maximum number of ports that NAS provides to the user.

Login-LAT-Port
63
Number
Maximum number of ports that NAS provides to the user.

Tunnel-Type
64
Number
Tunneling protocols to be used.

Tunnel-Medium-Type
65
Number
Transport medium to use when creating a tunnel for protocols (such as L2TP) that can operate over multiple transports.

Tunnel-Client-Endpt
66
Text
The IP address of the initiator end of the tunnel.

Tunnel-Server-Endpt
67
Text
The IP address of the server end of the tunnel.

Acct-Tunnel-Conn
68
Text


Password-Retry
75
Number
Number of times user can try to be authenticated before NAS terminates connection.

Prompt
76
Number
Specifies to the NAS whether or not it should echo user's response as it is entered.

Connect-Info
77
Text
Indicates the nature of user's connection.

Configuration-Token
78
Text
Indicate a type of user profile to be used (sent from a RADIUS proxy server to a RADIUS proxy client in an access-accept packet.

Tunnel-Pvt-Group-ID
81
Text
Group ID for a particular tunneled session.

Tunnel-Assignment-ID
82
Text
Tunnel to which a session is to be assigned.

Tunnel-Preference
83
Number


Acct-Interim-Interval
85
Number
Length of interval (in seconds) between each interim update the NAS sends.

Ascend
107 to 255
Text
See Ascend documentation for these vendor-specific attributes.

Saved-RADIUS-Framed-Route
IAS 4100
Text
Routing information to be configured on the NAS for user (for IAS internal use only).

Saved-RADIUS-Framed-Route
IAS 4100
Text
Routing information to be configured on the NAS for user (for IAS internal use only).

Client-IP-Address
IAS 4108
Text
The IP address of RADIUS client.

NAS-Manufacturer
IAS 4116
Number
Manufacturer of NAS.

MS-CHAP-Error
IAS 4121
Number
Error data describing an MS-CHAP transaction.

Authentication-Type
IAS 4127
Number
Authentication scheme use to verify user.

Client-Friendly-Name
IAS 4128
Text
Friendly name for the RADIUS client.

SAM-Account-Name
IAS 4129
Text
User account name in Security Accounts Manager (SAM).

Fully-Qualified-User-Name
IAS 4130
Text
User name in canonical format. 

EAP-Friendly-Name
IAS 4132
Text
Extensible Authentication Protocol (EAP) friendly name.

Packet-Type
IAS 4136
Number
Type of packet. Can be: ·  1=Accept-Request ·  2=Access-Accept ·  3=Access-Reject ·  4=Accounting-Request 

Reason-Code
IAS 4142
Number
Reason for rejecting a user. Can be: ·  00 = IAS_SUCCESS ·  01 = IAS_INTERNAL_ERROR ·  02 = IAS_ACCESS_DENIED ·  03 = IAS_MALFORMED_REQUEST ·  04 = IAS_GLOBAL_CATALOG_UNAVAILABLE ·  05 = IAS_DOMAIN_UNAVAILABLE ·  06 = IAS_SERVER_UNAVAILABLE ·  07 = IAS_NO_SUCH_DOMAIN ·  08 = IAS_NO_SUCH_USER ·  16 = IAS_AUTH_FAILURE ·  17 = IAS_CHANGE_PASSWORD_FAILURE ·  18 = IAS_UNSUPPORTED_AUTH_TYPE ·  32 = IAS_LOCAL_USERS_ONLY ·  33 = IAS_PASSWORD_MUST_CHANGE ·  34 = IAS_ACCOUNT_DISABLED ·  35 = IAS_ACCOUNT_EXPIRED ·  36 = IAS_ACCOUNT_LOCKED_OUT ·  37 = IAS_INVALID_LOGON_HOURS ·  38 = IAS_ACCOUNT_RESTRICTION ·  48 = IAS_NO_POLICY_MATCH ·  64 = IAS_DIALIN_LOCKED_OUT ·  65 = IAS_DIALIN_DISABLED ·  66 = IAS_INVALID_AUTH_TYPE ·  67 = IAS_INVALID_CALLING_STATION ·  68 = IAS_INVALID_DIALIN_HOURS ·  69 = IAS_INVALID_CALLED_STATION ·  70 = IAS_INVALID_PORT_TYPE ·  71 = IAS_INVALID_RESTRICTION ·  80 = IAS_NO_RECORD ·  96 = IAS_SESSION_TIMEOUT ·  97 = IAS_UNEXPECTED_REQUEST 

NP-Policy-Name
IAS 4149
Text
Friendly name of remote access policy.

Attributes not recorded in IAS-formatted log files

The following attributes contain sensitive information so they are not logged:

Attribute name
ID

User-Name 
1 

User-Password 
2 

CHAP-Password 
3 

State 
24 

Proxy-State 
33 

CHAP-Challenge 
60 

Tunnel-Password 
69 

EAP-Message 
79 

Signature 
80 

Saved-Radius-Framed-IP-Address 
Microsoft vendor-specific attribute 

Saved-Radius-Callback-Number 
Microsoft vendor-specific attribute 

NP-Calling-Station-ID 
Microsoft vendor-specific attribute 

Saved-NP-Calling-Station-ID 
Microsoft vendor-specific attribute 

Saved-Radius-Framed-Route 
Microsoft vendor-specific attribute 

NP-Sessions-Allowed 
Microsoft vendor-specific attribute 

Day-And-Time-Restrictions 
Microsoft vendor-specific attribute 

NP-Called-Station-ID 
Microsoft vendor-specific attribute 

NP-Allowed-Port-Types 
Microsoft vendor-specific attribute 

NP-Authentication-Type 
Microsoft vendor-specific attribute 

NP-Allowed-EAP-Type 
Microsoft vendor-specific attribute 

Saved-Radius-Framed-IP-Address 
Shared-secret 

Client-Packet-Header 
Microsoft vendor-specific attribute 

Token-Groups 
Microsoft vendor-specific attribute 

NP-Allow-Dial-in 
Microsoft vendor-specific attribute 

NP-Contraint 
Microsoft vendor-specific attribute 

NP-Version 
Microsoft vendor-specific attribute 

NP-VendorID 
Microsoft vendor-specific attribute 

NP-Sequence 
Microsoft vendor-specific attribute 

Client-UDP-Port 
Microsoft vendor-specific attribute 

MS-CHAP-Challenge 
Microsoft vendor-specific attribute 

MS-CHAP-Response 
Microsoft vendor-specific attribute 

MS-CHAP-CPW-1 
Microsoft vendor-specific attribute 

MS-CHAP-CPW-2 
Microsoft vendor-specific attribute 

MS-CHAP-LM-Enc-PW 
Microsoft vendor-specific attribute 

MS-CHAP-NT-Enc-PW 
Microsoft vendor-specific attribute 

MS-CHAP-MPPE-Keys 
Microsoft vendor-specific attribute 

Windows-Groups 
Microsoft vendor-specific attribute 

MS-MPPE-Send-Key 
Microsoft vendor-specific attribute 

MS-MPPE-Recv-Key 
Microsoft vendor-specific attribute 

MS-Filter 
Microsoft vendor-specific attribute 

MS-CHAP2-Response 
Microsoft vendor-specific attribute 

MS-CHAP2-Success 
Microsoft vendor-specific attribute 

MS-CHAP2-CPW 
Microsoft vendor-specific attribute 

·
Interpreting IAS IDs for vendor-specific attributes 

Interpreting IAS IDs for vendor-specific attributes

When IAS logs any of the following vendor-specific attributes, it assigns a unique ID to the attribute to facilitate interpretation of the log files.

Notes

·
The ID (number) assigned by IAS to a vendor-specific attribute may not be the same as the ID assigned by the vendor. If using the IAS-formatted log file format, to determine the ID used by the vendor, see your network access server (NAS) documentation. If using database-import log files, the ID (number) assigned to the attribute does not appear in the log. Use the following table to determine the data type for the attributes listed in the table. The attributes are listed in numerical order. 

·
For additional information on the Microsoft vendor-specific RADIUS attributes, see the RADIUS RFCs, in particular, RFC 2548. 

ID
Attribute name
Vendor
Data type

107
Ascend-Calling-Subaddress
Ascend
Text

108
Ascend-Callback-Delay
Ascend
Number

109
Ascend-Endpoint-Disc
Ascend
Text

110
Ascend-Remote-FW
Ascend
Text

111
Ascend-Multicast-G-Leave-Delay
Ascend
Number

112
Ascend-CBCP-Enable
Ascend
Number

113
Ascend-CBCP-Mode
Ascend
Number

114
Ascend-CBCP-Delay
Ascend
Number

115
Ascend-CBCP-Trunk-Group
Ascend
Number

116
Ascend-Appletalk-Route
Ascend
Text

117
Ascend-Appletalk-Peer-Mode
Ascend
Number

118
Ascend-Route-Appletalk
Ascend
Number

119
Ascend-FCP-Parameter
Ascend
Text

120
Ascend-Modem-Port-No
Ascend
Number

121
Ascend-Modem-Slot-No
Ascend
Number

122
Ascend-Modem-Shelf-No
Ascend
Number

123
Ascend-CallAttempt-Limit
Ascend
Number

124
Ascend-CallBlock-Duration
Ascend
Number

125
Ascend-Maximum-Call-Duration
Ascend
Number

126
Ascend-Route-Preference
Ascend
Number

127
Ascend-Tunneling-Protocol
Ascend
Number

128
Ascend-Shared-Profile-Enable
Ascend
Number

129
Ascend-Primary-Home-Agent
Ascend
Text

130
Ascend-Secondary-Home-Agent
Ascend
Text

131
Ascend-Dialout-Allowed
Ascend
Number

132
Ascend-Client-Gateway
Ascend
Number

133
Ascend-BACP-Enable
Ascend
Number

134
Ascend-DHCP-Maximum-Leases
Ascend
Number

135
Ascend-Client-Primary-DNS
Ascend
String

136
Ascend-Client-Secondary-DNS
Ascend
String

137
Ascend-Client-Assign-DNS
Ascend
Number

138
Ascend-User-Acct-Type
Ascend
Number

139
Ascend-User-Acct-Host
Ascend
Number

140
Ascend-User-Acct-Port
Ascend
Number

141
Ascend-User-Acct-Key
Ascend
Text

142
Ascend-User-Acct-Base
Ascend
Number

143
Ascend-User-Acct-Time
Ascend
Number

144
Ascend-Assign-IP-Client
Ascend
Number

145
Ascend-Assign-IP-Server
Ascend
Number

146
Ascend-Assign-IP-Global-Pool
Ascend
Text

147
Ascend-DHCP-Reply
Ascend
Number

148
Ascend-DHCP-Pool-Number
Ascend
Number

149
Ascend-Expect-Callback
Ascend
Number

150
Ascend-Event-Type
Ascend
Number

151
Ascend-Session-Svr-Key
Ascend
Text

152
Ascend-Multicast-Rate-Limit
Ascend
Number

153
Ascend-IF-Netmask
Ascend
Number

154
Ascend-Remote-Addr
Ascend
Number

155
Ascend-Multicast-Client
Ascend
Number

156
Ascend-FR-Circuit-Name
Ascend
Text

157
Ascend-FR-Link-Up
Ascend
Number

158
Ascend-FR-Nailed-Grp
Ascend
Number

159
Ascend-FR-Type
Ascend
Number

160
Ascend-FR-Link-Mgt
Ascend
Number

161
Ascend-FR-N391
Ascend
Number

162
Ascend-FR-DCE-N392
Ascend
Number

163
Ascend-FR-DTE-N392
Ascend
Number

164
Ascend-FR-DCE-N393
Ascend
Number

165
Ascend-FR-DTE-N393
Ascend
Number

166
Ascend-FR-T391
Ascend
Number

167
Ascend-FR-T392
Ascend
Number

168
Ascend-Bridge-Address
Ascend
Text

169
Ascend-TS-Idle-Limit
Ascend
Number

170
Ascend-TS-Idle-Mode
Ascend
Number

171
Ascend-DBA-Monitor
Ascend
Number

172
Ascend-Base-Channel-Count
Ascend
Number

173
Ascend-Minimum-Channels
Ascend
Number

174
Ascend-IPX-Route
Ascend
Text

175
Ascend-FT1-Caller
Ascend
Number

176
Ascend-Backup
Ascend
Text

177
Ascend-Call-Type
Ascend
Number

178
Ascend-Group
Ascend
Text

179
Ascend-FR-DLCI
Ascend
Number

180
Ascend-FR-Profile-Name
Ascend
Text

181
Ascend-Ara-PW
Ascend
Text

182
Ascend-IPX-Node-Addr
Ascend
Text

183
Ascend-Home-Agent-IP-Addr
Ascend
Text

184
Ascend-Home-Agent-Password
Ascend
Text

185
Ascend-Home-Network-Name
Ascend
Text

186
Ascend-Home-Agent-UDP-Port
Ascend
Number

187
Ascend-Multilink-ID
Ascend
Number

188
Ascend-Num-In-Multilink
Ascend
Number

189
Ascend-First-Dest
Ascend
Number

190
Ascend-Pre-Input-Octets
Ascend
Number

191
Ascend-Pre-Output-Octets
Ascend
Number

192
Ascend-Pre-Input-Packets
Ascend
Number

193
Ascend-Pre-Output-Packets
Ascend
Number

194
Ascend-Maximum-Time
Ascend
Number

195
Ascend-Disconnect-Cause
Ascend
Number

196
Ascend-Connect-Progress
Ascend
Number

197
Ascend-Data-Rate
Ascend
Number

198
Ascend-Pre-Session-Time
Ascend
Number

199
Ascend-Token-Idle
Ascend
Number

200
Ascend-Token-Immediate
Ascend
Number

201
Ascend-Require-Auth
Ascend
Number

202
Ascend-Number-Sessions
Ascend
Text

203
Ascend-Authen-Alias
Ascend
Text

204
Ascend-Token-Expiry
Ascend
Number

205
Ascend-Menu-Selector
Ascend
Text

206
Ascend-Menu-Item
Ascend
Text

207
Ascend-PW-Warntime
Ascend
Number

208
Ascend-PW-Lifetime
Ascend
Number

209
Ascend-IP-Direct
Ascend
Text

210
Ascend-PPP-VJ-Slot-Comp
Ascend
Number

211
Ascend-PPP-VJ-1172
Ascend
Number

212
Ascend-PPP-Async-Map
Ascend
Number

213
Ascend-Third-Prompt
Ascend
Text

214
Ascend-Send-Secret
Ascend
Text

215
Ascend-Receive-Secret
Ascend
Text

216
Ascend-IPX-PeerMode
Ascend
Number

217
Ascend-IP-Pool-Definition
Ascend
Text

218
Ascend-Assign-IP-Pool
Ascend
Number

219
Ascend-FR-Direct
Ascend
Number

220
Ascend-FR-Direct-Profile
Ascend
Text

221
Ascend-FR-Direct-DLCI
Ascend
Number

222
Ascend-Handle-IPX
Ascend
Number

223
Ascend-Netware-Timeout
Ascend
Number

224
Ascend-IPX-Alias
Ascend
Number

225
Ascend-Metric
Ascend
Number

226
Ascend-PRI-Number-Type
Ascend
Number

227
Ascend-Dial-Number
Ascend
Text

228
Ascend-Route-IP
Ascend
Number

229
Ascend-Route-IPX
Ascend
Number

230
Ascend-Bridge
Ascend
Number

231
Ascend-Send-Auth
Ascend
Number

232
Ascend-Send-Passwd
Ascend
Text

233
Ascend-Link-Compression
Ascend
Number

234
Ascend-Target-Util
Ascend
Number

235
Ascend-Maximum-Channels
Ascend
Number

236
Ascend-Inc-Channel-Count
Ascend
Number

237
Ascend-Dec-Channel-Count
Ascend
Number

238
Ascend-Seconds-Of-History
Ascend
Number

239
Ascend-History-Weigh-Type
Ascend
Number

240
Ascend-Add-Seconds
Ascend
Number

241
Ascend-Remove-Seconds
Ascend
Number

242
Ascend-Data-Filter
Ascend
String

243
Ascend-Call-Filter
Ascend
String

244
Ascend-Idle-Limit
Ascend
Number

245
Ascend-Preempt-Limit
Ascend
Number

246
Ascend-Callback
Ascend
Number

247
Ascend-Data-Svc
Ascend
Number

248
Ascend-Force56
Ascend
Number

249
Ascend-Billing-Number
Ascend
Text

250
Ascend-Call-By-Call
Ascend
Number

251
Ascend-Transit-Number
Ascend
Text

252
Ascend-Host-Info
Ascend
Text

253
Ascend-PPP-Address
Ascend
Number

254
Ascend-MPP-Idle-Percent
Ascend
Number

255
Ascend-Xmit-Rate
Ascend
Number

4120
MS-CHAP-Domain
Microsoft
String

4121
MS-CHAP-Error
Microsoft
String

4134
MS-Acct-Auth-Type
Microsoft
Number

4135
MS-Acct-EAP-Type
Microsoft
Number

4143
MS-Filter
Microsoft
String

4147
MS-RAS-Vendor
Microsoft
Number

4148
MS-RAS-Version
Microsoft
String

4150
MS-Primary-DNS-Server
Microsoft
String

4151
MS-Secondary-DNS-Server
Microsoft
String

4152
MS-Primary-NBNS-Server
Microsoft
String

4153
MS-Secondary-NBNS-Server
Microsoft
String

5000
Cisco-AV-Pair
Cisco
Text

11000
USR-Last-Number-Dialed-Out
US Robotics
Text

11001
USR-Last-Number-Dialed-In-DNIS
US Robotics
Text

11002
USR-Last-Callers-Number-ANI
US Robotics
Text

11003
USR-Channel
US Robotics
Number

11004
USR-Event-Id
US Robotics
Number

11005
USR-Event-Date-Time
US Robotics
Number

11006
USR-Call-Start-Date-Time
US Robotics
Number

11007
USR-Call-End-Date-Time
US Robotics
Number

11008
USR-Default-DTE-Data-Rate
US Robotics
Number

11009
USR-Initial-Rx-Link-Data-Rate
US Robotics
Number

11010
USR-Final-Rx-Link-Data-Rate
US Robotics
Number

11011
USR-Initial-Tx-Link-Data-Rate
US Robotics
Number

11012
USR-Final-Tx-Link-Data-Rate
US Robotics
Number

11013
USR-Chassis-Temperature
US Robotics
Number

11014
USR-Chassis-Temp-Threshold
US Robotics
Number

11015
USR-Actual-Voltage
US Robotics
Number

11016
USR-Expected-Voltage
US Robotics
Number

11017
USR-Power-Supply-Number
US Robotics
Number

11018
USR-Card-Type
US Robotics
Number

11019
USR-Chassis-Slot
US Robotics
Number

11020
USR-Sync-Async-Mode
US Robotics
Number

11021
USR-Originate-Answer-Mode
US Robotics
Number

11022
USR-Modulation-Type
US Robotics
Number

11023
USR-Initial-Modulation-Type
US Robotics
Number

11024
USR-Connect-Term-Reason
US Robotics
Number

11025
USR-Failure-to-Connect-Reason
US Robotics
Number

11026
USR-Equalization-Type
US Robotics
Number

11027
USR-Fallback-Enabled
US Robotics
Number

11028
USR-Connect-Time-Limit
US Robotics
Number

11029
USR-Number-of-Rings-Limit
US Robotics
Number

11030
USR-DTE-Data-Idle-Timout
US Robotics
Number

11031
USR-Characters-Sent
US Robotics
Number

11032
USR-Characters-Received
US Robotics
Number

11033
USR-Blocks-Sent
US Robotics
Number

11034
USR-Blocks-Received
US Robotics
Number

11035
USR-Blocks-Resent
US Robotics
Number

11036
USR-Retrains-Requested
US Robotics
Number

11037
USR-Retrains-Granted
US Robotics
Number

11038
USR-Line-Reversals
US Robotics
Number

11039
USR-Number-Of-Characters-Lost
US Robotics
Number

11040
USR-Number-of-Blers
US Robotics
Number

11041
USR-Number-of-Link-Timeouts
US Robotics
Number

11042
USR-Number-of-Fallbacks
US Robotics
Number

11043
USR-Number-of-Upshifts
US Robotics
Number

11044
USR-Number-of-Link-NAKs
US Robotics
Number

11045
USR-DTR-False-Timeout
US Robotics
Number

11046
USR-Fallback-Limit
US Robotics
Number

11047
USR-Block-Error-Count-Limit
US Robotics
Number

11048
USR-DTR-True-Timeout
US Robotics
Number

11049
USR-Security-Login-Limit
US Robotics
Number

11050
USR-Security-Resp-Limit
US Robotics
Number

11051
USR-DTE-Ring-No-Answer-Limit
US Robotics
Number

11052
USR-Back-Channel-Data-Rate
US Robotics
Number

11053
USR-Simplified-MNP-Levels
US Robotics
Number

11054
USR-Simplified-V42bis-Usage
US Robotics
Number

11055
USR-Mbi-Ct-PRI-Card-Slot
US Robotics
Number

11056
USR-Mbi-Ct-TDM-Time-Slot
US Robotics
Number

11057
USR-Mbi-Ct-PRI-Card-Span-Line
US Robotics
Number

11058
USR-Mbi-Ct-BChannel-Used
US Robotics
Number

11059
USR-Physical-State
US Robotics
Number

11060
USR-Packet-Bus-Session
US Robotics
Number

11061
USR-Server-Time
US Robotics
Number

11062
USR-Channel-Connected-To
US Robotics
Number

11063
USR-Slot-Connected-To
US Robotics
Number

11064
USR-Device-Connected-To
US Robotics
Number

11065
USR-NFAS-ID
US Robotics
Number

11066
USR-Q931-Call-Reference-Value
US Robotics
Number

11067
USR-Call-Event-Code
US Robotics
Number

11068
USR-DS0
US Robotics
Number

11069
USR-DS0s
US Robotics
Text

11070
USR-Gateway-IP-Address
US Robotics
String

11071
USR-Call-Arrival-in-GMT
US Robotics
Number

11072
USR-Call-Connect-in-GMT
US Robotics
Number

11073
USR-Call-Terminate-in-GMT
US Robotics
Number

11074
USR-IDS0-Call-Type
US Robotics
Number

11075
USR-Call-Reference-Number
US Robotics
Number

11076
USR-CDMA-Call-Reference-Number
US Robotics
Number

11077
USR-Mobile-IP-Address
US Robotics
String

11078
USR-IWF-IP-Address
US Robotics
String

11079
USR-Called-Party-Number
US Robotics
Text

11080
USR-Calling-Party-Number
US Robotics
Text

11081
USR-Call-Type
US Robotics
Number

11082
USR-ESN
US Robotics
Text

11083
USR-IWF-Call-Identifier
US Robotics
Number

11084
USR-IMSI
US Robotics
Text

11085
USR-Service-Option
US Robotics
Number

11086
USR-Disconnect-Cause-Indicator
US Robotics
Number

11087
USR-Mobile-NumBytes-Txed
US Robotics
Number

11088
USR-Mobile-NumBytes-Rxed
US Robotics
Number

11089
USR-Num-Fax-Pages-Processed
US Robotics
Number

11090
USR-Compression-Type
US Robotics
Number

11091
USR-Call-Error-Code
US Robotics
Number

11092
USR-Modem-Setup-Time
US Robotics
Number

11093
USR-Call-Connecting-Time
US Robotics
Number

11094
USR-Connect-Time
US Robotics
Number

11095
USR-RMMIE-Manufacutere-ID
US Robotics
Number

11096
USR-RMMIE-Product-Code
US Robotics
Text

11097
USR-RMMIE-Serial-Number
US Robotics
Text

11098
USR-RMMIE-Firmware-Version
US Robotics
Text

11099
USR-RMMIE-Firmware-Build-Date
US Robotics
Text

11100
USR-RMMIE-Status
US Robotics
Number

11101
USR-RMMIE-Num-Of-Updates
US Robotics
Number

11102
USR-RMMIE-x2-Status
US Robotics
Number

11103
USR-RMMIE-Planned-Disconnect
US Robotics
Number

11104
USR-RMMIE-Last-Update-Time
US Robotics
Number

11105
USR-RMMIE-Last-Update-Event
US Robotics
Number

11106
USR-RMMIE-Rcv-Tot-PwrLvl
US Robotics
Number

11107
USR-RMMIE-Rcv-PwrLvl-3300Hz
US Robotics
Number

11108
USR-RMMIE-Rcv-PwrLvl-3750Hz
US Robotics
Number

11109
USR-RMMIE-PwrLvl-NearEcho-Canc
US Robotics
Number

11110
USR-RMMIE-PwrLvl-FarEcho-Canc
US Robotics
Number

11111
USR-RMMIE-PwrLvl-Noise-Lvl
US Robotics
Number

11112
USR-RMMIE-PwrLvl-Xmit-Lvl
US Robotics
Number

11113
USR-PW-IFilter-IP
US Robotics
Text

11114
USR-PW-IFilter-IPX
US Robotics
Text

11115
USR-PW-IFilter-SAP
US Robotics
Text

11116
USR-PW-OFilter-IP
US Robotics
Text

11117
USR-PW-OFilter-IPX
US Robotics
Text

11118
USR-PW-OFilter-SAP
US Robotics
Text

11119
USR-PW-VPN-ID
US Robotics
Number

11120
USR-PW-VPN-Name
US Robotics
Text

11121
USR-PW-VPN-Neighbor
US Robotics
String

11122
USR-PW-Framed-Routing-V2
US Robotics
Number

11123
USR-PW-VPN-Gateway
US Robotics
Text

11124
USR-PW-Tunnel-Authentication
US Robotics
Text

11125
USR-PW-Index
US Robotics
Number

11126
USR-PW-Cutoff
US Robotics
Text

11127
USR-PW-Packet
US Robotics
Text

11128
USR-Primary-DNS-Server
US Robotics
String

11129
USR-Secondary-DNS-Server
US Robotics
String

11130
USR-Primary-NBNS-Server
US Robotics
String

11131
USR-Secondary-NBNS-Server
US Robotics
String

11132
USR-Syslog-Tap
US Robotics
Number

11133
USR-Log-Filter-Packet
US Robotics
Number

11134
USR-Chassis-Call-Slot
US Robotics
Number

11135
USR-Chassis-Call-Span
US Robotics
Number

11136
USR-Chassis-Call-Channel
US Robotics
Number

11137
USR-Keypress-Timeout
US Robotics
Number

11138
USR-Unauthenticated-Time
US Robotics
Number

11139
USR-VPN-Encryptor
US Robotics
Text

11140
USR-VPN-GW-Location-Id
US Robotics
Text

11141
USR-Re-Chap-Timeout
US Robotics
Number

11142
USR-CCP-Algorithm
US Robotics
Number

11143
USR-ACCM-Type
US Robotics
Number

11144
USR-Connect-Speed
US Robotics
Number

11145
USR-Framed-IP-Address-Pool-Name
US Robotics
Text

11146
USR-MP-EDO
US Robotics
String

11147
USR-Local-Framed-IP-Addr
US Robotics
String

11148
USR-Framed-IPX-Route
US Robotics
String

11149
USR-MPIP-Tunnel-Originator
US Robotics
String

11150
USR-Bearer-Capabilities
US Robotics
Number

11151
USR-Speed-Of-Connection
US Robotics
Number

11152
USR-Max-Channels
US Robotics
Number

11153
USR-Channel-Expansion
US Robotics
Number

11154
USR-Channel-Decrement
US Robotics
Number

11155
USR-Expansion-Algorithm
US Robotics
Number

11156
USR-Compression-Algorithm
US Robotics
Number

11157
USR-Receive-Acc-Map
US Robotics
Number

11158
USR-Transmit-Acc-Map
US Robotics
Number

11159
USR-Compression-Reset-Mode
US Robotics
Number

11160
USR-Min-Compression-Size
US Robotics
Number

11161
USR-IP
US Robotics
Number

11162
USR-IPX
US Robotics
Number

11163
USR-Filter-Zones
US Robotics
Number

11164
USR-Appletalk
US Robotics
Number

11165
USR-Bridging
US Robotics
Number

11166
USR-Spoofing
US Robotics
Number

11167
USR-Host-Type
US Robotics
Number

11168
USR-Send-Name
US Robotics
Text

11169
USR-Send-Password
US Robotics
Text

11170
USR-Start-Time
US Robotics
Number

11171
USR-End-Time
US Robotics
Number

11172
USR-Send-Script1
US Robotics
Text

11173
USR-Reply-Script1
US Robotics
Text

11174
USR-Send-Script2
US Robotics
Text

11175
USR-Reply-Script2
US Robotics
Text

11176
USR-Send-Script3
US Robotics
Text

11177
USR-Reply-Script3
US Robotics
Text

11178
USR-Send-Script4
US Robotics
Text

11179
USR-Reply-Script4
US Robotics
Text

11180
USR-Send-Script5
US Robotics
Text

11181
USR-Reply-Script5
US Robotics
Text

11182
USR-Send-Script6
US Robotics
Text

11183
USR-Reply-Script6
US Robotics
Text

11184
USR-Terminal-Type
US Robotics
Text

11185
USR-Appletalk-Network-Range
US Robotics
Number

11186
USR-Local-IP-Address
US Robotics
Text

11187
USR-Routing-Protocol
US Robotics
Number

11188
USR-Modem-Group
US Robotics
Text

11189
USR-IPX-Routing
US Robotics
Number

11190
USR-IPX-WAN
US Robotics
Number

11191
USR-IP-RIP-Policies
US Robotics
Number

11192
USR-IP-RIP-Simple-Auth-Password
US Robotics
Text

11193
USR-IP-RIP-Input-Filter
US Robotics
Text

11194
USR-IP-Call-Input-Filter
US Robotics
Text

11195
USR-IPX-RIP-Input-Filter
US Robotics
Text

11196
USR-MP-MRRU
US Robotics
Number

11197
USR-IPX-Call-Input-Filter
US Robotics
Text

11198
USR-AT-Input-Filter
US Robotics
Text

11199
USR-AT-RTMP-Input-Filter
US Robotics
Text

11200
USR-AT-Zip-Input-Filter
US Robotics
Text

11201
USR-AT-Call-Input-Filter
US Robotics
Text

11202
USR-ET-Bridge-Input-Filter
US Robotics
Text

11203
USR-IP-RIP-Output-Filter
US Robotics
Text

11204
USR-IP-Call-Output-Filter
US Robotics
Text

11205
USR-IPX-RIP-Output-Filter
US Robotics
Text

11206
USR-IPX-Call-Output-Filter
US Robotics
Text

11207
USR-AT-Output-Filter
US Robotics
Text

11208
USR-AT-RTMP-Output-Filter
US Robotics
Text

11209
USR-AT-Zip-Output-Filter
US Robotics
Text

11210
USR-AT-Call-Output-Filter
US Robotics
Text

11211
USR-ET-Bridge-Output-Filter
US Robotics
Text

11212
USR-ET-Bridge-Call-Output-Filter
US Robotics
Text

11213
USR-IP-Default-Route-Option
US Robotics
Number

11214
USR-MP-EDO-HIPER
US Robotics
String

11215
USR-Modem-Training-Time
US Robotics
Number

11216
USR-Interface-Index
US Robotics
Number

11217
USR-Tunnel-Security
US Robotics
Number

11218
USR-Port-Tap
US Robotics
Number

11219
USR-Port-Tap-Format
US Robotics
Number

11220
USR-Port-Tap-Output
US Robotics
Number

11221
USR-Port-Tap-Facility
US Robotics
Number

11222
USR-Port-Tap-Priority
US Robotics
Number

11223
USR-Port-Tap-Address
US Robotics
String

11224
USR-MobileIP-Home-Agent-Address
US Robotics
String

11225
USR-Tunneled-MLPP
US Robotics
Number

11226
USR-Multicast-Proxy
US Robotics
Number

11227
USR-Multicast-Receive
US Robotics
Number

11228
USR-Multicast-Forwarding
US Robotics
Number

11229
USR-IGMP-Query-Interval
US Robotics
Number

11230
USR-IGMP-Maximum-Response-Time
US Robotics
Number

11231
USR-IGMP-Robustness
US Robotics
Number

11232
USR-IGMP-Version
US Robotics
Number

11233
USR-IGMP-Routing
US Robotics
Number

11234
USR-VTS-Session-Key
US Robotics
Text

11235
USR-Orig-NAS-Type
US Robotics
Text

11236
USR-Call-Arrival-Time
US Robotics
Number

11237
USR-Call-End-Time
US Robotics
Number

11238
USR-Rad-Multicast-Routing-Ttl
US Robotics
Number

11239
USR-Rad-Multicast-Routing-Rate-Limit
US Robotics
Number

11240
USR-Rad-Multicast-Routing-Protocol
US Robotics
Number

11241
USR-Rad-Multicast-Routing-Boundary
US Robotics
Text

11242
USR-Rad-Dvmrp-Metric
US Robotics
Number

11243
USR-Chat-Script-Name
US Robotics
Text

11244
USR-Chat-Script-Rules
US Robotics
Text

11245
USR-Rad-Location-Type
US Robotics
Number

11246
USR-Tunnel-Switch-Endpoint
US Robotics
Text

11247
USR-OSPF-Addressless-Index
US Robotics
Number

11248
USR-Callback-Type
US Robotics
Number

11249
USR-Tunnel-Auth-Hostname
US Robotics
Text

11250
USR-Acct-Reason-Code
US Robotics
Number

11251
USR-DNIS-ReAuthentication
US Robotics
Number

11252
USR-PPP-Source-IP-Filter
US Robotics
Text

11253
USR-Auth-Mode
US Robotics
Number

11254
USR-NAS-Type
US Robotics
Number

11255
USR-Request-Type
US Robotics
Number

Resources

This section provides information on:

·
Tools for monitoring IAS 

·
RADIUS RFCs 

·
Microsoft Platform Software Development Kit 

·
Windows 2000 Resource Kit 

·
IAS updated technical information 

Tools for monitoring IAS

You can obtain useful information by charting the performance of IAS at specified intervals. There are several Windows 2000 server components and Microsoft programs you can use with IAS to capture statistics. After analyzing these statistics, you can reevaluate your bandwidth and hardware configuration, determine the cause of malformed and invalid packets and rejected or discarded authentication requests, and alert yourself to potential disruptions in network security. This topic discusses the following:

·
Windows 2000 System Monitor counters 

·
Windows 2000 Event Viewer 

·
Windows 2000 SNMP Service 

·
The Network Monitor component of Microsoft Systems Management Server 

System Monitor counters

Use System Monitor to monitor resource use of specific components and program processes. With System Monitor, you can use charts and reports to see how efficiently your server uses IAS, and to identify and troubleshoot possible problems and bottlenecks.

You can use System Monitor to monitor the following IAS-related performance objects:

·
IAS Accounting Clients 

·
IAS Accounting Server 

·
IAS Authentication Clients 

·
IAS Authentication Server 

Event Viewer

Use Event Viewer to gather information about hardware and software problems and to monitor Windows 2000 security events, including informational, warning, and error events. For more information on using IAS with Event Viewer, see Event logging for IAS

SNMP Service

Use Simple Network Management Protocol (SNMP) Service to monitor status information for your IAS server. 

Network Monitor component

You can use Network Monitor component of Windows 2000 or a commercial packet analyzer or "sniffer", to view authentication packets and accounting packets as they arrive at the IAS server. With Network Monitor, you can detect dropped packets, monitor lack of response from authentication providers. Network Monitor also contains a RADIUS parser, so you can observe how the NAS interacts with the IAS server.

RADIUS RFCs

RFCs are an evolving series of technical reports, proposals for protocols, and protocol standards used by the Internet community. Routing standards are defined in RFCs published by the Internet Engineering Task Force (IETF) and other working groups. For information on configuring PPP settings in connections, see PPP settings.

RFCs covering IAS attributes

RFC number
Title

2138
Remote Authentication Dial In User Service (RADIUS)

2139
Radius Accounting

2548
Microsoft Vendor-specific RADIUS Attributes

Obtaining RFCs

You can obtain RFCs from the Requests for Comments Web site. This Web site is currently maintained by members of the Information Sciences Institute (ISI) who publish a classified listing of all RFCs. RFCs are classified as one of the following:

·
Approved Internet standards 

·
Proposed Internet standards (circulated in draft form for review) 

·
Internet best practices 

·
For Your Information (FYI) documents. 

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Microsoft Platform Software Development Kit

The Microsoft Platform Software Development Kit contains the IAS Software Development Kit (SDK). Using the IAS SDK, you can extend the IAS functionality and:

·
Return custom attributes to the NAS in addition to those returned by IAS. This enables you to build your own plug-in for assigning IP Addresses. 

·
Control the number of end-user network sessions. 

·
Extend the remote access authorizations currently provided by IAS. 

·
Import usage/audit data directly into an Open Database Connectivity (ODBC)-compliant database. 

·
Enable custom (non-EAP) authentication methods for IAS.

Windows 2000 Resource Kit

The Windows 2000 Resource Kit, published by Microsoft Press, contains a significant amount of information on IAS. Also, the CD that accompanies it contains useful tools you can use to help interpret the attributes contained in the IAS accounting and authentication logs.

For more information, see Windows 2000 Resource Kit.

IAS updated technical information

You can find updated technical information about IAS by searching technical articles available from the Personal Support Center at the microsoft Web site. For more information, see Updated technical information. 

Troubleshooting

This topic covers common problems with IAS installation.

What problem are you having?

Valid users cannot log on, and the Windows 2000 Event Viewer error message is one of the following:

Unknown username or bad password.

The specified user does not exist.

The specified domain did not exist. 

Cause: The user has typed in the wrong user name or password.

Solution: Check the user's Windows 2000 user name and account password to make sure they are typed correctly and that the account is valid for the domain IAS is authenticating the user against.

Cause: Realm replacement might be set up incorrectly, or in the wrong order, so that the domain controller can not recognize the user name.

Solution: Adjust the realm replacement rules.

See also: Realm names, Configure realm replacement in IAS

Cause: If the remote access server is a member of domain and the user response does not contain a domain name, then the domain name of the remote access server is used. 

Solution: To use a different domain name than that of the IAS server, on the computer running IAS, set the following registry value to the name of the domain that you want to use:

HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RemoteAccess\Policy

Important   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

Cause: Some NASs automatically strip the domain name from the user name before forwarding the user name to a RADIUS server.

Solution: Turn off the feature that strips the domain name from the user name. For more information, see your NAS documentation.

Cause: The user might be using CHAP, but Active Directory might not be configured to use clear-text passwords.

Solution: To use CHAP authentication with IAS, configure the dial-in profile for a user or group to use CHAP. The NAS and the user's dialing program (such as Connection Manager) should also be configured to use CHAP authentication. You also need to enable CHAP on the domain controller. After you enable reversibly-encrypted passwords in a domain, all users must change their passwords before they will be able to authenticate against the domain.

See also: Enable reversibly encrypted passwords in a domain.

Valid users cannot log on, and the Windows 2000 Event Viewer error message is:

The authentication type is not supported on this system.

Cause: The user is trying to authenticate by using an authentication method that is not supported on this computer. For example, the user may be using an EAP type that hasn't been installed.

Solution: Edit the dial-in profile to allow the protocol in question.

See also: To configure authentication.

Valid users cannot log on, and the Windows 2000 Event Viewer error message is one of the following:

The user's information did not match a Remote Access Policy.

The user is not allowed dial-in access to the network.

User attempted an unauthorized authentication method.

User tried to connect from an unauthorized calling station.

User tried to dial in outside of permitted hours.

User tried to connect by calling an unauthorized NAS phone number.

User tried to connect using an invalid port type.

A constraint defined in the Remote Access Policy failed. 

Cause: A remote access policy might be denying access to the user. 

Solution: Check the policy list to make sure you have not excluded users who should be granted access. Check the event log to see if the user is trying to connect with parameters not permitted by a remote access policy (for example, during an unauthorized time period, using an unauthorized wrong port type, calling from an unauthorized wrong phone number, or calling an unauthorized NAS phone number). You may have to revise the remote access policies accordingly to grant the user access.

Cause: Remote access policies might be in the wrong order.

Solution: Authorization is granted or denied by the first policy whose conditions apply to the user who is trying to connect. Use the Move Up button to move the policy that grants access to the users who are having trouble so that it is higher in the list.

Valid users cannot log on, and the Windows 2000 Event Viewer error message is:

The user has exceeded the dial-in lockout count. 

Cause: If account lockout is enabled, then previous failed access attempts may have caused the user account to be locked out.

Solution: Expand the dial-in lockout count.

See also: Account lockout

Valid users cannot log on, and the Windows 2000 Event Viewer error message is :

The user's account is currently locked out and may not be logged on to.

Cause: If account lockout is enabled, then previous failed access attempts may have caused the user account to be locked out.

Solution: Either have the user wait until the failed attempt timer is reset, or manually reset the account (if the user can not wait until the timer is reset). 

See also: Account lockout

Valid users cannot log on, and the Windows 2000 Event Viewer error message is:

The user is not allowed dial-in access to the network.

Cause: User may be denied dial-in access. 

Solution: Check the user's information on the domain controller (or in Local Users and Groups) to see that dial-in access is granted for the user. If dial-in access is denied, this overrides any remote access policy that grants access.

Valid users cannot log on, and the Windows 2000 Event Viewer error message is:

The current configuration only supports local user accounts. 

Cause: IAS is set up to authenticate against the local SAM, and the user is not a member of the local user database.

Solution: Add the IAS server to Active Directory.

See also: To enable the IAS server to view user objects in Active Directory

Valid users cannot log on, and the Windows 2000 Event Viewer error message is one of the following:

The user's account domain is unreachable.

The server is unavailable.

The specified domain did not exist.

IAS could not access the Global Catalog. 

Cause: There may be a communication problem between the NAS and IAS, or between IAS and the domain controller or Global Catalog server. 

Solution: Use the ping command to check the communication with the domain controller or Global Catalog server. If ping works, try to connect to the server by using the command net use \\servername\share. 

See also: If no packet information appears in the IAS log, check the Windows 2000 event log to see whether the connection attempt times out. For more information on configuring the IAS log, see ODBC-compatible log files or IAS-formatted log files, depending on the log file format you have chosen to use.

Valid users cannot log on, and the Windows 2000 Event Viewer error message is:

The user must change his password. 

Cause: The user might be using CHAP, but Active Directory might not be configured to use clear-text passwords.

Solution: To use CHAP authentication with IAS, configure the dial-in profile for a user or group to use CHAP. The NAS and the user's dialing program (such as Connection Manager) should also be configured to use CHAP authentication. You also need to enable CHAP on the domain controller. 

See also: Enable reversibly encrypted passwords in a domain.

Valid users cannot log on, IAS does not return a response, and the Windows 2000 Event Viewer error message is one of the following:

The request was malformed.

Dropped the authentication request because it contained an unexpected packet. 

Cause: The shared secrets on the IAS server and the NAS do not match. 

Solution: Check to make sure both are typed correctly, and that the capitalization of both shared secrets is identical.

Cause: Certain NASs require shorter shared secrets. 

Solution: Try changing the shared secret on both computers to one that is less than 10 characters long.

Cause: Certain NASs do not recognize all the characters that IAS accepts for the shared secret. 

Solution: Try changing the shared secret to one with only alphanumeric characters. 

Cause: The NAS may be sending packets that do not correspond to the format expected by IAS. 

Solution: Right-click Internet Authentication Service and then click Properties. Make sure Log rejected or discarded authentication requests is selected, and then display the Windows 2000 event log to see if unexpected or malformed packets are being sent. If this is the case, you may need to set some vendor-specific attributes in IAS to solve communication problems with your NAS. 

See also: Refer to your NAS documentation. 

Cause: IAS cannot connect to the domain. 

Solution: Make sure IAS is authenticating against the correct domain name. If the domain name is correct, make sure that the IAS server is a member of that domain, or that there is a trust relationship between that domain and the domain to which the IAS server belongs. 

Cause: IAS does not have permission to view user objects in Active Directory.

Solution: Add the IAS server to Active Directory.

See also: To enable the IAS server to view user objects in Active Directory

Cause: The user account is in a Active Directory forest that is different than the forest the IAS server is a member of. 

Solution: Use a RADIUS proxy to route the authentication request to a IAS server that is a member of the other Active Directory Forest.

Valid users cannot log on, and the IAS log indicates that IAS returned an Access-Accept packet.

Cause: The setting enabled in the remote access policy or user account may not be enabled or supported in the NAS. If your site uses an outsourced dial-in service, also make sure that the setting is supported or allowed by the RADIUS proxy at your ISP, because a user may not be able to connect if the NAS supports all the settings enabled by a remote access policy but the RADIUS proxy does not support some of those settings. For example: 

·
The user may be trying to use 128-bit encryption enabled, IAS has it enabled in a remote access policy, but Routing and Remote Access does not. 

·
The Remote Access Policy supports a callback attribute for the NAS, but callback is not enabled on the NAS or RADIUS proxy. 

Solution: Make sure the settings in the Remote Access policy or user account are all supported and enabled by your NAS. 

·
For the 128-bit encryption example, enable the Strongest security setting on the Routing and Remote Access server. (If you have not enabled it on this server before, you may need to install the Microsoft Encryption Pack.) 

·
For the callback example, see the documentation for your NAS. In the case of an outsourced dial-in service, contact your ISP to make sure the RADIUS proxy supports callback. 

See also: Data encryption

Cause: Your NAS or RADIUS proxy may require a setting that has not been configured in the remote access policy on IAS or the user account. For example: 

·
Your NAS may require framed routing, but on IAS, framed routing is not set by default. 

·
Your NAS may require Van Jacobsen TCP/IP compression, which is not enabled on IAS by default. 

·
If framed MTU is set on the NAS and not on IAS, users will not be able to log on. 

Solution: Make sure the settings for your NAS match the settings in the remote access policy or the user account. If you are using an outsourced dial-in service, check with the ISP maintaining the RADIUS proxy to make sure the proxy's settings match the settings in the remote access policy or the user account. The following solutions correspond to the examples. 

Solution: Check Enable framed routing. 

 1.
In IAS, click Remote Access Policies, and then double-click the policy that applies to the users who cannot log on. 

 2.
Click Edit Profile, click the Advanced tab, and then click Add. 

 3.
In the list of available RADIUS attributes, double-click Framed-Routing. 

 4.
In Attribute Value, click None. 

Solution: Configure IAS to work with Van Jacobsen TCP/IP compression. 

 1.
In IAS, click Remote Access Policies, and then double-click the policy that applies to the users who cannot log on. 

 2.
Click Edit Profile, click the Advanced tab, and then click Add. 

 3.
In the list of available RADIUS attributes, double-click Framed-Compression. 

 4.
In Attribute Value, click Van Jacobsen TCP/IP.

Solution: Check your framed MTU settings on IAS and make sure they match the settings on your NAS. 

 1.
In IAS, click Remote Access Policies, and then double-click the policy that applies to the users who cannot log on. 

 2.
Click Edit Profile, click the Advanced tab, and then click Add. 

 3.
In the list of available RADIUS attributes, double-click Framed-MTU. 

 4.
Click Attribute Value, and then type the value that matches the settings for your NAS.

Cause: The IAS server may be configured incorrectly. For example: 

·
The shared secret on IAS may not match the shared secret on the NAS. 

·
If IAS is returning the Access-Accept packet by using a different network adapter than the one by which the Access-Request packet was received, the NAS will not recognize the packet. 

Solution: Check your IAS settings. For the example in which IAS is returning the Access-Accept packet by using a different network adapter than the one by which the Access-Request packet was received, check the routes and metrics assigned to the NAS. If that doesn't solve the problem, edit the port settings for IAS and specify the IP addresses that IAS should use. To do this: 

·
Right-click IAS, and then click Properties. 

·
On the RADIUS tab, click Authentication and then type the IP address of the NAS and the port, separated by a colon (for example: 10.10.10.10:1812, 10.10.10.10:1645).

See also: Refer to your NAS documentation for these or other attributes that should be returned by the IAS with an Access-Accept packet. IAS might be sending an attribute that the NAS cannot implement, or else the NAS might require attributes that IAS is not including in the Access-Accept packet. 

Cause: If the request is returned through a RADIUS proxy, the proxy might not support certain extensions that are necessary to support some features. For example: 

·
if you want your users to use EAP authentication, the RADIUS proxy must support digital signatures (according to RADIUS extensions). 

·
If you want your users to connect using compulsory tunnels, the RADIUS proxy must support encryption of the tunnel password. 

·
If you want connections to use Microsoft Encryption, the RADIUS proxy must support encryption of MPPE keys.

Solution: Check your RADIUS proxy documentation to make sure that it supports the extensions necessary for the features you want to use.

Users can log on who should not have remote access permission.

Cause: A remote access policy might be granting access to the user. 

Solution: Check the policy list to make sure you have not included users who should be denied access. 

Cause: Dial-in properties for the user object might be set to override the remote access policy. 

Solution: Check the dial-in properties for the user object.

See also: To configure dial-in constraints, Dial-in properties of a user account. 

Cause: Remote access policies might be in the wrong order.

Solution: Authorization is granted or denied by the first policy whose conditions apply to the user who is trying to connect. Use the Move Up button. to move the policy that denies access to the users so that it is higher in the list.

Users can log on successfully, but their logon attempts do not appear in the log files.

Cause: IAS is not set up to log rejected or discarded authentication requests.

Solution: Set up IAS to log rejected or discarded authentication requests in the Windows 2000 event log and see if any malformed packets are being logged. The NAS might require a different shared secret for RADIUS accounting. Make sure the shared secret for accounting is the same as the one used for authentication. 

See also: Event logging for IAS

PAP authentication works but CHAP authentication does not.

Cause: The dial-in profile for the remote access policy may not be set up to permit CHAP encryption.

Solution: Check dial-in profile settings to be sure that IAS is set up for CHAP authentication.

Solution: Check to see whether your NAS is set up for CHAP. For more information, see your NAS documentation.

Solution: Check to make sure the domain controller is configured to store reversibly encrypted passwords. 

See also: Enable reversibly encrypted passwords in a domain.

Cause: Passwords are not stored in a reversibly-encrypted form until they are reset.

Solution: After you enable passwords to be stored in a reversibly encrypted form, the current passwords are not in a reversibly encrypted form and are not automatically changed. You must either reset user passwords or set user passwords to be changed the next time each user logs on.

See also: To reset a user password, To modify user account properties

You have just changed your Windows 2000 Domain Controller from mixed mode to native mode, and you no longer have access to the Remote access and IAS Servers Access Check container. 

Cause: After you switch a domain controller from Mixed mode to Native mode, every domain controller in the domain must be rebooted in order for the change to replicate. 

Solution: Reboot the domain controllers, and then the servers will have access to the domain controller again. 

You can no longer see the Remote Access Policies node for your Routing and Remote Access server.

Cause: When a Routing and Remote Access server is set to use RADIUS authentication, Remote Access Policies are only accessible from Internet Authentication Service.

Solution: This is intentional behavior. 

Routing and Remote Access

The Microsoft Windows 2000 Server Routing and Remote Access service provides:

·
Multiprotocol LAN-to-LAN, LAN-to-WAN, virtual private network (VPN), and network address translation (NAT) routing services. For more information, see Routing. 

·
Dial-up and VPN remote access services. For more information, see Remote access. 

Routing

Microsoft Windows 2000 Server routing provides multiprotocol LAN-to-LAN, LAN-to-WAN, virtual private network (VPN), and network address translation (NAT) routing services. Windows 2000 Server routing is intended for use by system administrators who are already familiar with routing protocols and services, and routable protocols such as TCP/IP, IPX, and AppleTalk. 

·
Before installing the Windows 2000 router, see Checklist: Installing and configuring the router. 

·
To find features that have been moved in Windows 2000 Server, see New ways to do familiar tasks.

·
For tips about using routing, see Best practices.

·
For help with specific tasks, see How to. 

·
For general background information, see Concepts. 

·
For problem-solving instructions, see Troubleshooting. 

Checklist: Installing and configuring the router


Step
Reference

q
Review key concepts.
Routing overview

q
Verify the compatibility of all hardware to be installed in a computer running Windows 2000.
Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/)

q
Install the hardware.
Manufacturer's documentation

q
For a new network, decide which protocols and routing features of the Windows 2000 router you want to use. For an existing network, determine which protocols and routing features of the Windows 2000 router you need to enable.
Routing overview and documentation about your network

q
Install and configure the protocols.
Network communications

q
Enable and configure the Routing and Remote Access service.
To enable the Routing and Remote Access service

q
(Optional) Design and deploy static IP routing.
Setting up a static routed IP internetwork

q
(Optional) Design and deploy the RIP-for-IP routing protocol.
Setting up a RIP-for-IP routed internetwork

q
(Optional) Design and deploy the OSPF routing protocol.
Setting up an OSPF routed internetwork

q
(Optional) Add and configure the DHCP Relay Agent.
Configure the DHCP Relay Agent

q
(Optional) Configure IP multicast support.
Configure IP multicast support

q
(Optional) Design and deploy network address translation.
Setting up network address translation

q
(Optional) Configure the appropriate IP or IPX packet filters.
Manage packet filters

q
(Optional) Design and deploy demand-dial routing.
Setting up demand-dial routing

New ways to do familiar tasks

The following table lists common tasks for configuring routing features in Windows 2000. The user interface for performing these tasks is different in Windows 2000 than it was in Windows NT version 4.0 and Windows NT version 4.0 with the Routing and Remote Access Service (RRAS). 

If you want to
In Windows NT 4.0 use
In Windows NT 4.0 with RRAS use
In Windows 2000 use

Install, configure, and remove routing protocols
Services tab of Network in Control Panel
Routing and RAS Admin
Routing and Remote Access

View the IP routing table
The route print command at a Windows NT command prompt
Routing and RAS Admin
Routing and Remote Access

Best practices

For best practice information about design, security, and deployment for the Windows 2000 router, see the following:

·
Setting up a static routed IP internetwork 

·
Setting up a RIP-for-IP routed internetwork 

·
Setting up an OSPF routed internetwork 

·
Setting up network address translation 

·
Setting up an IPX internetwork 

·
Setting up demand-dial routing 

·
Setting up router-to-router VPNs 

How to...

This section provides instructions for installing and configuring the Windows 2000 router.

·
Enable the Routing and Remote Access service 

·
Enable LAN and WAN routing 

·
Manage routing interfaces 

·
Manage devices and ports 

·
Manage routing protocols 

·
Manage static routes 

·
Manage routers 

·
Manage packet filters 

·
Configure RIP for IP 

·
Configure OSPF 

·
Configure network address translation 

·
Enable ICMP router discovery 

·
Configure the DHCP Relay Agent 

·
Configure IP multicast support 

·
Enable AppleTalk routing 

·
Configure IPX routing 

·
Connect your internal network to the Internet 

·
Gather troubleshooting information 

To enable the Routing and Remote Access service

 1.
If this server is a member of a Windows 2000 Active Directory domain and you are not a domain administrator, instruct your domain administrator to add the computer account of this server to the RAS and IAS Servers security group in the domain of which this server is a member. The domain administrator can add the computer account to the RAS and IAS Servers security group by using Active Directory Users and Computers or with the netsh ras add registeredserver command. 

 2.
Open Routing and Remote Access. 

 3.
By default, the local computer is listed as a server. 


To add another server, in the console tree, right-click Server Status, and then click Add Server.


In the Add Server dialog box, click the applicable option, and then click OK.

 4.
In the console tree, right-click the server you want to enable, and then click Configure and Enable Routing and Remote Access. 

 5.
Follow the instructions in the Routing and Remote Access wizard. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable LAN and WAN routing

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to enable routing, and then click Properties. 

 3.
On the General tab, select the Enable this server as a router check box, and then do one of the following: 

·
For LAN routing, click Local routing only (LAN router). 

·
For LAN and WAN routing, click Local and remote routing (LAN and WAN router).

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Manage routing interfaces

·
Add a routing interface 

·
Add a demand-dial interface 

·
Configure demand-dial filters 

·
Configure dial-out hours 

·
Add an IP-in-IP tunnel 

·
Delete an interface 

To add a routing interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
Right-click General, and then click New Interface. 

 4.
In Interfaces, click the interface you want to add, and then click OK. 

 5.
If applicable, complete any configuration dialog boxes for the interface. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
All available IPX routing protocols are automatically added. To add a routing interface to IPX, in the console tree, under IPX Routing, right-click General, and then click New Interface. The interface is added to all the IPX protocols. 

To add a demand-dial interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Routing Interfaces. Where?


L Routing and Remote Access 

   L server name 

      L Routing Interfaces 

 3.
Right-click Routing Interfaces, and then click New Demand dial interface. 

 4.
Follow the instructions in the Demand-Dial Interface wizard. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To configure demand-dial filters

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Routing Interfaces. Where?


L Routing and Remote Access 

   L server name 

      L Routing Interfaces 

 3.
In the details pane, right-click the demand-dial interface you want to configure, and then click Set IP Demand Dial filters. 

 4.
In the Set Demand-Dial Filters dialog box, click the appropriate action in Initiate connection, and then do one or more of the following: 

·
To add a demand-dial filter, click Add. 

·
To modify the settings for a demand-dial filter, click the filter, and then click Edit. 

·
To delete a configured demand-dial filter, click the filter, and then click Remove.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To configure dial-out hours

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Routing Interfaces. Where?


L Routing and Remote Access 

   L server name 

      L Routing Interfaces 

 3.
In the details pane, right-click the demand-dial interface you want to configure, and then click Dial-out Hours. 

 4.
In the Dial-out Hours dialog box, click either Permitted or Denied, click the appropriate day and time boxes to either permit or deny dial-out access, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To add an IP-in-IP tunnel

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Routing Interfaces. Where?


L Routing and Remote Access 

   L server name 

      L Routing Interfaces 

 3.
Right-click Routing Interfaces, and then click New IP Tunnel. 

 4.
In Interface name, type a name for the tunnel, and then click OK. 

 5.
In the console tree, click IP Routing, right-click General, and then click New Interface. 

 6.
In Interfaces, click the IP-in-IP tunnel you just created, and then click OK. 

 7.
On the Tunnel tab, in Local address, type the IP address of the router. 

 8.
In Remote address, type the IP address of the tunnel endpoint, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Delete an interface

·
Delete an interface from the router 

·
Delete an interface from a routable protocol 

·
Delete an interface from a routing protocol 

To delete an interface from the router 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Routing Interfaces. Where?


L Routing and Remote Access 

   L server name 

      L Routing Interfaces 

 3.
In the details pane, right-click the interface you want to delete, and then click Delete. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To delete an interface from a routable protocol 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L General 

 3.
In the details pane, right-click the interface you want to delete, and then click Delete. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To delete an interface from a routing protocol 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click a routing protocol. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L routing protocol 

 3.
In the details pane, right-click the interface you want to delete, and then click Delete. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
You cannot delete an interface from an IPX routing protocol. 

Manage devices and ports

·
Enable routing on ports 

·
Add PPTP or L2TP ports 

To enable routing on ports

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Ports. Where?


L Routing and Remote Access 

   L server name 

      L Ports 

 3.
Right-click Ports, and then click Properties. 

 4.
On the Devices tab, click the device you want to configure, and then click Configure. 

 5.
In the Configure Device dialog box, select the Demand-dial routing connections (inbound and outbound) check box, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote 

To add PPTP or L2TP ports

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Ports. Where?


L Routing and Remote Access 

   L server name 

      L Ports 

 3.
Right-click Ports, and then click Properties. 

 4.
In the Ports Properties dialog box, click either WAN Miniport (PPTP) or WAN Miniport (L2TP), and then click Configure. 

 5.
In Maximum ports, type the number of ports, and then click OK. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
When you change the number of ports for WAN Miniport (PPTP) or WAN Miniport (L2TP), you must restart the computer to apply the change. 

·
You can configure from 0 through 1,000 ports for the WAN Miniport (PPTP) and WAN Miniport (L2TP) devices. 

Manage routing protocols

·
Add an IP routing protocol 

·
Delete an IP routing protocol 

·
Change preference levels

To add an IP routing protocol

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
Right-click General, and then click New Routing Protocol. 

 4.
In Routing protocols, click the protocol you want to add, and then click OK. 

 5.
If applicable, complete any configuration dialog boxes for the protocol. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To delete an IP routing protocol 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click an IP routing protocol. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L IP routing protocol 

 3.
Right-click the IP routing protocol you want to delete, and then click Delete. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To change preference levels 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
Right-click General, and then click Properties. 

 4.
On the Preference Levels tab, click a route source, and then click either Move Up or Move Down to change the preference level of the protocol. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Manage static routes

·
Add a static route 

·
Delete a static route 

·
Add a default static IP route 

·
Perform auto-static updates 

To add a static route

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Static Routes. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L Static Routes 

 3.
Right-click Static Routes, and then do one of the following: 

·
For a static IP route, click New Static route. 

·
For a static IPX route, click New route.

 4.
In the Static Route dialog box, do one of the following: 

·
For a static IP route, in Interface, Destination, Network mask, Gateway, and Metric, enter the interface, destination, network mask, gateway, and metric. If this is a demand-dial interface, Gateway is unavailable. You can also select the Use this route to initiate demand-dial connections check box to initiate a demand-dial connection for traffic that matches the route. 

·
For a static IPX route, in Network number (hex), Next Hop MAC Address (hex), Tick count, Hop count, and Interface, enter the network number, next-hop media access control address, tick count, hop count, and interface.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To delete a static route

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Static Routes. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L Static Routes 

 3.
In the details pane, right-click the static route you want to delete, and then click Delete. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To add a default static IP route 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Static Routes. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L Static Routes 

 3.
Right-click Static Routes, and then click New Static route. 

 4.
In Interface, click the interface you want to use for the default route. 

 5.
In Destination, type 0.0.0.0. 

 6.
In Network mask, type 0.0.0.0. 

 7.
In Gateway, do one of the following: 

·
If the interface is a demand-dial interface, Gateway is unavailable. Select the Use this route to initiate demand-dial connections check box to initiate a demand-dial connection for traffic matching the route. 

·
If the interface for this route is a LAN connection, such as Ethernet or Token Ring, type the IP address of the router interface that is on the same network segment as the LAN interface.

 8.
In Metric, type 1. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Perform auto-static updates

·
Perform manual auto-static updates 

·
Perform scheduled auto-static updates 

To perform manual auto-static updates

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L General 

 3.
In the details pane, right-click the demand-dial interface you want to update, and then click Update Routes. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
When an auto-static update is performed, the existing auto-static routes for the interface are deleted before the update is requested from the other router. If there is no response to the request, then the router cannot replace the routes it has deleted. This may lead to a loss of connectivity to remote networks. 

To perform scheduled auto-static updates

 1.
Create a batch file that contains the netsh commands you need to perform an auto-static update. 

 2.
Open Task Scheduler, double-click Add Scheduled Task, and then follow the instructions in the Scheduled Task wizard to schedule the batch file to run. 

Notes

·
To open Task Scheduler, click Start, point to Settings, click Control Panel, and then double-click Scheduled Tasks. 

·
When an auto-static update is performed, the existing auto-static routes for the interface are deleted before the update is requested from the other router. If there is no response to the request, then the router cannot replace the routes it has deleted. This may lead to a loss of connectivity to remote networks. 

Manage routers

·
Administer a remote router 

·
View routing tables 

·
Reset the Routing and Remote Access service 

To administer a remote router 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, right-click Server Status, and then click Add Server. 

 3.
In the Add Server dialog box, do one of the following: 

·
Click The following computer, and type the computer name or IP address of the server. 

·
Click All routing and remote access servers in the domain, and then type the domain containing the server you want to administer. Click OK, and then select the server. 

·
Click Browse the Active Directory, click Next, and in the Find Routers or Remote Access Servers dialog box, select the check boxes next to the types of servers that you want to search for. Click OK, and then select the server. 

 4.
Once the remote server appears as an item in the console tree, you can administer it. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To view routing tables

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Static Routes. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L Static Routes 

 3.
Right-click Static Routes, and then click Show IP routing table or Show IPX Routing Table. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
The following table shows the detail views that are available in Routing and Remote Access by right-clicking the component. 

Component
Views

IP Routing/General
TCP/IP information


Multicast forwarding table


Multicast statistics

IP Routing/General/Interface
TCP/IP information


Address translations


IP addresses


IP routing table


TCP connections


UDP listener ports

IP Routing/Static Routes
IP routing table

IP Routing/OSPF
Areas


Link state database


Neighbors


Virtual interfaces

IP Routing/RIP
Neighbors

IP Routing/NAT
DHCP Allocator information


DNS Proxy information

IP Routing/NAT/Interface
Mappings

IP Routing/IGMP
Group table

IP Routing/IGMP/Interface
Interface group table

IPX Routing/General
IPX parameters


IPX routing table


IPX service table

IPX Routing/Static Routes
IPX routing table

IPX Routing/Static Services
IPX service table

IPX Routing/RIP for IPX
RIP parameters

IPX Routing/SAP for IPX
SAP parameters

To reset the Routing and Remote Access service

 1.
Open Routing and Remote Access. 

 2.
Right-click the computer name for which you want to reset the Routing and Remote Access service, and then click Disable Routing and Remote Access. 

 3.
Right-click the computer name for which you want to reset the Routing and Remote Access service, and then click Configure and Enable Routing and Remote Access. 

 4.
Follow the instructions in the Routing and Remote Access wizard. 

 5.
When prompted to start the Routing and Remote Access service, click Yes. 

Note

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
This procedure resets the current configuration back to the default values based on your selection of options in the Routing and Remote Access wizard. This includes removing all IP routing protocols and their configurations. 

Manage packet filters

·
Add a packet filter 

·
Modify a packet filter 

·
Delete a packet filter 

·
Add local host filters 

·
Add PPTP filters 

·
Add L2TP over IPSec filters 

To add a packet filter

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L General 

 3.
In the details pane, right-click the interface on which you want to add a filter, and then click Properties. 

 4.
On the General tab, click either Input Filters or Output Filters. 

 5.
In the Input Filters or Output Filters dialog box, click Add. 

 6.
In the Add IP Filter dialog box, type the settings for the filter, and then click OK. 

 7.
In the Input Filters or Output Filters dialog box, select the appropriate filter action, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To modify a packet filter

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L General 

 3.
In the details pane, right-click the interface on which you want to modify a filter, and then click Properties. 

 4.
On the General tab, click either Input Filters or Output Filters. 

 5.
In the Input Filters or Output Filters dialog box, click the filter you want to modify, and then click Edit. 

 6.
In the Edit IP Filter dialog box, change the appropriate settings for the filter, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To delete a packet filter

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L General 

 3.
In the details pane, right-click the interface on which you want to delete a filter, and then click Properties. 

 4.
On the General tab, click either Input Filters or Output Filters. 

 5.
In the Input Filters or Output Filters dialog box, click the filter you want to delete, and then click Remove. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To add local host filters

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
In the details pane, right-click the interface on which you want to set the filter, and then click Properties. 

 4.
On the General tab, click Input Filters. 

 5.
In the Input Filters dialog box, click Add, and create a set of five input filters. 

 6.
In the Input Filters dialog box, click Drop all packets except those that meet the criteria below, and then click OK. 

The five filters are described in the following table.

Filter
Example

Accept packets sent directly to your computer.
Your router is configured with an IP address of 10.1.1.1 and a subnet mask of 255.255.0.0. To allow packets with a destination of your router, add a filter with a Destination IP address of 10.1.1.1, a Destination Subnet mask of 255.255.255.255, and select Any as the type of protocol.

Accept packets broadcast to the local subnet.
The second filter enables you to receive packets that are going to the 10.1.0.0 subnetted network. Add a filter with a Destination IP address of 10.1.255.255, a Destination Subnet mask of 255.255.255.255, and select Any as the type of protocol.

Accept packets broadcast to all subnets of a class-based network.
Set this filter to allow packets going to all subnets of the network 10.0.0.0. Add a filter with a Destination IP address of 10.255.255.255, a Destination Subnet mask of 255.255.255.255, and select Any as the type of protocol.

Accept packets sent to the limited broadcast (the all-1s address)
Add a filter with a Destination IP address of 255.255.255.255, a Destination Subnet mask of 255.255.255.255, and select Any as the type of protocol.

Accept all IP multicast packets
Add a filter with a Destination IP address of 224.0.0.0, a Destination Subnet mask of 240.0.0.0, and select Any as the type of protocol.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Add PPTP filters

·
Select the PPTP interface 

·
Set PPTP input filters 

·
Set PPTP output filters 

To select the PPTP interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
In the details pane, right-click the interface on which you want to enable PPTP filtering, and then click Properties. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
All six filters work together to complete PPTP filtering. The PPTP filtering is not secure unless all six filters are set correctly. 

·
If the six filters are the only filters configured, then the only traffic that is allowed in and out of the interface is PPTP traffic to and from the PPTP server and PPTP client on the computer running Windows 2000 Server. 

To set PPTP input filters

To set PPTP input filters, you must configure up to three input filters and select the appropriate filter action.

To add the first input filter 

 1.
On the General tab, click Input Filters. 

 2.
In the Input Filters dialog box, click Add. 

 3.
In the Add IP Filter dialog box, select the Destination network check box. 

 4.
In IP Address, type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 5.
In Protocol, click Other. 

 6.
In Protocol name, type 47, and then click OK. 

To add the second input filter 

 1.
In the Input Filters dialog box, click Add. 

 2.
In the Add IP Filter dialog box, select the Destination network check box. 

 3.
In IP Address, type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 4.
In Protocol, click TCP. 

 5.
In Source port, type 0. 

 6.
In Destination port, type 1723, and then click OK. 

To add the third input filter (optional) 

If the PPTP server computer is also used as a PPTP client, you need to configure an additional filter.

 1.
In the Input Filters dialog box, click Add. 

 2.
In the Add IP Filter dialog box, select the Destination network check box. 

 3.
In IP Address, type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 4.
In Protocol, click TCP [established]. 

 5.
In Source port, type 1723. 

 6.
In Destination port, type 0, and then click OK. 

To select the filter action for the input filters 

·
In the Input Filters dialog box, click Drop all packets except those that meet the criteria below, and then click OK. 

To set PPTP output filters

To set PPTP output filters, you must configure up to three output filters and select the appropriate filter action.

To add the first output filter 

 1.
On the General tab, click Output Filters. 

 2.
In the Output Filters dialog box, click Add. 

 3.
In the Add IP Filter dialog box, select the Source network check box. 

 4.
In IP Address, type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 5.
In Protocol, click Other. 

 6.
In the Protocol box, type 47, and then click OK. 

To add the second output filter 

 1.
In the Output Filters dialog box, click Add. 

 2.
In the Add IP Filter dialog box, select the Source network check box. 

 3.
In IP Address, type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 4.
In Protocol, click TCP. 

 5.
In Source port, type 1723. 

 6.
In Destination port, type 0, and then click OK. 

To add the third output filter (optional) 

If the PPTP server computer is also used as a PPTP client, you need to configure an additional filter.

 1.
In the Output Filters dialog box, click Add. 

 2.
In the Add IP Filter dialog box, select the Source network check box. 

 3.
In IP Address, type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 4.
In Protocol, click TCP [established]. 

 5.
In Source port, type 0. 

 6.
In Destination port, type 1723, and then click OK. 

To select the filter action for the output filters 

·
In the Output Filters dialog box, click Drop all packets except those that meet the criteria below, and then click OK. 

Add L2TP over IPSec filters

·
Select the L2TP over IPSec interface 

·
Set L2TP over IPSec input filters 

·
Set L2TP over IPSec output filters 

To select the L2TP over IPSec interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
In the details pane, click the interface on which you want to enable L2TP over IPSec filtering, scroll to the IP Address column, and write down the IP address assigned to the interface. 

 4.
Right-click the interface, and then click Properties. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
All four L2TP over IPSec input and output filters work together to complete L2TP over IPSec filtering. The L2TP over IPSec filtering is not secure unless all four filters are set correctly. 

·
If the four L2TP over IPSec filters are the only filters that are configured, then the only traffic that is allowed in and out of the interface is L2TP over IPSec traffic to and from the L2TP server and L2TP client on the computer running Windows 2000 Server. 

To set L2TP over IPSec input filters

To set L2TP over IPSec input filters, you must configure the filters and select the appropriate filter action.

To add the first L2TP over IPSec input filter 

 1.
On the General tab, click Input Filters. 

 2.
In the Input Filters dialog box, click Add. 

 3.
In the Add IP Filter dialog box, select the Destination network check box. 

 4.
In IP Address, type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 5.
In Protocol, click UDP. 

 6.
In Source port, type 500. 

 7.
In Destination port, type 500, and then click OK. 

To add the second L2TP over IPSec input filter 

 1.
On the General tab, click Input Filters. 

 2.
In the Input Filters dialog box, click Add. 

 3.
In the Add IP Filter dialog box, select the Destination network check box. 

 4.
In IP Address, type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 5.
In Protocol, click UDP. 

 6.
In Source port, type 1701. 

 7.
In Destination port, type 1701, and then click OK. 

To select the filter action for the input filter 

·
In the Input Filters dialog box, click Drop all packets except those that meet the criteria below, and then click OK. 

To set L2TP over IPSec output filters

To set L2TP over IPSec output filters, you must configure the filters and select the appropriate filter action.

To add the first L2TP over IPSec output filter 

 1.
On the General tab, click Output Filters. 

 2.
In the Output Filters dialog box, click Add. 

 3.
In the Add IP Filter dialog box, select the Source network check box. 

 4.
In IP Address, type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 5.
In Protocol, click UDP. 

 6.
In Source port, type 500. 

 7.
In Destination port, type 500, and then click OK. 

To add the second over IPSec L2TP output filter 

 1.
On the General tab, click Output Filters. 

 2.
In the Output Filters dialog box, click Add. 

 3.
In the Add IP Filter dialog box, select the Source network check box. 

 4.
In IP Address type the IP address of the interface, and in Subnet mask, type 255.255.255.255. 

 5.
In Protocol, click UDP. 

 6.
In Source port, type 1701. 

 7.
In Destination port, type 1701, and then click OK. 

To select the filter action for the output filter 

·
In the Output Filters dialog box, click Drop all packets except those that meet the criteria below, and then click OK. 

Configure RIP for IP

·
Configure RIP version 2 

·
Enable authentication 

·
Enable auto-static update mode 

·
Add route filters 

·
Add peer filters 

·
Add a unicast neighbor 

·
Enable silent RIP 

·
Configure advanced RIP settings 

To configure RIP version 2

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
In the details pane, right-click the interface you want to configure for RIP version 2, and then click Properties. 

 4.
On the General tab, in Outgoing packet protocol, do one of the following: 

·
If there are RIP version 1 routers on the same network as this interface, click RIP version 2 broadcast. 

·
If there are only RIP version 2 routers on the same network as this interface, or if the interface is a demand-dial interface, click RIP version 2 multicast.

 5.
On the General tab, in Incoming packet protocol, do one of the following: 

·
If there are RIP version 1 routers on the same network as this interface, click RIP version 1 and 2. 

·
If there are only RIP version 2 routers on the same network as this interface, or if the interface is a demand-dial interface, click RIP version 2 only.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable authentication

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
In the details pane, right-click the interface on which you want to set authentication, and then click Properties. 

 4.
On the General tab, select the Activate authentication check box, and in Password, type a password. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
Authentication is used only for RIP version 2. 

·
All RIP version 2 routers on a network must use matching passwords or the routers cannot process each other's route announcements. 

To enable auto-static update mode

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
In the details pane, right-click the interface on which you want to set auto-static update mode, and then click Properties. 

 4.
On the General tab, in Operation mode, click Auto-static update mode. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To add route filters

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
In the details pane, right-click the interface on which you want to set route filters, and then click Properties. 

 4.
On the Security tab, in Action, do one of the following: 

·
If you want filters to be applied to incoming RIP-for-IP announcement packets, click For incoming routes. 

·
If you want filters to be applied to outgoing RIP-for-IP announcement packets, click For outgoing routes.

 5.
In the Range from box, type the beginning IP address of the range for the route filter. 

 6.
In the To box, type the ending IP address of the range for the route filter. 

 7.
To add the route filter, click Add, and do one of the following: 

·
To process all routes, click Accept all routes or Announce all routes. 

·
To process only routes in the ranges listed, click Accept all routes in the ranges listed or Announce all routes in the ranges listed. 

·
To discard all routes in the ranges listed, click Ignore all routes in the ranges listed or Do not accept all routes in the ranges listed.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To add peer filters

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
Right-click RIP, and then click Properties. 

 4.
On the Security tab, in Router IP address, type the IP address of the router whose announcements you want to filter, and then click Add. 

 5.
For the routers listed under Routers, do one of the following: 

·
To process all announcements from all routers, click Accept announcements from all routers. 

·
To process announcements only from the listed routers, click Accept announcements from listed routers only. 

·
To discard all announcements from the listed routers, click Ignore announcements from listed routers.

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
The action you select applies to all the peer routers; you cannot set the action per router. 

To add a unicast neighbor

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
In the details pane, right-click the interface on which you want to set unicast neighbors, and then click Properties. 

 4.
On the Neighbors tab, in the IP address box, type the IP address of the unicast neighbor, and then click Add. 

 5.
For the neighbors listed, do one of the following: 

·
To disable the use of neighboring routers, click Use broadcast or multicast only. 

·
To use neighboring routers in addition to broadcast or multicast, click Use neighbors in addition to broadcast or multicast. 

·
To use neighboring routers instead of broadcast or multicast, click Use neighbors instead of broadcast or multicast.

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
The option you select applies to all of the unicast neighbors. 

To enable silent RIP

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
In the details pane, right-click the interface on which you want to set silent RIP mode, and then click Properties. 

 4.
On the General tab, in Outgoing packet protocol, click Silent RIP. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Configure advanced RIP settings

·
Set timers for periodic update mode 

·
Set split-horizon processing 

·
Set poison-reverse processing

To set timers for periodic update mode

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
In the details pane, right-click the interface on which you want to set timer values, and then click Properties. 

 4.
On the Advanced tab, in Periodic announcement interval (seconds), Time before routes expire (seconds), and Time before route is removed (seconds), type the appropriate time values in seconds.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To set split-horizon processing

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
In the details pane, right-click the interface on which you want to configure split-horizon processing, and then click Properties. 

 4.
On the Advanced tab, either select the Enable split-horizon processing check box to enable split-horizon processing or clear the Enable split-horizon processing check box to disable split-horizon processing, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To set poison-reverse processing

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
In the details pane, right-click the interface on which you want to enable poison-reverse processing, and then click Properties. 

 4.
On the Advanced tab, select the Enable poison-reverse processing check box, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Configure OSPF

·
Add the OSPF routing protocol 

·
Configure OSPF global settings 

·
Configure OSPF interface settings

To add the OSPF routing protocol

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
Right-click General, and then click New Routing Protocol. 

 4.
In the Select Routing Protocol dialog box, click Open Shortest Path First (OSPF), and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Configure OSPF global settings

·
Create an OSPF area 

·
Configure ranges for an OSPF area 

·
Configure an ASBR 

·
Add a virtual interface 

To create an OSPF area

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
Right-click OSPF, and then click Properties. 

 4.
On the Areas tab, click Add. 

 5.
On the General tab, in Area ID, type the dotted decimal number that identifies the area. 

 6.
To use a plaintext password, verify that the Enable plaintext password check box is selected. 

 7.
To mark the area as a stub, select the Stub area check box. 

 8.
In Stub metric, click the arrows to set the stub metric. 

 9.
To import routes of other areas into the stub area, select the Import summary advertisements check box. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
You cannot configure the backbone area (area ID 0.0.0.0) as a stub area, and you cannot configure virtual links through stub areas. 

To configure ranges for an OSPF area

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
Right-click OSPF, and then click Properties. 

 4.
On the Areas tab, click Add. 

 5.
On the Ranges tab, in Destination, type the IP network ID for the range. 

 6.
In Network mask, type the associated mask for the range, and then click Add. 

 7.
To delete a range, click the range you want to delete, and then click Remove. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To configure an ASBR

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
Right-click OSPF, and then click Properties. 

 4.
On the General tab, click Enable autonomous system boundary router. 

 5.
To configure external route sources, do the following: 

 1.
On the External Routing tab, click either Accept routes from all route sources except those selected or Ignore routes from all route sources except those selected 

 2.
Select or clear the appropriate check boxes next to the route sources.

 6.
To configure external route filters, do the following: 

 1.
On the External Routing tab, click Route Filters. 

 2.
In Destination and in Network mask, type the route you want to filter, and then click Add. 

 3.
Repeat the preceding step for all the routes you want to filter. 

 4.
Click either Ignore listed routes or Accept listed routes depending on the appropriate filtering action, and then click OK. 

Notes   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To add a virtual interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
Right-click OSPF, and then click Properties. 

 4.
On the Virtual Interfaces tab, click Add. 

 5.
In Transit area ID, click the transit area over which you are connecting the virtual link. 

 6.
In Virtual neighbor router ID, type the OSPF router ID of the router at the other endpoint of the virtual link. 

 7.
In Transit delay (seconds), click the arrows to set the transit delay in seconds. 

 8.
In Re-transmit interval (seconds), click the arrows to set the retransmit interval in seconds. 

 9.
In Hello interval (seconds), click the arrows to set the hello interval in seconds. 

10.
In Dead interval (seconds), click the arrows to set the dead interval in seconds. 

11.
If the backbone area is configured to have a password, in Plaintext password, type a password. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To configure a virtual link, each virtual link neighbor must add and configure a virtual interface. 

·
The hello interval, dead interval, and password must match between the virtual link neighbors. 

Configure OSPF interface settings

·
Add an interface to OSPF 

·
Configure an OSPF interface 

·
Set a password on an OSPF interface 

·
Configure the hello and dead intervals 

·
Add an OSPF neighbor 

To add an interface to OSPF

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
Right-click OSPF, and then click New Interface. 

 4.
In Interfaces, click the interface you want to add, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To configure an OSPF interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
In the details pane, right-click the interface you want to configure, and then click Properties. 

 4.
On the General tab, select the Enable OSPF for this address check box. 

 5.
In Area ID, click the ID of the area to which the interface belongs. 

 6.
In Router priority, click the arrows to set the priority of the router over the interface. 

 7.
In Cost, click the scroll arrows to set the cost of sending a packet over the interface. 

 8.
If the area to which the interface belongs is enabled for passwords, in Password, type a password. 

 9.
Under Network type, click the type of OSPF interface. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
If the interface has multiple IP addresses configured on it, then the General tab displays an IP Address box. You need to configure OSPF settings for each IP address on the interface. 

·
A router priority of 0 means that the router cannot become an OSPF-designated router. 

·
A larger cost means the interface is not used as much as other interfaces with a lower cost. 

To set a password on an OSPF interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
In the details pane, right-click the interface on which you want to set a password, and then click Properties. 

 4.
On the General tab, in Password, type a password. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
All interfaces in the same area that are on the same network must use identical passwords. 

·
Interfaces in the same area that are on different networks can have different passwords. 

To configure the hello and dead intervals

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
In the details pane, right-click the interface you want to configure, and then click Properties. 

 4.
On the Advanced tab, in Hello interval (seconds), type the number of seconds between transmissions of hello packets by the router on the interface. 

 5.
In Dead interval (seconds), type the number of seconds before a silent remote router is declared down. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
The dead interval should be a multiple of the hello interval (commonly 4). 

·
The hello and dead intervals must be the same for all routers attached to a common network. 

To add an OSPF neighbor

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
In the details pane, right-click the interface you want to configure, and then click Properties. 

 4.
On the NBMA Neighbors tab, in Neighbor IP address, type the IP interface address (not the router ID) of a router that is attached to the nonbroadcast network. 

 5.
In Router priority, click the arrows to set the priority for the neighbor, and then click Add. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
You need to repeat the preceding steps for all the routers that are attached to the nonbroadcast network. 

·
The priority determines the neighbor's eligibility to become a designated router. When an interface to a nonbroadcast network comes up, the router sends hello packets only to those neighbors eligible to become a designated router, until the identity of the designated router is discovered. 

Configure network address translation

·
Add network address translation 

·
Add an interface to network address translation 

·
Configure network address translation network applications 

·
Enable network address translation addressing 

·
Enable network address translation name resolution 

·
Configure interface IP address ranges 

·
Configure interface special ports 

To add network address translation

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
Right-click General, and then click New Routing Protocol. 

 4.
In the Select Routing Protocol dialog box, click Network Address Translation, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To add an interface to network address translation

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click NAT. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L NAT 

 3.
Right-click NAT, and then click New Interface. 

 4.
In Interfaces, click the interface you want to add, and then click OK. 

 5.
Do one of the following: 

·
If this interface connects to the Internet, on the General tab, click Public interface connected to the Internet and select the Translate TCP/UDP headers (recommended) check box. 

·
If this interface connects to the small-office or home network, on the General tab, click Private interface connected to private network.

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
For a dial-up connection to the Internet, select the demand-dial interface that is configured to connect to your ISP. 

·
For a permanent connection to the Internet, select the permanent interface that is connected to your ISP. 

·
You should enable NAT translation only on interfaces that are connected to public IP internetworks, such as the Internet. 

To configure network address translation network applications

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click NAT. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L NAT 

 3.
Right-click NAT, and then click Properties. 

 4.
On the Translation tab, click Applications. 

 5.
To add a network application, in the Applications dialog box, click Add. 

 6.
In the Add Application dialog box, type the settings for the network application, and then click OK. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
You can also edit or remove an existing NAT network application by clicking Edit or Remove in the Applications dialog box. 

To enable network address translation addressing

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click NAT. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L NAT 

 3.
Right-click NAT, and then click Properties. 

 4.
On the Address Assignment tab, select the Automatically assign IP addresses by using DHCP check box. 

 5.
If applicable, in IP address and Mask, configure the range of IP addresses to allocate to DHCP clients on the private network. 

 6.
If applicable, click Exclude, configure the addresses to exclude from allocation to DHCP clients on the private network, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable network address translation name resolution

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click NAT. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L NAT 

 3.
Right-click NAT, and then click Properties. 

 4.
For host name resolution to a DNS server, on the Name Resolution tab, select the Clients using Domain Name System (DNS) check box. 

 5.
If you want the connection to the Internet to be initiated when a host on the private network sends a DNS name query to the NAT computer, select the Connect to the public network when a name needs to be resolved check box, and then click the name of the appropriate demand-dial interface in Demand-dial interface. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To configure interface IP address ranges

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click NAT. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L NAT 

 3.
In the details pane, right-click the interface you want to configure, and then click Properties. 

 4.
On the Address Pool tab, click Add, and do one of the following: 

·
If you are using a range of IP addresses that can be expressed with an IP address and a subnet mask, in Start address, type the starting IP address, and in Mask, type the subnet mask. 

·
If you are using a range of IP addresses that cannot be expressed with an IP address and a subnet mask, in Start address, type the starting IP address, and in End address, type the ending IP address.

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
If you have multiple address ranges, you can use Add to add each one separately. 

To configure interface special ports

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click NAT. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L NAT 

 3.
In the details pane, right-click the interface you want to configure, and then click Properties. 

 4.
On the Special Ports tab, in Protocol, click either TCP or UDP, and then click Add. 

 5.
In Incoming port, type the port number of the incoming public traffic. 

 6.
If a range of public IP addresses is configured, click On this address pool entry, and then type the public IP address of the incoming public traffic. 

 7.
In Outgoing port, type the port number of the private network resource. 

 8.
In Private address, type the private address of the private network resource. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable ICMP router discovery

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
In the details pane, right-click the interface you want to enable, and then click Properties. 

 4.
On the General tab, select the Enable router discovery advertisements check box. 

 5.
In Advertisement lifetime (minutes), click the arrows to set the time after which a router is considered down after hearing its last router advertisement. 

 6.
In Minimum time (minutes), click the arrows to set the minimum rate at which the router periodically sends ICMP router advertisements. 

 7.
In Maximum time (minutes), click the arrows to set the maximum rate at which the router periodically sends ICMP router advertisements. 


Based on the values of minimum time and maximum time, the router sends periodic ICMP router advertisements between the minimum and maximum times.

 8.
In Level of preference, click the arrows to set the level of preference for this router to be a default gateway for hosts. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Configure the DHCP Relay Agent

·
Add the DHCP Relay Agent 

·
Configure global DHCP Relay Agent properties 

·
Enable the DHCP Relay Agent on a router interface 

To add the DHCP Relay Agent 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
Right-click General, and then click New Routing Protocol. 

 4.
In the Select Routing Protocol dialog box, click DHCP Relay Agent, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To configure global DHCP Relay Agent properties 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click DHCP Relay Agent. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L DHCP Relay Agent 

 3.
Right-click DHCP Relay Agent, and then click Properties. 

 4.
On the General tab, in Server address, type the IP address of your DHCP server, and then click Add. 

 5.
Repeat step 4 for each DHCP server you need to add, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable the DHCP Relay Agent on a router interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click DHCP Relay Agent. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L DHCP Relay Agent 

 3.
Right-click DHCP Relay Agent, and then click New Interface. 

 4.
Click the interface you want to add, and then click OK. 

 5.
In the DHCP Relay Properties dialog box, on the General tab, verify that the Relay DHCP packets check box is selected. 

 6.
If needed, in Hop-count threshold and Boot threshold (seconds), click the arrows to modify the thresholds. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Configure IP multicast support

·
Configure the IGMP routing protocol 

·
Configure multicast scopes 

·
Configure multicast boundaries 

·
Configure multicast heartbeat 

Configure the IGMP routing protocol

·
Add the IGMP routing protocol 

·
Enable IGMP router and IGMP proxy mode 

·
Configure IGMP router settings 

To add the IGMP routing protocol

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
Right-click General, and then click New Routing Protocol. 

 4.
In the Select Routing Protocol dialog box, click IGMP Version 2, Router and Proxy, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable IGMP router and IGMP proxy mode

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click IGMP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L IGMP 

 3.
Right-click IGMP, and then click New Interface. 

 4.
In Interfaces, click the interface you want to enable, and then click OK. 

 5.
In the General dialog box, verify that the Enable IGMP check box is selected. 

 6.
Under Mode, do one of the following: 

·
To enable IGMP router mode, click IGMP router. 

·
To enable IGMP proxy mode, click IGMP proxy. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
You can only enable IGMP proxy mode on a single interface on the Windows 2000 router. 

To configure IGMP router settings

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click IGMP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L IGMP 

 3.
In the details pane, right-click the interface you want to configure, and then click Properties. 

 4.
Click the Router tab, and then configure the appropriate settings. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
Typically, you do not need to modify the default IGMP router settings. You should only modify these settings after you have made a careful analysis of your network. 

·
Items on the Router tab are available only if IGMP router mode is enabled on the selected interface. 

To configure multicast scopes 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
Right-click General, and then click Properties. 

 4.
On the Multicast Scopes tab, click Add. 

 5.
In the Scoped Boundary dialog box, do the following: 

·
In Scope name, type the name of the multicast scope. 

·
In IP address, type the base IP address of the range. 

·
In Mask, type the mask of the range.

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
You can also edit or remove an existing multicast scope by clicking Edit or Remove on the Multicast Scopes tab. 

To configure multicast boundaries 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
In the details pane, right-click the interface on which you want to configure multicast boundaries, and then click Properties. 

 4.
On the Multicast Boundaries tab, do the following: 

·
To add a scope to the list of multicast scope boundaries, in Scope, click a configured scope, and then click Add. 

·
To remove a scope from the list of multicast scope boundaries, in Scoped boundaries, click the scope, and then click Remove. 

·
To enable TTL scoping, select the Activate TTL boundary check box, and in TTL value, click the arrows to set a TTL value. 

·
To set a rate limit, in Rate limit (KBps), type the rate in kilobytes per second. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
Only scopes configured as multicast scopes are listed in Scope. 

To configure multicast heartbeat

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L General 

 3.
In the details pane, right-click the interface on which you want to configure multicast heartbeat, and then click Properties. 

 4.
On the Multicast Heartbeat tab, select the Enable multicast heartbeat detection check box, and do the following: 

·
To add a multicast heartbeat group, in Multicast heartbeat group, type the IP address of the multicast heartbeat group. 

·
To configure a quiet time before alerting, in Quiet time before alerting (minutes), click the arrows to set a quiet time in minutes. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable AppleTalk routing 

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click AppleTalk Routing. Where?


L Routing and Remote Access 

   L server name 

      L AppleTalk Routing 

 3.
Right-click AppleTalk Routing, and then click Enable AppleTalk Routing. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Configure IPX routing

·
Enable RIP on an interface 

·
Enable SAP on an interface 

·
Set the update interval 

·
Set input and output filters 

To enable RIP on an interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP for IPX. Where?


L Routing and Remote Access 

   L server name 

      L IPX Routing 

         L RIP for IPX 

 3.
In the details pane, right-click the interface on which you want to enable RIP, and then click Properties. 

 4.
On the General tab, select the Enable RIP on this interface check box. 

 5.
Select the Advertise routes and the Accept route advertisements check boxes. 

 6.
Under Update mode, click Standard, and then click OK. 


For demand-dial interfaces, click Autostatic, and then click OK.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable SAP on an interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click SAP for IPX. Where?


L Routing and Remote Access 

   L server name 

      L IPX Routing 

L SAP for IPX 

 3.
In the details pane, right-click the interface on which you want to enable SAP, and then click Properties. 

 4.
On the General tab, select the Enable SAP on this interface check box. 

 5.
Select the Advertise services and the Accept service advertisements check boxes. 

 6.
Under Update mode, click Standard, and then click OK. 


For demand-dial interfaces, click Autostatic, and then click OK.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To set the update interval

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP for IPX or SAP for IPX. Where?


L Routing and Remote Access 

   L server name 

      L IPX Routing 

         L RIP for IPX or SAP for IPX 

 3.
In the details pane, right-click the interface on which you want to set the update interval, and then click Properties. 

 4.
On the General tab, under Update mode, click Standard. 

 5.
Make sure that the values in Update interval (seconds) and Aging interval multiplier are the same for all the routers on the network. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To set input and output filters

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP for IPX or SAP for IPX. Where?


L Routing and Remote Access 

   L server name 

      L IPX Routing 

         L RIP for IPX or SAP for IPX 

 3.
In the details pane, right-click the interface on which you want to set input and output filters, and then click Properties. 

 4.
On the General tab, click Input Filters or Output Filters. 

 5.
Configure filters to permit or deny routes or services that you specify. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Connect your internal network to the Internet

·
Connect to the Internet by using an ISDN device 

·
Connect to the Internet by using a modem 

·
Connect to the Internet by using a T1 line 

·
Connect to the Internet by using Frame Relay 

To connect to the Internet by using an ISDN device

 1.
Install the ISDN hardware in your computer. 

 2.
On your desktop, right-click My Computer, click Properties, and on the Hardware tab, click Hardware Wizard. 

 3.
After the ISDN adapter is added and Windows 2000 is restarted, verify that the ISDN adapter appears as a port under Ports in Routing and Remote Access. 

 4.
To configure the ISDN port, right-click the port, and then click Properties. 

 5.
In the Port Properties dialog box, click Configure, select the Demand-dial routing connections (inbound and outbound) check box, and then click OK. 

 6.
To create a demand-dial interface and configure it to use the ISDN device to dial in to the ISP, right-click Routing Interfaces, and then click New Demand dial interface. 

 7.
Add a default route that uses the newly created demand-dial interface. 

Note   A default route has a Destination of 0.0.0.0, a Network mask of 0.0.0.0, and a Metric of 1. Because the dial-up connection to the ISP is a point-to-point link, the Gateway IP address is not configurable. 

To connect to the Internet by using a modem

 1.
Install the modem hardware on your computer. 

 2.
Add the modem to your computer. In Control Panel, double-click Phone and Modem Options. 

 3.
If you are prompted to provide dialing information, do so and then click OK. If the Phone And Modems Options dialog box appears, continue to step 4. 

 4.
On the Modems tab, click Add. Follow the steps in the Install New Modem wizard. 

 5.
After the modem is added, verify that the modem appears as a port under Ports in Routing and Remote Access. 

 6.
To configure the modem port, right-click the port, and then click Properties. 

 7.
In the Port Properties dialog box, click Configure, select the Demand-dial routing connections (inbound and outbound) check box, and then click OK. 

 8.
To create a demand-dial interface and configure it to use the modem to dial in to the ISP, right-click Routing Interfaces, and then click New Demand dial interface. 

 9.
Add a default network route that uses the newly created demand-dial interface. 

Note   A default network route has a Destination of 0.0.0.0, a Network mask of 0.0.0.0, and a Metric of 1. Because the dial-up connection to the ISP is a point-to-point link, the Gateway IP address is not configurable. 

To connect to the Internet by using a T1 line

 1.
Install the T1 adapter in your computer. 

 2.
On your desktop, right-click My Computer, click Properties, and on the Hardware tab, click Hardware Wizard. 

 3.
Configure the T1 adapter with the IP address allocated by your ISP. 

 4.
After the T1 adapter is added and Windows 2000 is restarted, verify that the T1 adapter appears as a network adapter under Routing Interfaces in Routing and Remote Access. 

 5.
Add a default network route that uses the T1 interface. 

Note   A default network route has a Destination of 0.0.0.0, a Network mask of 0.0.0.0, and a Metric of 1. Because the T1 connection to the ISP is a point-to-point link, the Gateway IP address is not configurable. 

To connect to the Internet by using Frame Relay

 1.
Install the Frame Relay adapter in your computer. 

 2.
On your desktop, right-click My Computer, click Properties, and on the Hardware tab, click Hardware Wizard. Follow the prompts to configure the Frame Relay adapter. 

 3.
After the Frame Relay adapter is added and Windows 2000 is restarted, verify that the Frame Relay adapter appears as a routing interface under Routing Interfaces in Routing and Remote Access. 

 4.
Add a default network route that uses the Frame Relay adapter. 

Note   A default network route has a Destination of 0.0.0.0, Network mask of 0.0.0.0, and Metric of 1. Because the Frame Relay connection to the ISP is a point-to-point link, the Gateway IP address is not configurable. 

Gather troubleshooting information

·
Determine the status of the Routing and Remote Access service 

·
Check the state of an interface 

·
Verify that OSPF is enabled 

·
Determine whether the router is receiving routes 

·
View RIP neighbors 

·
View OSPF neighbors 

·
Gather demand-dial troubleshooting information 

To determine the status of the Routing and Remote Access service

 1.
Open Computer Management. 

 2.
In the console tree, click Services. Where?


L Computer Management 

   L Services and Applications 

      L Services 

 3.
In the details pane, for Routing and Remote Access, verify that the Status column is Started. 

 4.
If the service is not started, right-click Routing and Remote Access, and then click Start. 

 5.
If the router does not start, check the system event log for error messages. 

Note   To open Computer Management, click Start, point to Programs, point to Administrative Tools, and then click Computer Management. 

To check the state of an interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click General. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L General 

 3.
In the details pane, click the interface you want to check, and then verify the values under the Administrative Status and Operational Status columns. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To verify that OSPF is enabled

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
In the details pane, right-click the OSPF interface you want to verify, and then click Properties. 

 4.
On the General tab, verify that the Enable OSPF for this address check box is selected. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To determine whether the router is receiving routes

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Static Routes. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing or IPX Routing 

         L Static Routes 

 3.
Right-click Static Routes, and then click Show IP routing table or Show IPX Routing Table. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To view RIP neighbors

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click RIP. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L RIP 

 3.
Right-click RIP, and then click Show neighbors. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To view OSPF neighbors

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click OSPF. Where?


L Routing and Remote Access 

   L server name 

      L IP Routing 

         L OSPF 

 3.
Right-click OSPF, and then click Show Neighbors. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Gather demand-dial troubleshooting information

·
Check the unreachability reason 

·
Check the credentials being used by the calling router 

·
Check the authentication provider being used by the answering router 

·
Check the status of the port on the answering router 

·
Check the status of the demand-dial interface 

To check the unreachability reason

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Routing Interfaces. Where?


L Routing and Remote Access 

   L server name 

      L Routing Interfaces 

 3.
In the details pane, right-click the demand-dial interface you want to check, and then click Unreachability reason. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To check the credentials being used by the calling router

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Routing Interfaces. Where?


L Routing and Remote Access 

   L server name 

      L Routing Interfaces 

 3.
In the details pane, right-click the demand-dial interface you want to check, and then click Set Credentials. 

 4.
Verify the user name and domain name. If necessary, enter the credentials again. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To check the authentication provider being used by the answering router

 1.
Open Routing and Remote Access. 

 2.
In the console tree, right-click the router on which you want to check authentication, and then click Properties. 

 3.
On the Security tab, verify that RADIUS authentication is selected in Authentication provider. 

 4.
Click Configure, and verify the RADIUS configuration. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To check the status of the port on the answering router

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Ports. Where?


L Routing and Remote Access 

   L server name 

      L Ports 

 3.
In the details pane, click the port used to answer the calling router and verify that the Status column is Active. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To check the status of the demand-dial interface

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Routing Interfaces. Where?


L Routing and Remote Access 

   L server name 

      L Routing Interfaces 

 3.
In the details pane, in the Connection State column, verify that the demand-dial interface that matches the user name for the credentials of the calling router is Connected. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Concepts

This section covers:

·
Routing overview 

·
Understanding routing 

·
Using routing 

·
Resources 

Routing overview

The Routing and Remote Access service for Microsoft Windows 2000 Server is a full-featured software router and an open platform for routing and internetworking. It offers routing services to businesses in local area network (LAN) and wide area network (WAN) environments or over the Internet by using secure virtual private network (VPN) connections. The Routing and Remote Access service combines and integrates the separate routing and remote access services of Windows NT 4.0 and is an enhancement of the Routing and Remote Access Service (also known as RRAS) for Windows NT 4.0.

An advantage of the Routing and Remote Access service is integration with the Windows 2000 Server operating system. The Routing and Remote Access service delivers many cost-saving features and works with a wide variety of hardware platforms and hundreds of network adapters. The Routing and Remote Access service is extensible with application programming interfaces (APIs) that developers can use to create custom networking solutions and that new vendors can use to participate in the growing business of open internetworking.

Note   A computer running Windows 2000 and the Routing and Remote Access service that provides LAN and WAN routing services is hereafter referred to as the Windows 2000 router. 

The Windows 2000 router is intended for use by system administrators who are already familiar with routing protocols and routing services. Through Routing and Remote Access, administrators can view and manage both routers and remote access servers on their networks.

The Windows 2000 router includes the following features:

·
Multiprotocol unicast routing for Internet Protocol (IP), Internetwork Packet Exchange (IPX), and AppleTalk. For more information, see Unicast routing overview. 

·
Industry-standard unicast IP routing protocols: Open Shortest Path First (OSPF) and Routing Information Protocol (RIP) versions 1 and 2. For more information, see Unicast routing overview.

·
Industry-standard IPX routing protocols and services: Routing Information Protocol (RIP) for IPX and Service Advertising Protocol (SAP) for IPX. For more information, see Unicast routing overview.

·
IP multicast services (Internet Group Management Protocol (IGMP) router mode and IGMP proxy mode) to enable the forwarding of IP multicast traffic. For more information, see Multicast forwarding and routing overview.

·
IP network address translation (NAT) services to simplify home networking and the connection of small office or home office (SOHO) networks to the Internet. For more information, see Internet connection sharing and network address translation.

·
IP and IPX packet filtering for security and performance. For more information, see Packet filtering.

·
Demand-dial routing over dial-up WAN links. For more information, see Demand-dial routing.

·
Virtual private network (VPN) support with the Point-to-Point Tunneling Protocol (PPTP) and the Layer Two Tunneling Protocol (L2TP) over Internet Protocol security (IPSec). For more information, see Routing over VPN connections.

·
Industry standard support for a Dynamic Host Configuration Protocol (DHCP) Relay Agent for IP. For more information, see DHCP Relay Agent. 

·
Industry standard support for router advertisement by using Internet Control Message Protocol (ICMP) router discovery. For more information, see ICMP router discovery. 

·
Tunneling support by using IP-in-IP tunnels. For more information, see IP-in-IP interfaces.

·
A graphical user interface for remote monitoring and configuration. For more information, see Administration and management tools.

·
A command-line interface for running scripts and automating configuration and remote monitoring. For more information, see Administration and management tools.

·
Support for Windows 2000 power management capabilities. For more information, see Power management support.

·
Simple Network Management Protocol (SNMP) management capabilities with support for popular management information bases (MIBs). For more information, see SNMP support.

·
Extensive support for media, including Ethernet, Token Ring, Fiber Distributed Data Interface (FDDI), asynchronous transfer mode (ATM), Integrated Services Digital Network (ISDN), T-Carrier, Frame Relay, xDSL, cable modems, X.25, and analog modems.

·
APIs for routing protocols, administration, and the user interface to enable value-added development on the Windows 2000 router platform.

Unicast routing overview

Unicast routing is the forwarding of traffic destined to a single location on an internetwork from a source host to a destination host by using routers. An internetwork is at least two networks that are connected by routers. A router is a network layer intermediate system that is used to connect networks together based on a common network layer protocol such as TCP/IP or IPX. A network is a portion of the networking infrastructure (encompassing repeaters, hubs, and bridges/Layer 2 switches) that is bounded by routers and is associated with the same network layer address known as a network address or network ID.

A typical router is connected to two or more networks over LAN or WAN media. Computers on a network can send packets to computers on other networks by forwarding the packets to the router. The router examines the packet and uses the destination network address in the packet header to decide which interface to use to forward the packet. Through routing protocols (OSPF, RIP, and others), a router learns network information (such as network addresses) from neighboring routers, and then propagates this information to routers on other networks to enable connectivity between all computers on all networks.

The Windows 2000 router can route IP, IPX, and AppleTalk traffic.

IP routing

The IP network protocol is part of a suite of Internet protocols known as Transmission Control Protocol/Internet Protocol (TCP/IP). IP is used to communicate across any set of interconnected IP networks. IP routers are either static routers (routes are established by an administrator and do not change until the administrator changes them) or dynamic routers (routes are updated dynamically by using routing protocols).

IP routing is the forwarding of IP traffic from a source host to a destination host through IP routers. At each router, the next hop is determined by matching the destination IP address within the packet with the best route in the routing table.

The Windows 2000 router includes support for two IP unicast routing protocols:

·
Routing Information Protocol (RIP) for IP

·
Open Shortest Path First (OSPF)

The Windows 2000 router is not limited to supporting just RIP for IP and OSPF. The Windows 2000 router is an extensible platform; other vendors can create additional IP routing protocols, such as Interior Gateway Routing Protocol (IGRP) and Border Gateway Protocol (BGP).

For more information about the IP unicast routing protocols supported by the Windows 2000 router, see RIP for IP and OSPF.

IPX routing

Internetwork Packet Exchange (IPX) is used primarily in Novell NetWare environments, but it is also used for Microsoft Windows-based networking.

The Windows 2000 router includes support for two IPX routing protocols:

·
Routing Information Protocol (RIP) for IPX, which is used to propagate IPX routing information

·
Service Advertising Protocol (SAP) for IPX, which is used to propagate service location information

The implementation of IPX, RIP, and SAP on a computer running Windows 2000 Server (by using the NWLink IPX/SPX/NetBIOS Compatible Transport Protocol, also known as NWLink) is compliant with the Novell IPX Router Specification.

For more information about the IPX routing protocols supported by the Windows 2000 router, see IPX routing protocols. 

The Windows 2000 router also includes the ability to forward IPX wide area network (WAN) broadcast packets, also known as IPX Type 20 broadcasts. IPX Type 20 broadcasts are used by NetBIOS over IPX applications and the Windows 2000 Client for Microsoft Networks and File and Printer Sharing for Microsoft Networks networking components for name resolution and advertising processes.

You can disable the forwarding of IPX Type 20 broadcasts either through the Routing and Remote Access wizard or from the properties of a NetBIOS Broadcasts interface in Routing and Remote Access. If you disable the forwarding of IPX Type 20 broadcasts, you may impair the ability for NetBIOS over IPX applications or the Windows 2000 Client for Microsoft Networks and File and Printer Sharing for Microsoft Networks networking components to function properly in an IPX internetwork.

For more information about IPX WAN broadcast packets, see the Windows 2000 Resource Kit. 

AppleTalk routing

AppleTalk is used primarily in Apple Macintosh environments.

The Windows 2000 router includes support for the Routing Table Maintenance Protocol (RTMP) routing protocol.

For more detailed information about unicast routing, see Understanding unicast routing.

Multicast forwarding and routing overview

Unicasting is the sending of network traffic to a specific endpoint. Multicasting is the sending of network traffic to a group of endpoints. Only those members in the group of endpoints that are listening for the multicast traffic (the multicast group) process the multicast traffic. All other nodes ignore the multicast traffic. 

You can use multicast traffic to:

·
Discover resources on the internetwork.

·
Support datacasting applications such as file distribution or database synchronization.

·
Support multicasting multimedia applications such as digitized audio and video.

Multicast forwarding is the intelligent forwarding of multicast traffic. Multicast routing is the propagation of multicast group listening information. Windows 2000 Server supports multicast forwarding and limited multicast routing. 

This section covers:

·
Multicast forwarding 

·
Multicast routing 

For more detailed information about multicasting, see Understanding multicasting.

Multicast forwarding

With multicast forwarding, a router forwards multicast traffic to networks where nodes are listening or in directions where nodes are listening. Multicast forwarding prevents the forwarding of multicast traffic to networks where there are no nodes listening.

For multicast forwarding to work across an internetwork, nodes and routers must be multicast-capable.

Multicast-capable nodes

A multicast-capable node must be able to:

·
Send and receive multicast packets.

·
Register the multicast addresses being listened to by the node with local routers, so that multicast packets can be forwarded to the network of the node.

All computers running Windows 2000 are IP multicast-capable and can both send and receive IP multicast traffic. IP multicasting applications on a computer running Windows 2000 that send multicast traffic must construct IP packets with the appropriate IP multicast address as the destination IP address. IP multicasting applications on a computer running Windows 2000 that receive multicast traffic must inform the TCP/IP protocol that they are listening for all traffic to a specified IP multicast address.

IP nodes use the Internet Group Management Protocol (IGMP) to register their interest in receiving IP multicast traffic from IP routers. IP nodes that use IGMP send out an IGMP Membership Report packet to notify their local routers that they are listening on a specific IP multicast address.

Multicast-capable routers

A multicast-capable router must be able to:

·
Listen for all multicast traffic on all attached networks. Upon receiving multicast traffic, forward the multicast packet to attached networks where nodes are listening or where downstream routers have nodes that are listening. 


In Windows 2000 Server, the ability to listen for all multicast traffic and forward multicast packets is provided by the TCP/IP protocol. The TCP/IP protocol uses a multicast forwarding table to make decisions on where to forward incoming multicast traffic.

·
Listen for IGMP Membership Report packets and update the TCP/IP multicast forwarding table. 


In Windows 2000 Server, the ability to listen for IGMP Membership Report packets and update the TCP/IP multicast forwarding table is provided by the IGMP routing protocol on an interface operating in IGMP router mode.

·
Use a multicast routing protocol to propagate multicast group listening information to other multicast-capable routers. 


Windows 2000 Server does not provide any multicast routing protocols. However, the Routing and Remote Access service is an extensible platform and can support multicast routing protocols.

Note   The IGMP routing protocol provided with the Routing and Remote Access service is not a multicast routing protocol. 

The Windows 2000 IGMP routing protocol

Maintaining entries in the TCP/IP multicast forwarding table is implemented through the IGMP routing protocol, a component that is added as an IP routing protocol by using Routing and Remote Access. Once the IGMP routing protocol is added, router interfaces are added to IGMP. You can configure each interface added to the IGMP routing protocol in one of two operating modes:

 1.
IGMP router mode 

 2.
IGMP proxy mode 

IGMP router mode

In Windows 2000 Server, the ability to listen for IGMP Membership Report packets and track group membership is provided by an interface running in IGMP router mode. You must enable IGMP router mode on the interfaces where listening multicast hosts are located.

For more information about the Windows 2000 IGMP router, see Multicast forwarding.

IGMP proxy mode

An interface running in IGMP proxy mode acts as a proxy multicast host that sends IGMP Membership Report packets on one interface for IGMP Membership Report packets received on all other interfaces running in IGMP router mode. The upstream router attached to the network of the IGMP proxy mode interface receives the IGMP proxy mode Membership Report packets and adds them to its own multicast tables. In this way, the upstream router knows to forward multicast packets to the network segment of the IGMP proxy mode interface for multicast groups that were registered by hosts attached to the IGMP proxy mode router.

When the upstream router forwards multicast traffic to the IGMP proxy mode interface network, it is forwarded to the appropriate hosts on the IGMP router mode interface networks by the TCP/IP protocol.

All nonlocal multicast traffic received on all interfaces running IGMP router mode is forwarded using the IGMP proxy mode interface. The upstream router that receives the forwarded multicast traffic can elect to forward the multicast traffic or discard it. Using IGMP proxy mode, multicast sources on networks attached to the Windows 2000 router can send multicast traffic to multicast hosts attached to upstream multicast routers. 

IGMP proxy mode is designed to pass IGMP Membership Report packets from a single router intranet to a multicast-capable portion of the Internet. The multicast-capable portion of the Internet is known as the Internet multicast backbone, or MBone. With IGMP proxy mode enabled on the Internet interface, hosts on the single router intranet can receive multicast traffic from multicast sources on the Internet and send multicast traffic to hosts on the Internet.

For more information about using IGMP proxy mode interfaces, see Multicast routing.

Multicast routing

With multicast routing, multicast-capable routers communicate multicast group membership information to each other so that intelligent multicast forwarding decisions are made across the internetwork. Multicast routers use multicast routing protocols to communicate multicast group information with each other.

Examples of multicast routing protocols include Distance Vector Multicast Routing Protocol (DVMRP), Multicast Extensions to OSPF (MOSPF), Protocol-Independent Multicast-Sparse Mode (PIM-SM), and Protocol Independent Multicast-Dense Mode (PIM-DM). Windows 2000 Server does not include any multicast routing protocols. However, the Windows 2000 router is an extensible platform; other vendors can create multicast routing protocols.

Internet connection sharing and network address translation

To connect a small office or home office (SOHO) network to the Internet, you can use one of two methods:

 1.
Routed connection 


For a routed connection, the computer running Windows 2000 Server acts as an IP router that forwards packets between SOHO hosts and Internet hosts. While conceptually simple, a routed connection requires knowledge of IP address and routing configuration for SOHO hosts and the Windows 2000 router. However, routed connections allow all IP traffic between SOHO hosts and Internet hosts. For more information, see SOHO network to the Internet.

 2.
Translated connection 


For a translated connection, the computer running Windows 2000 Server acts as an network address translator; an IP router that translates addresses for packets being forwarded between SOHO hosts and Internet hosts. Translated connections that use computers running Windows 2000 Server require less knowledge of IP addressing and routing and provide a simplified configuration for SOHO hosts and the Windows 2000 router. However, translated connections may not allow all IP traffic between SOHO hosts and Internet hosts.

In Windows 2000 Server, you can configure a translated connection to the Internet by using either the Internet connection sharing feature of Network and Dial-up Connections or the Network Address Translation (NAT) routing protocol provided with the Routing and Remote Access service. Both Internet connection sharing and network address translation provide translation, addressing, and name resolution services to SOHO hosts.

Internet connection sharing is designed to provide a single step of configuration (a single check box) on the computer running Windows 2000 to provide a translated connection to Internet for all of the hosts on the SOHO network. However, once enabled, Internet connection sharing does not allow further configuration beyond the configuration of applications and services on the SOHO network. For example, Internet connection sharing is designed for a single IP address obtained from an Internet service provider (ISP) and does not allow you to change the range of IP addresses allocated to SOHO hosts. For more information, see Internet connection sharing.

The Network Address Translation (NAT) routing protocol is designed to provide maximum flexibility in the configuration of the computer running Windows 2000 Server to provide a translated connection to Internet. Network address translation requires more configuration steps; however, each step of the configuration is customizable. The NAT protocol allows for ranges of IP addresses from ISP and the configuration of the range of IP addresses allocated to SOHO hosts. For more information, see Understanding network address translation.

The following table summarizes the features and capabilities of Internet connection sharing and network address translation.

Internet connection sharing
Network address translation

Single check box configuration
Manual configuration

Single public IP address
Multiple public IP addresses

Fixed address range for SOHO hosts
Configurable address range for SOHO hosts

Single SOHO interface
Multiple SOHO interfaces

Note   Internet connection sharing and network address translation are features of Windows 2000 Server that are designed to connect SOHO networks to the Internet. Internet connection sharing and network address translation are not designed to: 

·
Directly connect separate SOHO networks together. 

·
Connect networks within an intranet. 

·
Directly connect branch office networks to a corporate network. 

·
Connect branch office networks to a corporate network over the Internet. 

Packet filtering

The Windows 2000 router supports both IP and IPX packet filtering, which specifies what type of traffic is allowed into and out of the router. The packet filtering feature of the Windows 2000 router is based on exceptions. You can set packet filters per interface and configure them to:

·
Pass through all traffic except packets prohibited by filters. 

·
Discard all traffic except packets allowed by filters. 

For more information about packet filtering, see Manage packet filters.

For detailed information about IP and IPX packet filtering, including examples of filtering configurations, see the Windows 2000 Resource Kit.

Demand-dial routing

The Windows 2000 router also includes support for demand-dial routing (also known as dial-on-demand routing). By using a demand-dial interface, the router can initiate a connection to a remote site when the packet to be routed is received by the router. The connection becomes active only when data is sent to the remote site. When no data has been sent over the link for a specified amount of time, the link is disconnected. By making a demand-dial connection, you can use existing dial-up telephone lines instead of leased lines for low-traffic situations. Demand-dial routing can significantly reduce your connection costs.

The Windows 2000 router also includes support for demand-dial filters and dial-out hours.

You can use demand-dial filters to specify what types of traffic are allowed to create the connection. Demand-dial filters are separate from IP packet filters, which you configure to specify what traffic is allowed into and out of an interface once the connection is made. For more information about configuring demand-dial filters, see To configure demand-dial filters. 

You can set dial-out hours to specify the hours that a router is allowed to dial out to make demand-dial connections. For more information about configuring dial-out hours, see To configure dial-out hours. 

You can configure when the router accepts incoming connections through remote access policies. For more information, see Introduction to remote access policies.

For more information about demand-dial routing and an example, see Understanding demand-dial routing.

Routing over VPN connections

Conventional routing occurs between routers over either LAN-based shared access technologies, such as Ethernet or Token Ring, or WAN-based point-to-point technologies, such as T1 or Frame Relay. With conventional WAN technologies, IP packets are forwarded between two routers over a physical or logical point-to-point connection. This connection is dedicated to the customer across a private data network that is provided by the WAN service provider.

With the advent of the Internet, you can now route packets between routers that are connected to the Internet across a virtual connection that emulates the properties of a dedicated, private, point-to-point connection. This type of connection is known as a router-to-router virtual private network (VPN) connection. With router-to-router VPN connections, you can replace expensive long-haul WAN links with short-haul WAN links to your local Internet service provider (ISP).

To emulate a private, point-to-point connection, a packet that is forwarded between routers is encapsulated, or wrapped, with an additional header that provides routing information that is needed to reach the endpoint. The endpoints of the connection are the routers. The portion of the virtual private networking connection in which your data is encapsulated is called the tunnel.

For secure VPN connections, your packets are encrypted before encapsulation. Intercepted packets are undecipherable without the encryption keys. The portion of the virtual private networking connection in which your data is encrypted is called the virtual private network (VPN) connection. In router-to-router VPN connections, the tunnel and the VPN connection are the same.

For general information about VPN technology in Windows 2000, see Virtual private networks.

For more information about router-to-router VPNs, see Understanding router-to-router VPNs.

For information about designing and deploying a router-to-router VPN connection, see Setting up router-to-router VPNs.

For an example of a router-to-router VPN connection, see Branch office over the Internet.

DHCP Relay Agent

The DHCP Relay Agent component provided with the Windows 2000 router is a Bootstrap Protocol (BOOTP) relay agent that relays Dynamic Host Configuration Protocol (DHCP) messages between DHCP clients and DHCP servers on different IP networks. The DHCP Relay Agent is compliant with RFC 1542, "Clarifications and Extensions for the Bootstrap Protocol." For each IP network segment that contains DHCP clients, either a DHCP server or a computer acting as a DHCP Relay Agent is required.

For information about installing and configuring the DHCP Relay Agent component of the Windows 2000 router, see Configure the DHCP Relay Agent.

Note   You cannot use the DHCP Relay Agent component on a Windows 2000 Server computer running the DHCP service or the Network Address Translation (NAT) routing protocol with automatic addressing enabled. 

ICMP router discovery

To configure IP hosts with the IP addresses of local routers and provide a way for hosts to sense routers that are down, you can use Internet Control Message Protocol (ICMP) messages for router solicitation and advertisement (as described in RFC 1256, "ICMP Router Discovery Messages"):

·
Router solicitations are sent by hosts to discover routers on their networks. 

·
Router advertisements are sent by routers in response to a router solicitation and periodically to notify hosts on the network that the router is still available.

The TCP/IP protocol for Windows 2000 supports ICMP router solicitations. The Windows 2000 router supports ICMP router advertisements. For more information about enabling ICMP router solicitation, see To enable ICMP router discovery. 

IP-in-IP interfaces

An IP-in-IP interface is a logical interface that sends IP packets in a tunneled mode. IP packets that normally do not traverse an intranet or the Internet are encapsulated with an additional IP header. The encapsulated IP packets can traverse an intranet or the Internet.

A typical use for IP-in-IP interfaces is the forwarding of IP multicast traffic from one area of the intranet to another area of the intranet across a portion of the intranet that does not support multicast forwarding or routing.

Once IP-in-IP interfaces are created, you can configure them just as you would any other IP interface, including the setting of packet filters to confine the traffic that is allowed into and out of the interface.

For more information about creating an IP-in-IP interface, see To add an IP-in-IP tunnel.

Note   You can also create and configure IP-in-IP tunnels with the Netsh command-line utility. For more information, see IP routing commands.

Administration and management tools

The Windows 2000 router includes the following administration and management tools: 

·
Routing and Remote Access 


The primary administration and management tool for configuring the Windows 2000 remote access router is Routing and Remote Access (available in the Administrative Tools folder in Control Panel). 


With Routing and Remote Access, you can:

·
Configure and enable, disable, start, and stop the Routing and Remote Access service. 

·
Manage local and remote routers. 

·
Configure routing behavior and routing protocols. 

·
Configure demand-dial routing behavior. 

·
Configure remote access policies. 

·
Monitor active connections. 

·
Save the current routing configuration to a file and load previous configurations from a file. 


Local administrator and server operator accounts can use Routing and Remote Access. If the computer is a member of a domain, domain administrator and server operator accounts can use Routing and Remote Access.

·
The Netsh command-line utility 


You can use the Netsh command-line utility to locally configure Windows 2000 remote access routers from a Windows 2000 command prompt. The Netsh utility can use script files to automate configuration tasks. 


For more information about the Netsh utility, see The Netsh command-line utility.

Notes

·
Not all the capabilities of the Windows 2000 administration tools will work when administering a Windows NT 4.0 Routing and Remote Access (RRAS) router or a Windows NT 4.0 Remote Access Service (RAS) server. For more information, see Administration tools in mixed environments. 

·
You cannot remotely configure AppleTalk routing properties with Routing and Remote Access. 

Power management support

Power management support for Windows 2000 Routing and Remote Access is listed in the following table. The first column indicates the configuration of the Windows 2000 remote access router, the second column indicates whether the computer goes into sleep mode based on an Advanced Configuration and Power Interface (ACPI) or Advanced Power Management (APM)–initiated sleep mode request, and the last column indicates whether the computer goes into sleep mode based on a user-initiated sleep mode request.

Remote access router configuration
ACPI/APM-initiated sleep mode
User-initiated sleep mode

LAN and WAN router
No
Yes

LAN only router
No
No

Router with an active VPN connection
No
Yes

Router with active network address translation
No
Yes

Remote access server
No
Yes

Remote access server with an active dial-up connection
No
Yes

Remote access server with an active VPN connection
No
Yes

Note   If there are active connections when a user-initiated sleep mode request is made, you are not informed. The active connections are terminated. 

SNMP support

If you want the Windows 2000 router to participate in a Simple Network Management Protocol (SNMP) environment as an SNMP agent, you need to install the SNMP service. For more information, see To install the SNMP service.

The Windows 2000 router supports the following management information bases (MIBs):

·
Internet MIB II 


Objects in the Internet MIB II are documented in RFC 1213, "Management Information Base for Network Management of TCP/IP-based internets: MIB-II." 

·
IP Forwarding Table MIB 


Objects in the IP Forwarding Table MIB are documented in RFC 1354, "IP Forwarding Table MIB."

·
Microsoft RIP Version 2 for Internet Protocol MIB 

·
Wellfleet-Series7-MIB for OSPF 

·
Microsoft BOOTP for Internet Protocol MIB 

·
Microsoft IPX MIB 

·
Microsoft RIP and SAP for IPX MIB 

·
Internet Group Management Protocol MIB 


Objects in the Internet Group Management Protocol MIB are documented in the Internet draft titled draft-ietf-idmr-igmp-mib-0x.txt where x is the current version number.

·
IP Multicast Routing MIB 


Objects in the IP Multicast Routing MIB are documented in the Internet draft titled draft-ietf-idmr-multicast-routmib-0x.txt where x is the current version number.

For more information about the Windows 2000 SNMP service, see SNMP.

Understanding routing

The routing services included with Windows NT Server 4.0, MultiProtocol Routing (MPR) version 1.0, provided a limited set of LAN-based routing services suitable for smaller organizations and branch offices. In June 1996, Microsoft offered the Routing and Remote Access Service as a free download component from the Microsoft Web site. The Routing and Remote Access Service for Windows NT 4.0, also known as RRAS, integrated routing and remote access services, extended the internetworking and routing capabilities available in MPR 1.0, and enabled routing over WANs and dial-up links. The Routing and Remote Access service included with Windows 2000 Server extends the capabilities of the Windows 4.0 Routing and Remote Access Service by adding IP multicast, network address translation (NAT), and additional virtual private network (VPN) services.

This section covers:

·
Understanding unicast routing 

·
Understanding multicasting 

·
Understanding network address translation 

·
Understanding demand-dial routing 

·
Understanding router-to-router VPNs 

Understanding unicast routing

Unicast routing, the forwarding of traffic to a specific destination address, is facilitated by knowing where traffic can be delivered in the internetwork. At each hop in the path from the source to the destination, a routing decision is made.

This section covers:

·
Routing tables 

·
Routing configurations 

·
IP routing protocols 

·
IPX routing protocols 

·
Routing interfaces, devices, and ports 

Routing tables

The routing decision is aided by knowing which network addresses (or network IDs) are available in the internetwork. This knowledge is obtained from a database called the routing table. The routing table is a series of entries called routes that contain information on where the network IDs of the internetwork are located. The routing table is not exclusive to a router. Hosts (non-routers) may also have a routing table that is used to determine the optimal route.

Types of routing table entries

Each entry in the routing table is considered a route and is one of the following types:

·
Network route 


A network route provides a route to a specific network ID in the internetwork.

·
Host route 


A host route provides a route to an internetwork address (network ID and node ID). Host routes are typically used to create custom routes to specific hosts to control or optimize network traffic.

·
Default route 


A default route is used when no other routes in the routing table are found. For example, if a router or host cannot find a network route or host route for the destination, the default route is used. The default route simplifies the configuration of hosts. Rather than configuring hosts with routes for all the network IDs in the internetwork, a single default route is used to forward all packets with a destination network or internetwork address that was not found in the routing table.

Routing table structure

The following illustration shows the structure of the routing table.

Each entry in the routing table consists of the following information fields:

·
Network ID 


The network ID or an internetwork address for a host route. On IP routers, there is an additional subnet mask field that determines the IP network ID from a destination IP address.

·
Forwarding address 


The address to which the packet is forwarded. The forwarding address is a hardware address or an internetwork address. For networks to which the host or router is directly attached, the forwarding address field may be the address of the interface that is attached to the network.

·
Interface 


The network interface that is used when packets are forwarded to the network ID. This is a port number or other type of logical identifier.

·
Metric 


A measurement of the preference of a route. Typically, the lowest metric is the most preferred route. If multiple routes exist to a given destination network, the route with the lowest metric is used. Some routing algorithms only store a single route to any network ID in the routing table, even when multiple routes exist. In this case, the metric is used by the router to determine which route to store in the routing table.

Note   The preceding list is intended to be a representative list of fields in the routing tables used by routers. Actual fields in the routing tables for different routable protocols may vary. 

Routing configurations

You can use routers in many different topologies and network configurations. When you add a Windows 2000 router to your network, you must select:

·
The protocols to be routed (IP, IPX, or AppleTalk) by the router.

·
Routing protocols (RIP for IP or IPX, OSPF, or SAP for IPX) for each protocol to be routed.

·
LAN or WAN media (network adapters, modems, or other dial-up equipment).

This section describes three typical scenarios for using the Windows 2000 router:

·
A simple routing scenario 

·
A multiple-router scenario 

·
A demand-dial routing scenario 

For more detailed routing configurations, see Routing scenarios. 

A simple routing scenario

The following illustration shows a simple network configuration with the Windows 2000 router that connects two LAN segments (Networks A and B). In this configuration, routing protocols are not necessary because the router is connected to all the networks to which it needs to route packets.

A multiple-router scenario

The following illustration shows a more complex router configuration.

In this configuration, there are three networks (Networks A, B, and C) and two routers (Routers 1 and 2). Router 1 is on Networks A and B, and Router 2 is on Networks B and C. Router 1 must notify Router 2 that Network A can be reached through Router 1, and Router 2 must notify Router 1 that Network C can be reached through Router 2. This information is automatically communicated through the use of routing protocols, such as RIP or OSPF. When a user on Network A wants to communicate with a user on Network C, the user's computer on Network A forwards the packet to Router 1. Router 1 then forwards the packet to Router 2. Router 2 then forwards the packet to the user's computer on Network C.

Without the use of routing protocols, a network administrator has to enter static routes into the routing tables of Router 1 and Router 2. While static routes work, they do not scale well to larger internetworks or recover from changes in the internetwork topology.

A demand-dial routing scenario

The following illustration shows a router configuration that uses demand-dialing.

Networks A and B are geographically separated and, for the amount of traffic that is transferred between the networks, a leased WAN link is not economical. Router 1 and Router 2 can connect over an analog phone line by using modems on both ends (or another type of connectivity, such as ISDN). When a computer on Network A initiates communication with a computer on Network B, Router 1 establishes a phone connection with Router 2. The modem connection is maintained as long as there are packets going back and forth. When the connection is idle, Router 1 hangs up to reduce connection costs.

For a detailed explanation of what happens during a demand-dial connection, see Understanding demand-dial routing.

IP routing protocols

In dynamic IP routing environments, IP routing information is propagated by using IP routing protocols. The two most common IP routing protocols that are used on intranets are Routing Information Protocol (RIP) and Open Shortest Path First (OSPF).

You can run multiple routing protocols on the same intranet. In this case, you must configure which routing protocol is the most preferred source of learned routes by configuring preference levels. The preferred routing protocol is the source of the route that is added to the routing table, regardless of the metric of the learned route. For example, if metric of an OSPF learned route is 5 and the metric of the corresponding RIP learned route is 3 and OSPF is the preferred routing protocol, then the OSPF route is added to the IP routing table and the RIP route is ignored. For more information, see To change preference levels.

This section provides information about:

·
RIP for IP 

·
OSPF 

Note   If you are using multiple IP routing protocols, configure only a single routing protocol per interface. 

RIP for IP

The Routing Information Protocol (RIP) is designed for exchanging routing information within a small to medium-size internetwork. 

The biggest advantage of RIP is that it is extremely simple to configure and deploy. The biggest disadvantage of RIP is its inability to scale to large or very large internetworks. The maximum hop count used by RIP routers is 15. Networks that are 16 hops or more away are considered unreachable. As internetworks grow larger in size, the periodic announcements by each RIP router can cause excessive traffic. Another disadvantage of RIP is its high recovery time. When the internetwork topology changes, it may take several minutes before the RIP routers reconfigure themselves to the new internetwork topology. While the internetwork reconfigures itself, routing loops may form that result in lost or undeliverable data.

Initially, the routing table for each router includes only the networks that are physically connected. A RIP router periodically sends announcements that contain its routing table entries to inform other local RIP routers of the networks it can reach. RIP version 1 uses IP broadcast packets for its announcements. RIP version 2 uses multicast or broadcast packets for its announcements.

RIP routers can also communicate routing information through triggered updates. Triggered updates occur when the network topology changes and updated routing information is sent that reflects those changes. With triggered updates, the update is sent immediately rather than waiting for the next periodic announcement. For example, when a router detects a link or router failure, it updates its own routing table and sends updated routes. Each router that receives the triggered update modifies its own routing table and propagates the change.

The Windows 2000 router supports RIP versions 1 and 2. RIP version 2 supports multicast announcements, simple password authentication, and more flexibility in subnetted and Classless InterDomain Routing (CIDR) environments.

The Windows 2000 router implementation of RIP has the following features:

·
Selection of which RIP version to run on each interface for incoming and outgoing packets. 

·
Split-horizon, poison-reverse, and triggered-update algorithms that are used to avoid routing loops and speed recovery of the internetwork when topology changes occur. 

·
Route filters for choosing which networks to announce or accept. 

·
Peer filters for choosing which router's announcements are accepted. 

·
Configurable announcement and route aging timers. 

·
Simple password authentication support. 

·
The ability to disable subnet summarization. 

For information about designing and deploying a RIP-for-IP internetwork, see Setting up a RIP-for-IP routed internetwork.

For detailed information about the operation of RIP for IP, see the Windows 2000 Resource Kit.

Note   If you are using multiple IP routing protocols, configure only a single routing protocol per interface. 

OSPF

Open Shortest Path First (OSPF) is designed for exchanging routing information within a large or very large internetwork.

The biggest advantage of OSPF is that it is efficient; OSPF requires very little network overhead even in very large internetworks. The biggest disadvantage of OSPF is its complexity; OSPF requires proper planning and is more difficult to configure and administer.

OSPF uses a Shortest Path First (SPF) algorithm to compute routes in the routing table. The SPF algorithm computes the shortest (least cost) path between the router and all the networks of the internetwork. SPF-calculated routes are always loop-free.

Instead of exchanging routing table entries like RIP routers, OSPF routers maintain a map of the internetwork that is updated after any change to the network topology. This map, called the link state database, is synchronized between all the OSPF routers and is used to compute the routes in the routing table. Neighboring OSPF routers form an adjacency, which is a logical relationship between routers to synchronize the link state database.

Changes to internetwork topology are efficiently flooded across the entire internetwork to ensure that the link state database on each router is synchronized and accurate at all times. Upon receiving changes to the link state database, the routing table is recalculated.

As the size of the link state database increases, memory requirements and route computation times increase. To address this scaling problem, OSPF divides the internetwork into areas (collections of contiguous networks) that are connected to each other through a backbone area. Each router only keeps a link state database for those areas that are connected to the router. Area border routers (ABRs) connect the backbone area to other areas.

The following illustration shows a diagram of an OSPF internetwork.

OSPF has the following advantages over RIP:

·
OSPF-calculated routes are always loop-free.

·
OSPF can scale to large or very large internetworks.

·
Reconfiguration for network topology changes is faster.

The Windows 2000 router implementation of OSPF has the following features:

·
Route filters for controlling interaction with other routing protocols.

·
Dynamic reconfiguration of all OSPF settings.

·
Coexistence with RIP.

·
Dynamic addition and deletion of interfaces.

For information about designing and deploying an OSPF internetwork, see Setting up an OSPF routed internetwork.

For detailed information about the operation of OSPF, see the Windows 2000 Resource Kit.

Notes

·
The Windows 2000 router does not support the use of OSPF in a demand-dial configuration that uses nonpermanent, dial-up links. 

·
If you are using multiple IP routing protocols, configure only a single routing protocol per interface. 

IPX routing protocols

In IPX internetworks, IPX routing information is propagated by using the Routing Information Protocol (RIP) for IPX routing protocol. The Service Advertising Protocol (SAP) is used to propagate server service addressing information. Although SAP is not a true routing protocol, it is a vital component of an IPX internetwork if you want Novell NetWare connectivity.

RIP for IPX

The Routing Information Protocol (RIP) for IPX is a periodic broadcast routing protocol that is used to exchange IPX network routes. RIP for IPX works in a manner very similar to the RIP-for-IP routing protocol described in RIP for IP.

The Windows 2000 router supports IPX route filters that enable selective announcement and acceptance of IPX network routes. You can also configure route announcement and aging timers.

SAP for IPX

The Service Advertising Protocol (SAP) allows nodes that provide services, such as file servers and print servers, to advertise their service names and the IPX internetwork addresses where the services are located. This information is collected and propagated by IPX routers and SAP servers (such as NetWare servers). NetWare clients that want to connect to a service consult a SAP server to obtain the IPX internetwork address for the service.

Servers that host services send periodic SAP broadcasts. IPX routers and SAP servers receive the server SAP broadcasts and propagate the service information through periodic SAP announcements to keep all routers and SAP servers on the internetwork synchronized. By default, SAP announcements are sent every 60 seconds. Routers and SAP servers also send SAP updates whenever a change in the status of a service is detected.

SAP capabilities of the Windows 2000 router also include:

·
The ability to respond to SAP GetNearestServer requests. When NetWare clients initialize on the network, they send out a broadcast SAP GetNearestServer request, which attempts to find the nearest server of a specified type. You can configure the Windows 2000 router to respond to this request.

·
The ability to set SAP filters to selectively announce or accept specific services. 

Routing interfaces, devices, and ports

The Windows 2000 remote access router views the installed networking equipment as a series of routing interfaces, devices, and ports.

·
A routing interface is a physical or logical interface over which unicast or multicast packets are forwarded. 

·
A device represents hardware or software that creates physical or logical point-to-point connections. 

·
A port is a communication channel that supports a single point-to-point connection. 

Routing interface

The Windows 2000 router uses a routing interface to forward unicast IP, IPX, or AppleTalk packets and multicast IP packets. There are three types of routing interfaces:

·
LAN interfaces 


A LAN interface is a physical interface that typically represents a local area connection that uses local area networking technology such as Ethernet or Token Ring. A LAN interface reflects an installed network adapter. An installed WAN adapter is sometimes represented as a LAN interface. For example, some Frame Relay adapters create a separate logical LAN interface for each configured virtual circuit. LAN interfaces are always active and typically do not require an authentication process to become active.

·
Demand-dial interfaces 


A demand-dial interface is a logical interface that represents a point-to-point connection. The point-to-point connection is based on either a physical connection, such as two routers connected over an analog phone line that uses modems, or a logical connection, such as two routers connected over a virtual private network connection that uses the Internet. Demand-dial connections are either on-demand (the point-to-point connection is only established when needed) or persistent (the point-to-point connection is established and then remains in a connected state). Demand-dial interfaces typically require an authentication process to become connected. The equipment needed by a demand-dial interface is a port on a device.

·
IP-in-IP tunnel interfaces 


An IP-in-IP tunnel interface is a logical interface that represents a tunneled point-to-point connection. IP-in-IP tunnel interfaces do not require an authentication process to become connected. For more information, see IP-in-IP interfaces.

You can view the installed and configured routing interfaces by clicking Routing Interfaces in Routing and Remote Access.

Device

A device is the hardware or software that provide ports that demand-dial and remote access connections use to establish point-to-point connections. Devices can be physical, such as a modem, or virtual, such as virtual private network (VPN) protocols. Devices can support a single port, such as a modem, or multiple ports, such as modem bank hardware that can terminate 64 different incoming analog phone calls. An example of a virtual multiport device is the Point-to-Point Tunneling Protocol (PPTP) or Layer Two Tunneling Protocol (L2TP). Each of these tunneling protocols supports multiple VPN connections.

You can view the installed devices by viewing the properties of Ports in Routing and Remote Access.

Port

A port is a channel of a device that supports a single point-to-point connection. For single-port devices such as modems, the device and the port are indistinguishable. For multiport devices, the port is the subdivision of the device over which a separate point-to-point communication is possible. For example, Primary Rate Interface (PRI) ISDN adapters support two separate channels called B channels. The ISDN adapter is a device. Each B channel is a port because a separate point-to-point connection occurs over each B channel. 

You can view the installed ports by clicking Ports in Routing and Remote Access.

Understanding multicasting

Multicasting is useful for the point-to-multipoint delivery of information on an internetwork. You can use three mechanisms for point-to-multipoint delivery:

 1.
Send the information to each endpoint individually by using unicast addresses. The disadvantages of this method are the duplication of network traffic and the overhead of maintaining a list of unicast endpoints. 

 2.
Send the information in a single packet by using a broadcast address. The advantages of this method are the use of a single packet and no overhead for keeping lists of recipients. The disadvantages are the use of broadcast packets (which disturbs all nodes on the network) and the fact that broadcasts are not forwarded by routers. A broadcast packet reaches everyone on a network, but not everyone on the internetwork. 

 3.
Send the information in a single packet by using a multicast address. The advantages of this method are the use of a single packet and no overhead for keeping lists of recipients. Unlike broadcast packets, multicast traffic does not disturb those nodes who are not listening for it. Routers can be multicast-capable and forward the multicast packet to all networks where there is at least one node listening. 

Multicasting is the best choice for point-to-multipoint delivery. 

This section covers:

·
Multicast forwarding 

·
Multicast routing 

·
Multicast boundaries and heartbeat 

Multicast forwarding

Multicast forwarding, the intelligent forwarding of multicast traffic, is provided by the Windows 2000 TCP/IP protocol and the Windows 2000 IGMP routing protocol for interfaces running in IGMP router mode.

The Windows 2000 TCP/IP protocol performs the following multicast forwarding functions:

·
Receives and processes all multicast traffic 


The TCP/IP protocol receives and processes all multicast traffic on interfaces that are configured for IGMP router mode. All IP multicast traffic is either forwarded to a process running on the router or intelligently forwarded to network segments that contain either multicast group members or routers connected to downstream network segments that contain multicast group members.

·
Forwards multicast packets to appropriate interfaces 


Upon receipt of a multicast packet, the TCP/IP consults a multicast forwarding table to decide whether to forward the packet to any of its other attached interfaces.

Interfaces running in IGMP router mode perform the following multicast forwarding functions:

·
Places the network adapter in multicast-promiscuous mode 


IGMP router mode sets the network adapter to multicast-promiscuous mode. In multicast-promiscuous mode, all multicast packets received by the network adapter are passed to the Windows 2000 networking layers for processing. Not all network adapters are capable of multicast-promiscuous mode.

·
Tracks multicast group membership 


The IGMP router mode interface listens for IGMP Membership Report messages on locally attached networks and compiles a list of multicast accounting information as a series of {receiver network, multicast group} pairs. The receiver network is the IP network ID of a listening node. The multicast group is the specific multicast address that is registered by a listening node. The multicast-capable router does not track the IP addresses of the hosts that are listening, only the IP network ID where at least one host is listening.


To ensure that hosts are still listening on their registered multicast addresses, the IGMP router periodically queries each network. The response to the query is an IGMP Membership Report. If there are multiple IGMP routers on a single network, one IGMP router is elected the querier and performs all periodic queries.

·
Updates to the TCP/IP multicast forwarding table 


Based on the current state of listening hosts on IGMP router mode interfaces, the TCP/IP multicast forwarding table is updated with the appropriate entries.

Multicast routing

Multicast routing, the propagation of multicast listening information, is provided by multicast routing protocols such as Distance Vector Multicast Routing Protocol (DVMRP). Windows 2000 does not provide any multicast routing protocols. However, you can use the Windows 2000 IGMP routing protocol and IGMP router mode and IGMP proxy mode to provide multicast forwarding in a single router intranet or when connecting a single router intranet to the Internet.

Single-router intranets

For an intranet that connects multiple networks by using a single router, you can enable IGMP router mode on all router interfaces to provide multicast forwarding support between multicast sources and multicast listening hosts on any network.

For more information, see To add the IGMP routing protocol and To enable IGMP router and IGMP proxy mode.

Single-router intranets and the Internet

If the Windows 2000 router is attached to the MBone (the multicast-capable portion of the Internet) through an Internet service provider (ISP), you can use IGMP proxy mode to send and receive multicast traffic to and from the Internet.

In the following illustration, IGMP proxy mode is enabled on the Internet interface and IGMP router mode is enabled on the intranet interface. Multicast hosts register themselves locally and the IGMP proxy mode interface registers their memberships to the multicast-capable router at the ISP. Multicast traffic from the Internet is forwarded to the ISP router. The ISP router forwards the multicast traffic to the Windows 2000 router, which then forwards the traffic to listening hosts on your intranet.

When multicast traffic is sent by an intranet host, it is forwarded over the IGMP proxy mode interface to the ISP router. The ISP router then forwards it the the appropriate downstream router. In this way, Internet hosts can receive multicast traffic sent by intranet hosts.

For more information, see To add the IGMP routing protocol and To enable IGMP router and IGMP proxy mode.

Note   The Windows 2000 IGMP routing protocol that uses IGMP router mode and IGMP proxy mode is not the equivalent of a multicast routing protocol. A multicast routing protocol is required for multicast forwarding and routing support in a multiple-router intranet. You may configure the IGMP router mode and IGMP proxy mode interfaces to provide multicast forwarding support in multiple-router intranets. However, it is not recommended or supported. 

Multicast boundaries and heartbeat

Windows 2000 also provides multicast boundary and multicast heartbeat support.

Multicast boundaries

Multicast boundaries are administrative barriers to the forwarding of IP multicast traffic. Without boundaries, an IP multicast router forwards all appropriate IP multicast traffic. You can create multicast boundaries by specifying a range of IP addresses, known as a multicast scope, or by the value of the Time to Live (TTL) field in the IP header. 

Scope-based boundaries

Scope-based boundaries prevents the forwarding of IP multicast traffic with a specified group IP address or range of IP addresses.

TTL-based boundaries

TTL-based boundaries prevents the forwarding of IP multicast traffic with a TTL less than a specified value. TTL-based boundaries applies to all multicast packets regardless of the multicast group. TTL-based boundaries are less effective than scope-based boundaries. 

For more information, see To configure multicast boundaries.

Multicast heartbeat

Multicast heartbeat is the ability of the Windows 2000 router to listen for a regular multicast notification to a specified group address to verify that IP multicast connectivity is available on the network. If the heartbeat is not received within a configured amount of time, the Windows 2000 router sets a flag on the configured interface. The status of this flag can be polled by a program to provide notification that the multicast heartbeat is no longer present. For more information, see the Windows 2000 Software Development Kit.

For more information, see To configure multicast heartbeat.

Understanding network address translation

With network address translation in Windows 2000, you can configure your home network or small office network to share a single connection to the Internet. Network address translation consists of the following components: 

·
Translation component 


The Windows 2000 router on which network address translation is enabled, hereafter called the network address translation computer, acts as a network address translator (NAT), translating the IP addresses and TCP/UDP port numbers of packets that are forwarded between the private network and the Internet.

·
Addressing component 


The network address translation computer provides IP address configuration information to the other computers on the home network. The addressing component is a simplified DHCP server that allocates an IP address, a subnet mask, a default gateway, and the IP address of a DNS server. You must configure computers on the home network as DHCP clients in order to receive the IP configuration automatically. The default TCP/IP configuration for computers running Windows 2000, Windows NT, Windows 95, and Windows 98 is as a DHCP client.

·
Name-resolution component 


The network address translation computer becomes the DNS server for the other computers on the home network. When name resolution requests are received by the network address translation computer, it forwards the name-resolution requests to the Internet-based DNS server for which it is configured and returns the responses to the home network computer.

For more information about network address translation, see:

·
Internet private addresses 

·
A NAT example 

·
NAT editors 

For more information about configuring network address translation, see Setting up network address translation.

For an example of using network address translation, see SOHO network to the Internet.

Note   Because network address translation includes addressing and name resolution components that provide DHCP and DNS services for hosts on the private network, you cannot run: 

·
The DHCP service or the DHCP Relay Agent if network address translation addressing is enabled. 

·
The DNS service if network address translation TCP/IP networking name resolution is enabled. 

Internet private addresses

To communicate on the Internet, you must use addresses that have been allocated by the Internet Network Information Center (InterNIC). Addresses allocated by InterNIC can receive traffic from Internet locations and are known as public addresses. A typical small business or home office is allocated a public address (or addresses) from its Internet service provider (ISP), who has received a range of public addresses.

To allow multiple computers in the small office or home office to communicate on the Internet, each computer must have its own public address. This requirement places great stress on the available pool of public addresses.

To relieve this stress, the InterNIC has provided for an address reuse scheme by reserving network IDs for private internetworks. The private network IDs include:

·
10.0.0.0 with the subnet mask 255.0.0.0

·
172.16.0.0 with the subnet mask 255.240.0.0

·
192.168.0.0 with the subnet mask 255.255.0.0

For more information about portions of the IP address space that is reserved for private intranets, see RFC 1597, "Address Allocation for Private Internets." All addresses in these ranges are known as private addresses.

Private addresses cannot receive traffic from Internet locations. Therefore, if an intranet is using private addresses and communicating with Internet locations, the private address must be translated to a public address. A network address translator (NAT) is placed between an intranet that uses private addresses and the Internet, which uses public addresses. Outgoing packets from the intranet have their private addresses translated by the NAT into public addresses. Incoming packets from the Internet have their public addresses translated by the NAT into private addresses. For more information, see A NAT example.

For more information about configuring Windows 2000 network address translation for the home office and small business, see SOHO network to the Internet.

A NAT example

If a small business is using the 192.168.0.0 network ID for its intranet and has been granted the public address of w1.x1.y1.z1 by its Internet service provider (ISP), then network address translation (NAT) maps all private addresses on 192.168.0.0 to the IP address of w1.x1.y1.z1. If multiple private addresses are mapped to a single public address, NAT uses dynamically chosen TCP and UDP ports to distinguish one intranet location from another.

Note   The use of w1.x1.y1.z1 and w2.x2.y2.z2 is intended to represent valid public IP addresses as allocated by the Internet Network Information Center (InterNIC) or an ISP.

The following illustration shows an example of using NAT to transparently connect an intranet to the Internet.

If a private user at 192.168.0.10 uses a Web browser to connect to the Web server at w2.x2.y2.z2, the user's computer creates an IP packet with the following information:

·
Destination IP address: w2.x2.y2.z2

·
Source IP address: 192.168.0.10

·
Destination port: TCP port 80

·
Source port: TCP port 1025

This IP packet is then forwarded to the NAT protocol, which translates the addresses of the outgoing packet to the following:

·
Destination IP address: w2.x2.y2.z2

·
Source IP address: w1.x1.y1.z1

·
Destination port: TCP port 80

·
Source port: TCP port 5000

The NAT protocol keeps the mapping of {192.168.0.10, TCP 1025} to {w1.x1.y1.z1, TCP 5000} in a table.

The translated IP packet is sent over the Internet. The response is sent back and received by the NAT protocol. When received, the packet contains the following public address information:

·
Destination IP address: w1.x1.y1.z1

·
Source IP address: w2.x2.y2.z2

·
Destination port: TCP port 5000

·
Source port: TCP port 80

The NAT protocol checks its translation table and maps the public addresses to private addresses and forwards the packet to the computer at 192.168.0.10. The forwarded packet contains the following address information:

·
Destination IP address: 192.168.0.10

·
Source IP address: w2.x2.y2.z2

·
Destination port: TCP port 1025

·
Source port: TCP port 80

For outgoing packets from the NAT protocol, the source IP address (a private address) is mapped to the ISP allocated address (a public address), and the TCP/UDP port numbers are mapped to a different TCP/UDP port number.

For incoming packets to the NAT protocol, the destination IP address (a public address) is mapped to the original intranet address (a private address), and the TCP/UDP port numbers are mapped back to their original TCP/UDP port numbers.

Note   Packets that contain the IP address only in the IP header are properly translated by the NAT protocol. Packets that contain the IP address within the IP payload may not be properly translated by NAT. For a list of protocols that contain the IP address in the IP payload that are properly translated by the Windows 2000 NAT protocol, see NAT editors. 

NAT editors

Normal network address translation relies on the translation of:

 1.
The IP addresses in the IP header. 

 2.
The TCP port numbers in the TCP header. 

 3.
The UDP port numbers in the UDP header. 

Any translation beyond these three items requires additional processing and additional software components called NAT editors. A NAT editor makes modifications to the IP packet beyond the translation of the IP address in the IP header, the TCP port in the TCP header, and the UDP port in the UDP header.

For example, HyperText Transfer Protocol (HTTP) traffic on the World Wide Web does not require a NAT editor because all HTTP traffic only requires the translation of the IP address in the IP header and the TCP port in the TCP header.

The following lists two situations where NAT editors are required:

·
The IP address, TCP port, or UDP port is stored in the payload. 


For example, File Transfer Protocol (FTP) stores the dotted decimal representation of IP addresses in the FTP header for the FTP PORT command. If the NAT does not properly translate the IP address within the FTP header and adjust the data stream, then connectivity problems may occur.

·
TCP or UDP is not being used to identify the data stream. 


For example, Point-to-Point Protocol (PPTP) tunneled data does not use a TCP or UDP header. Instead, a Generic Routing Encapsulation (GRE) header is used and the Tunnel ID stored in the GRE header identifies the data stream. If the NAT does not properly translate the Tunnel ID within the GRE header, then connectivity problems may occur.

Windows 2000 includes built-in NAT editors for the following protocols:

·
FTP 

·
ICMP 

·
PPTP 

·
NetBIOS over TCP/IP 

Additionally, the NAT routing protocol includes proxy software for the following protocols:

·
H.323 

·
Direct Play 

·
LDAP-based ILS registration 

·
RPC 

Note   Translation of IPSec traffic is not possible even with a NAT editor. 

Understanding demand-dial routing

While the concept of demand-dial routing is fairly simple, configuration of demand-dial routing is relatively complex. This complexity is due to the following factors:

·
Connection endpoint addressing 


The connection must be made over public data networks, such as the analog phone system. The endpoint of the connection must be identified by a phone number or other endpoint identifier.

·
Authentication and authorization of the caller 


Anyone calling the router must be authenticated and authorized. Authentication is based on the caller's set of credentials that are passed during the connection establishment process. The credentials that are passed must correspond to a Windows 2000 account. Authorization is granted based on the dial-in permission of the Windows 2000 account and remote access policies. For more information, see Introduction to remote access policies.

·
Differentiation between remote access clients and routers 


Both routing and remote access services coexist on the same computer running Windows 2000 Server. Both remote access clients and routers can call the same phone number. The computer running Windows 2000 Server that answers the call must be able to distinguish a remote access client from a router that is calling to create a demand-dial connection. To differentiate a remote access client from a demand-dial router, the user name in the authentication credentials sent by the calling router must exactly match the name of a demand-dial interface on the answering router. Otherwise, the incoming connection is assumed to be a remote access connection.

·
Configuration of both ends of the connection 


Both ends of the connection must be configured even if only one end of the connection is initiating a demand-dial connection. Configuring only one side of the connection means that packets are successfully routed only in one direction. Normal communication requires that information travel in both directions.

·
Configuration of static routes 


You should not use dynamic routing protocols over temporary dial-up demand-dial connections. Therefore, routes for network IDs that are available across the demand-dial interface must be added to the routing table as static routes. You can accomplish this manually or by using auto-static updates.

For more information, see:

·
Demand-dial routing example 

·
The demand-dial connection process 

·
Demand-dial routing updates 

·
Unnumbered connections 

·
One-way initiated demand-dial connections 

For information about designing and deploying demand-dial routing, see Setting up demand-dial routing.

Demand-dial routing example

This section gives an example of the complexity (and elegance) of demand-dial routing. The following illustration shows the configuration between two offices that want to use demand-dial IP routing.

The Seattle office has a computer running Windows 2000 Server that acts as a remote access server and demand-dial router. All computers in the Seattle office are connected to the 172.16.1.0 network (subnet mask 255.255.255.0). The Seattle router (hereafter referred to as Router 1) has a modem connected to its COM1 port and the phone number of the modem is 555-0111. 

The New York office has a computer running Windows 2000 Server that acts as a remote access server and demand-dial router. All computers in the New York office are connected to the 172.16.2.0 network (subnet mask 255.255.255.0). The New York router (hereafter referred to as Router 2) has a modem connected to its COM2 port and the phone number of the modem is 555-0122. 

The user on the computer with the IP address of 172.16.1.10 needs to be able to connect to the user on the computer with the IP address of 172.16.2.20 and vice versa.

Note   This example describes a manual configuration of demand-dial routing to explain how demand-dial routing works. It is highly recommended that you use the Demand-Dial Interface wizard to automate the configuration process. The Demand-Dial Interface wizard performs all the configuration steps listed below except for creation of the static route. For more information about adding a demand-dial interface, see To add a demand-dial interface.

Configuring Router 1

The configuration for demand-dial routing on Router 1 consists of the following three steps:

 1.
Create a demand-dial interface. 

 2.
Create a static route. 

 3.
Create a Windows 2000 account that Router 2 uses when calling Router 1. 

Creating a demand-dial interface

By using Routing and Remote Access, the administrator at Router 1 creates a demand-dial interface called DD_NewYork with the following configuration:

·
Equipment: Modem on COM1

·
Phone number: 555-0122

·
Protocols: TCP/IP

·
Authentication credentials: DD_Seattle with a password

Creating a static route

By using Routing and Remote Access, the administrator at Router 1 creates a static IP route with the following configuration:

·
Interface: DD_NewYork 

·
Destination: 172.16.2.0

·
Network mask: 255.255.255.0

·
Metric: 1

Note   Because the demand-dial connection is a point-to-point connection, the Gateway IP address is not configurable. 

Creating a Windows 2000 account with dial-in permissions

By using Active Directory Users and Computers or Local Users and Groups, the administrator at Router 1 creates a Windows 2000 user account with the following settings:

·
Account name: DD_NewYork with a password. 

·
Account settings: Clear the User must change password at next logon check box and select the Password never expires check box. 

The DD_NewYork account is granted dial-in permissions either through the dial-in properties of the user account or through remote access policies. For more information, see Introduction to remote access policies. 

Configuring Router 2

The configuration for demand-dial routing on Router 2 consists of the following three steps:

 1.
Create a demand-dial interface. 

 2.
Create a static route. 

 3.
Create a Windows 2000 account that Router 1 uses when calling Router 2. 

Creating a demand-dial interface

By using Routing and Remote Access, the administrator at Router 2 creates a demand-dial interface called DD_Seattle with the following configuration:

·
Equipment: Modem on COM2

·
Phone number: 555-0111

·
Protocols: TCP/IP

·
Authentication credentials: DD_NewYork with a password

Creating a static route

By using Routing and Remote Access, the administrator at Router 2 creates a static IP route with the following configuration:

·
Interface: DD_Seattle

·
Destination: 172.16.1.0

·
Network mask: 255.255.255.0

·
Metric: 1

Note   Because the demand-dial connection is a point-to-point connection, the Gateway IP address is not configurable. 

Creating a Windows 2000 account with dial-in permissions

By using Active Directory Users and Computers or Local Users and Groups, the administrator at Router 2 creates a Windows 2000 user account with the following settings:

·
Account name: DD_Seattle with a password. 

·
Account settings: Clear the User must change password at next logon check box and select the Password never expires check box. 

The DD_Seattle account is granted dial-in permissions either through the dial-in properties of the user account or through remote access policies. For more information, see Introduction to remote access policies. 

The resulting configuration

The following illustration shows the demand-dial routing configuration in terms of the demand-dial interfaces, static routes, and Windows 2000 accounts for the Seattle and New York offices.

Note   In order for two-way initiated demand-dial routing to work properly, the user name of the calling router must exactly match the name of a demand-dial interface on both sides of the connection. This example shows a proper configuration and is summarized in the following table. 

Router
Demand-dial interface name
User account name

Router 1
DD_NewYork
DD_Seattle

Router 2
DD_Seattle
DD_NewYork

For more information about how the demand-dial connection process works for this example configuration, see The demand-dial connection process.

The demand-dial connection process

When the user at 172.16.1.10 tries to connect to a resource at 172.16.2.20, the following events occur:

 1.
Packets from 172.16.1.10 destined for 172.16.2.20 are forwarded to Router 1. 

 2.
Router 1 receives the packet from 172.16.1.10 and checks its routing table. A route to 172.16.2.20 is found that uses the DD_NewYork interface. 

 3.
Router 1 checks the state of the DD_NewYork interface and finds it is in a disconnected state. 

 4.
Router 1 retrieves the configuration of the DD_NewYork demand-dial interface. 

 5.
Based on the DD_NewYork configuration, Router 1 uses the modem on COM1 to dial the number 555-0122. 

 6.
Router 2 answers the incoming call. 

 7.
Router 2 requests authentication credentials from the incoming caller. 

 8.
Router 1 sends the user name DD_Seattle with its associated password. 

 9.
Upon receipt of the authentication credentials, Router 2 checks the user name and password against Windows 2000 security and verifies that Router 1 has dial-in permission through the dial-in properties of the DD_Seattle user account and the configured remote access policies. 

10.
Router 2 must now determine whether the incoming caller is a dial-up networking client or a router that is creating a demand-dial connection. Router 2 looks in its list of demand-dial interfaces to find one that matches the user name sent by Router 1 as part of the authentication credentials. Router 2 finds a demand-dial interface DD_Seattle that matches the user name credential. 

11.
Router 2 changes the state of the DD_Seattle demand-dial interface to a connected state. 

12.
Router 1 forwards the packet from the computer at 172.16.1.10 across the demand-dial connection to Router 2. 

13.
Router 2 receives the packet and forwards it to the computer at 172.16.2.20. 

14.
The response to the connection request by the computer at 172.16.1.10 is forwarded to Router 2 by the computer at 172.16.2.20. 

15.
Router 2 receives the packet destined for 172.16.1.10 and checks its routing table. A route to 172.16.1.10 is found by using the DD_Seattle interface. 

16.
Router 2 checks the state of the DD_Seattle interface and finds it is in a connected state. 

17.
Router 2 forwards the packet to Router 1. 

18.
Router 1 forwards the packet to the computer at 172.16.1.10. 

If the user name credential does not match the name of an appropriate demand-dial interface, the calling entity is identified as a remote access client, which can result in routing problems.

For example, if Router 1 uses DialUpRouter1 as its user name credential, then Router 1 is identified as a remote access client rather than a router (assuming DialUpRouter1 is a valid account with dial-in permissions). Packets are routed from the user at 172.16.1.10 to the user at 172.16.2.20 as described in the preceding process. 

However, response packets from 172.16.2.20 to 172.16.1.10 are forwarded to Router 2 which, upon inspecting its routing table, determines that the interface to use is DD_Seattle. DD_Seattle is in a disconnected state. Based on the configuration for DD_Seattle, COM2 is to be used. However, COM2 is currently being used for a remote access client (Router 2). Router 2 then tries to locate another modem that is not being used. If found, Router 2 dials Router 1 and forwards the packet after the connection has been established. If another modem cannot be found, the response packets from 172.16.2.20 to 172.16.1.10 are dropped.

Demand-dial routing updates

While demand-dial routing can save connection costs, typical routing protocols rely on a periodic advertising process to communicate routing information. For example, RIP for IP advertises the contents of its routing table every 30 seconds on all interfaces. This behavior is not a problem for permanently connected LAN or WAN lines. For usage-sensitive dial-up WAN lines, this type of periodic behavior could cause the router to call another router every 30 seconds, which may result in an undesirable phone bill. Therefore, you should not run routing protocols across temporary dial-up WAN lines.

If you do not use routing protocols to update the routing tables, then you must enter the routes as static routes. The static routes that correspond to the network IDs available across the interface are entered manually or automatically. The automatic entering of static routes for demand-dial interfaces is known as auto-static updates and is supported by the Windows 2000 router. Auto-static updates are supported when you use RIP for IP, RIP for IPX, and SAP for IPX, but not OSPF.

When instructed, a demand-dial interface that is configured for auto-static updates sends a request across an active connection to request all of the routes of the router on the other side of the connection. In response to the request, all of the routes of the requested router are automatically entered as static routes in the routing table of the requesting router. The static routes are persistent; they are kept in the routing table even if the interface becomes disconnected or the router is restarted. An auto-static update is a one-time, one-way exchange of routing information.

You can automate and schedule auto-static updates by executing the update as a Windows 2000 scheduled task. For more information, see Scheduling auto-static updates.

Notes

·
The "auto" in auto-static refers to the automatic adding of the requested routes as static routes in the routing table. The sending of the request for routes is performed through an explicit action: either through Routing and Remote Access or the Netsh utility while the demand-dial interface is in a connected state. Auto-static updates are not automatically performed every time a demand-dial connection is made. 

·
When an auto-static update is requested, the existing auto-static routes are deleted before the update is requested from other routers. If there is no response to the request, then the router cannot replace the routes it has deleted. This may lead to a loss of connectivity to remote networks.

Unnumbered connections

Demand-dial connections use the Point-to-Point Protocol (PPP) during the connection establishment process. For a TCP/IP-based connection, TCP/IP connection settings are negotiated. An important element of a TCP/IP-based PPP connection is the allocation of an IP address.

For Windows 2000 and Windows NT 4.0 Routing and Remote Access Service (RRAS) demand-dial routers, the calling router requests an IP address from the answering router. Additionally, the answering router requests an IP address from the calling router. If both routers have an IP address to give each other, the logical interface on the PPP connection for each router is assigned an IP address from the other router. This is known as a numbered connection.

Windows NT 4.0 RRAS demand-dial connections require a numbered connection. If either the calling or the answering router does not have an IP address to assign to the other router, the connection establishment process fails. In order for both routers to assign IP addresses to each other, you must configure both routers for the proper IP address assignment behavior through the properties of RRAS. A common configuration problem with RRAS is that the default configuration for IP address assignment is to obtain an IP address through DHCP, and no DHCP server is available on the network. Because no IP address is allocated to the other router, the connection establishment process fails.

This configuration issue is no longer a problem with the Windows 2000 Routing and Remote Access service for two reasons:

 1.
Use of Automatic Private IP Addressing (APIPA) addresses 


In Windows 2000, the default IP address assignment configuration is still to obtain an IP address from a DHCP server. However, if a DHCP server is not available, APIPA addresses in the range from 169.254.0.1 through 169.254.255.254 are used. Therefore, the default configuration does not prevent two Windows 2000 routers from establishing a numbered connection. For more information about APIPA, see New TCP/IP features for Windows 2000.

 2.
Support for unnumbered connections 


By default, demand-dial connections do not require a numbered connection. The calling and answering routers still request an IP address from each other during the connection establishment process. But if one of the routers rejects the request, both routers continue with the connection establishment process. The logical interface on the point-to-point connection does not have an assigned IP address. This is known as an unnumbered connection.

When you use an unnumbered connection, on the router that requests an IP address but is rejected, a warning is logged in the system event log with the following characteristics:

·
Source: RemoteAccess 

·
Event ID: 20165 

·
Message text: A connection has been established on port [number] using interface [name of demand-dial interface], but no IP address was obtained. 

On the router from which an IP address is requested but is not given, a warning is logged in the system event log with the following characteristics:

·
Source: RemoteAccess 

·
Event ID: 20166 

·
Message text: A connection has been established on port [number] using interface [name of demand-dial interface], but the remote side got no IP address. 

With unnumbered connections, Windows 2000 routers can connect to other routers that do not assign an IP address during the connection establishment process. For example, some Internet service providers (ISPs) prefer to use an unnumbered connection to conserve IP addresses.

Important   The routing protocols provided with the Windows 2000 Routing and Remote Access service cannot operate over unnumbered connections. If you use unnumbered connections, you must employ static routing. This limitation is not an issue when you are using a Windows 2000 router to connect to the Internet and you configure a default static IP route, rather than run a routing protocol. 

One-way initiated demand-dial connections

If a demand-dial connection is always initiated by one router, a one-way initiated demand-dial connection, then you can simplify the configuration of the answering router by configuring static routes on the user account of the calling router.

Using the example scenario described in Demand-dial routing example, the Seattle router (Router 1) always calls the New York router (Router 2).

Configuring Router 1

The configuration of Router 1 is the same as described in Demand-dial routing example.

Configuring Router 2

The configuration for demand-dial routing on Router 2 consists of just two steps:

 1.
Create a Windows 2000 account that Router 1 uses when calling Router 2. 

 2.
Configure static routes on the Windows 2000 account used by Router 1 for the network IDs of the Seattle office. 

Creating a Windows 2000 account with dial-in permissions

By using Active Directory Users and Computers or Local Users and Groups, the administrator at Router 2 creates a Windows 2000 user account with the following settings:

·
Account name: DD_Seattle with a password. 

·
Account settings: Clear the User must change password at next logon check box and select the Password never expires check box. 

The DD_Seattle account is granted dial-in permissions either through the dial-in properties of the user account or through remote access policies. For more information, see Introduction to remote access policies. 

Configuring the Windows 2000 account with static routes

By using Active Directory Users and Computers or Local Users and Groups, the administrator at Router 2 obtains dial-in properties on the DD_Seattle Windows 2000 user account and then adds the static routes of the Seattle office.

For more information, see To configure static routes for a dial-in user.

For this example, the network administrator adds the following route:

·
Destination: 172.16.1.0

·
Network mask: 255.255.255.0

·
Hops: 1

Note   You can only add static routes to the dial-in properties of a user account on a Windows 2000 stand-alone router (not a member of a domain) or a Windows 2000 router that is a member of a Windows 2000 native-mode domain. 

Connection process for a one-way initiated demand-dial connection

When the user at 172.16.1.10 tries to connect to a resource at 172.16.2.20, the following events occur:

 1.
Packets from 172.16.1.10 destined for 172.16.2.20 are forwarded to Router 1. 

 2.
Router 1 receives the packet from 172.16.1.10 and checks its routing table. A route to 172.16.2.20 is found by using the DD_NewYork interface. 

 3.
Router 1 checks the state of the DD_NewYork interface and finds it is in a disconnected state. 

 4.
Router 1 retrieves the configuration of the DD_NewYork demand-dial interface. 

 5.
Based on the DD_NewYork configuration, Router 1 uses the modem on COM1 to dial the number 555-0122. 

 6.
Router 2 answers the incoming call. 

 7.
Router 2 requests authentication credentials from the incoming caller. 

 8.
Router 1 sends the user name DD_Seattle with its associated password. 

 9.
Upon receipt of the authentication credentials, Router 2 checks the user name and password against Windows 2000 security and verifies that Router 1 has dial-in permission through the dial-in properties of the DD_Seattle user account and the configured remote access policies. 

10.
Router 2 retrieves the static route (172.16.1.0 with the subnet mask of 255.255.255.0) that is configured on the DD_Seattle user account and creates a corresponding static route in its routing table. If Router 2 is configured with routing protocols, Router 2 uses routing protocols to communicate with neighboring routers so that the route to the Seattle network is propagated to all of the routers in the New York office. 

11.
Router 2 must now determine whether the incoming caller is a dial-up networking client or a router creating a demand-dial connection. Router 2 looks in its list of demand-dial interfaces and does not find one called DD_Seattle. Therefore, Router 2 considers the connection to the Seattle office to be a remote access connection. 

12.
Router 1 forwards the packet from the computer at 172.16.1.10 across the demand-dial connection to Router 2. 

13.
Router 2 receives the packet and forwards it to the computer at 172.16.2.20. 

14.
The response to the connection request by the computer at 172.16.1.10 is forwarded to Router 2 by the computer at 172.16.2.20. 

15.
Router 2 receives the packet destined for 172.16.1.10 and checks its routing table. A route to 172.16.1.10 is found by using the connection to Router 1. 

16.
Router 2 forwards the packet to Router 1. 

17.
Router 1 forwards the packet to the computer at 172.16.1.10. 

Note   When the connection is made, the static routes on the user account of the calling router are added to the routing table of the answering router. If routing protocols are used to propagate the new static route, then there is a delay between the time the connection is made and the time when all of the routers on the intranet of the answering router are aware of the new route. Therefore, hosts on the intranet of the calling router may experience a delay between the time that the connection is made and the time when they begin to receive traffic back from hosts on the intranet of the answering router. 

Understanding router-to-router VPNs

This section covers: 

·
Components of a router-to-router VPN connection 

·
Tunneling protocols 

·
An on-demand router-to-router VPN 

Components of a router-to-router VPN connection

A Windows 2000 router-to-router VPN connection includes the following components:

·
Virtual private network (VPN) clients 


The VPN client is the router that initiates the VPN connection, also known as the calling router. For router-to-router VPN connections, you can configure computers running Windows 2000 Server and computers running Windows NT Server 4.0 and the Routing and Remote Access Service (RRAS) as VPN clients.

·
VPN servers 


The VPN server is the router that accepts the connection from the calling router, also known as the answering router. For router-to-router VPN connections, you can configure computers running Windows 2000 Server and computers running Windows NT Server 4.0 and RRAS as VPN servers.

·
LAN and remote access protocols 


LAN protocols are used to transport information. Remote access protocols are used to negotiate connections and provide framing for LAN protocol data. Windows 2000 Server supports the routing of TCP/IP and IPX LAN protocol packets by using the PPP remote access protocol across a router-to router VPN connection.

·
Tunneling protocols 


Tunneling protocols are used by VPN clients and VPN servers to manage tunnels and send tunneled data. Windows 2000 includes the Point-to-Point Tunneling Protocol (PPTP) and Layer Two Tunneling Protocol (L2TP) tunneling protocols. Windows NT Server 4.0 with RRAS only includes the PPTP tunneling protocol.

·
WAN options 


VPN servers are typically connected to the Internet by using permanent WAN connections such as T1 or Frame Relay. VPN clients are connected to the Internet by using permanent WAN connections or by dialing in to a local Internet service provider (ISP) that uses standard telephone lines or ISDN. Once connected to the Internet, the VPN client can connect to the VPN server. 

·
Demand-dial interfaces 


The VPN client (the calling router) must have a demand-dial interface configured for:

·
The host name or IP address of the interface of the VPN server on the Internet. 

·
A PPTP port (for a PPTP-based VPN connection) or an L2TP port (for an L2TP-based connection). 

·
The user account credentials (user name, domain, password) for a user account that can be validated by the VPN server. 


The VPN server (the answering router) must have a demand-dial interface with the same name as the user account that is used by the VPN client (the calling router) and configured for a PPTP port (for a PPTP-based VPN connection) or an L2TP port (for an L2TP-based connection).

·
User accounts 


A user account must be created for the calling router. This account must have dial-in permissions either through the dial-in properties of the user account or through remote access policies. For more information, see Introduction to remote access policies.

·
Static routes or routing protocols 


In order for each router to forward packets across the router-to-router VPN connection, each router must contain the appropriate routes in the routing tables. Routes are added to the routing tables of both routers either as static routes or by enabling a routing protocol to operate across a persistent router-to-router VPN connection.

·
Security options 


Because the router-to-router VPN connection is validated by a Windows 2000 remote access router, you can utilize all of the security features of Windows 2000 remote access including Windows 2000 domain security, support for security hosts, data encryption, Remote Authentication Dial-In User Service (RADIUS), smart cards, and callback. For more information, see Remote access security.

The following illustration shows the components of a router-to-router VPN connection.

Tunneling protocols

Windows 2000 provides two tunneling protocols for creating router-to-router VPN connections:

·
Point-to-Point Tunneling Protocol (PPTP) 

·
Layer Two Tunneling Protocol (L2TP) 

PPTP

PPTP is a de facto industry standard tunneling protocol that was first supported in Windows NT 4.0. PPTP is an extension of the Point-to-Point Protocol (PPP) and leverages the authentication, compression, and encryption mechanisms of PPP.

PPTP is installed with the Routing and Remote Access service and by default is configured for five PPTP ports. To increase the number of PPTP ports, see To add PPTP or L2TP ports. You can enable PPTP ports for inbound remote access and demand-dial routing connections by using the Routing and Remote Access wizard. To enable PPTP ports for routing after the wizard is run, see To enable routing on ports.

Two primary services of virtual private networking are encapsulation and encryption.

Encapsulation

A PPP frame (containing an IP datagram or an IPX datagram) is wrapped with a Generic Routing Encapsulation (GRE) header and an IP header. In the IP header is the source and destination IP address that correspond to the VPN client and VPN server.

The following illustration shows PPTP encapsulation for a PPP frame.

Encryption

The PPP frame is encrypted with Microsoft Point-to-Point Encryption (MPPE) by using encryption keys generated from the MS-CHAP or EAP-TLS authentication process. Virtual private networking clients must use either the MS-CHAP or EAP-TLS authentication protocol in order to encrypt PPP payloads. PPTP does not provide encryption services. PPTP encapsulates a previously encrypted PPP frame.

Note   It is possible to have a nonencrypted PPTP connection where the PPP payload is sent in plaintext. However, a nonencrypted PPTP connection is not recommended for virtual private network connections over the Internet because communications of this type are not secure. 

L2TP

L2TP is a draft RFC-based tunneling protocol that is destined to become the industry standard. Like PPTP, L2TP leverages the authentication and compression mechanisms of PPP. Unlike PPTP, L2TP in Windows 2000 does not utilize Microsoft Point-to-Point Encryption (MPPE) to encrypt PPP frames. L2TP relies on Internet Protocol security (IPSec) for encryption services.

The result is that L2TP-based virtual private networking connections are a combination of L2TP and IPSec. Both L2TP and IPSec must be supported by both routers. For more information about IPSec, see IP Security overview.

L2TP is installed with the Routing and Remote Access service and by default is configured for five L2TP ports. To increase the number of L2TP ports, see To add PPTP or L2TP ports. You can enable L2TP ports for inbound remote access and demand-dial routing connections by using the Routing and Remote Access wizard. To enable L2TP ports for routing after the wizard is run, see To enable routing on ports.

Two primary services of virtual private networking are encapsulation and encryption.

Encapsulation

Encapsulation for L2TP over IPSec packets consists of two layers of encapsulation.

 1.
L2TP encapsulation 


A PPP frame (containing an IP datagram or an IPX datagram) is wrapped with a L2TP header and a UDP header.

 2.
IPSec encapsulation 


The resulting L2TP message is then wrapped with an IPSec Encapsulating Security Payload (ESP) header and trailer, an IPSec Authentication trailer that provides message integrity and authentication, and a final IP header. In the IP header is the source and destination IP address that correspond to the VPN client and VPN server.

The following illustration shows L2TP and IPSec encapsulation for a PPP frame.

Encryption

The L2TP message is encrypted with IPSec encryption mechanisms by using encryption keys generated from the IPSec authentication process.

Note   It is possible to have a non-IPSec-based (nonencrypted) L2TP connection where the PPP payload is sent in plaintext. However, a nonencrypted L2TP connection is not recommended for virtual private network connections over the Internet because communications of this type are not secure. 

An on-demand router-to-router VPN

A router-to-router VPN connection is typically used to connect remote offices together when both routers are connected to the Internet through permanent WAN links, such as T1 or Frame Relay. In this configuration, the VPN connection is persistent (available 24 hours a day). However, when a permanent WAN link is not possible or practical, you can configure an on-demand router-to-router VPN connection.

The following illustration shows an on-demand router-to-router VPN connection.

An on-demand router-to-router VPN connection consists of two demand-dial interfaces and two static routes that are configured on the VPN client (the calling router):

 1.
A demand-dial interface to dial in to a local Internet service provider (ISP). 

 2.
A demand-dial interface for the router-to-router VPN connection. 

 3.
A static host route to dynamically connect to the Internet. 

 4.
A static route to reach the locations of the corporate office. 

An on-demand router-to-router VPN connection is automatically established when you route traffic to a specific location. For example, in a branch office configuration, when a packet is received to be routed to the corporate office, the branch office router uses a dial-up link to connect to a local Internet service provider (ISP) and then creates a router-to-router VPN connection with the corporate office router located on the Internet.

Note   This discussion assumes that the corporate office router (the answering router) is connected to the Internet by using a permanent WAN link. It is possible to have both routers connected to the Internet by using a dial-up WAN link. However, this is only feasible if the ISP supports demand-dialing routing to customers; the ISP calls the customer router when an IP datagram is to be delivered to the customer. Demand-dial routing to customers is not widely supported by ISPs.

To configure an on-demand router-to-router VPN connection at the branch office router, do the following:

 1.
Create a demand-dial interface for the Internet connection that is configured for the appropriate equipment (a modem or ISDN device), the phone number of the local ISP, and the user name and password to gain Internet access. 

 2.
Create a demand-dial interface for the VPN connection with the corporate office router that is configured for a VPN port (a PPTP or L2TP port), the IP address of the interface on the Internet for the corporate office router, and a user name and password that can be verified by the VPN server. The user name must match the name of a demand-dial interface on the corporate office router. 

 3.
Create a static host route to the corporate office router that uses the ISP demand-dial interface. 

 4.
Create a static route (or routes) for the IP network IDs of the corporate intranet that uses the VPN demand-dial interface. 

To configure the corporate office router, do the following:

 1.
Create a demand-dial interface for the VPN connection with the branch office that is configured for a VPN device (a PPTP or L2TP port). The demand-dial interface must have the same name as the user name in the authentication credential that is used by the branch office router to create the VPN connection. 

 2.
Create a static route (or routes) for the IP network IDs of the branch office that uses the VPN demand-dial interface. 

The router-to-router VPN connection is automatically initiated by the branch office router through the following process:

 1.
Packets sent to a corporate hub network location from a computer in the branch office are forwarded to the branch office router. 

 2.
The branch office router checks its routing table and finds a route to the corporate intranet network ID, which uses the VPN demand-dial interface. 

 3.
The branch office router checks the state of the VPN demand-dial interface and finds it is in a disconnected state. 

 4.
The branch office router retrieves the configuration of the VPN demand-dial interface. 

 5.
Based on the VPN demand-dial interface configuration, the branch office router attempts to initialize a router-to-router VPN connection at the IP address of the corporate office router on the Internet. 

 6.
To establish a VPN, either a TCP (by using PPTP) or UDP (by using L2TP over IPSec) packet must be sent to corporate office router that acts as the VPN server. The VPN establishment packet is created. 

 7.
To forward the VPN establishment packet to the corporate office router, the branch office router checks its routing table and finds the host route is using the ISP demand-dial interface. 

 8.
The branch office router checks the state of the ISP demand-dial interface and finds it is in a disconnected state. 

 9.
The branch office router retrieves the configuration of the ISP demand-dial interface. 

10.
Based on the ISP demand-dial interface configuration, the branch office router uses its modem to dial and establish a connection with its local ISP. 

11.
Once the ISP connection is made, the VPN establishment packet is sent to the corporate office router. 

12.
A router-to-router VPN connection is negotiated between the branch office router and the corporate office router. As part of the negotiation, the branch office router sends authentication credentials that are verified by the corporate office router. 

13.
The corporate office router checks its demand-dial interfaces and finds one that matches the user name sent during authentication and changes the interface to a connected state. 

14.
The branch office router forwards the routed packet across the VPN and the corporate office router forwards the packet to the appropriate intranet location. 

15.
When the intranet location responds to the packet sent to it by the user in the branch office, the packet is forwarded to the corporate office router. 

16.
The corporate office router checks its routing table and finds a route to the branch office network that uses the VPN demand-dial interface. 

17.
The corporate office router checks the state of the VPN demand-dial interface and finds it is in a connected state. 

18.
The response packet is forwarded across the Internet by using the VPN connection. 

19.
The response packet is received by the branch office router and is forwarded to the original user. 

Using routing

This section covers:

·
Installing the Windows 2000 router 

·
Deploying routing 

·
Routing scenarios 

Installing the Windows 2000 router

To install and configure the Windows 2000 router, you must be logged on as a member of the Administrators group.

Hardware requirements

Before you install the Windows 2000 router, all hardware needs to be installed and working. Depending on your network and requirements, you might need the following hardware:

·
A LAN or WAN adapter with a certified Network Driver Interface Specification (NDIS) driver. 

·
One or more compatible modems and an available COM port. 

·
A multiport adapter for acceptable performance with multiple remote connections. 

·
An X.25 smart card (if you are using an X.25 network). 

·
An ISDN adapter (if you are using an ISDN line). 

To verify the compatibility of all hardware in a computer running Windows 2000 Server, see the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

Installation

When you install Windows 2000 Server, the routing component is automatically installed. However, the Routing and Remote Access service is installed in a disabled state. For more information, see To enable the Routing and Remote Access service.

Deploying routing

This section covers:

·
Setting up a static routed IP internetwork 

·
Setting up a RIP-for-IP routed internetwork 

·
Setting up an OSPF routed internetwork 

·
Setting up network address translation 

·
Setting up an IPX internetwork 

·
Setting up demand-dial routing 

·
Setting up router-to-router VPNs 

Setting up a static routed IP internetwork

A static routed IP internetwork does not use routing protocols such as RIP for IP or OSPF to communicate routing information between routers. All of the routing information is stored in a static routing table on each router. You need to ensure that each router has the appropriate routes in its routing table so that traffic can be exchanged between any two endpoints on the IP internetwork. 

This section covers:

·
The static routed environment 

·
Static routing design considerations 

·
Static routing security 

·
Deploying static routing 

The static routed environment

A static routed IP environment is best suited to a small, single-path, static IP internetwork:

·
A small internetwork is defined as 2 to 10 networks. 

·
Single-path means that there is only a single path for packets to travel between any two endpoints on the internetwork. 

·
Static means that the topology of the internetwork does not change over time. 

Candidates for a static routed environment include:

·
A small business. 

·
A home office IP internetwork. 

·
A branch office with a single network. 


Rather than running a routing protocol across a typically low-bandwidth WAN link, a single default route at the branch office router ensures that all traffic not destined for a computer on the branch office network is routed to the main office. 

The disadvantages of static routing are:

·
No fault tolerance 


If a router or link goes down, static routers do not sense the fault and inform other routers of the fault. While this is a concern on large, corporate internetworks, a small office (with two routers and three networks based on LAN links) does not go down often enough to justify deploying a multipath topology and a routing protocol.

·
Administrative overhead 


If a new network is added or removed from the internetwork, routes to the new network must be manually added or removed. If a new router is added, it must be properly configured for the routes of the internetwork.

Static routing design considerations

To prevent problems, you should consider the following design issues before you implement static routing.

Peripheral router configuration

To simplify configuration, you can configure peripheral routers with a default route that points to the neighboring router. A peripheral router is a router attached to multiple networks, only one of which has a neighboring router.

Default routes and routing loops

It is recommended that you do not configure two neighboring routers with default routes that are pointing to each other. A default route passes all traffic that is not on a directly connected network to the configured router. Two routers that have default routes pointing to each other may produce routing loops for traffic with an unreachable destination.

Demand-dial environments

You can implement static routing across demand-dial links in one of two ways:

·
Default route 


You can configure a default route on the branch office router that uses the demand-dial interface. The advantage of a default route is that a single route only needs to be added once. The disadvantage of a default route is that any traffic, including traffic for unreachable destinations, that is not on the branch office network causes the branch office router to call the main office.

·
Auto-static routes 


Auto-static routes are static routes that are automatically added to the routing table for a router after routes are requested across a demand-dial connection by using the RIP-for-IP routing protocol. The advantage of auto-static routes is that unreachable destinations do not cause the router to call the main office. The disadvantage of auto-static routes is that they must be periodically updated to reflect the networks that are reachable at the main office. If a new network is added to the main office and the branch office has not performed an auto-static update, all destinations on the new main office network are unreachable from the branch office.

Static routing security

To prevent the intentional or unintentional modification of static routes on the routers, you should:

·
Employ physical security so that the routers cannot be accessed by users. 

·
Assign administrator rights only to those users who will be running Routing and Remote Access. 

Deploying static routing

If static routing is appropriate for your IP internetwork, you can perform the following steps to deploy static routing:

 1.
Draw a map of the topology of your IP internetwork that shows the separate networks and the placement of routers and hosts (nonrouter computers that run TCP/IP). 

 2.
For each IP network (a cabling system bounded by one or more routers), assign a unique IP network ID (also known as an IP network address). 

 3.
Assign IP addresses to each router interface. It is a common industry practice to assign the first IP addresses of a given IP network to router interfaces. For example, for an IP network ID of 192.168.100.0 with a subnet mask of 255.255.255.0, the router interface is assigned the IP address of 192.168.100.1. 

 4.
For peripheral routers, configure a default route on the interface that has a neighboring router. The use of default routes on peripheral routers is optional. 

 5.
For each nonperipheral router, compile a list of routes that need to be added as static routes to the routing table for that router. Each route consists of a destination network ID, a subnet mask, a gateway (or forwarding) IP address, a metric (number of router hops to reach the network), and the interface to be used to reach the network. 

 6.
For nonperipheral routers, add the static routes compiled in step 5 to each router. You can add static routes by using Routing and Remote Access or the route command. If you use the route command, use the -p option to make the static routes persistent. 

 7.
When your configuration is complete, use the ping and tracert commands to test connectivity between host computers so that all routing paths are checked. For more information about the ping and tracert commands, see Using the ping command and Using the tracert command. 

For information about troubleshooting static routing, see Common routing problems and Understanding the IP routing table.

Setting up a RIP-for-IP routed internetwork

A RIP-for-IP routed internetwork uses the RIP-for-IP routing protocol to dynamically communicate routing information between routers. Deployed properly, a RIP-for-IP environment automatically adds and removes routes as networks are added and removed from the internetwork. You need to ensure that each router is properly configured so that the RIP-based route announcements are sent and received by all RIP routers on the internetwork. 

This section covers:

·
The RIP-for-IP environment 

·
RIP-for-IP design considerations 

·
RIP-for-IP security 

·
Deploying RIP for IP 

The RIP-for-IP environment

A RIP-for-IP routed environment is best suited to a small-to-medium-sized, multipath, dynamic IP internetwork:

·
A small-to-medium-sized internetwork is defined as 10 to 50 networks. 

·
Multipath means that there are multiple paths for packets to travel between any two endpoints on the internetwork. 

·
Dynamic means that the topology of the internetwork changes over time because networks are added and removed and links occasionally go down and come back up. 

Candidates for a RIP-for-IP routed environment include:

·
A medium-sized business. 

·
A large branch office or satellite office with multiple networks. 

RIP-for-IP design considerations

To prevent problems, you should consider the following design issues before you implement RIP for IP.

Decreased diameter of 14 routers

The maximum diameter of RIP internetworks is 15 routers. The diameter is a measure of the size of an internetwork in terms of hops or other metrics. However, the Windows 2000 router considers all non-RIP learned routes to be at a fixed hop count of 2. Static routes, even static routes for directly connected networks, are considered non-RIP learned routes. When a Windows 2000 RIP router advertises its directly connected networks, it advertises them at a hop count of 2 even though there is only one physical router to cross. Therefore, a RIP-based internetwork that uses Windows 2000 RIP routers has a maximum physical diameter of 14 routers.

RIP costs

RIP uses the hop count as a metric to determine the best route. Using the number of routers to cross as the basis for selecting the best route may lead to undesired routing behavior. For example, if two sites were connected together by using a T1 link and a lower-speed satellite link as a backup, both links are considered the same metric. When the router is given a choice between two routes of the same lowest metric (hop count), the router is free to choose between them.

If the router chooses the satellite link, then the slower backup link is used rather than the higher bandwidth link. To prevent the satellite link from being chosen, you can assign a custom cost to the satellite interface. For example, if you assign a cost of 2 to the satellite interface (rather than the default of 1), then the best route is always the T1 link. If the T1 link goes down, the satellite link is chosen as the next best route.

If you are using custom costs to indicate link speed, delay, or reliability factors, ensure that the accumulated costs (hop counts) between any two endpoints on the internetwork do not exceed 15.

Mixed RIP version 1 and RIP version 2 environments

For maximum flexibility, you should use RIP version 2 in your RIP-for-IP internetwork. If there are routers in your internetwork that do not support RIP version 2, you can use a mixed environment of RIP v1 and RIP v2. However, RIP v1 does not support classless interdomain routing (CIDR) or variable-length subnet masks (VLSM) implementations. If you have support for CIDR and VLSM in one part of your internetwork but not another, you may experience routing problems.

If a network is using a mixture of RIP v1 and RIP v2 routers, then you must configure the Windows 2000 router interfaces to advertise by using either RIP v1 broadcasts or RIP v2 broadcasts and accept either RIP v1 or RIP v2 announcements. 

RIP version 2 authentication

If you use RIP version 2 simple password authentication, then you must configure all of the RIP v2 interfaces on the same network with the same case-sensitive password. You can use the same password for all the networks of your internetwork or you can vary the password for each network.

RIP version 2 across demand-dial links

If you use RIP to perform auto-static updates across demand-dial links, then you must configure each demand-dial interface to use RIP v2 multicast announcements and to accept RIP v2 announcements. Otherwise, the RIP request for routes sent by the requesting router is not responded to by the router on the other side of the demand-dial link.

RIP over Frame Relay

Since RIP is primarily a broadcast and multicast-based protocol, you need a special configuration for proper RIP operation over a nonbroadcast technology such as Frame Relay. How RIP is configured for Frame Relay depends on how the Frame Relay virtual circuits appear as network interfaces on computers running Windows 2000. Either the Frame Relay adapter appears as a single adapter for all the virtual circuits (single adapter model), or each virtual circuit appears as a separate adapter (multiple adapter model).

Single-adapter model

With the single adapter model, also known as the nonbroadcast multiple access (NBMA) model, the network of the Frame Relay service provider (also known as the Frame Relay cloud) is treated as an IP network and the endpoints are assigned IP addresses from a designated IP network ID. To ensure that RIP traffic is received by all of the appropriate endpoints on the cloud, you must configure the Frame Relay interface to unicast its RIP announcements to all of the appropriate endpoints. You do this by configuring RIP neighbors. For more information about configuring RIP neighbors, see To add a unicast neighbor.

Also, in a spoke and hub Frame Relay topology, the Frame Relay interface for the hub router must have split-horizon processing disabled. Otherwise, the spoke routers never receive each other's routes. For more information, see To set split-horizon processing.

Multiple-adapter model

With the multiple adapter model, each Frame Relay virtual circuit appears as a point-to-point link with its own network ID, and the endpoints are assigned IP addresses from a designated IP network ID. Because each virtual circuit is its own point-to-point connection, you can either broadcast (assuming both endpoints are on the same IP network ID) or multicast RIP announcements.

Note   The preceding discussion also applies to other nonbroadcast technologies such as X.25 and ATM. 

Silent RIP hosts

A silent RIP host (a nonrouter) processes received RIP announcements but does not make RIP announcements. The processed RIP announcements are used to build the routing table for the host. You do not need to configure silent RIP hosts with a default gateway. Silent RIP is commonly used in UNIX environments. If there are silent RIP hosts on a network, you must determine which version of RIP they support. If the silent RIP hosts only support RIP v1, then you must use RIP v1 on the network for that host.

Windows 2000 Professional provides a RIP version 1 silent RIP component called the RIP Listener, which you can install as an optional networking component.

RIP-for-IP security

In addition to the security steps listed in Static routing security, you can enhance RIP-for-IP security through:

·
RIP version 2 authentication 

·
Peer security 

·
Route filters 

·
Neighbors 

RIP version 2 authentication

To prevent the corruption of RIP routes by an unauthorized RIP router in a RIP version 2 environment, you can configure RIP v2 router interfaces to use simple password authentication. Received RIP announcements that do not match the configured password are discarded. Note that the password is sent in plaintext. Any user with a network sniffer, such as Microsoft Network Monitor, can capture the RIP v2 announcements and view the password. For more information, see To enable authentication.

Peer security

You can configure each RIP router with a list of routers (by IP address) from which RIP announcements are accepted. By default, RIP announcements from all sources are accepted. By configuring a list of RIP peers, RIP announcements from unauthorized RIP routers are discarded. For more information about configuring peer security, see To add peer filters.

Route filters

You can configure route filters on each RIP interface so that the only routes considered for addition to the routing table are those that reflect reachable network IDs within the internetwork. For example, if an organization is using subnets of the private network ID 10.0.0.0, route filtering can be used so that the RIP routers discard all routes except those within the 10.0.0.0 network ID. For more information about configuring RIP route filters, see To add route filters.

Neighbors

By default, RIP either broadcasts (RIP version 1 or RIP version 2) or multicasts (RIP v2 only) announcements. To prevent RIP traffic from being received by any node except neighboring RIP routers, the Windows 2000 router can unicast RIP announcements. While originally intended for use by nonbroadcast multiaccess (NBMA) network technologies such as Frame Relay, the configuration of RIP neighbors ensures that RIP announcements are directed to neighboring RIP routers. For more information about configuring RIP neighbors, see To add a unicast neighbor.

Note   When you configure RIP routers to unicast to neighboring RIP routers, the ability of silent RIP hosts to receive RIP traffic is impaired. Therefore, you need to either add the silent RIP hosts as neighbors or configure the Windows 2000 router to broadcast or multicast (in addition to unicasting to RIP neighbors). 

Deploying RIP for IP

While basic RIP version 1 functionality is easy to configure and deploy, RIP version 2 and advanced RIP capabilities, such as peer security and route filtering, require additional configuration and testing. To make troubleshooting and problem isolation easier, it is recommended that you deploy your RIP-based internetwork in the following stages:

 1.
Set up basic RIP and make sure it is working. 

 2.
Add advanced capabilities one at a time, testing after each feature is added. 

Deploying RIP

To deploy RIP, you can perform the following steps:

 1.
Draw a map of the topology of your IP internetwork that shows the separate networks and the placement of routers and hosts (nonrouter computers running TCP/IP). 

 2.
For each IP network (a cabling system bounded by one or more routers), assign a unique IP network ID (also known as an IP network address). 

 3.
Assign IP addresses to each router interface. It is a common industry practice to assign the first IP addresses of an IP network to router interfaces. For example, for an IP network ID of 192.168.100.0 with a subnet mask of 255.255.255.0, the router interface is assigned an IP address of 192.168.100.1. 

 4.
For each Windows 2000 router interface, designate whether that interface will be configured for RIP v1 or RIP v2. If an interface is configured for RIP v2, designate whether the RIP v2 announcements will be broadcast or multicast. 

 5.
By using Routing and Remote Access, add the RIP routing protocol and configure the appropriate interfaces for RIP v1 or RIP v2 for each Windows 2000 router. 

 6.
When your configuration is complete, allow a few minutes for the routers to update each other's routing tables and then test the internetwork. 

For more information, see Configure RIP for IP.

Testing a RIP internetwork

To test your RIP internetwork, you can perform the following steps:

 1.
To verify that a Windows 2000 RIP router is receiving RIP announcements from all of its neighboring RIP routers, view the RIP neighbors for the router. For more information about viewing RIP neighbors, see To view RIP neighbors. 

 2.
For each RIP router, view the IP routing table and verify that all of the routes that should be learned from RIP are present. For more information about viewing the IP routing table, see To view routing tables. 

 3.
Use the ping and tracert commands to test connectivity between host computers so that all routing paths are checked. For more information about the ping and tracert commands, see Using the ping command and Using the tracert command. 

For information about troubleshooting RIP for IP, see Troubleshooting RIP for IP.

Setting up an OSPF routed internetwork

An Open Shortest Path First (OSPF) routed internetwork uses the OSPF routing protocol to dynamically communicate routing information between routers. Deployed properly, an OSPF environment automatically adds and removes routes as networks are added and removed from the internetwork. You need to ensure that each router is properly configured so that the OSPF-based route advertisements are propagated to OSPF routers on the internetwork.

This section covers:

·
The OSPF environment 

·
OSPF design considerations 

·
OSPF security 

·
Deploying OSPF 

·
Deploying a single-area OSPF internetwork 

The OSPF environment

An Open Shortest Path First (OSPF) routed environment is best suited to a large-to-very-large, multipath, dynamic IP internetwork.

·
A large-to-very-large internetwork contains more than 50 networks. 

·
Multipath means that there are multiple paths for packets to travel between any two endpoints on the internetwork. 

·
Dynamic means that the topology of the internetwork changes over time because networks are added and removed and links occasionally go down and come back up. 

Candidates for an OSPF routed environment include:

·
A corporate or institutional campus. 

·
A worldwide corporate or institutional internetwork. 

OSPF design considerations

To prevent problems, you should consider the following design issues before you implement Open Shortest Path First (OSPF).

OSPF design

There are three levels of OSPF design:

·
Autonomous system design 

·
Area design 

·
Network design 

To aid in configuration and to prevent problems, you should consider the following elements for each level of OSPF design.

Autonomous system design

The following guidelines are recommended when designing an OSPF autonomous system:

·
Subdivide the OSPF autonomous system into areas that can be summarized. 

·
If possible, subdivide your IP address space into a network/area/subnet/host hierarchy. 

·
Make the backbone area a single high-bandwidth network. 

·
Create stub areas whenever possible. 

·
Avoid virtual links whenever possible. 

Area design

The following guidelines are recommended when designing each OSPF area:

·
Ensure that all areas are assigned network IDs that can be expressed as a small number of summary routes. 

·
If an area can be summarized with a single route, make the area ID the single route being advertised. 

·
Ensure that multiple area border routers (ABRs) for the same area are summarizing the same routes. 

·
Ensure that there are no back doors between areas and that all inter-area traffic crosses the backbone area. 

·
Keep areas under 100 networks. 

Network design

The following guidelines are recommended when designing each network:

·
Assign router priorities so that the least busy routers are the designated router and backup designated router. 

·
Designate link costs to reflect bit rate, delay, or reliability characteristics. 

·
Assign a password. 

OSPF over Frame Relay

Although OSPF packets are typically multicast, OSPF was designed to operate over a nonbroadcast technology such as Frame Relay. How OSPF is configured for Frame Relay depends on how the Frame Relay virtual circuits appear as network interfaces on computers running Windows 2000. Either the Frame Relay adapter appears as a single adapter for all the virtual circuits (single adapter model) or each virtual circuit appears as a separate adapter (multiple adapter model).

Single-adapter model

With the single adapter model, also known as the nonbroadcast multiple access (NBMA) model, the network for the Frame Relay service provider (also known as the Frame Relay cloud) is treated as an IP network and the endpoints on the cloud are assigned IP addresses from a designated IP network ID. To ensure that OSPF traffic is received by all of the appropriate endpoints on the cloud, you must configure the Frame Relay interface to unicast its OSPF announcements to all of the appropriate endpoints. For the Windows 2000 router, this is done by designating the interface as a nonbroadcast multiple access (NBMA) network and adding OSPF neighbors. To add OSPF neighbors, see To add an OSPF neighbor.

Also, in a spoke and hub Frame Relay topology, the Frame Relay interface for the hub router must have a router priority set to 1 or greater and the Frame Relay interfaces for the spoke routers must have a router priority set to 0. Otherwise, the hub router, which is the only router that can communicate with all of the spoke routers, cannot become the designated router and adjacencies cannot form across the Frame Relay network.

Multiple-adapter model

With the multiple adapter model, each Frame Relay virtual circuit appears as a point-to-point link with its own network ID, and the endpoints are assigned IP addresses from a designated IP network ID. Since each virtual circuit is its own point-to-point connection, you can configure the interface for the point-to-point network type.

Note   The preceding discussion also applies to other NBMA technologies such as X.25 and ATM. 

Using virtual links

An OSPF routed internetwork can be subdivided into areas, which are collections of contiguous networks. All areas are connected together through a common area called the backbone area. A router that connects an area to the backbone area is called an area border router (ABR). Normally, ABRs have a physical connection to the backbone area. When it is not possible or practical to have an ABR of an area physically connected to the backbone area, you can use a virtual link to connect the ABR to the backbone.

A virtual link is a logical point-to-point connection between an ABR of an area and an ABR that is physically connected to the backbone area. For example, a virtual link is configured between the ABR of Area 2 and the ABR of Area 1. The ABR of Area 1 is physically connected to the backbone area. Area 1 is known as the transit area, the area across which the virtual link is created in order to logically connect Area 2 to the backbone.

To create a virtual link, both routers, called virtual link neighbors, are configured with the transit area, the router ID of the virtual link neighbor, matching hello and dead intervals, and a matching password.

For more information, see To add a virtual interface.

To troubleshoot a virtual link, see Troubleshooting OSPF.

External routes and ASBRs

The set of OSPF routers in an organization defines an OSPF autonomous system (AS). By default, only OSPF routes corresponding to directly connected network segments are propagated within the AS. An external route is any route that is not within the OSPF AS. External routes can come from many sources:

·
Other routing protocols such as RIP for IP (v1 and v2). 

·
Static routes. 

·
Routes set on the router through SNMP. 

External routes are propagated throughout the OSPF AS through one or more autonomous system boundary routers (ASBRs). An ASBR advertises external routes within the OSPF AS. For example, if you need to advertise the static routes of a Windows 2000 router, you need to enable that router as an ASBR.

For more information, see To configure an ASBR.

External route filters

By default, OSPF routers acting as ASBRs import and advertise all external routes. You may want to filter out external routes to keep the ASBR from advertising improper routes. External routes can be filtered on the ASBR by:

·
External route source 


You can configure the ASBR to accept or ignore the routes of certain external sources such as routing protocols (RIP v2) or other sources (static routes or SNMP). 

·
Individual route 


You can configure the ASBR to accept or discard specific routes by configuring one or multiple {Destination, Network mask} pairs. 

OSPF on a remote access server

If you configure a Windows 2000 router using OSPF to also act as a remote access server and the static IP address pool address ranges are for a separate subnet, in order to properly advertise the route that represents all remote access clients:

 1.
Enable the Windows 2000 router as an autonomous system boundary router (ASBR). 

 2.
Configure OSPF route filters to Accept listed routes and then add the routes that correspond to the address ranges of your static IP address pool. 

For more information, see To configure an ASBR.

For more information on the TCP/IP configuration of a remote access server, see TCP/IP and remote access.

OSPF on an answering demand-dial router

If you configure a Windows 2000 router by using OSPF to act as the answering router in a one-way initiated connection, in order to properly advertise the routes that represent the network segments of your calling routers:

 1.
Enable the Windows 2000 router as an autonomous system boundary router (ASBR). 

 2.
If the Windows 2000 router is also configured with static IP address pool address ranges that are for a separate subnet, add the routes that correspond to the static routes on the user accounts being used by the calling routers. 

For more information, see To configure an ASBR.

For more information about using static routes for one-way initiated demand-dial connections, see One-way initiated demand-dial connections.

OSPF security

In addition to the security steps listed in Static routing security, you can enhance Open Shortest Path First (OSPF) security through:

·
Authentication 

·
External route filters on ASBRs 

Authentication

By default, OSPF interfaces on the Windows 2000 router are configured to send the simple password of "12345678" in their OSPF Hello messages. The simple password helps prevent the corruption of OSPF data from an unauthorized OSPF router on a network. The password is sent in plaintext. Any user with a network sniffer, such as Microsoft Network Monitor, can capture the OSPF Hello messages and view the password.

External route filters on ASBRs

To prevent the propagation of invalid routes into the OSPF autonomous system (AS) from external sources such as RIP or static routes, you can configure autonomous system boundary routers (ASBRs) with route filters. You can configure ASBR route filters so that any route that matches a configured list is discarded, or any route that does not match a configured list is discarded.

For more information, see To configure an ASBR.

Note   You can only use external route filters to filter routes from non-OSPF sources. There is no capability to filter OSPF routes within the OSPF autonomous system. 

Deploying OSPF

Deploying Open Shortest Path First (OSPF) requires careful planning and configuration at three levels:

·
The autonomous system 

·
The area 

·
The network 

Planning the autonomous system

For the OSPF autonomous system (AS), you need to:

 1.
Subdivide the OSPF AS into areas that can be easily summarized by using summary routes. 

 2.
Designate the backbone area. 

 3.
Assign area IDs. 

 4.
Identify virtual links. 

 5.
Identify area border routers (ABRs). 

 6.
Identify stub areas. 

 7.
Identify autonomous system boundary routers (ASBRs). 

Planning each area

For each router, you need to:

 1.
Add the areas to which the router is connected. 

 2.
If the area is a stub area, enable the area as a stub area. 

 3.
If the router is an ABR, optionally configure the ranges that summarize the IP networks within the area. 

 4.
If the router is an ABR that uses a virtual link, add the virtual interface. 

 5.
If the router is an ASBR, enable ASBR and configure optional external route filters. 

Planning each network

For each IP address for each router interface that uses OSPF, you need to:

 1.
Add the interface to the OSPF routing protocol. 

 2.
Enable OSPF on the interface. 

 3.
Configure the interface for the appropriate area ID. 

 4.
Configure the interface for the appropriate router priority. 

 5.
Configure the interface for the appropriate link cost. 

 6.
Configure the interface for the appropriate password. 

 7.
Configure the interface for the appropriate network type. 

 8.
If the interface is a single-adapter Frame Relay (or X.25 or ATM) interface, configure the nonbroadcast multiple access (NBMA) neighbors. 

For more information, see Configure OSPF.

Testing OSPF

To test your OSPF internetwork, you can perform the following steps:

 1.
To verify that a Windows 2000 router is receiving OSPF announcements from all of its adjacent OSPF routers, view the OSPF neighbors for the router. For more information, see To view OSPF neighbors. 

 2.
For each router, view the IP routing table and verify that all of the routes that should be learned from OSPF are present. For more information, see To view routing tables. 

 3.
Use the ping and tracert commands to test connectivity between host computers so that all routing paths are checked. For more information about the ping and tracert commands, see Using the ping command and Using the tracert command. 

For information about troubleshooting OSPF, see Troubleshooting OSPF.

Deploying a single-area OSPF internetwork

While Open Shortest Path First (OSPF) is a routing protocol designed to scale to very large internetworks, the planning and implementation of a large scale OSPF internetwork is complex and time-consuming. However, you do not need a large or very large internetwork to take advantage of the advanced features of OSPF.

In the Windows 2000 implementation of OSPF, the default values of global and interface settings make it very easy to create a single-area OSPF internetwork with minimal configuration. The single area is the backbone area (0.0.0.0).

OSPF default global settings

The OSPF default global settings are as follows:

·
The router identification is set to the IP address of the first IP binding at the time of the installation of the OSPF routing protocol. 

·
The router is not configured as an OSPF autonomous system boundary router. 

·
A single area, the backbone area, is configured and enabled for a plaintext password. It is not configured as a stub area and there are no address ranges. 

·
There are no configured virtual interfaces, and external routes are not filtered. 

For a single-area OSPF internetwork, no changes to the OSPF default global settings are required.

OSPF default interface settings

The OSPF default interface settings for LAN interfaces are as follows:

·
By default, OSPF is not enabled to run over the interface. 

·
The area ID is set to the backbone area (0.0.0.0). 

·
The router priority is set to 1. With multiple OSPF routers on the same network with the same router priority, the OSPF designated router and backup designated router are elected based on the router with the highest router ID. 

·
The cost is set to 2. 

·
The password is set to 12345678. 

·
The network type is set to broadcast for LAN interfaces. 

·
There are no configured neighbors. 

·
The hello interval is set to 10 seconds. 

·
The dead interval is set to 40 seconds. 

For a single-area OSPF internetwork, the only required change to the OSPF default interface settings is to enable OSPF to run over the interface.

Deploying OSPF

To deploy an OSPF single-area internetwork that consists of LAN interfaces, perform the following steps on each Windows 2000 router:

 1.
Enable the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service. 

 2.
Add the OSPF routing protocol. For more information, see To add the OSPF routing protocol. 

 3.
Add the routing interfaces of the router to the OSPF routing protocol, enabling OSPF for each interface. For more information, see To add an interface to OSPF. 

Testing OSPF

To test your single-area OSPF internetwork, you can perform the following steps:

 1.
To verify that a Windows 2000 router is receiving OSPF announcements from all of its adjacent OSPF routers, view the OSPF neighbors for the router. For more information, see To view OSPF neighbors. 

 2.
For each router, view the IP routing table and verify that all of the routes that should be learned from OSPF are present. For more information, see To view routing tables. 

 3.
Use the ping and tracert commands to test connectivity between host computers so that all routing paths are checked. For more information about the ping and tracert commands, see Using the ping command and Using the tracert command. 

For information about troubleshooting OSPF, see Troubleshooting OSPF.

Setting up network address translation

This section covers:

·
Network address translation design considerations 

·
Deploying network address translation 

Network address translation design considerations

To prevent problems, you should consider the following design issues before you implement network address translation.

Private network addressing

You should use the following IP addresses from the InterNIC private IP network IDs: 10.0.0.0 with a subnet mask of 255.0.0.0, 172.16.0.0 with a subnet mask of 255.240.0.0, and 192.168.0.0 with a subnet mask of 255.255.0.0. By default, network address translation uses the private network ID 192.168.0.0 with the subnet mask of 255.255.255.0 for the private network.

For more information, see To enable network address translation addressing.

If you are using public IP networks that have not been allocated by the InterNIC or your ISP, then you may be using the IP network ID of another organization on the Internet. This is known as illegal or overlapping IP addressing. If you are using overlapping public addresses, then you cannot reach the Internet resources of the overlapping addresses. For example, if you use 1.0.0.0 with the subnet mask of 255.0.0.0, then you cannot reach any Internet resources of the organization that is using the 1.0.0.0 network.

You can also exclude specific IP addresses from the configured range. Excluded addresses are not allocated to private network hosts.

Single or multiple public addresses

If you are using a single public IP address allocated by your ISP, no other IP address configuration is necessary. If you are using multiple IP addresses allocated by your ISP, then you must configure the network address translation (NAT) interface with your range of public IP addresses. For the range of IP addresses given to you by your ISP, you must determine whether the range of public IP addresses can be expressed by using an IP address and a mask.

If you are allocated a number of addresses that is a power of 2 (2, 4, 8, 16, and so on), you can express the range by using a single IP address and mask. For example, if you are given the four public IP addresses 200.100.100.212, 200.100.100.213, 200.100.100.214, and 200.100.100.215 by your ISP, then you can express these four addresses as 200.100.100.212 with a mask of 255.255.255.252.

If your IP addresses are not expressible as an IP address and a subnet mask, you can enter them as a range or series of ranges by indicating the starting and ending IP addresses.

For more information, see To configure interface IP address ranges.

Allowing inbound connections

Normal network address translation (NAT) usage from a home or small business allows outbound connections from the private network to the public network. Programs such as Web browsers that run from the private network create connections to Internet resources. The return traffic from the Internet can cross the NAT because the connection was initiated from the private network.

To allow Internet users to access resources on your private network, you must do the following:

·
Configure a static IP address configuration on the resource server including IP address (from the range of IP addresses allocated by the NAT computer), subnet mask (from the range of IP addresses allocated by the NAT computer), default gateway (the private IP address of the NAT computer), and DNS server (the private IP address of the NAT computer). 

·
Exclude the IP address being used by the resource computer from the range of IP addresses being allocated by the NAT computer. 

·
Configure a special port. A special port is a static mapping of a public address and port number to a private address and port number. A special port maps an inbound connection from an Internet user to a specific address on your private network. By using a special port, you can create a Web server on your private network that is accessible from the Internet. 

For more information, see To configure interface special ports.

Configuring applications and services

You may need to configure applications and services to work properly across the Internet. For example, if users on your small office or home office (SOHO) network want to play the Diablo game with other users on the Internet, network address translation must be configured for the Diablo application.

For more information, see To configure network address translation network applications.

VPN connections from a translated SOHO network

To access a private intranet using a virtual private network (VPN) connection from a translated SOHO network, you can use the Point-to-Point Tunneling Protocol (PPTP) and create a VPN connection from a host on the SOHO network to the VPN server of the private intranet on the Internet. The NAT routing protocol has a NAT editor for PPTP traffic. Layer Two Tunneling Protocol (L2TP) over Internet Protocol security (IPSec) connections do not work across the NAT computer. For more information, see NAT editors.

Deploying network address translation

To deploy network address translation for a small office or home office network, you need to configure:

·
The network address translation computer. 

·
Other computers on the small office or home network. 

Configuring the network address translation computer

To configure the network address translation (NAT) computer, you can complete the following steps:

 1.
Install and enable the Routing and Remote Access service. 


In the Routing and Remote Access Server Setup wizard, choose the options for Internet connection server and to set up a router with the Network Address Translation (NAT) routing protocol. After the wizard is finished, all of the configuration for Network Address Translation (NAT) is complete. You do not need to complete steps 2 through 8.


If you have already enabled the Routing and Remote Access service, then complete steps 2 through 8 as needed.


For information about installing and enabling the Routing and Remote Access service, see To enable the Routing and Remote Access service. 

 2.
Configure the IP address of the home network interface. 


For the IP address of the LAN adapter that connects to the home network, you need to configure the following:

·
IP address: 192.168.0.1 

·
Subnet mask: 255.255.255.0 

·
No default gateway 


Note   The IP address in the preceding configuration for the home network interface is based on the default address range of 192.168.0.0 with a subnet mask of 255.255.255.0, which is configured for the addressing component of network address translation. If you change this default address range, you should change the IP address of the private interface for the network address translation computer to be the first IP address in the configured range. Using the first IP address in the range is a recommended practice, not a requirement of the network address translation components. 

 3.
Enable routing on your dial-up port. 


If your connection to the Internet is a permanent connection that appears in Windows 2000 as a LAN interface (such as DDS, T-Carrier, Frame Relay, permanent ISDN, xDSL, or cable modem) or if you are connecting your computer running Windows 2000 to another router before the connection to the Internet, and the LAN interface is configured with an IP address, subnet mask, and default gateway either statically or through DHCP, skip to step 6.


For information about enabling routing on your dial-up port, see To enable routing on ports.

 4.
Create a demand-dial interface to connect to your Internet service provider. 


You need to create a demand-dial interface that is enabled for IP routing and uses your dial-up equipment and the credentials that you use to dial your Internet service provider (ISP). For more information about creating demand-dial interfaces, see To add a demand-dial interface.

 5.
Create a default static route that uses the Internet interface. 


For a default static route, you need to select the demand-dial interface (for dial-up connections) or LAN interface (for permanent or intermediate router connections) that is used to connect to the Internet. The destination is 0.0.0.0 and the network mask is 0.0.0.0. For a demand-dial interface, the gateway IP address is not configurable. 


For more information about configuring a default static route, see To add a default static IP route.

 6.
Add the NAT routing protocol. 


For information about adding the NAT IP routing protocol, see To add network address translation.

 7.
Add your Internet and home network interfaces to the NAT routing protocol. 


For information about adding interfaces to the NAT IP routing protocol, see To add an interface to network address translation.

 8.
Enable network address translation addressing and name resolution. 


For information about enabling network address translation addressing, see To enable network address translation addressing.


For information about enabling network address translation name resolution, see To enable network address translation name resolution.


Note   The network address translation addressing feature only assigns addresses from a single range that corresponds to a single subnet. If multiple home network LAN interfaces are added to the NAT routing protocol, a single subnet configuration (where all LAN interfaces are connected to the same network) is assumed. If the LAN interfaces correspond to different networks, connectivity between clients on different networks who receive addresses from the network address translation computer may not be possible. 

Configuring other computers on the small office or home network

You need to configure the TCP/IP protocol on the other computers on the small office or home network to obtain an IP address automatically, and then restart them. When the computers on the home network receive their IP address configuration from the network address translation computer, they are configured with:

·
IP address (from the address range of 192.168.0.0 with a subnet mask of 255.255.255.0). 

·
Subnet mask (255.255.255.0). 

·
Default gateway (the IP address of the interface for the network address translation computer on the small office or home network). 

·
DNS server (the IP address of the interface for the network address translation computer on the small office or home network). 

Advanced network address translation translation settings

To configure advanced network address translation translation settings, you can do the following:

·
If you have been given a range of IP addresses from your ISP, configure the range of IP addresses on your Internet interface. 

·
If there are services running on the private network that need to be accessed by users from the Internet, add a special port that maps the public IP address and port number to a private IP address and port number. 

For more information, see Configure network address translation.

For information about troubleshooting network address translation, see Troubleshooting network address translation.

Setting up an IPX internetwork

This section covers:

·
IPX internetwork design considerations 

·
Deploying IPX 

IPX internetwork design considerations

To prevent problems, you should consider the following design issues before you implement an IPX internetwork.

IPX network addressing scheme

The IPX network ID is a 4-byte identifier expressed as an 8-digit hexadecimal number. The 8-digit IPX network ID is an address space that you can use to group IPX networks based on the following:

·
LANs versus WANs 


A LAN is a cabling system bounded by one or multiple IPX routers that uses a LAN-based networking technology such as Ethernet or Token Ring. A WAN is a point-to-point connection between two routers that uses a WAN link such as T1 or Frame Relay.

·
Internal versus external networks 


Internal networks are virtual networks inside Novell NetWare servers, Windows 2000 routers, and other IPX routers that are also hosting services. The designation of an internal network ensures proper routing to services running on the NetWare server, the Windows 2000 router, or the other IPX router that is hosting services.


External networks are networks that consist of physical cabling systems (LANs) or point-to-point WAN links (WANs).

·
Networks for various Ethernet frame types 


For IPX environments that must support multiple Ethernet frame types, you must configure each Ethernet frame type with its own IPX network ID.

·
Remote access networks 


When you use the computer running Windows 2000 as a remote access server, remote access clients are assigned an IPX network ID. By default, the remote access server automatically chooses a unique IPX network ID. You can specify an IPX network ID or range of IPX network IDs so that remote access IPX traffic is identified by its source IPX network address.

·
Geographic location or departmental 


You can allocate portions of the IPX address space on a geographic (by building or site) or departmental (sales or research) basis. For example, in a large campus environment, all of the IPX networks in building 5 start with 5 as their first digit.

Maximum diameter of 16 routers

The maximum diameter of RIP and SAP for IPX is 16 routers. The diameter is a measure of the size of an internetwork in terms of hops or other metrics. Networks and services that are 17 hops and greater away are considered unreachable.

Confining and directing NetBIOS over IPX traffic

You can control NetBIOS over IPX traffic by disabling the propagation of NetBIOS over IPX broadcasts on specific interfaces and by configuring static NetBIOS names. For example, if a specific IPX network does not contain any nodes that are using NetBIOS over IPX, then you can disable NetBIOS over IPX broadcast propagation on all of the router interfaces connected to that network.

Preventing the propagation of SAP services

If there are SAP services that do not need to propagate throughout the entire internetwork, you can use SAP filtering to prevent the services from being advertised outside of a group of IPX networks. For example, if you want to hide the existence of the file servers in the human resources department, configure the routers that are connected to the human resources network to filter the SAP services that correspond to the file and print sharing services of the human resources file servers.

RIP and SAP over Frame Relay

Because RIP and SAP are primarily broadcast protocols, you need a special configuration for proper operation over a nonbroadcast technology such as Frame Relay. How RIP and SAP are configured for Frame Relay depends on how the Frame Relay virtual circuits appear as network interfaces on computers running Windows 2000. Either the Frame Relay adapter appears as a single adapter for all the virtual circuits (single adapter model) or each virtual circuit appears as a separate adapter (multiple adapter model).

Single-adapter model

With the single adapter model (also known as the nonbroadcast multiple access (NBMA) model) the network for the Frame Relay service provider (also known as the Frame Relay cloud) is treated as a single IPX network. This configuration does not work for RIP or SAP for two reasons:

 1.
You cannot reconfigure RIP and SAP to unicast to specific endpoints. 

 2.
In a spoke-and-hub Frame Relay topology, the Frame Relay interfaces for the hub router must have split-horizon processing disabled. Otherwise, the spoke routers never receive each other's routes and services. You cannot disable split-horizon processing for RIP or SAP. Therefore, RIP routes and SAP services are not properly propagated across the Frame Relay cloud. 

Multiple-adapter model

With the multiple adapter model, each Frame Relay virtual circuit appears as a point-to-point link with its own IPX network ID. Because each virtual circuit is its own point-to-point connection and defines its own IPX network, split-horizon processing does not prevent the propagation of routes and services between spoke routers in a spoke and hub configuration.

Note   The preceding discussion also applies to other nonbroadcast technologies such as X.25 and ATM. 

Deploying IPX

While RIP for IPX and SAP for IPX are easy to deploy, advanced RIP and SAP capabilities, such as RIP route filtering and SAP service filtering, require additional configuration and testing. To make troubleshooting and problem isolation easier, it is recommended that you deploy your IPX internetwork in the following stages:

 1.
Set up default RIP and SAP for IPX and make sure they are working. 

 2.
Add advanced capabilities one at a time, testing after each feature is added. 

Deploying an IPX internetwork

To deploy an IPX internetwork, you can perform the following steps:

 1.
Draw a map of the topology of your IPX internetwork that shows the separate networks and the placement of routers and hosts. 

 2.
For each IPX network (a cabling system bounded by one or more routers), assign a unique IPX network ID (also known as an IPX network address) according to your IPX network addressing scheme. 

 3.
For each NetWare server, Windows 2000 router, or other IPX router that is hosting services, assign a unique internal IPX network ID according to your IPX network addressing scheme. 

 4.
By using Routing and Remote Access, verify that each router interface has been added to the RIP-for-IPX and SAP-for-IPX routing protocols. When the Routing and Remote Access service is installed, by default all LAN interfaces are added to both the RIP-for-IPX and SAP-for-IPX routing protocols. 

 5.
When your configuration is complete, allow a few minutes for the routers to update each other's routing and service tables and then test the internetwork. 

For more information, see Configure IPX routing.

Testing an IPX internetwork

To test your IPX internetwork, you can perform the following steps:

 1.
For each IPX router, view the IPX routing table and verify that all of the routes that should be learned from RIP are present (keeping in mind that RIP route filtering may prevent the propagation of some routes). For more information about viewing the IPX routing table, see To view routing tables. 

 2.
For each IPX router, view the SAP service table and verify that all of the services that should be learned from SAP are present (keeping in mind that SAP filtering may prevent the propagation of some services). For more information about viewing the SAP service table, see To view routing tables. 

For information about troubleshooting IPX routing, see Troubleshooting RIP and SAP for IPX.

Setting up demand-dial routing

This section covers:

·
Demand-dial routing design considerations 

·
Demand-dial routing security 

·
Deploying demand-dial routing 

·
Deploying certificate-based authentication for demand-dial routing 

Demand-dial routing design considerations

To prevent problems, you should consider the following design issues before you implement demand-dial routing.

On-demand or persistent connections

You must decide whether your demand-dial connections will be on-demand or persistent:

·
On-demand demand-dial connections are used when the cost of using the communications link is time-sensitive. For example, long distance analog phone calls are charged on a per-minute basis. With on-demand connections, the connection is made when traffic is forwarded, and the connection is terminated when the link is not used. You can configure idle disconnect behavior for the answering router by setting an idle disconnect through the profile properties of the remote access policy that is used for the demand-dial connection. You can configure idle disconnect behavior for the calling router on the Options tab on the properties of the demand-dial interface. 

·
Persistent demand-dial connections use a dial-up link but can be left in a connected state 24 hours a day without incurring additional usage charges. Examples of persistent demand-dial connections include local calls that use analog phone lines and flat-rate ISDN. 

One-way or two-way initiated connections

You must decide whether your demand-dial connections will be initiated by one router or by both routers:

·
With one-way initiated connections, one router is always the answering router and one router is always the calling router. The answering router accepts the connection and the calling router initiates the connection. One-way initiated connections are well suited to an on-demand spoke and hub topology where the branch office router is the only router that initiates the connection. One-way initiated connections require the following: 

·
The answering router is configured as a LAN and WAN router. 

·
A user account is added for the authentication credentials of the calling router that is accessed and validated by the answering router. 

·
A demand-dial interface is configured at the answering router with the same name as the user account that is used by the calling router. The demand-dial interface is not used to dial out, therefore it is not configured with the phone number of the calling router or with valid user credentials. 


For an alternate configuration that does not require a demand-dial interface on the answering router, see One-way initiated demand-dial connections.

·
With two-way initiated connections, either router can be the answering router or the calling router depending on who is initiating the connection. Both routers must be configured to initiate and accept a demand-dial connection. You can use two-way initiated connections when traffic from either router can create the demand-dial connection. Two-way initiated demand-dial connections require the following: 

·
Both routers are configured as LAN and WAN routers. 

·
User accounts are added for both routers so that the authentication credentials of the calling router are accessed and validated by the answering router. 

·
Demand-dial interfaces, with the same name as the user account that is used by the calling router, are fully configured at both routers, including the phone number of the answering router and user account credentials to authenticate the calling router. 

Restricting the initiation of an on-demand connection

To prevent the calling router from making unnecessary on-demand dial-up connections, which may result in excessive phone charges, you can restrict the calling router from making connections in two ways:

·
Demand-dial filtering 


You can use demand-dial filtering to configure either the types of IP traffic that do not cause a connection to be made or the types of IP traffic that cause a connection to be made. For more information, see To configure demand-dial filters.

·
Dial-out hours 


You can use dial-out hours to configure the hours that a calling router is either permitted or denied to make a demand-dial connection. For more information, see To configure dial-out hours.

IP packet filters and demand-dial filters

Demand-dial filters are applied before the connection is made. IP packet filters are applied after the connection is made. To prevent the demand-dial connection from being established for traffic that is discarded by the IP packet filters:

·
If you have configured a set of output IP packet filters with the Receive all packets except those that meet the criteria listed below option, then configure the same set of filters as demand-dial filters with Initiate connection set to For all traffic except. 

·
If you have configured a set of output IP packet filters with the Drop all packets except those that meet the criteria listed below option, then configure the same set of filters as demand-dial filters with Initiate connection set to Only for the following traffic. 

Routing

Both routers on a demand-dial connection must have the appropriate routes in their routing tables to forward traffic across the connection. Additionally, routes in the routers of the intranets of both demand-dial routers must be present that support the two-way forwarding of traffic between any two destinations. Routes can be static or dynamic.

Static routing is recommended for on-demand connections. You can add static routes to the routing table either manually or through an auto-static update. For more information, see To add a static route or Demand-dial routing updates.

Dynamic routing is recommended for persistent connections by adding the demand-dial interface to an IP or IPX routing protocol.

Creating a remote access policy for demand-dial connections

By using remote access policies, you can create a policy that requires demand-dial connections to use a specific authentication method and encryption strength.

For example, you can create a Windows 2000 group called Demand-Dial Routers whose members are the user accounts that are used by calling routers when a demand-dial connection is created. Then, you create a policy with one condition: the Windows-Group is set to Demand-Dial Routers. Finally, you configure the profile for the policy to select a specific authentication method and encryption strength.

For more information, see Introduction to remote access policies.

User accounts for demand-dial connections

When you create a user account by using the Demand-Dial Interface wizard, the remote access permission is set to Allow access even though for a new account in a Windows 2000 native-mode domain or a stand-alone router, the default remote access permission for newly created accounts is set to Control access through Remote Access Policy. This behavior may cause some confusion if you are using the access-by-policy administrative model. In the access-by-policy administrative model, the remote access permission of all user accounts is set to Control access through Remote Access Policy and the remote access permission of individual policies are set to either Grant remote access permission or Deny remote access permission. For more information, see Remote access policy administrative models.

When the user account is created, it is created with the current default password settings and policies set for your domain. Verify that the user accounts that are used by calling routers have the following settings on the General tab on the properties of the user account:

·
The User must change password at next logon check box is cleared. 


If the check box is selected, then you must manually clear this setting for accounts created with the Demand-Dial Interface wizard. If you do not clear this setting, then a demand-dial router cannot connect by using this account. When the calling router sends its credentials, the calling router is prompted to change the password. Because the initiation of a demand-dial connection is not an interactive process involving a user, the calling router is unable to change the password and aborts the connection attempt.

·
The Password never expires check box is selected 


Because the demand-dial connection process is not interactive, if the password expires, the calling router is prompted to change the expired password and the connection attempt is ended.

Monitoring demand-dial connections

The current connection status of a demand-dial interface can be viewed from Routing and Remote Access. However, details of the demand-dial connection such as the line speed, device statistics, connection statistics, and device errors cannot be viewed. To view this information for demand-dial connections initiated by the router, run the Rasmon utility on the demand-dial router. The Rasmon utility is included in the Windows 2000 Resource Kit.

Demand-dial routing security

Security is less of a concern for demand-dial connections than for router-to-router VPN connections because data is not traveling across a public network like the Internet. However, data may be intercepted as it travels through the infrastructure of your telecommunications provider. 

In addition to the security steps listed in Static routing security, you can enhance demand-dial routing security through:

·
Strong authentication 

·
Data encryption 

Strong authentication

For authentication, use the strongest authentication scheme that is possible for your demand-dial configuration. The strongest authentication scheme is the use of EAP-TLS with certificates. For more information, see Deploying certificate-based authentication for demand-dial routing.

Otherwise, use MS-CHAP v2 authentication and enforce the use of strong passwords on your network. For more information, see To enable authentication protocols.

Data encryption

For encryption, you can use either link encryption or end-to-end encryption:

·
Link encryption encrypts the data only on the link between the two routers. You can use 128-bit Microsoft Point-to-Point Encryption (MPPE) if your locations are within North America. Otherwise, you can use 56-bit or 40-bit MPPE. 40-bit MPPE is used with older versions of Microsoft operating systems. You must use MPPE in conjunction with either MS-CHAP or EAP-TLS authentication. 

·
End-to-end encryption encrypts the data between the source host and its final destination. You can use Internet Protocol security (IPSec) to encrypt data from the source host to the destination host across the demand-dial link. 

To require encryption, clear the No encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your calling routers. For more information, see To configure encryption.

Deploying demand-dial routing

In order to create a two-way, initiated demand-dial routing connection from a branch office router to a corporate office router, you must perform the following:

 1.
Configure the corporate office router to initiate and receive demand-dial connections with the branch office router. 

 2.
Configure the branch office router to initiate and receive demand-dial connections with the corporate office router. 

 3.
Initiate the demand-dial connection from either the branch office router or the corporate office router. 

Notes

·
This deployment assumes a demand-dial connection between a branch office router and a corporate office router. You can also apply this deployment to the demand-dial connections between two corporate offices. 

·
For maximum flexibility, the demand-dial connection is a two-way initiated connection that is initiated by either the branch office router or the corporate office router. 

The following illustration shows elements of Windows 2000 routing that provides demand-dial routed connections.

Configuring the corporate office router

If you want your corporate office router to support two-way initiated demand-dial connections, complete the following steps: 

·
Configure the connection to the corporate office intranet. 

·
Configure the LAN and WAN router. 

·
Configure ports to allow demand-dial connections. 

·
Configure demand-dial interfaces. 

·
Configure static routes. 

·
Configure remote access policies. 

Configuring the connection to the intranet

The connection to the intranet is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of corporate intranet name servers. 

Because the corporate office router will act as a router between the corporate office and the branch office, it must be configured with either static routes or with routing protocols so that all of the destinations on the corporate network are reachable from the corporate office router.

Configuring the LAN and WAN router

You can enable LAN and WAN routing by installing the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can configure LAN and WAN routing through the properties on the remote access router in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow demand-dial connections, you need to configure the following settings:

·
General 


Verify that the Router check box and LAN and demand-dial routing are selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the router to authenticate the credentials of demand-dial routers. For Windows 2000 demand-dial routers, select either MS-CHAP v2 or EAP (if smart cards or machine certificates are available) authentication.

·
Authentication Provider 


You can verify the credentials of demand-dial routers by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record demand-dial router activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Click Static address pool and configure the ranges of IP addresses that are dynamically allocated to demand-dial routers.

·
PPP 


Select the Link control protocol (LCP) extensions check box.

Select the Software compression check box.

Configuring ports to allow demand-dial connections

After dial-up equipment is installed, in Routing and Remote Access, each separate dial-up port appears under Ports. For each dial-up port, you need to select the Demand-dial routing connections (inbound and outbound) check box.

For more information about configuring ports for demand-dial routing connections, see To configure ports for remote access.

Configuring demand-dial interfaces

For each branch office router, you can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, enter the following:

·
Interface name 


The name of the interface that represents the connection to the branch office. For example, for a router in the New York branch office, enter NewYorkRouter.

·
Connection type 


Click Connect using a modem, ISDN adapter, or other physical device.

·
Select a device 


Click the device being used to create the connection.

·
Phone number or address 


Because the corporate router can also initiate a demand-dial connection, the phone number of the branch office router is required.

·
Protocols and security 


Select the protocols to route and the Add a user account so a remote router can dial in check boxes.

·
Dial-in credentials 


Type the domain and password for the account that will be used to authenticate the branch office router. The Demand-Dial Interface wizard automatically creates the account and sets its remote access permission to Allow access. The name of the account is the same as the name of the demand-dial interface. For example, for the New York branch office router, the name of the account is NewYorkRouter.

·
Dial-out credentials 


Because the corporate router can also initiate a demand-dial connection, the name, domain, and password are required. The user credentials that you enter are used to authenticate the corporate office router when it initiates a connection with the branch office router. For example, for the corporate office router, the name of the account is CorpHub.

Configuring static routes

You need to add static routes so that traffic to the branch office is forwarded by using the appropriate demand-dial interface. For each route of each branch office, configure the interface, destination, network mask, and metric. For interface, you need to select the demand-dial interface that corresponds to the branch office.

For example, the route that corresponds to the New York branch office is 192.168.25.0 with a subnet mask of 255.255.255.0. This route becomes the static route with the following configuration:

·
Interface: NewYorkRouter 

·
Destination: 192.168.25.0 

·
Network mask: 255.255.255.0 

·
Metric: 1 

Note   Because the demand-dial connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route.

Configuring remote access policies

By using the Demand-Dial Interface wizard, the dial-in properties of user accounts that are used by branch office routers are already configured to allow remote access.

If you want to grant remote access to the demand-dial-based branch office routers based on group membership, do the following:

 1.
For a stand-alone router, use Local Users and Groups and set dial-in properties to Allow access for all users. 

 2.
For a directory services-based router, use Active Directory Users and Computers and set dial-in properties to Control access through Remote Access Policy for all users. 

 3.
Create a Windows 2000 group whose members can create demand-dial connections with the corporate office router. For example, BranchOfficeRouters. 

 4.
Add the appropriate user accounts that correspond to the accounts that are used by the branch office routers to the Windows 2000 group. 

 5.
Delete the default remote access policy named Allow access if dial-in permission is enabled. 

 6.
Create a new remote access policy with the following properties: 

·
Set Policy name to Demand-dial connection if member of BranchOfficeRouters (example). 

·
Set the Windows-Groups attribute to BranchOfficeRouters (example). 

·
Set the NAS-Port-Type condition to all except Virtual (VPN). 

The default settings for encryption on the Encryption tab on the properties of a remote access policy profile are to allow no encryption and all levels of encryption strength. To require encryption for demand-dial connections, clear the No Encryption option and select the encryption strength you want to use.

For more information, see To configure encryption.

Configuring the branch office router

If you want your branch office router to support two-way initiated demand-dial connections, complete the following steps: 

·
Configure the connection to the branch office intranet. 

·
Configure the LAN and WAN router. 

·
Configure ports to allow demand-dial connections. 

·
Configure a demand-dial interface. 

·
Configure static routes. 

·
Configure remote access policies. 

Configuring the connection to the branch office intranet

The connection to the branch office network is a LAN adapter installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of branch office name servers. 

Because the branch office router will act as a router between the corporate office and the branch office, it must be configured with either static routes or with routing protocols so that all of the destinations on the branch office network are reachable from the branch office router.

Configuring the LAN and WAN router

You can enable the LAN and WAN router by installing the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can configure the LAN and WAN router through the properties on a remote access router in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow demand-dial connections, you need to configure the following settings:

·
General 


Verify that the Router check box and LAN and demand-dial routing are selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the router to authenticate the credentials of demand-dial routers. For Windows 2000 demand-dial routers, select either MS-CHAP v2 or EAP (if smart cards or machine certificates are available) authentication.

·
Authentication Provider 


You can verify the credentials of demand-dial routers by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record demand-dial router activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Click Static address pool and configure the ranges of IP addresses that are dynamically allocated to demand-dial routers.

·
PPP 


Select the Link control protocol (LCP) extensions check box.

Select the Software compression check box.

Configure ports to allow demand-dial connections

After dial-up equipment is installed, in Routing and Remote Access, each separate dial-up port appears under Ports. For each dial-up port, you need to select the Demand-dial routing connections (inbound and outbound) check box.

For more information about configuring ports for demand-dial routing connections, see To configure ports for remote access.

Configuring a demand-dial interface

You can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, enter the following:

·
Interface name 


The name of the interface that represents the connection to the corporate office. For example, enter CorpHub.

·
Connection type 


Click Connect using a modem, ISDN adapter, or other physical device.

·
Select a device 


Click the device being used to create the connection.

·
Phone number or address 


Because the branch office router can also initiate a demand-dial connection, the phone number of the corporate office router is required.

·
Protocols and security 


Select the protocols to route and the Add a user account so a remote router can dial in check boxes.

·
Dial-in credentials 


Type the domain and password for the account that will be used to authenticate the corporate office router. The Demand-Dial Interface wizard automatically creates the account and sets its remote access permission to Allow access. The name of the account is the same as the name of the demand-dial interface. For example, for the corporate office router, the name of the account is CorpHub.

·
Dial-out credentials 


Because the branch office router can also initiate a demand-dial connection, the name, domain, and password are required. The user credentials that you enter are used to authenticate the branch office router when it initiates a connection with the corporate office router. For example, for the branch office router in the New York branch office, the name of the account is NewYorkRouter.

Note   In order for two-way initiated demand-dial routing to work properly, the user name of the calling router must match the name of a demand-dial interface on both sides of the connection. The following table shows an example. 

Router
Demand-dial interface name
User account name

Corporate office router
NewYorkRouter
CorpHub

Branch office router
CorpHub
NewYorkRouter

Configuring static routes

You need to add static routes so that traffic to the corporate office is forwarded by using the appropriate demand-dial interface. For each route of the corporate office, configure the interface, destination, network mask, and metric. For interface, you need to select the demand-dial interface that corresponds to the corporate office previously created.

For example, the route that corresponds to the corporate office is 10.0.00 with a subnet mask of 255.0.0.0. To configure this route as a static route, set the following:

·
Interface: CorpHub 

·
Destination: 10.0.0.0 

·
Network mask: 255.0.0.0 

·
Metric: 1 

Note   Because the demand-dial connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route. 

Configuring remote access policies

By using the Demand-Dial Interface wizard, the dial-in properties of user accounts that are used by branch office routers are already configured to allow remote access.

If you want to grant remote access to the demand-dial-based branch office routers based on group membership, do the following:

 1.
For a stand-alone router, use Local Users and Groups and set dial-in properties to Allow access for all users. 

 2.
For a directory services-based router, use Active Directory Users and Computers and set dial-in properties to Control access through Remote Access Policy for all users. 

 3.
Create a Windows 2000 group whose members can create demand-dial connections with the branch office router. For example, DemandDialRouters. 

 4.
Add the appropriate user accounts that corresponds to the accounts that are used by the corporate office router or other branch office routers to the Windows 2000 group. 

 5.
Delete the default remote access policy named Allow access if dial-in permission is enabled. 

 6.
Create a new remote access policy with the following properties: 

·
Set Policy name to Demand-dial connection if member of DemandDialRouters (example). 

·
Set the Windows-Groups attribute to DemandDialRouters (example). 

·
Set the NAS-Port-Type condition to all except Virtual (VPN). 

The default settings for encryption on the Encryption tab on the properties of a remote access policy profile are to allow no encryption and all levels of encryption strength. To require encryption for demand-dial connections, clear the No Encryption option and select the encryption strength you want to use.

For more information, see To configure encryption.

Initiating the demand-dial connection

To connect the branch office router to the corporate office router, do one of the following:

·
From the branch office router 


In Routing and Remote Access, right-click the demand-dial interface that connects to the corporate office (in this example, the CorpHub demand-dial interface), and then click Connect.

·
From the corporate office router 


In Routing and Remote Access, right-click the demand-dial interface that connects to the branch office (in this example, the NewYorkRouter demand-dial interface), and then click Connect.

For information about troubleshooting demand-dial routing, see Troubleshooting demand-dial routing.

Deploying certificate-based authentication for demand-dial routing

The use of certificates for authentication of calling routers is the strongest form of authentication in Windows 2000. For certificate-based authentication of demand-dial connections, you must use the Extensible Authentication Protocol (EAP) with the Smart card or other certificate (TLS) EAP type, also known as EAP-Transport Level Security (EAP-TLS). EAP-TLS requires the use of user certificates for the calling router and machine certificates (also known as computer certificates) for the answering router.

The deployment of certificate-based authentication for demand-dial routing typically occurs in the following situations:

·
Business partner demand-dial connection 

·
Branch office demand-dial connection 

Business partner demand-dial connection

To use certificates for a two-way initiated, mutually authenticated, demand-dial configuration between two business partners (in this example, Company A and Company B), you must perform the following:

·
Configure the calling and answering routers for demand-dial routing. 

·
Install computer certificates on the calling router and answering router computers. 

·
Configure the domain for Web-based certificate enrollment. 

·
At Company A, create a user account for the Company B router and export a certificate for the user account. 

·
At Company B, create a user account for the Company A router and export a certificate for the user account. 

·
At Company A, import the certificate from Company B. 

·
Configure the Company A router to support certificate-based authentication as a calling router and as an answering router. 

·
At Company B, import the certificate from Company A. 

·
Configure the Company B router to support certificate-based authentication as a calling router and as an answering router. 

Configuring the calling and answering routers for demand-dial routing

Configure the Windows 2000 calling and answering routers as described in Deploying demand-dial routing for dial-in demand-dial routing or Deploying router-to-router VPNs for VPN demand-dial routing.

Installing computer certificates on the calling router and answering router computers

In order to configure EAP-TLS on the answering router computer, you must install a computer certificate (also known as a machine certificate). In order to install a computer certificate, a certificate authority must be present to issue certificates. Once the certificate authority is configured, you can install a certificate two different ways:

·
By configuring the automatic allocation of computer certificates to computers in a Windows 2000 domain. 

·
By using Certificate Manager to obtain a computer certificate. 

Based on the certificate policies in your organization, you only need to perform one of these two allocations.

To configure a certificate authority and install the computer certificate, perform the following steps:

 1.
Install the Windows 2000 Certificate Services component as an enterprise root certificate authority (CA). This step is only necessary if you do not already have an enterprise root CA. 

 1.
If necessary, promote the computer that will be a CA to a domain controller (DC). For more information, see To install a domain controller. 

 2.
Install the Windows 2000 Certificate Services component as an enterprise root CA. For more information, see To install an enterprise root certification authority. 

 2.
Configure the CA to issue router (offline request) certificates. For more information, see To establish the certificate types that an enterprise certification authority can issue. 

 3.
To auto-enroll machine certificates, configure the Windows 2000 domain. For more information, see To configure automatic certificate allocation from an enterprise CA. 


To create a computer certificate for the calling or answering router that is a member of the domain for which auto-enrollment is configured (as well as other computers that are members of the domain), restart the computer or type secedit /refreshpolicy machine_policy from a Windows 2000 command prompt.

 4.
To manually enroll machine certificates, use Certificate Manager to install the CA root certificate. For more information, see To manage certificates for a computer and To request a certificate. 

Configuring the domain for Web-based certificate enrollment

In order for the CA to issue certificates for the calling router, you must configure the Windows 2000 domain for Web-based enrollment. For more information, see To set up certification authority Web enrollment support. 

Creating a user account and exporting its certificate for the Company B router

To create a dial-in user account for the Company B router and export the user certificate of the user account, do the following:

 1.
Log on as a domain administrator. 

 2.
Create a user account that the Company B router will use when it dials the Company A router. For more information, see To add a user account. 

 3.
Obtain a router (offline request) certificate from the certificate authority through Web-based enrollment. For more information, see To install a router (offline request) certificate. 

 4.
Export the router (offline request) certificate to a .cer file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, do not export the private key. 

 5.
Map the newly created router (offline request) certificate (the .cer file) to the user account that was created for the Company B router. For more information, see To map a certificate to a user account. 

 6.
Export the router (offline request) certificate to a .pfx file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, export the private key, select the Delete the private key if the import is successful check box, and click Include all certificates in the certification path if possible. Save this file to a floppy disk to send to the network administrator at Company B. 

 7.
Send the floppy disk that contains the Company B dial-in account user certificate file to the network administrator at Company B. 

Creating a user account and exporting its certificate for the Company A router

To create a dial-in user account for the Company A router and export the user certificate of the user account, do the following:

 1.
Log on as a domain administrator. 

 2.
Create a user account that the Company A router will use when it dials the Company B router. For more information, see To add a user account. 

 3.
Obtain a router (offline request) certificate from the certificate authority through Web-based enrollment. For more information, see To install a router (offline request) certificate. 

 4.
Export the router (offline request) certificate to a .cer file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, do not export the private key. 

 5.
Map the newly created router (offline request) certificate (the .cer file) to the user account created for the Company A router. For more information, see To map a certificate to a user account. 

 6.
Export the router (offline request) certificate to a .pfx file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, export the private key, select the Delete the private key if the import is successful check box, and click Include all certificates in the certification path if possible. Save this file to a floppy disk to send to the network administrator at Company A. 

 7.
Send the floppy disk that contains the Company A dial-in account user certificate file to the network administrator at Company A. 

Importing the certificates from Company B

Upon receipt at Company A of the floppy disk that contains the certificate file from Company B, on the Company A router, import the user certificate. For more information, see To import a certificate.

Configuring the Company A router to support certificate-based authentication

To configure the Company A router for certificate-based authentication as an answering router, see To configure the answering router for certificate-based EAP.

To configure the Company A router for certificate-based authentication as a calling router, see To configure the calling router for certificate-based EAP.

Importing the certificates from Company A

Upon receipt at Company B of the floppy disk that contains the certificate files from Company A, on the Company B router, import the user certificate. For more information, see To import a certificate.

Configuring the Company B router to support certificate-based authentication

To configure the Company B router for certificate-based authentication as an answering router, see To configure the answering router for certificate-based EAP.

To configure the Company B router for certificate-based authentication as a calling router, see To configure the calling router for certificate-based EAP.

Branch office demand-dial connection

To use certificates for a two-way initiated, mutually authenticated, demand-dial configuration between two routers in the same organization (in this example, a branch office router and a corporate office router), you must perform the following:

·
Configure the calling and answering routers for demand-dial routing. 

·
Install a computer certificate on the corporate office router. 

·
Configure the domain for Web-based certificate enrollment. 

·
Create user accounts and export certificates. 

·
Import the dial-out user certificate on the corporate office router. 

·
Configure the corporate office router to support certificate-based authentication as a calling router and as an answering router. 

·
Import the dial-in certificate on the branch office router. 

·
Configure the branch office router to support certificate-based authentication as a calling router. 

·
Connect to the corporate office and join the organization domain. 

Configuring the calling and answering routers for demand-dial routing

Configure the Windows 2000 calling and answering routers as described in Deploying demand-dial routing for dial-up demand-dial routing or Deploying router-to-router VPNs for VPN demand-dial routing.

Installing a computer certificate on the corporate office router

In order to configure EAP-TLS on the corporate office router, you must install a computer certificate (also known as a machine certificate). In order to install a computer certificate, a certificate authority must be present to issue certificates. Once the certificate authority is configured, you can install a certificate two different ways:

·
By configuring the automatic allocation of computer certificates to computers in a Windows 2000 domain. 

·
By using Certificate Manager to obtain a computer certificate. 

Based on the certificate policies in your organization, you only need to perform one of these two allocations.

To configure a certificate authority and install the computer certificate, perform the following steps:

 1.
Install the Windows 2000 Certificate Services component as an enterprise root certificate authority. This step is only necessary if you do not already have an enterprise root certificate authority (CA). 

 1.
If necessary, promote the computer that will be a CA to a domain controller (DC). For more information, see To install a domain controller. 

 2.
Install the Windows 2000 Certificate Services component as an enterprise root CA. For more information, see To install an enterprise root certification authority. 

 2.
Configure the CA to issue router (offline request) certificates. For more information, see To establish the certificate types that an enterprise certification authority can issue. 

 3.
To auto-enroll machine certificates, configure the Windows 2000 domain. For more information, see To configure automatic certificate allocation from an enterprise CA. 


To create a computer certificate for the calling or answering router that is a member of the domain for which auto-enrollment has been configured (as well as other computers that are members of the domain), restart the computer or type secedit /refreshpolicy machine_policy from a Windows 2000 command prompt. 

 4.
To manually enroll machine certificates, use Certificate Manager to install the CA root certificate. For more information, see To manage certificates for a computer and To request a certificate. 

Configuring the domain for Web-based certificate enrollment

In order for the CA to issue certificates for the calling router, you must configure the Windows 2000 domain for Web-based enrollment. For more information, see To set up certification authority Web enrollment support. 

Creating user accounts and exporting certificates

To create dial-in and dial-out user accounts and export certificates, do the following:

 1.
Log on as a domain administrator. 

 2.
Create a user account that the corporate office router will use when it dials the branch office router (the dial-out account). For more information, see To add a user account. 

 3.
Obtain a router (offline request) certificate for the dial-out account from the certificate authority through Web-based enrollment. For more information, see To install a router (offline request) certificate. 

 4.
Export the router (offline request) certificate for the dial-out account to a .cer file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, do not export the private key. 

 5.
Map the newly created router (offline request) certificate (the .cer file) to the dial-out user account. For more information, see To map a certificate to a user account. 

 6.
Export the router (offline request) certificate of the dial-out account to a .pfx file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, export the private key and click Delete the private key if the import is successful and select the option to Include all certificates in the certification path if possible. 

 7.
Create a user account that the branch office router will use when it dials the corporate office router (the dial-in account). For more information, see To add a user account. 

 8.
Obtain a router (offline request) certificate for the dial-in account from the certificate authority through Web-based enrollment. For more information, see To install a router (offline request) certificate. 

 9.
Export the router (offline request) certificate for the dial-in account to a .cer file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, do not export the private key. 

10.
Map the newly created router (offline request) certificate (the .cer file) to the dial-in user account. For more information, see To map a certificate to a user account. 

11.
Export the router (offline request) certificate of the dial-in account to a .pfx file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, export the private key and click Delete the private key if the import is successful. Save this file to a floppy disk to send to the network administrator at the branch office. 

12.
Send the floppy disk that contains the dial-in account user certificate file to the network administrator at the branch office. 

Importing the dial-out certificate on the corporate office router

On the corporate office router, import the user certificate for the dial-out account. For more information, see To import a certificate. 

Configuring the corporate office router to support certificate-based authentication

To configure the corporate office router for certificate-based authentication as an answering router, see To configure the answering router for certificate-based EAP.

To configure the corporate office router for certificate-based authentication as a calling router, see To configure the calling router for certificate-based EAP.

Importing the certificate on the branch office router

Upon receipt at the branch office of the floppy disk that contains the certificate file from the corporate office, import the user certificate for the dial-in account. For more information, see To import a certificate.

Configuring the branch office router to support certificate-based authentication

To configure the branch office router for certificate-based authentication as a calling router, see To configure the calling router for certificate-based EAP.

Connecting to the corporate office and joining the organization domain

To connect to the corporate office and join the organization domain, do the following:

 1.
From the branch office, connect to the corporate office by right-clicking the demand-dial interface, and then clicking Connect. 

 2.
Once connected, the branch office router joins the domain through the Network Identification tab (in the properties of My Computer). 

 3.
After joining the domain, restart the branch office router. 

 4.
After restarting the branch office router, connect to the corporate office router again. 

 5.
Once connected, the branch office router receives domain policy and a machine certificate (if auto-enrollment of machine certificates is configured). If auto-enrollment of machine certificates is not configured, obtain a machine certificate through Certificate Manager. For more information, see To manage certificates for a computer and To request a certificate. 

 6.
Once a machine certificate is obtained, configure the branch office router for certificate-based authentication as an answering router. For more information, see To configure the answering router for certificate-based EAP. 

At this point, you can install a domain controller in the branch office by using the demand-dial connection to the corporate office. For more information on installing a Windows 2000 domain controller, see Checklist: Installing a domain controller.

Notes

·
The ability of the branch office router to join the domain and the installation of a domain controller depends on DNS name resolution. Ensure that both the router and the domain controller computer are configured with the proper DNS server IP addresses. 

·
By default, an answering router checks the certificate revocation list when authenticating the calling router. Because the root CA computer is always reachable by the corporate office router, the certificate revocation list can always be checked. However, the root CA computer is not reachable by the branch office router until after the connection is made. If the root CA computer cannot be reached, then Active Directory is checked. In this case, the branch office router accesses its local domain controller for the revocation list. If the certificate revocation list is not published in Active Directory, then the branch office router acting as the answering router rejects the connection attempt. To prevent this problem, do one of the following: 

·
Publish the certificate revocation list in Active Directory. For more information, see Schedule the publication of the certificate revocation list or To manually publish the certificate revocation list. 

·
On the branch office router, set the following registry value to 1: 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RasMan\PPP\EAP\13\IgnoreRevocationOffline

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

Setting up router-to-router VPNs

This section covers:

·
Router-to-router VPN design considerations 

·
Router-to-router VPN security 

·
Deploying router-to-router VPNs 

Router-to-router VPN design considerations

To prevent problems, you should consider the following design issues before you implement router-to-router VPN connections.

On-demand or persistent connections

You must decide whether your router-to-router VPN connections will be on-demand or persistent:

·
On-demand demand-dial connections require that the answering router is permanently connected to the Internet. The calling router connects to the Internet by using a dial-up link such as an analog phone line or ISDN. You need to configure a single demand-dial interface at the answering router. You need to configure two demand-dial interfaces at the calling router: one to connect to a local Internet service provider (ISP) and one for the router-to-router VPN connection. Demand-dial router-to-router VPN connections also require an additional host route in the IP routing table of the calling router. For more information, see An on-demand router-to-router VPN. 

·
Persistent connections require that both routers are connected to the Internet by using permanent WAN connections. You only need to configure a single demand-dial interface at each router. Permanent connections can be initiated and left in a connected state 24 hours a day. 

Restricting the initiation of an on-demand connection

To prevent the calling router from making unnecessary connections, you can restrict the calling router from making on-demand router-to-router VPN connections in two ways:

·
Demand-dial filtering 


You can use demand-dial filtering to configure either the types of IP traffic that do not cause a demand-dial connection to be made or the types of IP traffic that cause a connection to be made. For more information, see To configure demand-dial filters.

·
Dial-out hours 


You can use dial-out hours to configure the hours that a calling router is either permitted or denied to make a router-to-router VPN connection. For more information, see To configure dial-out hours.

One-way or two-way initiated connections

You must decide whether your router-to-router VPN connections will be initiated by one router or by both routers:

·
With one-way initiated connections, one router is the VPN server and one router is the VPN client. The VPN server accepts the connection and the VPN client initiates the connection. One-way initiated connections are well suited to a permanent connection spoke-and-hub topology where the branch office router is the only router that initiates the connection. One-way initiated connections require that: 

·
The VPN server (the answering router) is configured as a LAN and WAN router. 

·
A user account is added for the authentication credentials of the calling router that is accessed and validated by the answering router. 

·
A demand-dial interface is configured at the answering router with the same name as the user account that is used by the calling router. This demand-dial interface is not used to dial out, therefore it does is not configured with the host name or IP address of the calling router or with valid user credentials. 


For more information, see One-way initiated demand-dial connections.

·
With two-way initiated connections, either router can be the VPN server or the VPN client depending on who is initiating the connection. Both routers must be configured to initiate and accept a VPN connection. You can use two-way initiated connections when the router-to-router VPN connection is not up 24 hours a day and traffic from either router is used to create the on-demand connection. Two-way initiated router-to-router VPN connections require that: 

·
Both routers are connected to the Internet by using a permanent WAN link. 

·
Both routers are configured as LAN and WAN routers. 

·
User accounts are added for both routers so that the authentication credentials for the calling router are accessed and validated by the answering router. 

·
Demand-dial interfaces, with the same name as the user account that is used by the calling router, must be fully configured at both routers, including settings for the host name or IP address of the answering router and user account credentials to authenticate the calling router. 

Number of PPTP or L2TP ports needed

The default number of PPTP and L2TP ports is five. For a corporate router in a spoke-and-hub configuration, five ports may not be enough. To increase the number of PPTP and L2TP ports, see To add PPTP or L2TP ports.

Routing

Both routers on a router-to-router VPN connection must have the appropriate routes in their routing tables to forward traffic across the connection. Routes can be static or dynamic. You can add static routes to the routing table either manually or through an auto-static update. You can add dynamic routes to the routing table by adding the VPN connection demand-dial interface to a routing protocol. However, enabling a routing protocol on the VPN connection demand-dial interface is only recommended when the demand-dial interface is permanently connected. 

Note   Unlike demand-dial routing by using direct links, you cannot use a default IP route for the VPN demand-dial interface to summarize all the routes of the corporate office. Because the branch office router is connected to the Internet, the default route must be used to summarize all the routes of the Internet and configured to use the interface that connects the router to the Internet. 

Single hop across VPN connection

For the purposes of designing a routed infrastructure, you can consider the router-to-router VPN connection as a single hop regardless of how many routers are crossed when the encapsulated data is sent across the Internet.

Creating a remote access policy for router-to-router VPN connections

By using remote access policies, you can create a policy that requires router-to-router VPN connections to use a specific authentication method and encryption strength.

For example, you can create a Windows 2000 group called VPN Routers whose members are the user accounts that are used by calling routers when a router-to-router VPN connection is created. Then, you create a policy with two conditions on the policy: the NAS-Port-Type is set to Virtual (VPN) and the Windows-Group is set to VPN Routers. Finally, you configure the profile for the policy to select a specific authentication method and encryption strength.

You can also use the Tunnel-Type condition to create separate remote access policies for PPTP and L2TP connections. For example, to require a specific authentication method and encryption strength for PPTP connections, set the Tunnel-Type condition to Point-to-Point Tunneling Protocol.

L2TP over IPSec connections

To create L2TP over IPSec router-to-router VPN connections, you must install machine certificates on the VPN client and the VPN server. For more information, see Machine certificates for L2TP over IPSec VPN connections.

For information about creating a preshared key L2TP over IPSec router-to-router VPN connection, see the Windows 2000 Resource Kit.

Router-to-router VPN security

In addition to the security steps listed in Static routing security, you can enhance router-to-router VPN security through:

·
Strong authentication 

·
Data encryption 

·
PPTP or L2TP over IPSec packet filtering 

Strong authentication

For authentication, use the strongest authentication scheme that is possible for your router-to-router VPN configuration. The strongest authentication scheme is the use of EAP-TLS with certificates. For more information, see Deploying certificate-based authentication for demand-dial routing.

Otherwise, use MS-CHAP version 2 authentication and enforce the use of strong passwords on your network. For more information, see MS-CHAP version 2.

Data encryption

For encryption, you can use either link encryption or end-to-end encryption:

·
Link encryption encrypts the data only on the link between the two routers. You can use 128-bit Microsoft Point-to-Point Encryption (MPPE) if your locations are within North America. Otherwise, you can use either 56-bit or 40-bit MPPE. 40-bit MPPE is used with older versions of Microsoft operating systems. You must use MPPE in conjunction with either MS-CHAP or EAP-TLS authentication. 

·
End-to-end encryption encrypts the data between the source host and its final destination. You can use IPSec to encrypt data from the source host to the destination host across the demand-dial link. 

To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your calling routers. For more information, see To configure encryption.

PPTP or L2TP over IPSec filtering

To secure the calling or answering corporate router from sending or receiving any traffic on its Internet interface except router-to-router VPN traffic, you need to configure PPTP or L2TP over IPSec input and output filters on the router interface that corresponds to the connection to the Internet. For more information about PPTP filters, see Add PPTP filters. For more information about L2TP over IPSec filters, see Add L2TP over IPSec filters. 

Because IP routing is enabled on the Internet interface, if PPTP or L2TP over IPSec filters are not configured on the Internet interface, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Deploying router-to-router VPNs

This section covers:

·
PPTP-based router-to-router VPN 

·
L2TP-based router-to-router VPN 

PPTP-based router-to-router VPN

To create a PPTP-based router-to-router VPN connection to send private data across the Internet, you must perform the following:

 1.
Configure the Windows 2000 router at the corporate office to receive PPTP connections from a branch office router. 

 2.
Configure the Windows 2000 router at the branch office to initiate a PPTP connection with the corporate office router. 

 3.
Initiate the PPTP connection from the branch office router. 

Note   These steps assume that the PPTP-based router-to-router VPN connection is between a corporate office and a branch office. However, you can also apply these steps to the VPN connection between two corporate offices. 

Configuring the corporate office router

If you want your Windows 2000 router in the corporate to support multiple branch office PPTP connections, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the intranet. 

·
Configure the corporate router. 

·
Configure the PPTP ports. 

·
Configure demand-dial interfaces. 

·
Configure static routes. 

·
Configure PPTP filters. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 PPTP-based router-to-router VPN connection.

Note   To simplify configuration, the branch office router always initiates the PPTP connection. 

Configuring the connection to the Internet

The connection to the Internet is a dedicated connection—a WAN adapter that is installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the intranet

The connection to the intranet is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of corporate intranet name servers. 

Because the corporate router will route traffic between the corporate office and the branch office, you must configure the corporate router with either static routes or with routing protocols so that all of the destinations on the corporate network are reachable from the corporate router.

Configuring the corporate router

You need to enable the corporate router by installing the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can configure the corporate router through the properties on the remote access router in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple branch office routers access to the corporate intranet, you need to configure the following settings:

·
General 


Verify that the Router check box and LAN and demand-dial routing are selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the corporate router to authenticate the credentials of demand-dial routers. You can select either MS-CHAP or EAP-TLS (if smart cards or computer certificates are available) authentication.

·
Authentication Provider 


You can verify the credentials of dial-up clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record dial-up client activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


Click Static address pool and configure the ranges of IP addresses that are dynamically allocated to PPTP-based VPN clients.

·
PPP 


Select the Link control protocol (LCP) extensions check box.


Select the Software compression check box.

Configuring the PPTP ports

All the PPTP ports appear as a single device under Ports in Routing and Remote Access. By default, all ports on a Windows 2000 router are configured for Demand-dial routing connections (inbound and outbound), so additional configuration is not necessary.

For more information about configuring ports for demand-dial routing connections, see To configure ports for remote access.

By default, five PPTP ports are enabled. If you need to add additional PPTP ports, see To add PPTP or L2TP ports.

Configuring demand-dial interfaces

For each branch office router, you can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, configure the following:

·
Interface Name 


The name of the interface that represents the connection to the branch office. For example, for a router in the New York branch office, type NewYorkRouter.

·
Connection Type 


Click Connect using virtual private networking (VPN).

·
VPN Type 


Click Point-to-Point Tunneling Protocol (PPTP).

·
Destination Address 


Because the corporate router will not initiate the VPN connection, no phone number or address is required.

·
Protocols and Security 


Select the Add a user account so a remote router can dial in check box.

·
Dial-out Credentials 


Because the corporate router will not initiate the VPN connection, type in any name, domain, and password.

·
Dial-in Credentials 


Type the domain and password for the account that will be used to authenticate the branch office router. The Demand-Dial Interface wizard automatically creates the account and sets its remote access permission to Allow access. The name of the account is the same as the name of the demand-dial interface. For example, for the New York branch office router, the name of the account is NewYorkRouter.

Configuring static routes

You need to add static routes so that traffic to the branch office is forwarded by using the appropriate demand-dial interface. For each route of each branch office, configure the interface, destination, network mask, and metric. For the interface, you need to select the demand-dial interface that corresponds to the branch office.

For example, the route that corresponds to the New York branch office is 192.168.25.0 with a subnet mask of 255.255.255.0. This route becomes the static route with the following configuration:

·
Interface: NewYorkRouter 

·
Destination: 192.168.25.0 

·
Network mask: 255.255.255.0 

·
Metric: 1 

Note   Because the PPTP connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route.

Configuring PPTP filters

To secure the corporate router from sending or receiving any traffic on its Internet interface except PPTP traffic from branch office routers, you need to configure PPTP input and output filters on the interface on the corporate router that corresponds to the Internet connection. For more information, see Add PPTP filters. 

Because IP routing is enabled on the Internet interface, if you do not configure PPTP filters on the Internet interface of the corporate router, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Configuring remote access policies

By using the Demand-Dial Interface wizard, the dial-in properties of user accounts that are used by branch office routers are already configured to allow remote access.

If you want to grant remote access to the PPTP-based branch office routers based on group membership, do the following:

 1.
For a stand-alone router that is not a member of a domain, use Local Users and Groups and set dial-in properties to Allow access for all users. 

 2.
For a directory services-based router, use Active Directory Users and Computers and set dial-in properties to Control access through Remote Access Policy for all users. 

 3.
Create a Windows 2000 group whose members can create virtual private networking connections with the VPN server. For example, BranchOfficeRouters. 

 4.
Add the appropriate user accounts that corresponds to the accounts that are used by the branch office routers to the Windows 2000 group. 

 5.
Create a new remote access policy with the following properties: 

·
Set Policy name to VPN Access if member of BranchOfficeRouters (example). 

·
Set the Windows-Groups condition to BranchOfficeRouters (example). 

·
Set the NAS-Port-Type condition to Virtual (VPN). 

·
Set the Tunnel-Type condition to Point-to-Point Tunneling Protocol. 

·
Select the Grant remote access permission option. 

 6.
If this computer is only used to provide router-to-router VPN connections, you need to delete the default remote access policy named Allow access if dial-in permission is enabled. Otherwise, move the default remote access policy so that it is evaluated last. 

For encryption, the default setting allows no encryption and all levels of encryption strength. To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your calling routers.

For more information, see To configure encryption.

Configuring the branch office router

If you want your Windows 2000 router in the branch office to initiate a PPTP connection with the corporate office router, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the branch office network. 

·
Configure a demand-dial interface. 

·
Configure static routes. 

·
Configure PPTP filters. 

Note   To simplify this configuration, the branch office router always initiates the PPTP connection. 

Configuring the connection to the Internet

The connection to the Internet is a dedicated connection—a WAN adapter that is installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the branch office network

The connection to the branch office network is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of branch office name servers. 

Configuring a demand-dial interface

You can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, configure the following:

·
Interface Name 


The name of the interface that represents the connection to the corporate office. For example, type CorpOffice.

·
Connection Type 


Click Connect using virtual private networking (VPN).

·
VPN Type 


Click Point-to-Point Tunneling Protocol (PPTP).

·
Destination Address 


Type the IP address or host name that is assigned to the Internet interface of the router at the corporate office. If you enter a host name, verify that the host name resolves to the proper IP address.

·
Dial-out Credentials 


Type the name, domain name, and password of the user account that corresponds to this branch office router. The credentials are the same as those entered in the Dial-Out Credentials page of the Demand-Dial Interface wizard when the demand-dial interface for this branch office was created on the corporate router.

Configuring static routes

You need to add static routes so that traffic to the corporate office is forwarded by using the appropriate demand-dial interface. For each route of the corporate office, configure the interface, destination, network mask, and metric. For the interface, select the demand-dial interface that corresponds to the corporate office previously created.

For example, the route that corresponds to the corporate office is 10.0.00 with a subnet mask of 255.0.0.0. This route becomes a static route with the following configuration:

·
Interface: CorpOffice 

·
Destination: 10.0.0.0 

·
Network mask: 255.0.0.0 

·
Metric: 1 

Note   Because the PPTP connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route.

Configuring PPTP filters

To secure the branch office router from sending or receiving any traffic on its Internet interface except PPTP traffic from the corporate router, you need to configure PPTP input and output filters on the interface on the branch office router that corresponds to the Internet connection. For more information, see Add PPTP filters. 

Because IP routing is enabled on the Internet interface, if you do not configure PPTP filters on the Internet interface of the branch office router, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Initiating the PPTP router-to-router VPN connection

To connect the branch office router to the corporate router, in Routing and Remote Access, right-click the demand-dial interface that connects to the corporate office, and then click Connect.

For information about troubleshooting a router-to-router VPN, see Troubleshooting router-to-router VPNs.

L2TP-based router-to-router VPN

To create a L2TP-based router-to-router VPN connection to send private data across the Internet, you must perform the following:

 1.
Configure the Windows 2000 router at the corporate office to receive L2TP connections from a branch office router. 

 2.
Configure the Windows 2000 router at the branch office to initiate a L2TP connection with the corporate office router. 

 3.
Initiate the L2TP connection from the branch office router. 

Note   These steps assume that the L2TP-based router-to-router VPN connection is between a corporate office and a branch office. However, you can also apply these steps to a VPN connection between two corporate offices. 

Configuring the corporate office router

If you want your Windows 2000 router in the corporate to support multiple branch office L2TP connections, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the intranet. 

·
Install a computer certificate. 

·
Configure the corporate router. 

·
Configure the L2TP ports. 

·
Configure demand-dial interfaces. 

·
Configure static routes. 

·
Configure L2TP over IPSec filters. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 L2TP-based router-to-router VPN connection.

Note   To simplify this configuration, the branch office router always initiates the L2TP connection. 

Configuring the connection to the Internet

The connection to the Internet is a dedicated connection—a WAN adapter that is installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the intranet

The connection to the intranet is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of corporate intranet name servers. 

Because the corporate router will route traffic between the corporate office and the branch office, you must configure the corporate router with either static routes or with routing protocols so that all of the destinations on the corporate network are reachable from the corporate router.

Installing a computer certificate

You must install a computer certificate on the corporate router in order for an L2TP over IPSec connection to be successfully established.

For more information about installing a computer certificate on the corporate router, see Machine certificates for L2TP over IPSec VPN connections.

Configuring the corporate router

You need to enable the corporate router by installing the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can configure the corporate router through the properties on the remote access router in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple branch office routers access to the corporate intranet, you need to configure the following settings:

·
General 


Verify that the Router check box and LAN and demand-dial routing are selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the corporate router to authenticate the credentials of dial-up clients. For Windows 2000 demand-dial routers, you can select either MS-CHAP or EAP-TLS (if smart cards or computer certificates are available) authentication.

·
Authentication Provider 


You can verify the credentials of dial-up clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record dial-up client activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


Click Static address pool and configure the ranges of IP addresses that are dynamically allocated to L2TP-based VPN clients.

·
PPP 


Select the Link control protocol (LCP) extensions check box.


Select the Software compression check box.

Configuring the L2TP ports

All the L2TP ports appear as a single device under Ports in Routing and Remote Access. By default, all ports on a Windows 2000 router are configured for Demand-dial routing connections (inbound and outbound), so additional configuration is not necessary.

For more information about configuring ports for demand-dial routing connections, see To configure ports for remote access.

By default, five L2TP ports are enabled. If you need to add additional L2TP ports, see To add PPTP or L2TP ports.

Configuring demand-dial interfaces

For each branch office router, you can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, configure the following:

·
Interface Name 


The name of the interface that represents the connection to the branch office. For example, for a router in the New York branch office, type NewYorkRouter.

·
Connection Type 


Click Connect using virtual private networking (VPN).

·
VPN Type 


Click Layer 2 Tunneling Protocol (L2TP).

·
Destination Address 


Because the corporate router will not initiate the VPN connection, no address is required.

·
Protocols and Security 


Select the protocols you want to route, and then select the Add a user account so a remote router can dial in check box.

·
Dial-out Credentials 


Because the corporate router will not initiate the VPN connection, type in any name, domain, and password.

·
Dial-in Credentials 


Type the domain and password for the account that will be used to authenticate the branch office router. The Demand-Dial Interface wizard automatically creates the account and sets its remote access permission to Allow access. The name of the account is the same as the name of the demand-dial interface. For example, for the New York branch office router, the name of the account is NewYorkRouter.

Configuring static routes

You need to add static routes so that traffic to the branch office is forwarded by using the appropriate demand-dial interface. For each route of each branch office, configure the interface, destination, network mask, and metric. For interface, you need to select the demand-dial interface that corresponds to the branch office.

For example, the route that corresponds to the New York branch office is 192.168.25.0 with a subnet mask of 255.255.255.0. This route becomes the static route with the following configuration:

·
Interface: NewYorkRouter 

·
Destination: 192.168.25.0 

·
Network mask: 255.255.255.0 

·
Metric: 1 

Note   Because the L2TP connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route.

Configuring L2TP over IPSec filters

To secure the corporate router from sending or receiving any traffic on its Internet interface except L2TP over IPSec traffic from branch office routers, you need to configure L2TP over IPSec input and output filters on the interface on the corporate router that corresponds to the Internet connection. For more information, see Add L2TP over IPSec filters. 

Because IP routing is enabled on the Internet interface, if you do not configure L2TP over IPSec filters on the Internet interface of the corporate router, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Configuring remote access policies

By using the Demand-Dial Interface wizard, the dial-in properties of user accounts that are used by branch office routers are already configured to allow remote access.

If you want to grant remote access to the L2TP-based branch office routers based on group membership, do the following:

 1.
For a stand-alone router that is not a member of a domain, use Local Users and Groups and set dial-in properties to Allow access for all users. 

 2.
For a directory services-based router, use Active Directory Users and Computers and set dial-in properties to Control access through Remote Access Policy for all users. 

 3.
Create a Windows 2000 group whose members can create virtual private networking connections with the VPN server. For example, BranchOfficeRouters. 

 4.
Add the appropriate user accounts that corresponds to the accounts that are used by the branch office routers to the Windows 2000 group. 

 5.
Create a new remote access policy with the following properties: 

·
Set Policy name to VPN Access if member of BranchOfficeRouters (example). 

·
Set the Windows-Groups condition to BranchOfficeRouters (example). 

·
Set the NAS-Port-Type condition to Virtual (VPN). 

·
Set the Tunnel-Type condition to Layer Two Tunneling Protocol. 

·
Select the Grant remote access permission option. 

 6.
If this computer is only used to provide router-to-router VPN connections, you need to delete the default remote access policy named Allow access if dial-in permission is enabled. Otherwise, move the default remote access policy so that it is evaluated last. 

For encryption, the default setting allows no encryption and all levels of encryption strength. To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your calling routers.

For more information, see To configure encryption.

Configuring the branch office router

If you want your Windows 2000 router in the branch office to initiate a L2TP connection with the corporate office router, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the branch office network. 

·
Install a computer certificate. 

·
Configure a demand-dial interface. 

·
Configure static routes. 

·
Configure L2TP over IPSec filters. 

Note   To simplify configuration, the branch office router always initiates the L2TP connection. 

Configuring the connection to the Internet

The connection to the Internet is a dedicated connection—a WAN adapter that is installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the branch office network

The connection to the branch office network is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of branch office name servers. 

Because the branch office router will act as a router between the corporate office and the branch office, you must configure the branch office router with either static routes or with routing protocols so that all of the destinations on the branch office network are reachable from the branch office router.

Installing a computer certificate

You must install a computer certificate on the branch office router in order for an L2TP over IPSec connection to be successfully established.

For more information about installing a computer certificate on the branch office router, see Machine certificates for L2TP over IPSec VPN connections.

Configuring a demand-dial interface

You can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, configure the following:

·
Interface Name 


The name of the interface that represents the connection to the corporate office. For example, type CorpOffice.

·
Connection Type 


Click Connect using virtual private networking (VPN).

·
VPN Type 


Click Layer 2 Tunneling Protocol (L2TP).

·
Destination Address 


Type the IP address or host name that is assigned to the Internet interface of the router at the corporate office. If you enter a host name, verify that the host name resolves to the proper IP address.

·
Protocols and Security 


Select the protocols you want to route.

·
Dial-out Credentials 


Type the name, domain name, and password of the user account that corresponds to this branch office router. The credentials are the same as those entered in the Dial-Out Credentials page of the Demand-Dial Interface wizard when the demand-dial interface for this branch office was created on the corporate router.

Configuring static routes

You need to add static routes so that traffic to the corporate office is forwarded by using the appropriate demand-dial interface. For each route of the corporate office, configure the interface, destination, network mask, and metric. For the interface, select the demand-dial interface that corresponds to the corporate office previously created.

For example, the route that corresponds to the corporate office is 10.0.00 with a subnet mask of 255.0.0.0. This route becomes a static route with the following configuration:

·
Interface: CorpOffice 

·
Destination: 10.0.0.0 

·
Network mask: 255.0.0.0 

·
Metric: 1 

Note   Because the L2TP connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route.

Configuring L2TP over IPSec filters

To secure the branch office router from sending or receiving any traffic on its Internet interface except L2TP over IPSec traffic from the corporate router, you need to configure L2TP over IPSec input and output filters on the interface on the branch office router that corresponds to the Internet connection. For more information, see Add L2TP over IPSec filters. 

Because IP routing is enabled on the Internet interface, if you do not configure L2TP over IPSec filters on the Internet interface of the branch office router, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Initiating the L2TP router-to-router VPN connection

To connect the branch office router to the corporate router, in Routing and Remote Access, right-click the demand-dial interface that connects to the corporate office, and then click Connect.

For information about troubleshooting a router-to-router VPN, see Troubleshooting router-to-router VPNs.

Routing scenarios

This section describes typical network configurations that use the Windows 2000 router. Each scenario reviews the configuration of network media, addresses, routing protocols, and other services. While your network configuration may be different than those described here, the basic concepts apply.

The network addresses in these scenarios use private address ranges as specified by RFC 1597, "Address Allocation for Private Internets." If your network is connected to the Internet, you can contact an Internet service provider (ISP) to receive network addresses acquired from the Internet Network Information Center (InterNIC).

Notes

·
A computer running Windows 2000 Server and the Routing and Remote Access service is referred to as the Windows 2000 router. 

·
The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

The following routing scenarios are described:

·
SOHO network to the Internet 

·
Small office network 

·
Medium-size office network 

·
Corporate network 

·
Dial-up branch office network 

·
Branch office over the Internet

SOHO network to the Internet

To connect a small office or home office (SOHO) network to the Internet, you can use one of two methods:

 1.
Routed connection 


For a routed connection, the computer running Windows 2000 Server acts as an IP router that forwards packets between SOHO hosts and Internet hosts. For more information, see Routed connection to the Internet.

 2.
Translated connection 


For a translated connection, the computer running Windows 2000 Server acts as a network address translator (NAT), an IP router that translates addresses for packets that are forwarded between SOHO hosts and Internet hosts. For more information, see Translated connection to the Internet.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Routed connection to the Internet

This scenario describes a small office or home office (SOHO) network that connects to the Internet by using a routed connection.

A SOHO network has the following characteristics:

·
One network segment. 

·
A single protocol: TCP/IP. 

·
Demand-dial or dedicated-link connections to the Internet service provider (ISP). 

The following illustration shows an example of a SOHO network. 

The Windows 2000 router is configured with a network adapter for the media that is used in the home network (for example, Ethernet) and an ISDN adapter or an analog modem. You can use a leased line or other permanent connection technologies, such as xDSL and cable modems, but this scenario describes the more typical configuration that uses a dial-up link to a local ISP.

This section covers:

·
Planning for a routed connection 

·
Configuring a routed connection 

·
Testing a routed connection 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Planning for a routed connection

While offering maximum flexibility in the types of traffic that can be sent and received, a routed connection requires more configuration. The Windows 2000 router must be manually configured with an IP address configuration and, if DHCP is not being used, all the SOHO hosts must also be manually configured with an IP address configuration. If DHCP is being used, a DHCP server on the SOHO network must be configured with the proper scope and scope options. For more information about DHCP, see Dynamic Host Configuration Protocol (DHCP)

For this scenario, an Internet service provider (ISP) supplies a range of IP addresses to use for the SOHO hosts and the IP address of a DNS server for host name resolution.

Routing protocols are not needed to propagate IP routing information on the SOHO network. The computers on the SOHO network are either manually configured with the default gateway IP address of the Windows 2000 router or receive a default gateway IP address through DHCP. The Windows 2000 router is not configured with a default gateway but with a default route. For an example adding the default route on the Windows 2000 router, see To add a default static IP route.

If the ISP is on the MBone, the multicast backbone of the Internet, it can forward IP multicast traffic from the Internet. To receive the multicast traffic, the interfaces on the Windows 2000 router are configured for the IGMP router mode and IGMP proxy mode. For more information, see Configuring a routed connection.

A routed connection to the Internet means that communication can occur with any host on the Internet. It also means that the SOHO hosts are exposed to possible malicious users on the Internet. To provide security, packet filters are configured on the Windows 2000 router to prevent unwanted Internet traffic on the SOHO network. For more information, see Packet filtering.

Computers on the home network are configured to use any services provided by an ISP, such as Network News Transfer Protocol (NNTP) servers and mail servers.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Configuring a routed connection

To configure a routed connection to the Internet for a small office or home office (SOHO) network, the following are configured:

·
The Windows 2000 router. 

·
Other computers on the SOHO network. 

Configuring the Windows 2000 router

To configure the Windows 2000 router, the following steps are completed:

 1.
The TCP/IP protocol on the Windows 2000 router for the SOHO network interface is configured with: 

·
IP address (from the address range obtained from the ISP). 

·
Subnet mask (from the address range obtained from the ISP). 

·
DNS server (from the IP address received from the ISP). 


TCP/IP is configured through the properties of the TCP/IP protocol for the local area connection in Network and Dial-up Connections. 


Note   Do not configure a default gateway. 

 2.
The Routing and Remote Access service is installed and enabled. 


For information on installing and enabling the Routing and Remote Access service, see To enable the Routing and Remote Access service. 

 3.
Routing on the dial-up port is enabled. 


If the connection to the Internet is a permanent connection that appears inside of Windows 2000 as a LAN interface (such as DDS, T-Carrier, Frame Relay, permanent ISDN, xDSL, or cable modem), or if you are connecting your computer running Windows 2000 to another router before the connection to the Internet, skip to step 5.


For information about enabling routing on the dial-up port, see To enable routing on ports.

 4.
A demand-dial interface is created to connect to the ISP. 


A demand-dial interface is created that is enabled for IP routing and uses the dial-up equipment and credentials that are used to dial the ISP. For more information about creating demand-dial interfaces, see To add a demand-dial interface.

 5.
A default static route is created that uses the Internet interface. 


For a default static route, the demand-dial interface (for dial-up connections) or LAN interface (for permanent or intermediate router connections) that is used to connect to the Internet is selected. The destination is 0.0.0.0 and the network mask is 0.0.0.0. For a demand-dial interface, the Gateway IP address is not configurable. For a LAN interface that is a point-to-point connection to your ISP, the Gateway address is 0.0.0.0.


For more information about configuring a default static route, see To add a default static IP route.

 6.
Multicast support is configured (optional). 


To add multicast support to the SOHO network:

·
The IGMP routing protocol is added. For more information, see To add the IGMP routing protocol. 

·
IGMP router mode is enabled on the interface that is connected to the home network. For more information, see To enable IGMP router and IGMP proxy mode. 

·
IGMP proxy mode is enabled on the interface that is connected to the ISP. For more information, see To enable IGMP router and IGMP proxy mode. 

Configuring other computers on the SOHO network

The TCP/IP protocol on the SOHO hosts is configured with:

·
IP address (from the address range obtained from the ISP). 

·
Subnet mask (from the address range obtained from the ISP). 

·
Default gateway (the IP address assigned to the Windows 2000 router SOHO network adapter). 

·
DNS server (from the IP address received from the ISP). 

TCP/IP is configured through the properties of the TCP/IP protocol for the local area connection in Network and Dial-up Connections.

Note

·
The previous configuration of SOHO hosts assumes that TCP/IP is configured manually. To automatically configure TCP/IP for SOHO hosts, you must install and configure a DHCP server. For more information, see DHCP overview. 

·
The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Testing a routed connection

From a computer in the home network, the ping command is used to ping a computer on the Internet and activate the demand-dial connection to the ISP. Once connected, the ping command is used again. If a reply is received, the packets are being routed correctly. For more information, see Using the ping command. 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Translated connection to the Internet

This scenario describes a small office or home office (SOHO) network that connects to the Internet by using a translated connection.

The network configuration is simplified through the use of the Network Address Translation (NAT) routing protocol, which provides network address translation, addressing, and name resolution services for SOHO network computers. 

A SOHO network has the following characteristics:

·
One network segment. 

·
A single protocol: TCP/IP. 

·
Demand-dial or dedicated-link connections to the Internet service provider (ISP). 

The following illustration shows an example of a SOHO network. 

The Windows 2000 router is configured with a network adapter for the media that is used in the home network (for example, Ethernet) and an ISDN adapter or an analog modem. You can use a leased line or other permanent connection technologies, such as xDSL and cable modems, but this scenario describes the more typical configuration that uses a dial-up link to a local ISP.

This section covers:

·
Planning for a translated connection 

·
Configuring a translated connection 

·
Testing a translated connection 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Planning for a translated connection

For this scenario, the network address translation addressing component on the network address translation computer automatically assigns unique addresses from the InterNIC private network IP of 192.168.0.0 with a subnet mask of 255.255.255.0 to all the other computers on the home network.

Traditional routing protocols such as RIP and OSPF are not needed to propagate IP routing information on the home network. The computers on the home network receive the default gateway IP address of the network address translation computer. The network address translation computer must be configured with a default route. For an example of adding the default route on the Windows 2000 router, see To add a default static IP route.

If the Internet service provider (ISP) is on the MBone, the multicast backbone of the Internet, it can forward IP multicast traffic from the Internet. To receive the multicast traffic, the interfaces on the Windows 2000 router are configured for IGMP router mode or IGMP proxy mode. For more information, see Configuring a translated connection.

Computers on the home network are configured to use any services provided by an ISP, such as Network News Transfer Protocol (NNTP) servers and mail servers.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Configuring a translated connection

To configure the Windows 2000 router to connect a small office or home office (SOHO) network to the Internet with a translated connection by using the Network Address Translation (NAT) routing protocol and a dial-up connection to an Internet service provider (ISP), the steps in Deploying network address translation are completed.

Note   This scenario assumes the use of the NAT routing protocol for the translated connection. You can simplify the configuration of a translated connection by using the Internet connection sharing feature of Network and Dial-up Connections. For more information about the differences between Internet connection sharing and network address translation, see Internet connection sharing and network address translation. For information about Internet connection sharing, see Internet connection sharing. 

For more information about setting up network address translation, see Setting up network address translation.

Configuring multicast support (optional)

To add multicast support to the home network:

·
The IGMP routing protocol is added. For more information, see To add the IGMP routing protocol. 

·
IGMP router mode is enabled on the interface that is connected to the home network. For more information, see To enable IGMP router and IGMP proxy mode. 

·
IGMP proxy mode is enabled on the interface that is connected to the ISP. For more information, see To enable IGMP router and IGMP proxy mode. 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Testing a translated connection

From a computer in the small office or home office network, the ping command is used to ping a computer on the Internet and activate the demand-dial connection to the ISP. Once connected, the ping command is used again. If a reply is received, the packets are being routed correctly. For more information, see Using the ping command. 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Small office network

A small office network has the following characteristics:

·
Few network segments (for example, one segment on each floor or wing of a building). 

·
A closed network with no connections to or from another network such as the Internet. 

·
Support for the IP protocol, the IPX protocol, or both. 

Whether or not you need support for the IP protocol, the IPX protocol, or both depends on the types of network resources that are present. For example, if no Novell NetWare servers or clients are present, then IPX support is not required. This scenario assumes that both IP and IPX support is needed. If you do not need IPX support, ignore the sections that refer to IPX configuration.

The following illustration shows an example of a small office network.

In this small office network scenario, Windows 2000 Routers 1 and 2 are configured with a network adapter for each medium that is used on Networks A, B, and C.

This section covers:

·
Planning addresses for the small office network 

·
Routing protocols for the small office network 

·
Other services for the small office network 

·
Configuring the small office network 

·
Testing the small office network 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Planning addresses for the small office network

The following sections describe how IP and IPX addresses are assigned for this small office network scenario.

IP addressing

IP addresses are assigned based on the private network ID of 192.168.0.0 for each network segment that uses a subnet mask of 255.255.255.0. This provides for growth of up to 254 computers on each network segment.

The following table shows the assignment of IP addresses for this scenario.

IP addresses for the small office network

Segment
IP address with a subnet mask
Range of host IDs

Network A
192.168.1.0, 255.255.255.0
192.168.1.1–192.168.1.254

Network B
192.168.2.0, 255.255.255.0
192.168.2.1–192.168.2.254

Network C
192.168.3.0, 255.255.255.0
192.168.3.1–192.168.3.254

After planning the network for this small office, addresses are assigned (either manually or by using DHCP) in the ranges described in the preceding table for all other computers on Networks A, B, and C.

IPX addressing

Each network in the small office must have a unique external IPX network number. Additionally, each router must have a unique internal IPX network number.

The following table shows the external IPX network numbers for Networks A, B, and C in the small office network.

External IPX network numbers for the small office network

Segment
External IPX network number

Network A
00000001

Network B
00000002

Network C
00000003

After planning the network for this small office, internal IPX network numbers are assigned for the Windows 2000 routers.

The following table shows the internal IPX network numbers for Routers 1 and 2 for this small office network scenario.

Internal IPX network numbers for the Windows 2000 routers

Router
Internal IPX network number

Router 1
80000001

Router 2
80000002

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Routing protocols for the small office network

For the small office network, IP routing is implemented through the Routing Information Protocol (RIP) or through static routes. RIP and Service Advertising Protocol (SAP) are used for IPX.

IP routing protocols

In this scenario, configuring RIP for IP is easier than configuring static routes. For more information, see Configuring the small office network. 

IPX routing protocols

Even for a small office network, you should use RIP for IPX and SAP for IPX to provide dynamic awareness of available IPX networks and services to the routers and SAP servers. In this scenario, RIP for IPX and SAP for IPX are enabled on all of the interfaces for Router 1 and Router 2.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Other services for the small office network

For this scenario, the Windows 2000 DHCP service is used to automatically configure IP addresses and other information on client computers. Because DHCP is used, the DHCP Relay Agent must be configured on the interface for Windows 2000 Router 1 on Network A and on the interface for Windows 2000 Router 2 on Network C. When the DHCP Relay Agent is used, DHCP client computers on Networks A and C can acquire addresses from the DHCP server on Network B. For information about setting up a DHCP server, see DHCP overview.

Notes

·
You do not need to use the DHCP Relay Agent on a router if there is a DHCP server on each network segment. 

·
The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Configuring the small office network

To configure the small office network in this scenario, the following steps are completed:

 1.
Network adapters are installed and configured. 

 2.
The Routing and Remote Access service is installed. 

 3.
Routing protocols are added to each router. 

 4.
The DHCP relay agent is installed and configured. 

 5.
A WINS or DNS name server is installed. 

These steps are outlined in the following sections and are intended as general guidelines for setting up a small office routed IP network.

Installing and configuring network adapters

To install and configure network adapters, the following steps are performed:

 1.
Two network adapters are installed in every router. 

 2.
The drivers for the network adapters are installed. 

 3.
The TCP/IP and IPX/SPX protocols are installed. 

 4.
IP addresses are configured on the network adapters. 

The following table shows the IP addresses for this small office network scenario.

Router
Network adapter connected to
IP address

Router 1
Network A
192.168.1.1


Network B
192.168.2.1

Router 2
Network B
192.168.2.2


Network C
192.168.3.1

Installing the Routing and Remote Access service

For this small office network scenario, the Routing and Remote Access service is installed. For more information about installing the Routing and Remote Access service, see To enable the Routing and Remote Access service.

Configuring IPX network numbers

A unique hexadecimal IPX network number must be assigned and a frame type must be configured for each network. The IPX frame type and external IPX network number are configured through the properties of the NWLink IPX/SPX/NetBIOS Compatible Transport Protocol.

The following table shows the external IPX network numbers for this small office network scenario.

Router
Network adapter connected to
External IPX network number

Router 1
Network A
00000001


Network B
00000002

Router 2
Network B
00000002


Network C
00000003

A unique hexadecimal internal network number must be assigned to each IPX router. If the default internal network number, 00000000, is assigned, the Windows 2000 router automatically selects a unique IPX internal network number. The IPX internal network number is manually configured through the properties of the NWLink IPX/SPX/NetBIOS Compatible Transport Protocol.

The following table shows the internal IPX network numbers for this small office network scenario.

Router
Internal IPX network number

Router 1
80000001

Router 2
80000002

As a result of this configuration, all the computers on Networks A, B, and C automatically detect the IPX external network number and the IPX frame type.

Configuring RIP for dynamic IP routing

To implement dynamic IP routing for this small office network, the RIP routing protocol is added and then both LAN interfaces are added to RIP. For more information, see To add an IP routing protocol and To add a routing interface. 

Installing and configuring the DHCP Relay Agent

In this small office network scenario, for Router 1, the DHCP Relay Agent is enabled for the interface that is on Network A. For Router 2, the DHCP Relay Agent is enabled for the interface that is on Network C. The DHCP server is also configured so that the clients on all the networks can use DHCP.

For information about configuring the DHCP Relay Agent, see Configure the DHCP Relay Agent. 

Installing a WINS or DNS name server

To access network resources by using NetBIOS or domain names, a WINS or DNS name server must be installed. For more information, see WINS overview and DNS overview. 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Testing the small office network

For this scenario, the ability of the small office network to route packets is tested by answering the following questions: 

 1.
Are the packets being routed correctly? 


From a computer on each network, the ping command is used to ping a computer on the other networks. If a reply is not received from a network, the packets are not being routed correctly. For more information, see Using the ping command. 

 2.
Are the RIP packets being sent correctly? 


To ensure that RIP packets are sent correctly, the neighboring RIP routers are viewed from one RIP router. Neighboring RIP routers are routers connected to a common network. For information about viewing RIP neighbors, see To view RIP neighbors.

 3.
Are all the networks being routed to? 


To ensure that all the networks are being routed to, the IP routing table is viewed from a router. For more information, see Understanding the IP routing table.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Medium-size office network

A medium-size office network has the following characteristics:

·
Several LAN segments with a backbone (for example, one segment on each floor or wing of a building). 

·
More than one network protocol (IP or IPX). 

·
Dial-up connections for users who connect from home or while traveling. 

·
Internet connections. 

The following illustration shows an example of a medium-size office network.

A medium-size office network typically uses a few different types of network media. The different office segments can use 10-megabit-per-second (Mbps) Ethernet or Token Ring networks, but the backbone network that is used to connect to the different networks and host servers can use 100-Mbps Ethernet, Fiber Distributed Data Interface (FDDI), or other types of networks.

The following table shows the network media that is used in this medium-size office network scenario.

Router
Role
Medium

Windows 2000 Router 1
Connects to Network A
One Ethernet (10 Mbps) or Token Ring adapter


Connects to the backbone
One Ethernet (100 Mbps) or FDDI adapter

Windows 2000 Router 2
Connects to Network B
One Ethernet (10 Mbps) or Token Ring adapter


Connects to the backbone
One Ethernet (100 Mbps) or FDDI adapter

Windows 2000 Router 3
Connects to Network C
One Ethernet (10 Mbps) or Token Ring adapter


Connects to the backbone
One Ethernet (100 Mbps) or FDDI adapter

Windows 2000 Router 4
Connects to the backbone
One Ethernet (100 Mbps) or FDDI adapter


Connects to dial-up networking clients
Modems and/or ISDN adapters

This section covers:

·
Planning addresses for the medium-size office network 

·
Routing protocols for the medium-size office network 

·
Other services for the medium-size office network 

·
Configuring the medium-size office network 

·
Testing the medium-size office network 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Planning addresses for the medium-size office network

The following sections describe how IP and IPX addresses are assigned for this medium-size office network scenario.

IP addressing

Network IDs are assigned based on the private network ID of 192.168.0.0 for each network segment that uses a subnet mask of 255.255.255.0. This provides for growth of up to 254 computers on each network segment. 

The following table shows the assignment of IP addresses for this scenario.

IP addresses for the medium-size office network

Segment
IP network ID with mask
Range of host IDs

Backbone
192.168.1.0, 255.255.255.0
192.168.1.1–192.168.1.254

Network A
192.168.2.0, 255.255.255.0
192.168.2.1–192.168.2.254

Network B
192.168.3.0, 255.255.255.0
192.168.3.1–192.168.3.254

Network C
192.168.4.0, 255.255.255.0
192.168.4.1–192.168.4.254

After planning the network for this medium-size office, addresses are assigned (either manually or by using DHCP) in the ranges described in the preceding table for all other computers on Networks A, B, C, and D.

IPX addressing

Each network in the medium-size office must have a unique external IPX network number. Additionally, each router must have a unique internal IPX network number.

The following table shows the external IPX network numbers for this medium-size office network scenario.

External IPX network numbers for the medium-size office network

Segment
External IPX network number

Backbone
00000001

Network A
00000002

Network B
00000003

Network C
00000004

After planning the network for this medium-size office, internal IPX network numbers are assigned for the Windows 2000 routers.

The following table shows the internal IPX network numbers for Routers 1 through 4 for this medium-size office network scenario.

Internal IPX numbers for the Windows 2000 routers

Router
Internal IPX network number

Router 1
80000001

Router 2
80000002

Router 3
80000003

Router 4
80000004

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Routing protocols for the medium-size office network

The IP routing protocol for medium-size networks is Routing Information Protocol (RIP) version 2. In this scenario, RIP v2 is configured on Windows 2000 Routers 1, 2, 3, and 4.

The IPX routing and service protocols for medium-size networks are RIP and Service Advertising Protocol (SAP).

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Other services for the medium-size office network

For this scenario, the Windows 2000 DHCP service is used to automatically configure IP addresses and other information on client computers. Because DHCP is used, the DHCP Relay Agent must be configured on Windows 2000 Routers 1, 2, and 3. When the DHCP Relay Agent is used, client computers on Networks A, B, and C can acquire addresses from the DHCP server on the backbone. For information about setting up a DHCP server, see DHCP overview.

Notes

·
You do not need to use the DHCP Relay Agent on a router if you have a DHCP server on each network segment. 

·
The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Configuring the medium-size office network

To configure the medium-size office network described in this scenario, the following steps are completed:

 1.
Network adapters are installed and configured. 

 2.
The Routing and Remote Access service is installed. 

 3.
RIP is configured. 

 4.
Remote access devices are configured. 

 5.
The DHCP Relay Agent is installed and configured. 

 6.
A WINS or DNS name server is installed. 

These steps are outlined in the following sections and are intended as general guidelines for setting up and testing a medium-size office routed IP network. 

Installing and configuring network adapters

To install and configure network adapters, the following steps are performed:

 1.
Two network adapters are installed in every router. 

 2.
The drivers are installed for the network adapters. 

 3.
The TCP/IP and IPX/SPX protocols are installed. 

 4.
IP addresses are configured on the network adapters. 

The following table shows the IP addresses for this medium-size office network scenario.

Router
Network adapter connected to
IP address

Router 1
Backbone
192.168.1.1


Network A
192.168.2.1

Router 2
Backbone
192.168.1.2


Network B
192.168.3.1

Router 3
Backbone
192.168.1.3


Network C
192.168.4.1

Router 4 
Backbone
192.168.1.4

Installing the Routing and Remote Access service

For this medium-size office network scenario, the Routing and Remote Access service is installed and enabled as a LAN router on every router. For more information about installing the Routing and Remote Access service, see To enable the Routing and Remote Access service.

On Router 4, the Routing and Remote Access service is installed and enabled as a LAN router and as a remote access server. An IP address pool is created with a starting address of 192.168.1.225 and an ending IP address of 192.168.1.254. This pool allows up to 29 simultaneously connected dial-up networking clients. IP addresses for interfaces on the backbone network must now be selected so that they are within the range 192.168.1.1 to 192.168.1.224.

For more information about creating IP address pools, see To create a static IP address pool. 

Configuring RIP

On each router, the RIP protocol is configured. To configure RIP, the RIP routing protocol is added to IP, each interface is added to RIP, and then RIP version 2 is enabled on the RIP interface that is connected to the backbone. For more information, see To configure RIP version 2. 

This scenario assumes that all the routers on the medium-size office network are Windows 2000 routers that are configured for RIP version 2. If there are existing routers on the network that only support RIP version 1, then RIP version 2 does not need to be enabled.

Configuring remote access devices

In this routing scenario, Router 4 is a remote access server for dial-up networking clients. On Router 4, remote access devices such as modems and ISDN adapters are installed. For more information, see Installing dial-up equipment.

Installing and configuring the DHCP Relay Agent

To use DHCP on the network, the DHCP Relay Agent is installed on Routers 1, 2, and 3, the interfaces that are not on the backbone are configured to use the DHCP Relay Agent, and the DHCP server is configured for use by clients.

For information about configuring the DHCP Relay Agent, see Configure the DHCP Relay Agent.

Installing a WINS or DNS name server

To access network resources by using NetBIOS or domain names, a WINS or DNS name server must be installed. For more information, see WINS overview and DNS overview.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Testing the medium-size office network

For this scenario, the ability of the medium-size office network to route packets is tested by answering the following questions:

 1.
Are the packets being routed correctly? 


From a computer on each network, the ping command is used to ping a computer on the other networks. If a reply is not received from a network, the packets are not being routed correctly. For more information, see Using the ping command. 

 2.
Are the RIP packets being sent correctly? 


To ensure that RIP packets are sent correctly, the neighboring RIP routers are viewed from one RIP router. Neighboring RIP routers are routers connected to a common network. For information about viewing RIP neighbors, see To view RIP neighbors.

 3.
Are all the networks being routed to? 


To ensure that all the networks are being routed to, the IP routing table is viewed from a router. For more information, see Understanding the IP routing table.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Corporate network

A typical corporate network has the following characteristics:

·
Many LAN segments with a backbone (for example, one segment on each floor or wing of several buildings). 

·
More than one network protocol (IP or IPX). 

·
Areas configured with Open Shortest Path First (OSPF). 

·
Dial-up connections for users who connect from home or while traveling. 

·
Leased-line connections to branch offices. 

·
Demand-dial connections to branch offices. 

·
Internet connections. 

The following illustration shows an example of a corporate network.

A corporate network typically uses different types of network media. The different office segments can use 10-megabit-per-second (Mbps) Ethernet or Token Ring networks, but the backbone network that is used to connect to the different networks and host servers is usually made up of 100-Mbps Ethernet or Fiber Distributed Data Interface (FDDI). Connections to external networks (the Internet) are over leased lines or packet-switched services such as Frame Relay. Connections to branch offices are over either switched media (ISDN or analog modems), dedicated media (leased lines or Frame Relay), or the Internet.

You can also use a tunneling protocol (such as PPTP) to connect the branch offices to the corporate network over the Internet. For more information on this type of configuration, see Branch office over the Internet. 

This corporate network scenario depicts branch office connections that use switched, demand-dial links and dedicated links, as shown in the following table.

Network media for the corporate network

Router
Role
Medium

Windows 2000 Router 1
Connects to the backbone
One Ethernet (100 Mbps) or FDDI adapter


Connects to Network C
One Ethernet (10 Mbps) or Token Ring adapter

Windows 2000 Router 2
Connects to Network A
One Ethernet (10 Mbps) or Token Ring adapter


Connects to Network C
One Ethernet (10 Mbps) or Token Ring adapter

Windows 2000 Router 3
Connects to Network B
One Ethernet (10 Mbps) or Token Ring adapter


Connects Network C
One Ethernet (10 Mbps) or Token Ring adapter

Windows 2000 Router 4
Connects to the backbone
One Ethernet (100 Mbps) or FDDI adapter


Connects to Network D
One Ethernet (10 Mbps) or Token Ring adapter

Windows 2000 Router 5
Connects to the backbone
One Ethernet (100 Mbps) or FDDI adapter


Connects to Router 6
One or more ISDN adapters and/or analog modems


Connects to Router 7
One Frame Relay adapter

Windows 2000 Router 6
Connects to Router 5
One or more ISDN adapter and/or analog modems


Connects to Network F
One Ethernet (10 Mbps) or Token Ring adapter

Windows 2000 Router 7
Connects to Router 5
One Frame Relay adapter


Connects to Network E
One Ethernet (10 Mbps) or Token Ring adapter

Windows 2000 Router 8
Connects to the backbone
One Ethernet (100 Mbps) or FDDI adapter


Connects to dial-up networking clients
Analog modems and/or ISDN adapters

Windows 2000 Router 9
Connects to the backbone
One Ethernet (100 Mbps) or FDDI adapter


Connects to the Internet
One leased line (56K/T1) or Frame Relay adapter

This section covers:

·
Planning addresses for the corporate network 

·
Routing protocols for the corporate network 

·
Other services for the corporate network 

·
Configuring the corporate network 

·
Testing the corporate network 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Planning addresses for the corporate network

The following sections describe how IP and IPX addresses are assigned for this corporate network scenario.

IP addressing

Network IDs are assigned based on the private network ID of 192.168.0.0 for each network segment that uses a subnet mask of 255.255.255.0. This provides for growth of up to 254 computers on each network segment. 

The following table shows the assignment of IP addresses for this scenario.

IP addresses for the corporate network

Segment
IP network ID with mask
Range of host IDs

Backbone
172.16.1.0, 255.255.255.0
172.16.1.1–172.16.1.254

Network A
172.16.2.0, 255.255.255.0
172.16.2.1–172.16.2.254

Network B
172.16.3.0, 255.255.255.0
172.16.3.1–172.16.3.254

Network C
172.16.4.0, 255.255.255.0
172.16.4.1–172.16.4.254

Network D
172.16.5.0, 255.255.255.0
172.16.5.1–172.16.5.254

Network E
172.16.6.0, 255.255.255.0
172.16.6.1–172.16.6.254

Network F
172.16.128.0, 255.255.255.0
172.16.128.1–172.16.128.254

Network G
172.16.129.0, 255.255.255.0
172.16.129.1–172.16.129.254

After planning the network, addresses are assigned (either manually or by using DHCP) in the ranges described in the preceding table for all computers on the backbone and Networks A, B, C, D, E, F, and G.

If more than 254 addresses are needed on a segment, a new segment is configured rather than increasing the network address range. To provide for growth in the network, branch offices are assigned a 254-address range, even if there are not that many computers.

However, if a branch office has 10 to 15 people, the extra addresses in a 254-address range should not be wasted. Instead, variable-length subnets are used to divide the 254 addresses into multiple subnets of different lengths. Both the Routing Information Protocol (RIP) version 2 and the Open Shortest Path First (OSPF) protocol support variable-length subnets.

IPX addressing

Each network in the corporate network must have a unique external IPX network number. Additionally, each router must have a unique internal IPX network number.

The following table shows the external IPX network numbers for the corporate network.

External IPX network numbers for the corporate network

Segment
External IPX network number

Backbone
00000001

Network A
00000002

Network B
00000003

Network C
00000004

Network D
00000005

Network E
00000006

Network F
00000007

Network G
00000008

After planning the network, the IPX network numbers are assigned for the Windows 2000 routers.

The following table shows the internal IPX network numbers for Routers 1 through 10 for this corporate network scenario.

Internal IPX numbers for the Windows 2000 routers

Router
Internal IPX network number

Router 1
80000001

Router 2
80000002

Router 3
80000003

Router 4
80000004

Router 5
80000005

Router 6
80000006

Router 7
80000007

Router 8
80000008

Router 9
80000009

Router 10
80000010

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Routing protocols for the corporate network

You can use either IP or IPX in a corporate network, or you can use a combination of both protocols. The following sections describe the use of OSPF as the IP routing protocol and RIP and SAP as the IPX routing protocols for this corporate network scenario. 

IP routing protocols

Corporate networks typically use the OSPF protocol because it is efficient in large networks. For this corporate network scenario, OSPF is configured on all the Windows 2000 routers within the corporate site. Different types of routes are used depending on the type of WAN connection. For a demand-dial link, you must use either static routes or auto-static routes that use RIP. For dedicated WAN links, you can use static routes, RIP, or OSPF.

For this scenario, Windows 2000 Routers 5, 6, 7, 9, and 10 are also configured with either static routes or RIP version 2 on the interfaces that are not configured for OSPF. Static routes are preferable to using RIP version 2 when the link bandwidth is not adequate or when routing update traffic is considered an unnecessary overhead cost.

IPX routing protocols

The routing and service protocols for this corporate network scenario are Routing Information Protocol (RIP) and Service Advertising Protocol (SAP). Windows 2000 Routers 5 and 6 are also configured with static routes or RIP for IPX. Static routes are preferable to using RIP when the link bandwidth is not adequate or when routing update traffic is considered an unnecessary overhead cost.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Other services for the corporate network

For this scenario, the Windows 2000 DHCP service is used for automatic configuration of IP addresses and other information on client computers. Because DHCP is used, the DHCP Relay Agent must be configured on Windows 2000 Routers 1, 2, 3, 4, and 7. When the DHCP Relay Agent is used, client computers on Networks A, B, D, and G can acquire addresses from the DHCP server on the backbone. For information about setting up a DHCP server, see DHCP overview.

Notes

·
You do not need to use the DHCP Relay Agent on your router if you have a DHCP server on each network. 

·
The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Configuring the corporate network

To configure the corporate network described in this scenario, the following steps are completed at each router, as shown in the following table. 

These steps are intended as general guidelines for setting up and testing a corporate routed IP network.

Individual configurations for each router in the corporate network

Router
Configuration step

Router 1
1.  Two network adapters are installed and then the drivers for the network adapters are installed. 2.  The address 172.16.1.1 is assigned to the network adapter that is connected to the backbone, and 172.16.4.1 is assigned to the network adapter that is connected to Network C. 3.  The Routing and Remote Access service is installed and LAN routing is enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. For more information, see To enable the Routing and Remote Access service. 4.  The OSPF routing protocol is configured. For more information, see Configure OSPF. The area 0.0.0.1 is added to the router. By default, the backbone area 0.0.0.0 is added to the router.On the interface connected to the backbone, the area is configured as 0.0.0.0.On the interface connected to Network C, the area is configured as 0.0.0.1 for Area 1.Passwords are configured for each interface.5.  The DHCP Relay Agent is installed and configured on the interface on Network C. For more information, see Configure the DHCP Relay Agent. 

Router 2
1.  Two network adapters are installed and then the drivers are installed for the network adapters. 2.  The address 172.16.4.3 is assigned to the network adapter that is connected to Network C, and 172.16.2.1 is assigned to the network adapter that is connected to Network A. 3.  The Routing and Remote Access service is installed and LAN routing is enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. 4.  The OSPF routing protocol is configured. The area 0.0.0.1 is added to the router. The backbone area 0.0.0.0 is deleted, which was added to the router by default.On the interface connected to Network A, the area is configured as 0.0.0.1 for Area 1.On the interface connected to Network C, the area is configured as 0.0.0.1 for Area 1.Passwords are configured for each interface.5.  The DHCP Relay Agent is installed and configured on the interface connected to Network A. 

Router 3
1.  Two network adapters are installed and then the drivers for the network adapters are installed. 2.  The address 172.16.4.2 is assigned to the network adapter that is connected to Network C, and 172.16.3.1 is assigned to the network adapter that is connected to Network B. 3.  The Routing and Remote Access service is installed and LAN routing is enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. 4.  The OSPF routing protocol is configured. The area 0.0.0.1 is added to the router. The backbone area 0.0.0.0 is deleted, which was added to the router by default.On the interface connected to Network B, the area is configured as 0.0.0.1 for Area 1.On the interface connected to Network C, the area is configured as 0.0.0.1 for Area 1.Passwords are configured for each interface.5.  The DHCP Relay Agent is installed and configured on the interface connected to Network B. 

Router 4
1.  Two network adapters are installed and then the drivers for the network adapters are installed. 2.  The address 172.16.1.2 is assigned to the network adapter that is connected to the backbone, and 172.16.5.1 is assigned to the network adapter that is connected to Network D. 3.  The Routing and Remote Access service is installed and LAN routing is enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. 4.  The OSPF routing protocol is configured. The area 0.0.0.2 is added to the router. By default, the backbone area 0.0.0.0 is added to the router.On the interface connected to the backbone, the area is configured as 0.0.0.0.On the interface connected to Network D, the area is configured as 0.0.0.2 for Area 2.Passwords are configured for each interface.5.  The DHCP Relay Agent is installed and configured on the interface connected to Network D. 

Router 5
1.  One network adapter, one Frame Relay card, and a modem, ISDN, or remote access device are installed and then the drivers are installed. 2.  The address 172.16.1.3 is assigned to the network adapter that is connected to the backbone, and the address 172.16.7.1 is assigned to the Frame Relay adapter. 3.  The Routing and Remote Access service is installed and LAN and WAN routing are enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. 4.  A pool of addresses is assigned to the remote access router with a starting address of 172.16.1.193 and an ending IP address of 172.16.1.194. For more information, see To create a static IP address pool. 5.  The OSPF routing protocol is configured. The router is configured as an autonomous system boundary router.On the interface connected to the backbone, the area is configured as 0.0.0.0.6.  RIP for IP is enabled on the Frame Relay interface that connects to Router 7. 7.  Static routes are configured on the interface that connects to Router 6. For more information, see To add a static route. 

Router 6
1.  One network adapter and one modem, ISDN, or remote access device are installed and then the drivers for the adapters are installed. For more information about the configuration of Router 5 and Router 6 to support a demand-dial connection, see Dial-up branch office network.2.  The address 172.16.128.1 is assigned to the network adapter that is connected to Network F. 3.  The Routing and Remote Access service is installed and LAN and WAN routing are enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. 4.  A pool of addresses is assigned to the remote access router with a starting address of 172.16.128.253 and an ending IP address of 172.16.128.254. For more information, see To create a static IP address pool. 5.  Static routes are configured on the interface that connects to Router 5. For more information, see To add a static route. 

Router 7
1.  One network adapter and one Frame Relay adapter are installed and then the drivers for the adapters are installed. 2.  The address 172.16.7.2 is assigned to the Frame Relay adapter that is connected to Router 5, and 172.16.6.1 is assigned to the network adapter that is connected to Network G. 3.  The Routing and Remote Access service is installed and LAN routing is enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. 4.  Static routes, or any routing protocol that is used on the branch office LAN, are configured. 5.  RIP for IP is configured on the interface that connects to Router 5. 6.  The DHCP Relay Agent is installed and configured on the interface connected to Network E. 

Router 8
1.  One network adapter is installed and then the drivers for the network adapter are installed. 2.  The address 172.16.1.4 is assigned to the network adapter that is connected to the backbone. 3.  The Routing and Remote Access service is installed and LAN routing and remote access are enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. 4.  Remote access devices are installed. 5.  A pool of addresses is assigned with a starting address of 172.16.1.192 and an ending IP address of 172.16.1.254. This pool defines a range of 62 IP addresses for dial-up networking clients. 6.  The OSPF routing protocol is configured. On the interface that is connected to the backbone, the area is configured as 0.0.0.0.Passwords are configured for each interface.

Router 9
1.  Two network adapters are installed and then the drivers for the network adapters are installed. 2.  The address 172.16.1.5 is assigned to the network adapter that is connected to the backbone. The IP address (as allocated by the Internet service provider) is assigned to the interface that is connected to the Internet. 3.  The Routing and Remote Access service is installed and LAN and WAN routing and remote access are enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. 4.  A pool of addresses is assigned with a starting address of 172.16.1.65 and an ending IP address of 172.16.1.66. 5.  The OSPF routing protocol is configured. On the interface that is connected to the backbone, the area is configured as 0.0.0.0.Passwords are configured for each interface.

Router 10
1.  One network adapter and one modem, ISDN, or remote access device are installed and then the drivers for the adapters are installed. 2.  The address 172.16.129.1 is assigned to the network adapter that is connected to Network F. 3.  The Routing and Remote Access service is installed and LAN and WAN routing are enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. 4.  A pool of addresses is assigned to the remote access router with a starting address of 172.16.129.253 and an ending IP address of 172.16.129.254. 5.  Static routes are configured on the interface that connects to Router 9. For more information about the configuration of Router 9 and Router 10 to support a demand-dial PPTP connection over the Internet, see Branch office over the Internet.

Installing a WINS or DNS name server

To access network resources by using NetBIOS or domain names, a WINS or DNS name server must be installed. For more information, see WINS overview and DNS overview. 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Testing the corporate network

For this scenario, the ability of the corporate network to route packets is tested by answering the following questions:

 1.
Are the packets being routed correctly? 


From a computer on each network, the ping command is used to ping a computer on the other networks. If a reply is not received from a network, the packets are not being routed correctly. For more information, see Using the ping command.

 2.
Is OSPF working correctly? 


The status of OSPF is checked by viewing OSPF neighbors. For more information, see To view OSPF neighbors.


For more information about troubleshooting OSPF, see Troubleshooting OSPF.

 3.
Are all the networks being routed to? 


To ensure that all the networks are being routed to, the IP routing table is viewed from a router. For more information, see Understanding the IP routing table.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Dial-up branch office network

The corporate network scenario depicted a network that included branch offices. This scenario describes the configuration of a network for a branch office that is connected through a dial-up link.

A typical branch office network has the following characteristics:

·
One LAN segment. 

·
Both IP and IPX network protocols. 

·
Demand-dial connections to the corporate office. 

The following illustration shows an example of a dial-up branch office network.

In this scenario, the Windows 2000 router must be configured with a network adapter for the media that is used in the branch office (for example, Ethernet) and an ISDN device or analog modem for connection to the corporate office. 

For more information, see:

·
Planning addresses for the branch office network 

·
Routing protocols for the branch office network 

·
Other services for the branch office network 

·
Configuring the branch office network 

·
Testing the branch office network 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Planning addresses for the branch office network

For IP addressing, the branch office network segment is assigned a network range of 254 addresses to enable potential growth. In this scenario, the branch office network (Network F) uses the address of 172.16.128.0 for the network and 255.255.255.0 for the mask.

For IPX addressing, the branch office external IPX network number is 00000007 and the internal IPX network number for Router 6 is 80000006.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Routing protocols for the branch office network

For this branch office scenario, static routes are used for both IP and IPX routing.

IP routing protocols

It is not necessary to use IP routing protocols to propagate IP routing information to the branch office. Instead, static routes are configured on the Windows 2000 router. For an example adding a static route, see Configuring the branch office network.

IPX routing protocols

If the IPX protocol is used, the Windows 2000 router can be configured for Routing Information Protocol (RIP) and Service Advertising Protocol (SAP). Static routes and services for IPX can also be used. However, the number of routes and services may be quite high because of the lack of route summarization.

If there are many static routes or static services to add, RIP and SAP are configured to use auto-static updates. Auto-static updates enable the router to automatically send a request for a list of routes from other routers. The list is then converted to static routes. For more information, see Perform auto-static updates.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Other services for the branch office network

Using a long-haul analog phone line or an ISDN line unnecessarily can be expensive. To prevent a demand-dial connection from initiating except when information resources such as a Web site or file shares are accessed, DHCP and name servers are installed on the branch office network.

In this scenario, the Windows 2000 DHCP service is used for automatic configuration of IP addresses and other information on client computers. Installing and configuring the DHCP Relay Agent on Router 6 may cause Router 6 to dial the corporate hub router every time a DHCP packet is sent by a computer in the branch office network. Therefore, a DHCP server is installed on the branch office network. For information about setting up a DHCP server, see DHCP overview.

Name servers (WINS and DNS) are installed on the branch office network to enable local name resolution. The branch office name servers must be configured to replicate with the corporate name servers. For more information, see WINS overview and DNS overview.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Configuring the branch office network

To configure the dial-up branch office network described in this scenario, the following steps are completed:

 1.
A network adapter is installed and configured. 

 2.
The Routing and Remote Access service is installed. 

 3.
An IP address pool is configured. 

 4.
Remote access devices are installed and configured. 

 5.
Demand-dial interfaces are created. 

 6.
Dial-in accounts are created. 

 7.
IP static routes are added. 

 8.
A DHCP, WINS, or DNS name server is installed. 

These steps are outlined in the following sections and are intended as general guidelines for setting up and testing a branch office network. 

Installing and configuring the network adapter

To configure Router 5 and Router 6, the following steps are performed:

 1.
The network adapter is installed. 

 2.
The driver for the network adapter is installed. 

 3.
The IP address on the network adapter is configured through the properties of the TCP/IP protocol. 

In this branch office network scenario, the IP addresses are assigned as follows:

·
For Router 5, the IP address 172.16.1.3 is assigned to the network adapter that connects to the backbone. 

·
For Router 6, the IP address 172.16.128.1 is assigned to the network adapter that connects to the branch office network.

Installing the Routing and Remote Access service

For this branch office network scenario, the Routing and Remote Access service is installed and LAN and WAN routing are enabled. For more information, see To enable the Routing and Remote Access service. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access.

Configuring an IP address pool

In this scenario, the branch office router (Router 6) is configured with an IP address pool with a single range, as shown in the following table.

Starting address of the range
Ending address of the range
Number of addresses in the range

172.16.128.253
172.16.128.254
2

The corporate router (Router 5) is also configured with an IP address pool with a single range, as shown in the following table.

Starting address of the range
Ending address of the range
Number of addresses in the range

172.16.1.133
172.16.1.134
2

For information about configuring an IP address pool, see To create a static IP address pool. 

Installing and configuring dial-up devices

For both Router 5 and Router 6, modem or ISDN devices are installed and configured. For more information, see Installing dial-up equipment.

Creating demand-dial interfaces

On Router 6, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following configuration:

·
Name: CorpOffice 

·
Protocols to route: IP and IPX 

·
Modem or adapter: Installed modem or ISDN device 

·
Phone number: Phone number of Router 5 

·
Dial-out credentials: BranchOffice 

On Router 5, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following configuration:

·
Name: BranchOffice 

·
Protocols to route: IP and IPX 

·
Modem or adapter: Installed modem or ISDN device 

·
Phone Number: Phone number of Router 6 

·
Dial-out credentials: CorpOffice 

For more information about the Demand-Dial Interface wizard, see To add a demand-dial interface.

Creating dial-in accounts

For this branch office network scenario, the dial-in accounts are created as follows:

·
On Router 6, the account CorpOffice is added and dial-in permissions are enabled. 

·
On Router 5, the account BranchOffice is added and dial-in permissions are enabled.

For information about creating dial-in accounts, see Configure dial-in user properties.

Adding IP static routes

For this branch office scenario, on the branch office router (Router 6), a static default route is added. The demand-dial interface that connects to the corporate network is used.

The following route specifies that if a packet is sent to a computer that is not on the branch office network, a demand-dial connection is made with the corporate office. Because the connection between the branch office and the corporate office is a point-to-point connection, the Gateway IP address is not configurable.

Interface
Destination
Network mask
Metric

CorpOffice
0.0.0.0
0.0.0.0
2

For more information about configuring a static default route, see To add a default static IP route.

On the corporate router (Router 5), a static route is added in order to connect to the branch office. The following route specifies that all packets destined for the branch office network are sent over the demand-dial interface.

Interface
Destination
Network mask
Metric

BranchOffice
172.16.128.0
255.255.255.0
2

For information about adding static routes, see To add a static route.

The corporate router (Router 5) is configured as an autonomous system boundary router so that the static routes are advertised to other OSPF routers.

Installing a DHCP, WINS, or DNS name server

A DHCP server is installed on the branch office network so that the clients can receive IP addresses. For more information about DHCP, see DHCP overview. To access network resources by using NetBIOS or domain names, a WINS or DNS name server must be installed. For more information, see WINS overview and DNS overview.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Testing the branch office network

From a computer in the branch office, the ping command is used to ping a computer on the corporate network and activate the demand-dial connection with the corporate network router. Once connected, the ping command is used again. If a reply is received from that computer, the packets are being routed correctly.

For more information, see Using the ping command.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Branch office over the Internet

Branch offices can be connected through leased or dial-up lines to a corporate network. Using leased or dial-up lines across long distances can be expensive. Windows 2000 routing enables branch offices to connect to the corporate networks by using the Internet. In this scenario, a branch office has a dial-up connection to a local Internet service provider (ISP). The branch office router then makes a secure, encrypted tunnel by using the Point-to-Point Tunneling Protocol (PPTP) across the Internet to the corporate network. This network configuration can result in cost savings, because the dial-up line is local instead of long distance.

Note   To establish the tunnel, the branch office router must know the IP address of the corporate network router.

The following illustration shows an example of a branch office that connects to the corporate network by using the Internet.

In this scenario, the Windows 2000 branch office router makes a demand-dial PPTP connection to the Windows 2000 router on the corporate network.

The Windows 2000 branch office router must be configured with a network adapter for the medium that is used in the branch office (for example, Ethernet) and an ISDN adapter or analog modem for connection to the ISP. You can use a leased line to connect to the ISP, but this scenario discusses only demand-dial connections. The Windows 2000 corporate office router must be connected to the Internet by using a leased line.

This section covers:

·
Planning addresses for the branch office over the Internet 

·
Routing protocols for the branch office over the Internet 

·
Other services for the branch office over the Internet 

·
Configuring the PPTP connection at the branch office 

·
Configuring the PPTP connection at the corporate office 

·
Testing the PPTP connection 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Planning addresses for the branch office over the Internet

To enable potential growth, a network range of 254 IP addresses is assigned to the branch office network segment. In this scenario, the branch office network segment (Network G) uses the address of 172.16.129.0 for the network and 255.255.255.0 for the mask. 

For IPX addressing, the branch office external IPX network number is 00000008 and the internal IPX network number for Router 10 is 80000010.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Routing protocols for the branch office over the Internet

For this branch office scenario, because the connection between the branch office and the corporate office is not permanent, static routes are used for both IP and IPX routing.

IP routing protocols

It is not necessary to use IP routing protocols to propagate IP routing information to the branch office. Instead, static routes are configured on the Windows 2000 router. For an example of adding a static route, see Configuring the PPTP connection at the branch office.

IPX routing protocols

If the IPX protocol is used, the Windows 2000 router can be configured for Routing Information Protocol (RIP) and Service Advertising Protocol (SAP). Static routes and services for IPX can also be used. However, the number of routes and services may be quite high because of the lack of route summarization.

If there are many static routes or static services to add, RIP and SAP are configured to use auto-static updates. Auto-static updates enable the router to automatically send a request for a list of routes from other routers. This list is then converted to static routes. Auto-static updates must be performed on both sides of the connection. For more information, see Perform auto-static updates.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Other services for the branch office over the Internet

To maximize performance and minimize the amount of data that is sent over the connection, DHCP and name servers are installed on the branch office network. The branch office name servers are configured to replicate with the corporate name servers.

In this scenario, the Windows 2000 DHCP service is used for automatic configuration of IP addresses and other information on client computers. A DHCP server is installed on the branch office network. For information about setting up a DHCP server, see DHCP overview.

To access network resources by using NetBIOS or domain names, a WINS or DNS name server must be installed. For more information, see WINS overview and DNS overview.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Configuring the PPTP connection at the branch office

To configure a PPTP connection to a corporate network at a branch office router, you must create a demand-dial interface for the ISP connection, a demand-dial interface for the PPTP connection to the corporate router, and a static route for each interface. For this scenario, the following steps are completed:

 1.
Network adapters are installed and configured. 

 2.
An IP address pool is configured. 

 3.
The Routing and Remote Access service is installed. 

 4.
Remote access devices are installed and configured. 

 5.
Demand-dial interfaces are created. 

 6.
IP static routes are added. 

 7.
PPTP filters are added. 

 8.
Remote access policies are configured. 

These steps are outlined in the following sections and are intended as general guidelines for setting up a branch office PPTP connection to a corporate network.

Installing and configuring network adapters

To install and configure network adapters, the following steps are performed:

 1.
On the Windows 2000 router, one network adapter is installed. 

 2.
The driver for the network adapter is installed. 

 3.
The IP address on the network adapter is configured through the properties of the TCP/IP protocol. 

For this scenario, the address 172.16.129.1 is assigned to the network adapter that is connected to the branch office network.

Installing the Routing and Remote Access service

For this branch office network scenario, the Routing and Remote Access service is installed and LAN and WAN routing are enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. For more information, see To enable the Routing and Remote Access service.

Configuring an IP address pool

In this scenario, the branch office router (Router 10) is configured with an IP address pool with a single range, as shown in the following table.

Starting address of the range
Ending address of the range
Number of addresses in the range

172.16.129.253
172.16.129.254
2

For information about configuring an IP address pool, see To create a static IP address pool. 

Creating demand-dial interfaces

Two demand-dial interfaces are created: one for the modem or remote access device and one for the PPTP VPN device.

A demand-dial interface for the ISP connection is created by using the Demand-Dial Interface wizard with the following configuration:

·
Name: ISP 

·
Protocols to route: IP and IPX 

·
Modem or adapter: Installed modem or ISDN device 

·
Phone number: Phone number of local ISP 

·
Dial-out credentials: ISP user account 

A demand-dial interface for the PPTP connection is created by using the Demand-Dial Interface wizard with the following configuration:

·
Name: CorpPPTP 

·
Protocols to route: IP and IPX 

·
Modem or adapter: VPN1 device 

·
Phone number: w.x.y.z (IP address of the Internet interface for Router 9) 

·
Dial-out credentials: BranchOfficePPTP 

For more information about the Demand-Dial Interface wizard, see To add a demand-dial interface.

Note   The use of w.x.y.z is intended to represent a valid public IP address as allocated by the Internet Network Information Center (InterNIC) or an ISP. For your configuration, substitute your allocated public address for w.x.y.z.

Routing and Remote Access now displays three interfaces that correspond to:

 1.
The network adapter that connects to the branch office. 

 2.
The ISP connection. 

 3.
The PPTP connection. 

Adding IP static routes

The PPTP connection to the corporate network is made by adding two IP static routes: a route to the ISP and a route to the PPTP server.

To call the PPTP server, a static route is added with the characteristics shown in the following table. This route specifies that if a packet's destination is on the corporate network, the PPTP demand-dial interface is used. 

Interface
Destination
Network mask
Metric

CorpPPTP
172.16.0.0
255.255.0.0
1

To call the ISP, another static route is added with the characteristics shown in the following table. This route specifies that if a PPTP connection is made to the corporate PPTP server, the ISP demand-dial interface is used.

Interface
Destination
Network mask
Metric

ISP
w.x.y.z
255.255.255.255
1

For more information about adding static routes, see To add a static route. 

Note   The use of w.x.y.z is intended to represent a valid public IP address as allocated by the Internet Network Information Center (InterNIC) or an ISP. For your configuration, substitute your allocated public address for w.x.y.z.

This configuration enables the router that is sending packets to 172.16.0.0 (the corporate network) to first connect to the ISP and then connect to the corporate office PPTP server (Router 9). After the interfaces are added and the static routes or routing protocols are set up, a manual connection to the corporate network is not needed except during the testing process.

Adding PPTP filters

To prevent the branch office router from sending or receiving any traffic except the packets sent over the PPTP connection, PPTP filters are added to the ISP demand-dial interface. For information about adding PPTP filters, see Add PPTP filters.

Configuring remote access policies

A new remote access policy is created with the following properties:

·
Policy name is set to PPTP Access for Branch Office Routers (example). 

·
The NAS-Port-Type condition is set to Virtual (VPN). 

·
The Tunnel-Type condition is set to Point-to-Point Tunneling Protocol. 

·
The Grant remote access permission option is selected. 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Configuring the PPTP connection at the corporate office

To route PPTP tunneled data to a branch office router, you must create a demand-dial interface for the PPTP connection to the branch office router and a static route. For this scenario, the following steps are completed:

 1.
Network adapters are installed and configured. 

 2.
The Routing and Remote Access service is installed. 

 3.
An IP address pool is configured. 

 4.
A demand-dial interface is created. 

 5.
A dial-in account is created. 

 6.
An IP static route is added. 

 7.
PPTP filters are added for security. 

 8.
Remote access policies are configured. 

These steps are outlined in the following sections and are intended as general guidelines for setting up a branch office PPTP connection to a corporate network. 

Installing and configuring network adapters

To install and configure network adapters, the following steps are performed:

 1.
One network adapter is installed to connect to the backbone and one network adapter is installed to permanently connect to the Internet. 

 2.
The drivers for the network adapters are installed. 

 3.
The IP addresses on the network adapters are configured through the properties of the TCP/IP protocol. 

In this network scenario, the IP addresses are configured as follows:

 1.
The IP address 172.16.1.5 is assigned to the network adapter that connects to the backbone. 

 2.
The IP address w.x.y.z is assigned to the network adapter that connects to the Internet. 

Note   The use of w.x.y.z is intended to represent a valid public IP address as allocated by the Internet Network Information Center (InterNIC) or an ISP. For your configuration, substitute your allocated public address for w.x.y.z.

Installing the Routing and Remote Access service

For this branch office network scenario, the Routing and Remote Access service is installed and LAN and WAN routing are enabled. To allow remote access clients to create remote access VPN connections to the corporate network, remote access is also enabled. The network adapters that are installed automatically appear as interfaces in Routing and Remote Access. For more information, see To enable the Routing and Remote Access service.

Configuring an IP address pool

In this scenario, the corporate router (Router 9) is configured with an IP address pool with a single range, as shown in the following table.

Starting address of the range
Ending address of the range
Number of addresses in the range

172.16.1.137
172.16.1.138
2

For information about configuring an IP address pool, see To create a static IP address pool.

Creating a demand-dial interface

A demand-dial interface is created by using the Demand-Dial Interface wizard with the following configuration:

·
Name: BranchOfficePPTP 

·
Protocols to route: IP and IPX 

·
Modem or adapter: VPN1 device 

·
Phone number: <none> 

·
Dial-out credentials: <none> 

For more information about the Demand-Dial Interface wizard, see To add a demand-dial interface.

Routing and Remote Access now displays three interfaces that correspond to:

 1.
The network adapter that is connected to the backbone. 

 2.
The network adapter that is connected to the Internet. 

 3.
The PPTP connection. 

Creating a dial-in account

The account BranchOfficePPTP is added and dial-in permissions are enabled.

For more information, see Configure dial-up user properties.

Adding an IP static route

At the corporate router, a single IP static route is added so that traffic can be routed to the branch office network. 

To route packets to the branch office, a static route is added with the characteristics shown in the following table. This route specifies that if a packet is to be delivered to the branch office network, the PPTP demand-dial interface is used.

Interface
Destination
Network mask
Metric

BranchOfficePPTP
172.16.129.0
255.255.255.0
1

For more information about adding static routes, see To add a static route.

Adding PPTP filters

In this scenario, Router 9 is also configured as a Microsoft Proxy Server. The Microsoft Proxy Server configuration settings are used to add PPTP filters to the Internet interface. For information about adding filters by using Microsoft Proxy Server, see the Microsoft Proxy Server documentation.

Configuring remote access policies

A new remote access policy is created with the following properties:

·
Policy name is set to PPTP Access for Corporate Office Router (example). 

·
The NAS-Port-Type condition is set to Virtual (VPN). 

·
The Tunnel-Type condition is set to Point-to-Point Tunneling Protocol. 

·
The Grant remote access permission option is selected. 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Testing the PPTP connection

From a computer on the branch office network, the ping command is used to ping a computer on the corporate network and activate the demand-dial PPTP connection. Once connected, the ping command is used again. If a reply is received from that computer, the packets are being routed correctly. For more information, see Using the ping command.

For this scenario, the status of both the ISP and PPTP connections is determined by checking each of the following conditions:

 1.
Is there a connection to the ISP? 


From the branch office Windows 2000 router, the connection state of the ISP demand-dial interface is checked.

 2.
Is there a connection by PPTP to the corporate network? 


From the branch office Windows 2000 router, a manual connection to the corporate office is made by using the PPTP demand-dial interface. Once connected, a computer is pinged on the corporate network.

For more information, see Troubleshooting demand-dial routing.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Resources

This section covers:

·
References 

·
Routing RFCs 

·
Routing tools and utilities 
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The Windows 2000 router is intended for use by system administrators who are already familiar with routing protocols and router services. For more information about the TCP/IP and IPX protocols, and routing and dynamic routing protocols, you can consult the following references:
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Chappell, Laura A., and Hakes, Dan E. Novell's Guide to NetWare LAN Analysis. San Jose, California: Novell Press, 1994.
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Comer, Douglas. Internetworking with TCP/IP, Volume 1. Englewood Cliffs, New Jersey: Prentice Hall, 1991.

·
Huitema, Christian. Routing in the Internet. Englewood Cliffs, New Jersey: Prentice Hall, 1995.

·
Perlman, Radia. Interconnections: Bridges and Routers. Reading, Massachusetts: Addison-Wesley, 1992.

·
Stevens, W. Richard. TCP/IP Illustrated, Volume 1, The Protocols. Reading, Massachusetts: Addison-Wesley, 1994.

Routing RFCs

Requests for Comments (RFCs) are an evolving series of technical reports, proposals for protocols, and protocol standards used by the Internet community. Routing standards are defined in RFCs published by the Internet Engineering Task Force (IETF) and other working groups.

RIP RFCs 

RFC number
Title

1058
Routing Information Protocol

1723
RIP Version 2 Carrying Additional Information

1721
RIP Version 2 Protocol Analysis

1722
RIP Version 2 Protocol Applicability Statement

OSPF RFCs 

RFC number
Title

2328
OSPF Version 2

1245
OSPF Protocol Analysis

1246
OSPF Experience

IP multicasting RFCs 

RFC number
Title

1112
Host Extensions for IP Multicasting

2236
Internet Group Management Protocol, Version 2

IP multicasting Internet drafts 

Draft name
Title

draft-ietf-mboned-mdh-0x.txt
Multicast Debugging Handbook

NAT RFCs 

RFC number
Title

1597
Address Allocation for Private Internets

1631
The IP Network Address Translator (NAT)

DHCP Relay Agent RFCs 

RFC number
Title

2131
Dynamic Host Configuration Protocol

1542
Clarifications and Extensions for the Bootstrap Protocol

RADIUS RFCs 

RFC number
Title

2138
Remote Authentication Dial-In User Service (RADIUS)

2139
RADIUS Accounting

Miscellaneous RFCs 

RFC number
Title

1812
Requirements for IP Version 4 Routers

1878
Variable-Length Subnet Table For IPv4

1519
Classless InterDomain Routing (CIDR): An Address Assignment and Aggregation Strategy

1256
ICMP Router Discovery Messages

Obtaining RFCs

You can obtain RFCs from the Request for Comments Web site(http://www.rfc-editor.org/). This site is currently maintained by members of the Information Sciences Institute (ISI) who publish a classified listing of all RFCs. RFCs are classified as one of the following: approved Internet standard, proposed Internet standard (circulated in draft form for review), Internet best practices, or For Your Information (FYI) document.

You can find Internet drafts on the Internet Drafts Web site(ftp://ftp.ietf.org/internet-drafts/).

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Routing tools and utilities

This section covers:

·
The Netsh command-line utility 

·
Administration tools in mixed environments 

·
Understanding the IP routing table 

·
Using the ping command 

·
Using the tracert command 

·
Using the pathping command 

·
Using the IP multicasting utilities 

·
Using event logging 

·
Using tracing 

The Netsh command-line utility

Netsh is a command-line and scripting utility for Windows 2000 networking components for local or remote computers. The Netsh utility can also save a configuration script in a text file for archival purposes or for configuring other servers.

The Netsh utility is a shell that can support multiple Windows 2000 components through the addition of Netsh helper DLLs. A Netsh helper DLL extends Netsh functionality by providing additional commands to monitor or configure a specific Windows 2000 networking component. Each Netsh helper DLL provides a context, a group of commands for a specific networking component. Within each context, subcontexts can exist. For example, within the routing context, the subcontexts ip and ipx exist to group IP routing and IPX routing commands together.

Netsh command-line options include the following:

·
-a AliasFile 


Specifies that an alias file is used. An alias file contains a list of netsh commands and an aliased version so that you can use the aliased command line in place of the netsh command. You can use alias files to map commands that may be more familiar in other platforms to the appropriate netsh command.

·
-c Context 


Specifies the context of the command that corresponds to an installed helper DLL.

·
Command 


Specifies the netsh command to execute.

·
-f ScriptFile 


Specifies that all of the netsh commands in the ScriptFile file are run.

·
-r RemoteMachine 


Specifies that the netsh commands are run on a remote computer specified by either its name or IP address.

You can abbreviate commands to the shortest unambiguous string. For example, issuing the command sh ip int is equivalent to issuing show ip interface. Netsh commands can be either global or context-specific. Global commands can be issued in any context and are used for general Netsh utility functions. Context-specific commands vary according to the context. You can log commands issued to a log file to create an audit trail of a netsh command session.

The following table lists the netsh global commands.

Command
Description

..
Moves up one context level.

? or help
Displays command-line Help.

show version
Displays the current version of Windows and the Netsh utility.

show netdlls
Displays the current version of installed Netsh helper DLLs.

add helper
Add a Netsh help DLL.

delete helper
Removes a Netsh help DLL.

show helper
Displays the installed Netsh helper DLLs.

cmd
Creates a Windows 2000 command window.

online
Sets the current mode to online.

offline
Sets the current mode to offline.

set mode
Sets the current mode to online or offline.

show mode
Displays the current mode.

flush
Discards any changes in offline mode.

commit
Commits changes made in offline mode.

set audit-logging
Turns on or off the logging facility.

show audit-logging
Displays current audit logging settings.

set loglevel
Sets level of logging information.

show loglevel
Displays the level of logging information.

set machine
Configures the computer on which the netsh commands are executed.

show machine
Displays the computer on which the netsh commands are executed.

exec
Executes a script file containing netsh commands.

quit or bye or exit
Exits the Netsh utility.

add alias
Adds an alias to an existing command.

delete alias
Deletes an alias to an existing command.

show alias
Displays all defined aliases.

dump
Writes configuration to a text file.

popd
A scripting command that pops a context from the stack.

pushd
A scripting command that pushes the current context on the stack.

The Netsh utility has the following command modes:

·
Online 


In online mode, commands issued at a Netsh command prompt are executed immediately.

·
Offline 


In offline mode, commands issued at a Netsh command prompt are accumulated and executed as a batch by issuing the commit global command. You can discard accumulated commands by issuing the flush global command.

·
Script 


With either the -f command-line option or by issuing the exec global command at a Netsh command prompt, all the netsh commands in the specified file are executed.

To create a script of the current configuration, use the global dump command. The dump command outputs the current running configuration in terms of netsh commands. You can use the script created by this command to configure a new server or to reconfigure the existing server. If you are making extensive changes to the configuration of a component, it is recommended that you begin the configuration session with the dump command, in case you need to restore the configuration prior to changes being made.

For more information on netsh commands for the Routing and Remote Access service, see:

·
Interface commands 

·
IP routing commands 

·
IPX routing commands 

·
Scheduling auto-static updates 

·
Netsh commands for remote access 

Interface commands

The following table lists the netsh commands that you can type at a Windows 2000 command prompt to administer interface settings on a computer running Windows 2000 Server and the Routing and Remote Access service. If there are multiple commands for a particular function, they are indicated by separating the individual commands with a slash (/).

When you type the command at the command prompt, precede each command with netsh. For the exact syntax of each command, type the command with the ? option. For example, to receive command-line Help on the netsh interface command, type netsh interface ? at the command prompt.

Command
Description

interface set/show interface
Enables, disables, connects, disconnects, and displays the configuration of demand-dial interfaces.

interface set/show credentials
Configures or displays the user name, password, and domain name on a demand-dial interface.

IP routing commands

The following table lists the netsh commands that you can type at a Windows 2000 command prompt to administer IP settings on a computer running Windows 2000 Server and the Routing and Remote Access service. If there are multiple commands for a particular function, they are indicated by separating the individual commands with a slash (/). For example, the command routing ip set/show loglevel is actually two separate commands: routing ip set loglevel and routing ip show loglevel.

When you type the command at the command prompt, precede each command with netsh. For the exact syntax of each command, type the command with the ? option. For example, to receive command-line Help on the netsh routing ip set interface command, type netsh routing ip set interface ? at the command prompt.

Command
Description

routing ip add/delete/set/show interface
Adds, deletes, configures, or displays general IP routing settings on a specified interface.

routing ip add/delete/set/show filter
Adds, deletes, configures, or displays IP packet filters on a specified interface.

routing ip add/delete/show boundary
Adds, deletes, or displays multicast boundary settings on a specified interface.

routing ip add/set ipiptunnel
Adds or configures an IP-in-IP interface.

routing ip add/delete/set/show rtmroute
Adds, deletes, configures, or displays a non-persistent Route Table Manager route.

routing ip add/delete/set/show persistentroute
Adds, deletes, configures, or displays persistent routes.

routing ip add/delete/set/show preferenceforprotocol
Adds, deletes, configures, or displays the preference level for a routing protocol.

routing ip add/delete/set/show scope
Adds, deletes, or displays a multicast scope.

routing ip set/show loglevel
Configures or displays the global IP logging level.

routing ip show helper
Displays all Netsh utility subcontexts of IP.

routing ip show protocol
Displays all running IP routing protocols.

routing ip show mfe
Displays multicast forwarding entries.

routing ip show mfestats
Displays multicast forwarding entry statistics.

routing ip show boundarystats
Displays IP multicast boundaries.

routing ip show rtmdestinations
Displays destinations in the Route Table Manager routing table.

routing ip show rtmroutes
Displays routes in the Route Table Manager routing table.

routing ip nat set/show global
Configures or displays global network address translation (NAT) settings.

routing ip nat add/delete/set/show interface
Adds, deletes, configures, or displays NAT settings for a specified interface.

routing ip nat add/delete addressrange
Adds or deletes an address range to the NAT interface public address pool.

routing ip nat add/delete addressmapping
Adds or deletes a NAT address mapping.

routing ip nat add/delete portmapping
Adds or deletes a NAT port mapping.

routing ip autodhcp set/show global
Configures or displays global DHCP allocator parameters.

routing ip autodhcp set/show interface
Configures or displays DHCP allocator settings for a specified interface.

routing ip autodhcp add/delete exclusion
Adds or deletes an exclusion from the DHCP allocator range of addresses.

routing ip dnsproxy set/show global
Configures or displays global DNS proxy parameters.

routing ip dnsproxy set/show interface
Configures or displays DNS proxy parameters for a specified interface.

routing ip igmp set/show global
Configures or displays IGMP global settings.

routing ip igmp add/delete/set/show interface
Adds, deletes, configures, or displays IGMP on the specified interface.

routing ip igmp add/delete staticgroup
Adds or deletes a static multicast group for the specified interface.

routing ip igmp show grouptable
Displays the IGMP host groups table.

routing ip igmp show ifstats
Displays the IGMP statistics for each interface.

routing ip igmp show iftable
Displays the IGMP host groups for each interface.

routing ip igmp show proxygrouptable
Displays the IGMP group table for the IGMP proxy interface.

routing ip igmp show rasgrouptable
Displays the group table for Internal interface used by the remote access server.

routing ip ospf set/show global
Configures or displays global OSPF settings.

routing ip ospf add/delete/set/show interface
Adds, removes, configures, or displays OSPF on a specified interface.

routing ip ospf add/delete/set/show area
Adds, removes, configures, or displays an OSPF area.

routing ip ospf add/delete/show range
Adds, removes, configures, or displays a range to a specified OSPF area.

routing ip ospf add/delete/set/show virtif
Adds, removes, configures, or displays an OSPF virtual interface.

routing ip ospf add/delete/show neighbor
Adds, removes, configures, or displays an OSPF neighbor.

routing ip ospf add/delete/show protofilter
Adds, removes, configures, or displays routing information sources for OSPF external routes.

routing ip ospf add/delete/show routefilter
Adds, removes, configures, or displays route filtering for OSPF external routes.

routing ip ospf show areastats
Displays OSPF area statistics.

routing ip ospf show lsdb
Displays the OSPF link state database.

routing ip ospf show virtifstats
Displays OSPF virtual link statistics.

routing ip relay set global
Configures DHCP Relay Agent global settings.

routing ip relay add/delete/set interface
Adds, removes, or configures DHCP Relay Agent settings on a specified interface.

routing ip relay add/delete dhcpserver
Adds or removes a DHCP server IP address to the list of DHCP server addresses.

routing ip relay show ifbinding
Displays IP address bindings for interfaces.

routing ip relay show ifconfig
Displays DHCP Relay Agent configuration for each interface.

routing ip relay show ifstats
Displays DHCP statistics for each interface.

routing ip rip set/show global
Configures global RIP-for-IP settings.

routing ip rip add/delete/set/show interface
Adds or configures RIP-for-IP settings on a specified interface.

routing ip rip add/delete peerfilter
Adds or removes a RIP peer filter.

routing ip rip add/delete acceptfilter
Adds or removes a RIP route filter to the list of routes being accepted.

routing ip rip add/delete announcefilter
Adds or removes a RIP route filter to the list of routes being announced.

routing ip rip add/delete/show neighbor
Adds or removes a RIP neighbor.

routing ip rip set/show flags
Configures advanced settings of RIP for IP on a specified interface.

routing ip rip show globalstats
Displays global RIP parameters.

routing ip rip show ifbinding
Displays IP address bindings for interfaces.

routing ip rip show ifstats
Displays RIP statistics for each interface.

IPX routing commands

The following table lists the netsh commands that you can type at a Windows 2000 command prompt to administer IPX settings on a computer running Windows 2000 Server and the Routing and Remote Access service. If there are multiple commands for a particular function, they are indicated by separating the individual commands with a slash (/). For example, the command routing ipx add/set staticroute is actually two separate commands: routing ipx add staticroute and routing ipx set staticroute.

When you type the command at the command prompt, precede each command with netsh. For the exact syntax of each command, type the command with the ? option. For example, to receive command-line Help on the netsh routing ipx add staticroute command, type netsh routing ipx add staticroute ? at the command prompt.

Command
Description

routing ipx add/set staticroute
Adds or configures a static IPX route in the IPX routing table.

routing ipx add/set staticservice
Adds or configures a static SAP service in the SAP service table.

routing ipx add/set filter
Adds or configures IPX packet filters on a specified interface.

routing ipx add/set interface
Enables IPX routing on a demand-dial interface or configures IPX settings on a specified interface.

routing ipx set global
Configures global IPX routing settings.

routing ipx rip add/set filter
Adds or configures RIP route filters.

routing ipx rip set global
Configures global RIP-for-IPX settings.

routing ipx rip set interface
Configures RIP-for-IPX settings on a specified interface.

routing ipx sap add/set filter
Adds or configures SAP service filters.

routing ipx sap set global
Configures global SAP-for-IPX settings.

routing ipx sap set interface
Configures SAP-for-IPX settings on a specified interface.

routing ipx netbios add nbname
Adds a static NETBIOS name to the IPX NetBIOS name table.

routing ipx netbios set interface
Configures NetBIOS over IPX settings on a specified interface.

Scheduling auto-static updates

You can automate scheduled updates by using a combination of Netsh utility scripts and Windows 2000 Task Scheduler. To perform an automated auto-static update by using Routing Information Protocol (RIP) for IP, use the following netsh commands:

netsh interface set interface name=DemandDialInterfaceName connect=CONNECTED

netsh routing ip rip update DemandDialInterfaceName

netsh interface set interface name=DemandDialInterfaceName connect=DISCONNECTED

For example, to automatically update the RIP-for-IP routes by using a demand-dial connection called CorpHub, you type the following netsh commands:

netsh interface set interface name=CorpHub connect=CONNECTED

netsh routing ip rip update CorpHub

netsh interface set interface name=CorpHub connect=DISCONNECTED

You can run these commands from a batch file or you can place them in a Netsh script file. For example, the script file Corphub.scp runs the following commands for CorpHub:

interface set interface name=CorpHub connect=CONNECTED

routing ip rip update CorpHub

interface set interface name=CorpHub connect=DISCONNECTED

To run the Corphub.scp script, type the following at a command prompt:

netsh -f corphub.scp

After the batch file or Netsh script file is created, you can execute the batch file or Netsh script on a scheduled basis by using Windows 2000 Task Scheduler.

Netsh commands for remote access

The following table lists the Netsh commands that you can type at a Windows 2000 command prompt to administer a remote access server running Windows 2000. If there are multiple commands for a particular function, they are indicated by separating the individual commands with a slash (/). For example, the command ras add/delete/show registeredserver is actually three separate commands: ras add registeredserver, ras delete registeredserver, and ras show registeredserver.

When you type the command at the command prompt, precede each command with netsh. For the exact syntax of each command, type the command with the ? option. For example, to receive command-line Help on the netsh ras add registeredserver command, type netsh ras add registeredserver ? at the command prompt.

Command
Description

ras add/delete/show registeredserver
Configures or displays whether the specified remote access server computer is a member of the RAS and IAS Servers security group in the Active Directory directory service of the specified domain. The change implemented by the ras add registeredserver and ras delete registeredserver commands do not take effect immediately (due to the way that Windows 2000 caches Active Directory information). For the change to take effect immediately, you need to restart the computer running Windows 2000.

ras show activeservers
Displays current remote access servers running Windows 2000 on your network.

ras set/show authmode
Configures or displays whether and when dial-in connections are authenticated.

ras add/delete/show authtype
Configures or displays the permitted authentication types.

ras add/delete/show client
Displays currently connected remote access clients.

ras add/delete/show link
Configures or displays the configuration of software compression and link control protocol (LCP) extensions.

ras add/delete/show multilink
Configures or displays Multilink and Bandwidth Allocation Protocol (BAP) settings.

ras set/show tracing
Configures or displays tracing settings.

ras set/show user
Configures or displays remote access settings for user accounts.

ras ip set access
Configures whether IP traffic from remote access clients is forwarded to the networks to which the remote access server is connected.

ras ip set addrassign
Configures the method by which the remote access server assigns IP addresses to incoming connections.

ras ip set addrreq
Configures whether remote access clients or demand-dial routers can request their own IP addresses.

ras ip show config
Displays IP remote access configuration.

ras ip set negotiation
Configures whether IP is negotiated for remote access connections.

ras ip delete pool
Deletes the static IP address pool.

ras ip add/delete range
Adds or removes a range of addresses from the static IP address pool.

ras ipx set access
Configures whether IPX traffic from remote access clients is forwarded to the networks to which the remote access server is connected.

ras ipx show config
Displays IPX remote access configuration.

ras ipx set negotiation
Configures whether IPX is negotiated for remote access connections.

ras ipx set/show netassign
Configures the method by which the remote access server assigns IPX network addresses to incoming connections.

ras ipx set nodereq
Configures whether remote access clients can request their own IPX node addresses.

ras ipx set pool
Configures the configuration of the IPX network address range.

ras netbeui set access
Configures or displays whether NetBEUI traffic from remote access clients is forwarded to the networks to which the remote access server is connected.

ras netbeui show config
Displays NetBEUI remote access configuration.

ras netbeui set/show negotiation
Configures or displays whether NetBEUI is negotiated for remote access connections.

ras appletalk set access
Configures or displays whether AppleTalk traffic from remote access clients is forwarded to the networks to which the remote access server is connected.

ras appletalk show config
Displays AppleTalk remote access configuration.

ras appletalk set negotiation
Configures or displays whether AppleTalk is negotiated for remote access connections.

ras aaaa set/show accounting
Configures or displays the accounting provider.

aaaa add/delete/set/show acctserver
Configures or displays RADIUS accounting servers.

ras aaaa set/show authentication
Configures or displays the authentication provider.

ras aaaa add/delete/set/show authserver
Configures or displays RADIUS authentication servers.

For more information about netsh, see The netsh command-line utility.

Administration tools in mixed environments

A mixed environment contains Windows NT 4.0 Remote Access Service (RAS) servers, Windows NT 4.0 Routing and Remote Access Service (RRAS) routers, and Windows 2000 routers.

Each platform used different administration tools, as follows:

·
With Windows 2000 routers, you use the Routing and Remote Access administrative tool. 

·
With Windows 2000 routers, you use the Netsh command-line utility. 

·
With Windows NT 4.0 RRAS routers, you use the Routing and RAS Admin administrative tool. 

·
With Windows NT 4.0 RAS servers, you use the Remote Access Admin administrative tool. 

The following sections describe the capabilities and behavior of each of these administrative tools when they are used against a platform for which they were not designed.

Routing and Remote Access against a Windows NT 4.0 RRAS router

You can use Routing and Remote Access to manage a Windows NT 4.0 RRAS router. However, due to the differences in configuration and features, you cannot do the following:

·
Configure the remote access properties. On Windows NT 4.0, you must configure these properties on the Windows NT 4.0 RRAS router through Network in Control Panel. 

·
Install the Routing and Remote Access service or remove it. 

·
Run Telnet. 

·
Configure IP-in-IP tunnels. 

·
Configure remote access policies. 

·
Configure logging. 

·
Configure dial-in hours. 

·
Configure demand-dial filters. 

·
Install IGMP or Network Address Translation (NAT) routing protocols. 

·
Obtain multicast statistics. 

·
Configure TCP/IP or IPX settings. 

Routing and Remote Access against a Windows NT 4.0 RAS server

You cannot use Routing and Remote Access to manage a Windows NT 4.0 RAS server. When you select a Windows NT 4.0 RAS server, the Remote Access Admin administrative tool is started with the Windows NT 4.0 RAS server automatically selected.

Netsh against a Windows NT 4.0 RAS server or a Windows NT 4.0 RRAS router

You cannot use the Netsh command-line utility to manage a Windows NT 4.0 RAS server or a Windows NT 4.0 RRAS router.

Routing and RAS Admin against a Windows 2000 router

You cannot use Routing and RAS Admin to manage a Windows 2000 router. When you select a Windows 2000 router, the router is displayed. However, there are no routing nodes and you cannot configure the Windows 2000 router.

Routing and RAS Admin against a Windows NT 4.0 RAS server

You cannot use Routing and RAS Admin to manage a Windows NT 4.0 RAS server. When you select a Windows NT 4.0 RAS server, the Remote Access Admin administrative tool is started with the Windows NT 4.0 RAS server automatically selected.

Remote Access Admin against a Windows NT 4.0 RRAS router or a Windows 2000 router

You cannot use Remote Access Admin to manage a Windows NT 4.0 RRAS router or a Windows 2000 router. When you select a Windows NT 4.0 RRAS router or a Windows 2000 router, Remote Access Admin displays the "Remote Access Service is not started on the selected server" message.

Understanding the IP routing table

To troubleshoot routing problems, you must understand the routing table. Every computer that runs TCP/IP makes routing decisions that are determined by the IP routing table.

For information about displaying the IP routing table, see To view routing tables.

The following illustration shows an example of a routing table.

The IP routing table contains information in the following columns:

·
Destination 


The destination is the destination host, subnet address, network address, or default route. The destination for a default route is 0.0.0.0.

·
Network mask 


The network mask is used in conjunction with the destination to determine when a route is used. For example, a host route has a mask of 255.255.255.255, a default route has a mask of 0.0.0.0, and a subnet or network route has a mask between these two extremes.


A mask of 255.255.255.255 means that only an exact match of the destination uses this route. A mask of 0.0.0.0 means that any destination can use this route. When a mask is written in binary, a 1 is significant (must match) and a 0 is insignificant (does not need to match).


For example, a destination of 172.16.8.0 has a network mask of 255.255.248.0. This network mask means that the first two octets must match exactly, the first five bits of the third octet must match (248=11111000) and the last octet does not matter. The third octet of 172.16.8.0 (that is, 8) equals 00001000 in binary. Without changing the first 5 bits (the masked-off portion shown in bold), you can go up to 15, or 00001111 in binary. So a route with a destination of 172.16.8.0 and a mask of 255.255.248.0 applies to all packets destined for 172.16.8.0 through 172.16.15.255.

·
Gateway 


The gateway is the IP address of the next router where a packet needs to be sent. On a LAN link (such as Ethernet or token ring), the gateway must be directly reachable by this router by using the interface indicated in the Interface column. On a LAN link, both the gateway and interface determine how the traffic is being forwarded by the router. For a demand-dial interface, the gateway address is not configurable. On a point-to-point link, the interface determines how the traffic is being forwarded by the router.

·
Interface 


The interface indicates the LAN or demand-dial interface that is to be used to reach the next router.

·
Metric 


The metric indicates the relative cost of using the route to reach the destination. A typical metric is hops, or the number of routers to cross to reach the destination. If there are multiple routes with the same destination, the route with the lowest metric is the best route.

·
Protocol 


The protocol shows how the route was learned. If the Protocol column lists RIP, OSPF, or anything other than Local, then the router is receiving routes.

Using the ping command

If you are having connectivity problems, you can use the ping command to check the destination IP address you want to reach and record the results. The ping command displays whether the destination responded and how long it took to receive a reply. If there is an error in the delivery to the destination, the ping command displays an error message.

You can use the ping command to:

·
Ping your computer (by address, not host name) to determine that TCP/IP is functioning. (Pinging your computer does not verify that your network adapter is functioning.) 

·
Ping the local router to determine whether the router is running. 

·
Ping beyond your local router. 

The following table shows some useful ping command options.

Option
Use

–n Count 
Determines the number of echo requests to send. The default is 4 requests.

–w Timeout
Enables you to adjust the time-out (in milliseconds). The default is 1,000 (a 1-second time-out).

–l Size 
Enables you to adjust the size of the ping packet. The default size is 32 bytes. 

–f 
Sets the Do Not Fragment bit on the ping packet. By default, the ping packet allows fragmentation.

For more information about other ping options, see Command-line utilities.

To check connectivity by using the ping command, at the command prompt, type ping and the IP address you want to reach.

A response of "Destination net unreachable" means there was no route to the destination. You need to check the routing table on the router listed in the "Reply from" address in the "Destination net unreachable" message. For more information about the routing table, see Understanding the IP routing table.

A response of "Request timed out" means that there was no response to the ping in the default time period (1 second). You can check for the following:

·
A router is down. 


To check the routers in the path between the source and the destination, use the tracert command. For more information, see Using the tracert command.

·
The destination host is down. 


Physically verify that the host is running or check connectivity through another protocol.

·
There is no route back to your computer. 


If the host is running, you can check for a return route by viewing the default gateway and local routing table on the destination host.

·
The latency of the response is more than one second. 


Use the -w option on the ping command to increase the time-out. For example, to allow responses within 5 seconds, use ping –w 5000.

Using the tracert command

If you are having connectivity problems, you can use the tracert command to check the path to the destination IP address that you want to reach and record the results. The tracert command displays the series of IP routers that are used in delivering packets from your computer to the destination and how long it took on each hop. If the packets are unable to be delivered to the destination, the tracert command displays the last router that successfully forwarded your packets.

For more information about the tracert command, you can type tracert –? at a command prompt.

The most common use of tracert is as follows:

tracert IP address [–d]

This returns a list of the routers that are crossed to get to IP address. By using the –d option, the router path is displayed faster because tracert does not try to resolve the names of the routers in the path.

Using the pathping command

The pathping command is a route tracing tool that combines features of the ping and tracert commands with additional information that neither of those tools provides. The pathping command sends packets to each router on the way to a final destination over a period of time, and then computes results based on the packets returned from each hop. Since the command shows the degree of packet loss at any given router or link, it is easy to determine which routers or links might be causing network problems. A number of switches are available, as shown in the following table.

Switch
Name
Function

-n
Hostnames
Does not resolve addresses to host names.

-h
Maximum hops
Maximum number of hops to search for target.

-g
Host-list
Loose source route along host list.

-p
Period
Number of milliseconds to wait between pings.

-q
Num_queries
Number of queries per hop.

-w
Timeout
Waits this many milliseconds for each reply.

-T
Layer 2 tag
Attaches a layer-2 priority tag (for example, for IEEE 802.1p) to the packets and sends it to each of the network devices in the path. This helps in identifying the network devices that do not have layer-2 priority configured properly. The -T switch is used to test for Quality of Service (QoS) connectivity.

-R
RSVP test
Checks to determine whether each router in the path supports the Resource Reservation Protocol (RSVP), which allows the host computer to reserve a certain amount of bandwidth for a data stream. The -R switch is used to test for Quality of Service (QoS) connectivity.

The default number of hops is 30, and the default wait time before a time-out is 3 seconds. The default period is 250 milliseconds, and the default number of queries to each router along the path is 100.

The following is a typical pathping report. The compiled statistics that follow the hop list indicate packet loss at each individual router.

D:\>pathping -n msw

Tracing route to msw [7.54.1.196]

over a maximum of 30 hops:

  0  172.16.87.35

  1  172.16.87.218

  2  192.68.52.1

  3  192.68.80.1

  4  7.54.247.14

  5  7.54.1.196

Computing statistics for 125 seconds...

            Source to Here   This Node/Link

Hop  RTT    Lost/Sent = Pct  Lost/Sent = Pct  Address

  0                                           172.16.87.35

                                0/ 100 =  0%   |

  1   41ms     0/ 100 =  0%     0/ 100 =  0%  172.16.87.218

                               13/ 100 = 13%   |

  2   22ms    16/ 100 = 16%     3/ 100 =  3%  192.68.52.1

                                0/ 100 =  0%   |

  3   24ms    13/ 100 = 13%     0/ 100 =  0%  192.68.80.1

                                0/ 100 =  0%   |

  4   21ms    14/ 100 = 14%     1/ 100 =  1%  7.54.247.14

                                0/ 100 =  0%   |

  5   24ms    13/ 100 = 13%     0/ 100 =  0%  7.54.1.196

Trace complete.

When pathping is run, you first see the results for the route as it is tested for problems. This is the same path that is shown by the tracert command. The pathping command then displays a busy message for the next 125 seconds (this time varies by the hop count). During this time, pathping gathers information from all the routers previously listed and from the links between them. At the end of this period, it displays the test results. 

The two rightmost columns—This Node/Link Lost/Sent=Pct and Address—contain the most useful information. The link between 172.16.87.218 (hop 1), and 192.68.52.1 (hop 2) is dropping 13 percent of the packets. All other links are working normally. The routers at hops 2 and 4 also drop packets addressed to them (as shown in the This Node/Link column), but this loss does not affect their forwarding path.

The loss rates displayed for the links (marked as a | in the rightmost column) indicate losses of packets being forwarded along the path. This loss indicates link congestion. The loss rates displayed for routers (indicated by their IP addresses in the rightmost column) indicate that those routers’ CPUs might be overloaded. These congested routers might also be a factor in end-to-end problems, especially if packets are forwarded by software routers.

Using the IP multicasting utilities

IP multicasting utilities in Windows 2000 consists of the following:

·
The mrinfo command. 

·
Netsh support for multicast troubleshooting. 

·
Support for the mtrace command. 

The mrinfo command

Windows 2000 includes the mrinfo command that displays the configuration of a multicast router. You can use the configuration information to aid in the troubleshooting of multicast forwarding and routing problems.

The mrinfo command queries a specified multicast router with an Internet Group Management Protocol (IGMP) message. The response to the query contains a version number, the list of interfaces and the neighbors on each interface, metrics, Time to Live (TTL) thresholds, and flags. The syntax of the mrinfo command is:

mrinfo [-n] [ -i address ] [ -r retry_count ] [ -t timeout_count ] multicast_router 

·
The -n option displays IP addresses in numeric format. 

·
The -i option specifies the IP address of the interface from which you want to send the mrinfo query. By default, the interface from which to send the mrinfo query is determined by the IP routing table. 

·
The -r option specifies the neighbor query retry limit. The default value is 3. 

·
The -t option specifies how long in seconds mrinfo waits for a neighbor query reply. The default value is 4. 

The following is an example of the mrinfo command:

C:\>mrinfo 10.1.0.1

10.1.0.1
(test1.ntdev.microsoft.com) [version 18.55,mtrace,snmp]:


10.1.0.1 -> 0.0.0.0 (local) [1/0/querier/leaf]


10.2.0.1 -> 10.2.0.2 (test2.ntdev.microsoft.com) [1/0]


10.2.0.1 -> 10.2.0.3 (test3.ntdev.microsoft.com) [1/0]


10.3.0.1 -> 0.0.0.0 (local) [1/0/querier/leaf]

In the above example, mrinfo is run against the multicast router at 10.1.0.1. The first line shows the multicast router configuration: version number (for Windows 2000 routers, the version number reflects the build number of Windows 2000) and flags (mtrace and snmp supported).

Each additional line displays the interfaces on the multicast router and the neighbors on each interface. Interfaces 10.1.0.1 and 10.3.0.1 have no neighbors. Interface 10.2.0.1 has two neighbors, 10.2.0.2 and 10.2.0.3. For each line, mrinfo displays the interface and neighbor, the domain name for the neighbor, the multicast routing metric, the TTL threshold, and flags indicating its role on the network such as the IGMP querier of the network (querier) or whether it has no neighbors (leaf).

For more information on the mrinfo command and other commands and methods of gathering information to troubleshoot multicast routing and forwarding problems, see the "Multicast Debugging Handbook" Internet draft (draft-ietf-mboned-mdh-0x.txt).

For information about obtaining Internet drafts, see Routing RFCs.

Netsh support for multicast troubleshooting

To view multicast tables and gather information to aid in the troubleshooting of multicast routing and forwarding problems, you can use the following netsh commands:

·
netsh routing ip show mfe 


Displays the entries in the multicast forwarding table. This is equivalent to the Multicast Forwarding Table available in Routing and Remote Access. To view the Multicast Forwarding Table from within Routing and Remote Access, under IP Routing, right-click General, and then click Show Multicast forwarding table.

·
netsh routing ip show mfestats 


Displays packet statistics and input and output interface information for multicast forwarding entries in the multicast forwarding table. This is equivalent to the Multicast Statistics table available in Routing and Remote Access. To view the Multicast Statistics table from within Routing and Remote Access, under IP Routing, right-click General, and then click Show Multicast statistics.

·
netsh interface ip show joins 


Displays the multicast groups locally joined on each interface.

Support for the mtrace command

Although Windows 2000 does not provide a version of the Mtrace multicasting utility, the Windows 2000 multicast router does respond to mtrace command queries from other Mtrace utilities.

Using event logging

The Windows 2000 Router does extensive error logging in the system event log. You can use information in the event logs to troubleshoot routing processes.

Four levels of logging are available:

·
Log errors only 

·
Log errors and warnings (the default) 

·
Log the maximum amount of information 

·
Disable event logging 

For example, if an OSPF router is unable to establish an adjacency on an interface, you can:

 1.
Disable OSPF on the interface. 

 2.
Change the level of logging for OSPF to log the maximum amount of information. 

 3.
Enable OSPF on the interface. 

 4.
Examine the system event log for information on the OSPF adjacency process. 

 5.
Change the level of logging for OSPF to log error information only. 

You can further troubleshoot the adjacency problem by analyzing the OSPF entries in the system event log.

Logging is available in the following dialog boxes:

·
General tab of the properties of IP Routing\General 

·
General tab of the properties of IP Routing\NAT 

·
General tab of the properties of IP Routing\RIP 

·
General tab of the properties of IP Routing\OSPF 

·
General tab of the properties of IP Routing\IGMP 

·
General tab of the properties of IPX Routing\General 

·
General tab of the properties of IPX Routing\RIP for IPX 

·
General tab of the properties of IPX Routing\SAP for IPX 

Notes

·
Logging consumes system resources and should be used sparingly to help identify network problems. After the event has been logged or the problem is identified, you should immediately reset logging to its default value (log errors and warnings). 

·
When logging the maximum amount of information, the logging information can be complex and very detailed. Some of this information is useful only to Microsoft Product Support Services engineers or to network administrators who are very experienced with the Windows 2000 Routing and Remote Access service. 

Using tracing

The Windows 2000 router has an extensive tracing capability that you can use to troubleshoot complex network problems. You can enable the components in Windows 2000 Server to log tracing information to files. You must enable the tracing function by changing settings in the Windows 2000 registry under:

HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Tracing 

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

You enable tracing for each routing protocol by setting the registry values described later in this section. You can enable and disable tracing for routing protocols while the router is running. Each routing protocol is capable of tracing and appears as a subkey (such as OSPF and RIPV2) under the preceding registry key.

To enable tracing for each routing protocol, you can configure the following registry value entries for each protocol key:

·
EnableFileTracing REG_DWORD 1 


You can enable logging tracing information to a file by setting EnableFileTracing to 1. The default value is 0.

·
FileDirectory REG_EXPAND_SZ Path 


You can change the default location of the tracing files by setting FileDirectory to the path you want. The file name for the log file is the name of the component for which tracing is enabled. By default, log files are placed in the systemroot\Tracing folder.

·
FileTracingMask REG_DWORD LevelOfTracingInformationLogged 


FileTracingMask determines how much tracing information is logged to the file. The default value is FFFF0000.

·
MaxFileSize REG_DWORD SizeOfLogFile 


You can change the size of the log file by setting different values for MaxFileSize. The default value is 10000 (64K).

Notes

·
Tracing consumes system resources and should be used sparingly to help identify network problems. After the trace is captured or the problem is identified, you should immediately disable tracing. Do not leave tracing enabled on multiprocessor computers. 

·
The tracing information can be complex and very detailed. Most of the time this information is useful only to Microsoft Product Support Services engineers or to network administrators who are very experienced with the Windows 2000 router.

Troubleshooting

This section covers:

·
Common routing problems 

·
Troubleshooting RIP for IP 

·
Troubleshooting OSPF 

·
Troubleshooting network address translation 

·
Troubleshooting the DHCP relay agent 

·
Troubleshooting IP multicast 

·
Troubleshooting RIP and SAP for IPX 

·
Troubleshooting demand-dial routing

Common routing problems

The Windows 2000 router is not properly forwarding traffic.

Cause: The Routing and Remote Access service is not running

Solution: Verify that the Routing and Remote Access service is running.

See also: To determine the status of the Routing and Remote Access service

Cause: Routing is not enabled

Solution: Verify that routing is enabled.

See also: To enable LAN and WAN routing 

Cause: IP routing is not enabled

Solution: Verify that IP routing is enabled on the IP tab for the properties of the server.

See also: To view properties of the remote access server

Cause: The router is not receiving routes from routing protocols.

Solution: Verify whether the router is receiving routes from routing protocols.

For example, in the IP routing table, the Protocol column shows how the route was learned. If the Protocol column lists RIP or OSPF (or anything other than Local), then the router is receiving routes.

See also: To determine whether the router is receiving routes; Understanding the IP routing table

Cause: The proper routing protocols are not enabled on the proper interfaces.

Solution: Verify that the proper routing protocols are enabled on the proper interfaces.

In Routing and Remote Access, you can click IP Routing or IPX Routing to see what routing protocols are installed. You can then click a routing protocol to see what interfaces are using that routing protocol.

For an interface running OSPF, you must verify that OSPF is enabled on that interface.

See also: To verify that OSPF is enabled

Cause: Your TCP/IP configuration is incorrect.

Solution: Verify your TCP/IP configuration by using the ipconfig command.

Unlike hosts, routers are typically configured with a static TCP/IP configuration rather than by using DHCP. Verify that you are using the correct subnet mask for your environment. To verify that you are using the correct subnet mask, you can use the ping command to try to ping hosts on your network segment and your neighboring routers.

See also: Using the ping command

Cause: Your default route configuration is incorrect.

Solution: Verify your default route configuration.

Unlike hosts, routers are not normally configured with a default gateway. Instead, a default route is used to forward all traffic with an unknown destination. If default routing is to be used on the router, a default route is either learned through routing protocols or configured on the router. If a default route is not being learned through routing protocols (for example, when you connect a network to the Internet), you should configure a static default route on the router.

For a statically configured default route, you need to check the configuration to make sure the route is using the correct interface. If the interface being used is a LAN interface, such as Ethernet or Token Ring, the Gateway IP address for the route must be a directly reachable IP address on the same network the selected interface.

See also: To add a default static IP route

To reset a Windows 2000 router back to default values, see To reset the Routing and Remote Access service.

Troubleshooting RIP for IP

There are improper routes in a mixed RIP v1 and RIP v2 environment.

Cause: RIP v2 routers are configured to multicast announcements. Multicast announcements are never received by RIP v1 routers.

Solution: On networks containing RIP v1 routers, verify that RIP v2 is configured to broadcast its announcements on networks that contain RIP v1 routers and verify that the RIP v2 router interfaces are configured to accept both RIP v1 and RIP v2 announcements.

See also: To configure RIP version 2

Silent RIP hosts are not receiving routes.

Cause: RIP v2 routers are configured to multicast announcements. Multicast announcements are never received by silent RIP hosts.

Solution: If there are Silent RIP hosts on a network that are not receiving routes from the local RIP router, verify the version of RIP supported by the Silent RIP hosts. For example, if the Silent RIP hosts only support listening for broadcasted, RIP v1 announcements, you cannot use RIP v2 multicasting.

If you are using the RIP listener component, available on Microsoft Windows NT Workstation version 4.0, Service Pack 4 and later, or the Windows 2000 RIP Listening Service, you must configure your RIP routers for RIP v1 or RIP v2 broadcasting.

See also: To configure RIP version 2

RIP routers are not receiving expected routes.

Cause: You are deploying variable length subnetting, disjointed subnets, or supernetting in a RIP v1 or mixed RIP v1 and RIP v2 environment.

Solution: Do not deploy variable length subnetting, disjointed subnets, or supernetting in a RIP v1 or mixed RIP v1 and RIP v2 environment.

See also: Windows 2000 Resource Kit

Cause: Your password is not matched for all the RIP v2 interfaces on a network segment.

Solution: If authentication is enabled, verify that all interfaces on the same network are using the same case-sensitive password.

See also: To enable authentication

Cause: RIP peer filtering is not configured correctly.

Solution: If RIP peer filtering is being used, verify that the correct IP addresses for the neighboring peer RIP routers are configured.

See also: To add peer filters

Cause: RIP route filtering is not configured correctly.

Solution: If RIP route filtering is being used, verify that the ranges of network IDs for your internetwork are included or are not being excluded.

See also: To add route filters

Cause: RIP neighbors are not configured correctly.

Solution: If RIP neighbors are configured, verify that the correct IP addresses are configured for the unicasted RIP announcements.

See also: To add a unicast neighbor

Cause: IP packet filtering is preventing the receiving (through input filters) or sending (through output filters) of RIP traffic.

Solution: Verify that IP packet filtering on the router interfaces is not preventing the receiving (through input filters) or sending (through output filters) of RIP traffic. RIP traffic uses User Datagram Protocol (UDP) port 520.

See also: Manage packet filters

Cause: TCP/IP filtering is preventing the receiving of RIP traffic.

Solution: Verify that TCP/IP filtering on the router interfaces is not preventing the receiving of RIP traffic. RIP traffic uses UDP port 520.

See also: To configure TCP/IP to use TCP/IP filtering

Cause: You are using auto-static RIP and you did not do an initial manual update.

Solution: When you use auto-static RIP on a demand-dial interface, the first time you make a connection, you must manually update routes.

You must also update routes manually on the router for the corresponding interface. The routes then appear in the IP routing table.

See also: Perform auto-static updates; To view routing tables

Auto-static RIP updates are not working.

Cause: The demand-dial interfaces are configured to broadcast announcements.

Solution: For dial-up demand-dial interfaces that use auto-static updates, configure the demand-dial interfaces to use RIP v2 multicast as the outgoing packet protocol. When a router calls another router, each router receives an IP address from the IP address pool of the other router, which are on different subnets. Because broadcasted RIP messages are addressed to the subnet broadcast address, each router does not process the other router's broadcasted request for routes. Using multicasting, RIP requests and announcements are processed regardless of the subnet for the router interfaces.

See also: To configure RIP version 2

Host or default routes are not being propagated.

Cause: RIP by default is not configured to propagate host or default routes.

Solution: If host routes or default routes need to be propagated, change the default settings on the Advanced tab of the properties of a RIP interface.

Troubleshooting OSPF

What problem are you having?

OSPF adjacency is not forming.

Cause: OSPF is not enabled on the interface.

Solution: Verify that OSPF is enabled on the interface on the network segment where an adjacency should form. By default, when you add an interface to the OSPF routing protocol, OSPF is disabled for the interface and must be manually enabled.

See also: To verify that OSPF is enabled

Cause: Adjacency should not form.

Solution: Verify that the two neighboring routers should form an adjacency. If the two routers are the only routers on the network, an adjacency should form. If there are more than two routers on the network, adjacencies only form with the designated router (DR) and backup designated router (BDR). If the two routers have already formed adjacencies with the DR and the BDR, they cannot form adjacencies with each other. In this case, the neighbor should appear as 2-way under Neighbor State (in the Neighbors dialog box from IP Routing\General).

See also: Windows 2000 Resource Kit; To view routing tables

Cause: No IP connectivity to a neighboring router.

Solution: Ping the neighboring router to ensure basic IP and network connectivity. You can use the tracert command to trace the route to the neighboring router. There should not be any routers between the neighboring routers.

See also: Using the ping command; Using the tracert command

Cause: Adjacency cannot form because of mismatched OSPF configuration.

Solution: Use OSPF logging to log errors and warnings to record information on why the adjacency is not forming.

See also: Using event logging

Cause: Mismatched authentication setting or mismatched passwords.

Solution: Verify that the areas are enabled for authentication and the OSPF interfaces are using the same password. Windows 2000 OSPF routers have authentication enabled by default and the default password is 12345678. You need to change the authentication to match all neighboring OSPF routers on the same network. The password can vary per network.

See also: To create an OSPF area; To set a password on an OSPF interface

Cause: The neighboring routers are not configured for the same hello or dead interval.

Solution: Verify that the neighboring routers are configured for the same hello and dead intervals. By default the hello interval is 10 seconds and the dead interval is 40 seconds.

See also: To configure the hello and dead intervals

Cause: Mismatched stub area configuration on neighboring routers.

Solution: Verify that the routers agree as to whether the area to which the common network segment belongs is a stub area or not.

See also: To create an OSPF area

Cause: Neighboring routers have mismatched Area IDs.

Solution: Verify that the interfaces of the neighboring routers are configured with the same Area ID.

See also: To create an OSPF area

Cause: Non-Broadcast Multiple Access (NBMA) interfaces are not configured with OSPF neighbors.

Solution: If the routers are on a NBMA network such as X.25 or Frame Relay that operate in single interface mode, their neighbors must be manually configured by using the unicast IP address of the neighbor or neighbors to which the OSPF packets need to be sent.

See also: To add an OSPF neighbor; OSPF design considerations

Cause: All router interfaces are set to a router priority of 0.

Solution: On broadcast networks (Ethernet, Token Ring, FDDI) or NBMA networks (X.25 and Frame Relay operating in single interface mode), verify that all routers do not have a router priority of 0. At least one router must have a router priority of 1 or greater so that it can become the DR for the network.

See also: To configure an OSPF interface

Cause: IP packet filtering is preventing the receiving (through input filters) or sending (through output filters) of OSPF traffic.

Solution: Verify that IP packet filtering on the router interfaces is not preventing the receiving (through input filters) or sending (through output filters) of OSPF traffic. OSPF traffic uses IP protocol number 89.

See also: Manage packet filters

Cause: TCP/IP filtering is preventing the receiving of OSPF traffic.

Solution: Verify that TCP/IP filtering on the router interfaces is not preventing the receiving of OSPF traffic. OSPF traffic uses IP protocol number 89.

See also: To configure TCP/IP to use TCP/IP filtering

A virtual link is not forming.

Cause: Mismatched configuration of password, hello interval, or dead interval.

Solution: Verify that the virtual link neighbor routers are configured for the same password, hello interval, and dead interval.

See also: To add a virtual interface

Cause: The router ID of the virtual link neighbor is configured incorrectly.

Solution: For each router, verify that the router ID of the virtual link neighbor is correctly configured. The router ID is found on the General tab on the properties of the OSPF routing protocol.

See also: Windows 2000 Resource Kit; To add a virtual interface

Cause: Virtual link neighbors are configured for the incorrect transit area ID.

Solution: Verify that both virtual link neighbors are configured for the same correct transit area ID.

See also: Windows 2000 Resource Kit; To add a virtual interface

Cause: The retransmit interval is not long enough.

Solution: For large internetworks with substantial round-trip delays across the transit area, verify that the retransmit interval is long enough.

See also: Windows 2000 Resource Kit; To add a virtual interface

Lack of OSPF routes or existence of improper OSPF routes.

Cause: Not receiving summarized routes.

Solution: If you are not receiving summarized OSPF routes for an area, verify that the area border routers (ABRs) for the area are configured with the proper {Destination, Network mask} pairs summarizing that area's routes.

See also: Windows 2000 Resource Kit; To configure ranges for an OSPF area

Cause: You are receiving both individual and summarized OSPF routes for an area.

Solution: Verify that all the ABRs for the area are configured with the proper {Destination, Network mask} pairs summarizing that area's routes.

See also: Windows 2000 Resource Kit; To configure ranges for an OSPF area

Cause: You are not receiving external routes from the autonomous system boundary router (ASBR).

Solution: Verify that the source and route filtering that is configured on the ASBR is not too restrictive, preventing proper routes from being propagated to the OSPF autonomous system. External source and route filtering is configured on the External Routing tab on the properties of the OSPF routing protocol.

See also: Windows 2000 Resource Kit; To configure an ASBR

Cause: All ABRs are not connected to the backbone.

Solution: Verify that all ABRs are either physically connected to the backbone or logically connected to the backbone by using a virtual link. There should not be backdoor routers, which are routers that connect two areas without going through the backbone.

See also: Windows 2000 Resource Kit

Troubleshooting network address translation

What problem are you having?

The network address translation computer is not properly translating packets.

Cause: Network address translation interfaces are not properly configured.

Solution: You must add both public (Internet) and private (small office or home office) interfaces to the Network Address Translation (NAT) routing protocol.

You need to verify that the interface on the Windows 2000 router that connects to the Internet is configured for translation. The Public interface connected to the Internet option on the General tab of the properties of the Internet interface should be selected.

You need to verify that the interfaces on the Windows 2000 router that connects to the small office or home office are properly configured. The Private interface connected to private network option on the General tab of the properties of the home network interface should be selected.

See also: To add an interface to the network address translation

Cause: TCP/UDP port translation is not enabled.

Solution: If you have more private hosts than public IP addresses, you need to verify that the Translate TCP/UDP headers (recommended) check box on the General tab of the properties of the public interface is selected.

Cause: Your range of public addresses is not configured correctly.

Solution: If you have multiple public IP addresses, you need to verify that they are properly entered on the Address Pool tab of the properties of the Internet interface. If your address pool includes an IP address that was not allocated to you by your ISP, then inbound Internet traffic that is mapped to that IP address may be routed by the ISP to another location.

See also: To configure interface IP address ranges

Cause: The traffic being forwarded by the network address translation computer is not translatable.

Solution: If you have some programs that do not seem to work through the network address translation computer, you can try running them from the network address translation computer. If they work from the network address translation computer and not from a computer on the private network, then the payload of the program may not be translatable. Check the protocol being used by the program against the list of supported NAT editors.

See also: NAT editors

Cause: Your range of private addresses is configured incorrectly.

Solution: You need to verify that the range of addresses configured on the Addressing tab of the properties of the Network Address Translation (NAT) routing protocol corresponds to a private network (10.0.0.0 with a subnet mask of 255.0.0.0, 172.16.0.0 with a subnet mask of 255.240.0.0, 192.168.0.0 with a subnet mask of 255.255.0.0) or a subnet of a private network. The default range of addresses is 192.168.0.0 with a subnet mask of 255.255.255.0.

See also: To enable network address translation addressing

Cause: IP packet filtering is preventing the receiving or sending of IP traffic.

Solution: You need to verify that IP packet filtering on the private network and Internet interfaces is not preventing the receiving (input filters) or sending (output filters) of Internet-based traffic.

See also: Manage packet filters

Private network hosts are not receiving IP address configuration.

Cause: Network address translation addressing is not enabled on the private interface.

Solution: You need to verify that network address translation addressing is enabled on the interface that corresponds to your small office or home office network segment.

See also: To enable network address translation addressing

Name resolution for private network hosts is not working.

Cause: Network address translation name resolution is not enabled on the private interface.

Solution: You need to verify that network address translation name resolution is enabled on the interface that corresponds to your small office or home office network segment.

See also: To enable network address translation name resolution

Cause: The network address translation computer is not properly configured for name resolution.

Solution: If computers on the small office or home office network are not able to resolve names to IP addresses, then you can check the name resolution configuration of the network address translation computer by using the ipconfig command. There are two ways that you can configure name resolution when dialing an ISP:

·
Statically assigned name servers 


You must manually configure the TCP/IP protocol with the IP address (or addresses) of the name servers provided by the ISP. If you have statically assigned name servers, you can use the ipconfig command at any time to get the IP addresses of your configured name servers.

·
Dynamically assigned name servers 


Manual configuration is not required. The IP addresses of the name servers provided by the ISP are dynamically assigned whenever you dial the ISP. If you have dynamically assigned name servers, you must run the ipconfig command after a connection to the ISP has been made.

Troubleshooting the DHCP Relay Agent

What problem are you having?

The DHCP Relay Agent is not providing relay services for DHCP clients on a network segment.

Cause: The interface on the Windows 2000 router that connects to the network segment where the DHCP clients are located is not added to the DHCP Relay Agent IP routing protocol.

Solution: Verify that the interface on the Windows 2000 router that connects to the network segment where the DHCP clients are located is added to the DHCP Relay Agent IP routing protocol.

See also: To enable the DHCP Relay Agent on a router interface

Cause: The Relay DHCP packets check box is not selected for the DHCP Relay Agent interface that is connected to the network segment where the DHCP clients are located.

Solution: Verify that the Relay DHCP packets check box is selected for the DHCP Relay Agent interface that is connected to the network segment where the DHCP clients are located.

Cause: The IP addresses of DHCP servers configured on the global properties of the DHCP Relay Agent are incorrect.

Solution: Verify that the IP addresses of DHCP servers configured on the global properties of the DHCP Relay Agent are the correct IP addresses for DHCP servers on your internetwork.

See also: To configure global DHCP Relay Agent properties 

Cause: The correctly configured DHCP servers are not reachable.

Solution: From the router with the DHCP Relay Agent enabled, use the ping command to ping each of the DHCP servers that are configured in the global DHCP Relay Agent dialog box. If you cannot ping the DHCP servers from the DHCP Relay Agent router, troubleshoot the lack of connectivity between the DHCP Relay Agent router and the DHCP server or servers.

See also: Troubleshooting

Cause: IP packet filtering is preventing the receiving (through input filters) or sending (through output filters) of DHCP traffic.

Solution: Verify that IP packet filtering on the router interfaces is not preventing the receiving (through input filters) or sending (through output filters) of DHCP traffic. DHCP traffic uses the User Datagram Protocol (UDP) ports of 67 and 68.

See also: Manage packet filters

Cause: TCP/IP filtering is preventing the receiving of DHCP traffic.

Solution: Verify that TCP/IP filtering on the router interfaces is not preventing the receiving of DHCP traffic. DHCP traffic uses the UDP ports of 67 and 68.

See also: To configure TCP/IP to use TCP/IP filtering

Troubleshooting IP multicast

What problem are you having?

The IGMP router does not work correctly.

Cause: The network adapters that are installed may not support multicast promiscuous mode.

Solution: Multicast promiscuous mode is a special mode of the network adapter in which all multicasted traffic is passed up to the network operating system. Multicast promiscuous mode is not supported by all network adapters. If Windows 2000 fails to put the network adapter into multicast promiscuous mode during the initialization of the IGMP router component, then an event is logged in the System Event Log. The event has the following attributes:

·
Source: IP Router Manager 

·
Event ID: 20157 

·
Message text: The interface [name of the interface] could not be enabled for multicast. IGMP router will not be activated over this interface. 

See also: Using the IP multicasting utilities

Troubleshooting RIP and SAP for IPX

What problem are you having?

IPX or SAP traffic is not forwarding properly.

Cause: Your IPX configuration is incorrect.

Solution: Verify your IPX configuration.

You can troubleshoot your IPX configuration by first verifying that your routers are configured for the correct external network number, frame type, and internal network number. You can obtain this information by typing ipxroute config at a command prompt.

Cause: An interface is in a disabled state.

Solution: Verify that the Routing and Remote Access service is running.

You can select an interface and check to see if the interface is enabled and if the network is operational:

·
The Administrative State for an interface should be Enabled. 

·
The Operational State for an interface should be Up. 

See also: To check the state of an interface; To determine the status of the Routing and Remote Access service

Cause: The RIP-for-IPX or SAP-for-IPX routing protocol is not enabled on the interface.

Solution: Enable the RIP-for-IPX or SAP-for-IPX protocol on the interface.

Depending on which protocol you are using, you must have RIP for IPX or SAP for IPX enabled on the interface before routes and advertisements can be received or advertised over the interface. You must also configure the interface to advertise and accept routes or services.

See also: To enable RIP on an interface; To enable SAP on an interface

Cause: The update interval is incorrect.

Solution: Verify the update interval.

For LAN interfaces, you need to make sure that the update mode is set to Standard. Also, it is recommended that the update intervals be the same for routers on the same network. By default, Update Interval is set at 60 seconds and Aging Interval Multiplier is set at 3 multiplied by the value of Update Interval.

See also: To set the update interval

Cause: IPX packet filters are configured incorrectly.

Solution: Verify the configuration of IPX packet filters.

You need to make sure that input and output filters are properly set either to filter out unwanted traffic or to allow desired traffic.

See also: To set input and output filters

Cause: You are using auto-static RIP and you did not do an initial manual update.

Solution: When you use auto-static RIP on a demand-dial interface, the first time you make a connection, you must manually update routes.

You must also update routes manually on the router for the corresponding interface. The routes then appear under Static Routes. (Update routes updates RIP for IPX as well as SAP for IPX.)

See also: Perform auto-static updates

Troubleshooting demand-dial routing

What problem are you having?

On-demand connection is not made automatically.

Cause: IP routing is not enabled

Solution: Verify that IP routing is enabled on the IP tab on the properties of the server.

See also: To view properties of the remote access server

Cause: Static routes are configured incorrectly.

Solution: Verify that the correct static routes exist and are configured with the appropriate demand-dial interface.

See also: To add a static route

Cause: A static route cannot initiate a demand-dial connection.

Solution: For the static routes that use a demand-dial interface, verify that the Use this route to initiate demand-dial connections check box is selected.

See also: To add a static route

Cause: The demand-dial interface is disabled.

Solution: Verify that the demand-dial interface is not in a disabled state. To enable, under Routing Interfaces, right-click the demand-dial interface, and then click Enable.

Cause: Dial-out hours are preventing the connection from initiating.

Solution: Verify that the dial-out hours for the demand-dial interface on the calling router are not preventing the connection attempt.

See also: To configure dial-out hours

Cause: Demand-dial filters are preventing the connection from initiating.

Solution: Verify that the demand-dial filters for the demand-dial interface on the calling router are not preventing the connection attempt.

See also: To configure demand-dial filters

Unable to make a demand-dial connection.

Cause: The Routing and Remote Access service is not started on the calling router and the answering router.

Solution: Verify the state of the Routing and Remote Access service on the calling router and the answering router.

See also: To monitor the Routing and Remote Access service

Cause: The demand-dial interface is in an unreachable state.

Solution: Determine the unreachable reason. If a demand-dial connection fails, the demand-dial interface is in a unreachable state. The Routing and Remote Access service records the reason why the connection failed through the unreachability reason. Based on the information in the unreachability reason, you can perform further troubleshooting.

See also: To check the unreachability reason

Cause: LAN and WAN routing is not enabled on the calling router and the answering router.

Solution: Enable LAN and demand-dial routing on the calling router and the answering router.

See also: To enable LAN and WAN routing

Cause: Demand-dial connections for the protocols being routed are not allowed.

Solution: Verify that IP-based remote access and demand-dial connections are allowed (on the IP tab on the properties of the server). Verify that IPX-based remote access and demand-dial connections are allowed (on the IPX tab on the properties of the server).

See also: To view properties of the remote access server

Cause: Dial-up, PPTP, or L2TP ports are not enabled for inbound and outbound demand-dial routing connections.

Solution: Enable dial-up, PPTP, or L2TP ports for inbound and outbound demand-dial routing connections.

See also: To enable routing on ports

Cause: All of the ports on the calling or answering router are already being used by currently connected remote access clients or demand-dial routers.

Solution: Verify that all of the ports are not already being used by clicking Ports in Routing and Remote Access. For VPN connections, if necessary, change the number of PPTP or L2TP ports to allow more concurrent connections.

See also: To add PPTP or L2TP ports

Cause: For VPN connections, the tunneling protocol of the calling router is not supported by the answering router.

By default, VPN-based Windows 2000 demand-dial interfaces use the Automatic server type option, which means that they try to establish an L2TP over IPSec–based VPN connection first, and then they try a PPTP-based VPN connection. If calling routers use either the Point-to-Point Tunneling Protocol (PPTP) or Layer-2 Tunneling Protocol (L2TP) server type option, verify that the selected tunneling protocol is supported by the answering router.

By default, a computer running Windows 2000 Server and the Routing and Remote Access service is a PPTP and L2TP-capable demand-dial router with five L2TP ports and five PPTP ports. To create a PPTP-only router, set the number of L2TP ports to zero. To create an L2TP-only router, set the number of PPTP ports to zero.

Solution: Verify that the appropriate number of PPTP or L2TP ports is configured on the calling router and answering router.

See also: To add PPTP or L2TP ports

Cause: The calling router and the answering router in conjunction with a remote access policy are not configured to use at least one common authentication method.

Solution: Configure the calling router and the answering router in conjunction with a remote access policy to use at least one common authentication method. 

Cause: The calling router and the answering router in conjunction with a remote access policy are not configured to use at least one common encryption strength.

Solution: Configure the calling router and the answering router in conjunction with a remote access policy to use at least one common encryption strength.

See also: To configure encryption

Cause: The account option on the Account tab on the properties of the user account of the calling router is configured to change the password at the next logon attempt.

Solution: Clear the User must change password at next logon check box on the Account tab on the properties of the user account of the calling router.

See also: To modify user account properties

Cause: The password of the user account of the calling router has expired.

Solution: Reset the password and select the Password never expires check box on the Account tab on the properties of the user account of the calling router.

See also: To modify user account properties

Cause: The demand-dial connection does not have the appropriate permissions through dial-in properties of the user account and remote access policies.

Solution: Verify that the demand-dial connection has the appropriate permissions through dial-in properties of the user account and remote access policies. If the answering router is configured to use Windows authentication, the remote access policies stored on the answering router are used. If the answering router is configured to use RADIUS authentication and the RADIUS server being used is a Windows 2000 Internet Authentication Service (IAS) server, then the remote access policies of the IAS server are used.

In order for the connection to be established, the settings of the connection attempt must:

·
Match all of the conditions of at least one remote access policy. 

·
Be granted remote access permission through the user account (set to Allow access) or through the user account (set to Control access through Remote Access Policy) and the remote access permission of the matching remote access policy (set to Grant remote access permission). 

·
Match all the settings of the profile. 

·
Match all the settings of the dial-in properties of the user account. 

See also: Introduction to remote access policies; Accepting a connection attempt

Cause: The settings of the remote access policy profile are in conflict with properties of the answering router.

Solution: Verify that the settings of the remote access policy profile are not in conflict with properties of the answering router.

The properties of the remote access policy profile and the properties of the answering router both contain settings for:

·
Multilink 

·
Bandwidth allocation protocol 

·
Authentication protocols 

If the settings of the profile of the matching remote access policy are in conflict with the settings of the answering router, the connection attempt is rejected. For example, if the matching remote access policy profile specifies that the EAP-TLS authentication protocol must be used and EAP is not enabled on the answering router, the connection attempt is rejected.

See also: To enable authentication protocols; To configure authentication

Cause: The credentials of the calling router (user name, password, and domain name) are incorrect and cannot be validated by the answering router.

Solution: Verify that the credentials of the calling router (user name, password, and domain name) are correct and can be validated by the answering router.

Cause: There are not enough addresses in the static IP address pool.

Solution: If the answering router is configured with a static IP address pool, verify that there are enough addresses in the pool. If all of the addresses in the static pool have been allocated to connected remote access clients or demand-dial routers, the answering router is unable to allocate an IP address, and the connection attempt is rejected. Modify the static IP address pool if needed.

See also: TCP/IP and remote access; To create a static IP address pool

Cause: The answering router is configured with a range of IPX network numbers that are being used elsewhere on your IPX internetwork.

Solution: Configure the answering router with a range of IPX network numbers that is unique to your IPX internetwork.

See also: IPX and remote access

Cause: The authentication provider of the answering router is improperly configured.

Solution: Verify the configuration of the authentication provider. You can configure the answering router to use either Windows 2000 or RADIUS to authenticate the credentials of the VPN client.

See also: Authentication and accounting providers; To use RADIUS authentication

Cause: The answering router cannot access Active Directory.

Solution: For an answering router that is a member server in a mixed-mode or native-mode Windows 2000 domain that is configured for Windows 2000 authentication, verify that:

·
The RAS and IAS Servers security group exists. If not, then create the group and set the group type to Security and the group scope to Domain local. 

·
The RAS and IAS Servers security group has Read permission to the RAS and IAS Servers Access Check object. 

·
The computer account of the answering router computer is a member of the RAS and IAS Servers security group. You can use the netsh ras show registeredserver command to view the current registration. You can use the netsh ras add registeredserver command to register the server in a specified domain. 


If you add or remove the answering router computer to the RAS and IAS Servers security group, the change will not take effect immediately (due to the way that Windows 2000 caches Active Directory information). For the change to take effect immediately, you need to restart the answering router computer.

·
For a native-mode domain, the answering router has joined the domain. 

See also: To add a group; To verify permissions for the RAS and IAS security group; Netsh commands for remote access

Cause: An answering router running Windows NT 4.0 with the Routing and Remote Access Service (RRAS) cannot validate connection requests.

Solution: If calling routers are dialing in to a answering router running Windows NT 4.0 with RRAS that is a member of a Windows 2000 mixed-mode domain, verify that the Everyone group is added to the Pre-Windows 2000 Compatible Access group with the net localgroup "Pre-Windows 2000 Compatible Access" command. If not, type net localgroup "Pre-Windows 2000 Compatible Access" everyone /add at a Windows 2000 command prompt on a domain controller computer and then restart the domain controller computer.

See also: Windows NT 4.0 remote access server in a Windows 2000 domain

Cause: The Windows 2000 Fax service is enabled and your modem does not support adaptive answer.

Solution: Verify that if the Windows 2000 Fax service and the Routing and Remote Access service are sharing the same modem, that the modem supports adaptive answer. If the modem does not support adaptive answer, you must disable the Fax service on the modem to receive incoming demand-dial or remote access connections. 

Cause: The calling router is not correctly configured for certificate-based demand-dial routing.

Solution: Verify that the EAP is enabled as an authentication protocol. Verify that the correct certificate for the root certificate authority certificate of the answering router is selected. Verify that the correct router (offline request) certificate is selected when configuring the credentials of the demand-dial interface. 

See also: To configure the calling router for certificate-based EAP; Deploying certificate-based authentication for demand-dial routing

Cause: The answering router is not correctly configured for certificate-based demand-dial routing.

Solution: Verify that the EAP is enabled as an authentication protocol. Verify that the correct machine certificate for the root certificate authority of the answering router is selected.

See also: To configure the answering router for certificate-based EAP; Deploying certificate-based authentication for demand-dial routing

Cause: You are using MS-CHAP v1 and a user password over 14 characters long.

Solution: Either use a different authentication protocol such as MS-CHAP v2 or change your password so that it is 14 characters or less.

See also: MS-CHAP; Enable authentication protocols

Unable to reach locations beyond the calling router or answering router.

Cause: IP routing or IPX network access is not enabled

Solution: Verify that IP routing is enabled (on the IP tab on the properties of the server). Verify that network access is enabled (on the IPX tab on the properties of the server).

See also: To view properties of the remote access server

Cause: The appropriate demand-dial interface has not been added to the protocol being routed.

Solution: Add the appropriate demand-dial interface to the protocol being routed.

See also: To add a routing interface

Cause: There are no routes on both sides of the demand-dial connection that support the two-way exchange of traffic.

Solution: Unlike a remote access connection, a demand-dial connection does not automatically create a default route. You need to create routes on both sides of the demand-dial connection so that traffic can be routed to and from the other side of the demand-dial connection.

You can manually add static routes to the routing table, or you can add static routes through routing protocols. For persistent demand-dial connections, you can enable Open Shortest Path First (OSPF) or Routing Information Protocol (RIP) across the demand-dial connection. For on-demand demand-dial connections, you can automatically update routes through an auto-static RIP update.

See also: To add an IP routing protocol; To add a static route; Perform auto-static updates

Cause: There are no routes in the intranet routers on the calling router and answering router's intranet that support the forwarding of packets between hosts on the intranets.

Solution: Verify that there are routes in the intranet routers on the calling router and answering router's intranet so that all locations on both networks are reachable. You can add routes to the routers of each intranet through static routes or by enabling a routing protocol on the intranet interface of the calling and answering routers.

See also: Unicast routing overview; Deploying routing

Cause: A two-way initiated, demand-dial connection is being interpreted by the answering router as a remote access connection.

Solution: In order for the answering router to determine that the incoming call is a router rather than remote access client, the user name of the credentials for the calling router must match the name of a demand-dial interface that is configured on the answering router.

If the incoming caller is a router, the port on which the call was received shows a status of Active and the corresponding demand-dial interface is in a Connected state. If the name of the user name credential for the calling router appears under Remote Access Clients in Routing and Remote Access, then the calling router has been interpreted by the answering router as a remote access client.

For two-way initiated connections, either router can be the calling router or the answering router. The user names and demand-dial interface names must be properly matched. For example, two-way initiated connections would work under the following configuration:

·
Router 1 has a demand-dial interface called NEW-YORK which is configured to use SEATTLE as the user name when sending authentication credentials. 

·
Router 2 has a demand-dial interface called SEATTLE which is configured to use NEW-YORK as the user name when sending authentication credentials. 

This example assumes that the SEATTLE user name can be validated by Router 2 and the NEW-YORK user name can be validated by Router 1. 

See also: Demand-dial routing example; To check the status of the port on the answering router; To check the status of the demand-dial interface

Cause: Static routes on the user account of the calling router for a one-way initiated demand-dial connection are not configured correctly.

Solution: For a one-way initiated demand-dial connection, verify that the appropriate static routes are enabled on the user account of the calling router and that the answering router is configured with a routing protocol so that when a connection is made, the static routes of the user account of the calling router are advertised to neighboring routers.

See also: One-way initiated demand-dial connections; To configure static routes for a dial-in user

Cause: Packet filters on the demand-dial interfaces of the calling router and answering router are preventing the flow of traffic.

Solution: Verify that there are no IP or IPX packet filters on the demand-dial interfaces of the calling router and answering router that prevent the sending or receiving of TCP/IP or IPX traffic.

You can configure each demand-dial interface with IP and IPX input and output filters to control the exact nature of TCP/IP and IPX traffic that is allowed into and out of the demand-dial interface.

See also: Manage packet filters

Cause: Packet filters on the remote access policy profile are preventing the flow of IP traffic.

Solution: Verify that there are no configured TCP/IP packet filters on the profile properties of the remote access policy being used by the demand-dial connection (or the RADIUS server if Internet Authentication Service is used) that are preventing the sending or receiving of TCP/IP traffic.

You can use remote access policies to configure TCP/IP input and output packet filters that control the exact nature of TCP/IP traffic allowed on the demand-dial connection.

See also: To configure IP options

Auto-static updates are not working.

Cause: For IP auto-static updates, each demand-dial interface is not configured for RIP v2 multicast.

Solution: Verify on both routers that the demand-dial interface is added to the RIP routing protocol, that its operation mode is set to Auto-static update mode, the outgoing packet protocol is RIP version 2 multicast, and that the incoming packet protocol is set to RIP version 1 and 2.

See also: Configure RIP version 2; To enable auto-static update mode

Cause: For IPX auto-static updates, the update mode for each demand-dial interface is not configured for Auto-static.

Solution: Verify that the demand-dial interfaces on both routers is added to the RIP for IPX and SAP for IPX routing protocols and that for each routing protocol, the update mode is set to Auto-static.

See also: To enable RIP on an interface; To enable SAP on an interface

Remote access

The remote access feature of Microsoft Windows 2000 Server enables remote or mobile workers who use dial-up communication links to access corporate networks as if they were directly connected. Remote access also provides virtual private network (VPN) services so that users can access corporate networks over the Internet.

·
Before installing Windows 2000 remote access, see Checklist: Installing and configuring the remote access server. 

·
To find features that have been moved in Windows 2000 Server, see New ways to do familiar tasks.

·
For tips about using remote access, see Best practices.

·
For help with specific tasks, see How to. 

·
For general background information, see Concepts. 

·
For problem-solving instructions, see Troubleshooting. 

Checklist: Installing and configuring the remote access server


Step
Reference

q
Review key concepts.
Remote access overview

q
Verify the compatibility of all hardware to be installed in the computer running Windows 2000.
Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/)

q
Install the hardware.
Manufacturer's documentation

q
Verify that the hardware is successfully installed on Windows 2000.
Device Manager

q
Install and configure modems.
Checklist: Installing and configuring modems

q
Install and configure the protocols.
Network communications

q
Enable and configure the Routing and Remote Access service.
To enable the Routing and Remote Access service

q
(Optional) Configure the TCP/IP protocol.
TCP/IP and remote access

q
(Optional) Configure the IPX protocol.
IPX and remote access

q
(Optional) Configure the NetBEUI protocol.
NetBEUI and remote access

q
(Optional) Configure the AppleTalk protocol.
AppleTalk and remote access

q
Configure dial-in properties and remote access policies for dial-in permission, authentication, and encryption settings.
Introduction to remote access policies

q
(Optional) Configure the Windows 2000 remote access server as a RADIUS client to an IAS server for centralized remote access policy management.
RADIUS

New ways to do familiar tasks

The following table lists common tasks for configuring remote access features in Windows 2000. The user interface for performing these tasks is different in Windows 2000 than it was in Windows NT version 4.0 and Windows NT version 4.0 with the Routing and Remote Access Service (RRAS). 

If you want to
In Windows NT 4.0 use
In Windows NT 4.0 with RRAS use
In Windows 2000 use

Install, configure, and remove remote access
Services tab of Network in Control Panel
Services tab of Network in Control Panel
Routing and Remote Access

Configure authentication and encryption options
Services tab of Network in Control Panel
Services tab of Network in Control Panel
Routing and Remote Access

Manage remote access servers and clients
Remote Access Admin
Routing and RAS Admin
Routing and Remote Access

Grant remote access permission to user accounts
Remote Access Admin or User Manager for Domains
Remote Access Admin or User Manager for Domains
Computer Management or Active Directory Users and Computers

Best practices

The following list provides best practices for implementing and configuring the remote access server and is based on recommendations from Microsoft Product Support Services: 

·
Use DHCP to obtain IP addresses 


If you installed a DHCP server, configure the remote access server to use DHCP to obtain IP addresses for remote access clients. If you did not install a DHCP server, configure the remote access server with a static IP address pool, which is a subset of addresses from the subnet to which the remote access server is attached. 

·
Use strong authentication 

·
Use strong passwords more than 8 characters long that contain a mixture of uppercase and lowercase letters, numbers, and permitted punctuation. Do not use passwords based on names or words. Strong passwords are more resistant to a dictionary attack, where an unauthorized user attempts to crack a password by sending a series of commonly used names and words. 

·
Although EAP-TLS works with registry-based certificates, for security reasons it is highly recommended that you only use EAP-TLS with smart cards. 

·
If you are using MS-CHAP, use MS-CHAP version 2. You can obtain the latest MS-CHAP updates for Windows NT version 4.0, Windows 98, and Windows 95, or Windows NT remote access clients from Microsoft. For more information, see MS-CHAP version 2. 

·
Use automatic allocation for IPX network IDs 


Configure the remote access server to automatically allocate the same IPX network ID to all remote access clients. 

·
Avoid configuring different remote access policies for the same user 


If a user dials in by using a multilink connection, all connections beyond the first connection are connected by using the remote access policy that matched the first connection. 

How to...

This section provides instructions for installing and configuring the Windows 2000 remote access server:

·
Enable the Routing and Remote Access service 

·
Configure the remote access server 

·
Configure dial-up equipment 

·
Configure remote access security 

·
Configure dial-in user properties 

·
Administer the remote access server 

To enable the Routing and Remote Access service

 1.
If this server is a member of a Windows 2000 Active Directory domain and you are not a domain administrator, instruct your domain administrator to add the computer account of this server to the RAS and IAS Servers security group in the domain of which this server is a member. The domain administrator can add the computer account to the RAS and IAS Servers security group by using Active Directory Users and Computers or with the netsh ras add registeredserver command. 

 2.
Open Routing and Remote Access. 

 3.
By default, the local computer is listed as a server. 

 4.
To add another server, in the console tree, right-click Server Status, and then click Add Server.


In the Add Server dialog box, click the applicable option, and then click OK.


In the console tree, right-click the server you want to enable, and then click Configure and Enable Routing and Remote Access. 


Follow the instructions in the Routing and Remote Access wizard. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Configure the remote access server

·
View properties of the remote access server 

·
Enable the remote access server 

·
Create a static IP address pool 

·
Configure AppleTalk remote access 

·
Enable Multilink 

·
Enable BAP and BACP 

·
Re-create the default remote access policy 

·
Configure ports 

To view properties of the remote access server

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to view properties, and then click Properties. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable the remote access server

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to enable remote access, and then click Properties. 

 3.
On the General tab, select the Remote access server check box. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To create a static IP address pool

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to create a static IP address pool, and then click Properties. 

 3.
On the IP tab, click Static address pool, and then click Add. 

 4.
In Start IP address, type a starting IP address, and then either type an ending IP address for the range in End IP address or type the number of IP addresses in the range in Number of addresses. 

 5.
Click OK, and then repeat steps 3 and 4 for as many ranges as you need to add. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
If the static IP address pool consists of ranges of IP addresses that are for a separate subnet, then you need to either enable an IP routing protocol on the remote access server computer or add static IP routes consisting of the {IP Address, Mask} of each range to the routers of the intranet. If the routes are not added, then remote access clients cannot receive traffic from resources on the intranet.

To configure AppleTalk remote access

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to configure AppleTalk remote access, and then click Properties. 

 3.
On the AppleTalk tab, configure the AppleTalk remote access settings. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable Multilink 

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to enable Multilink, and then click Properties. 

 3.
On the PPP tab, select the Multilink connections check box. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable BAP and BACP 

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to enable BAP and BACP, and then click Properties. 

 3.
On the PPP tab, select the Dynamic bandwidth control using BAP and BACP check box. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To re-create the default remote access policy

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Remote Access Policies. Where?


L Routing and Remote Access 

   L server name 

      L Remote Access Policies 

 3.
Right-click Remote Access Policies, and then click New Remote Access Policy. 

 4.
In the Add Remote Access Policy wizard, do the following: 

·
In Policy friendly name, type a default name, and then click Next. 


When the Routing and Remote Access service is installed, the default remote access policy name is Allow access if dial-in permission is enabled, although you do not need to use this name.

·
On the Conditions page, click Add, click Day-and-Time-Restrictions, click Add, and configure the attribute to permit all times on all days. Click OK, and then click Next. 

·
On the Permissions page, click Deny remote access permission, and then click Next. 

·
On the User profile page, click Finish. Do not make any changes to the user profile. 

Configure ports

·
Configure ports for remote access 

·
Set the phone number on a port 

·
Add PPTP or L2TP ports 

To configure ports for remote access

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Ports. Where?


L Routing and Remote Access 

   L server name 

      L Ports 

 3.
Right-click Ports, and then click Properties. 

 4.
In the Ports Properties dialog box, click a device, and then click Configure. 

 5.
In the Configure Device dialog box, do one or more of the following: 

·
To enable remote access, select the Remote access connections (inbound only) check box. 

·
To enable demand-dial routing, select the Demand-dial routing connections (inbound and outbound) check box. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To set the phone number on a port

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Ports. Where?


L Routing and Remote Access 

   L server name 

      L Ports 

 3.
Right-click Ports, and then click Properties. 

 4.
In the Ports Properties dialog box, click the port that corresponds to the dial-up equipment, and then click Configure. 

 5.
In Phone number for this device, type the phone number of the port, and then click OK. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
You set the phone number on a port to provide support for Multilink and the Bandwidth Allocation Protocol (BAP). 

·
You also set the phone number on a port when you are using the Restrict Dial-in to this number only dial-in constraint of a remote access policy profile and your phone line and installed phone equipment do not support Called Line Identification (CLID). 

To add PPTP or L2TP ports

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Ports. Where?


L Routing and Remote Access 

   L server name 

      L Ports 

 3.
Right-click Ports, and then click Properties. 

 4.
In the Ports Properties dialog box, click either WAN Miniport (PPTP) or WAN Miniport (L2TP), and then click Configure. 

 5.
In Maximum ports, type the number of ports, and then click OK. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
When you change the number of ports for WAN Miniport (PPTP) or WAN Miniport (L2TP), you must restart the computer to apply the change. 

·
You can configure from 0 through 1,000 ports for the WAN Miniport (PPTP) and WAN Miniport (L2TP) devices. 

Configure dial-up equipment

·
Configure a direct serial connection 

·
Configure modem-pooling equipment 

·
Configure an X.25 smart card 

·
Configure other security devices 

To configure a direct serial connection 

 1.
Open Control Panel. 

 2.
Double-click Modems and Phone Options, and then click Add. 

 3.
In the Install New Modem wizard, select the Don't detect my modem; I will select it from a list check box, and then click Next. 

 4.
In Models, click Communications cable between two computers, and then click Next. 

 5.
Follow the remaining instructions in the Install New Modem wizard. 

Notes

·
To open Control Panel, click Start, point to Settings, and then click Control Panel. 

·
A null modem must be configured on both the client and the server. 

To configure modem-pooling equipment 

 1.
Open Control Panel. 

 2.
Configure your modem-pooling equipment to behave like one of the modem types listed in the Install New Modem wizard. (In other words, the modem-pooling equipment must generate and accept command strings as if it were a modem of the chosen type.) The switching equipment must also have the same RS-232 signal behavior as the specified modem. 

 3.
Connect COM ports to the equipment and configure the ports for remote access in Routing and Remote Access. 

Notes

·
To open Control Panel, click Start, point to Settings, and then click Control Panel. 

·
It is recommended that you configure the modem-pooling equipment as a Hayes-compatible modem, a widely known standard. 

To configure an X.25 smart card

 1.
Install the X.25 smart card (according to the manufacturer's instructions). 

 2.
Make sure your X.25 smart card is configured with the X.3-parameter values as shown in the following table. 

 3.
Configure the X.25 ports for remote access in Routing and Remote Access. 

Parameter number
X.3 parameter
Value

1
PAD Recall
0

2
Echo
0

3
Data Fwd Char
0

4
Idle Timer
1

5
Device Control
0

6
PAD Service Signals
1

7
Break Signal
0

8
Discard Output
0

9
Padding after CR
0

10
Line Folding
0

11
Not Set


12
Flow Control
0

13
Linefeed Insertion
0

14
Padding after LF
0

15
Editing
0

16
Character Delete
0

17
Line Delete
0

18
Line Display
0

19
Editing PAD Srv Signals
0

20
Echo Mask
0

21
Parity Treatment
0

22
Page Wait
0

Important   Failure to set these values as shown prevents remote access that uses an X.25 smart card from functioning properly. For more information on setting these values, see the instructions provided with your X.25 smart card. 

Notes

·
A communication driver for the X.25 smart card that emulates communication ports is supplied by the hardware manufacturer or by another company. 

·
Make sure that the speed of the leased line can support all the serial communication (COM) ports at all speeds at which clients will dial in. For example, four clients connecting at 9,600 bps (through dial-up PADs) will require a 38,400-bps (4 times 9,600) leased line on the server end. If the leased line does not have adequate bandwidth, it can cause time-outs and can cause the performance for connected clients to degrade. 

To configure other security devices

 1.
Open Control Panel. 

 2.
If the modem on the remote access server is different from the modem listed in the security host section of the Modem.inf file, you need to customize the Modem.inf file on the remote access server to link the security host to the modem on the server. 

 3.
The remote user must activate the Terminal utility to interact with the security host. 

Notes

·
To open Control Panel, click Start, point to Settings, and then click Control Panel. 

·
To use a Security Dynamics security host, you must order two connectors through your Security Dynamics provider to permit initialization of the remote access server modem. When you order, specify that you want the dial-out option. The provider will then send you an AND gate and a jumper box. For the ACM/400 security host, you will also receive different 

Configure remote access security

·
Use Windows authentication 

·
Use Windows accounting 

·
Use RADIUS authentication 

·
Use RADIUS accounting 

·
Enable authentication protocols 

·
Enable EAP 

·
Configure EAP-RADIUS 

·
Enable reversibly encrypted passwords in a domain 

·
Configure logging 

·
Configure smart card remote access 

·
Configure the answering router for certificate-based EAP 

·
Configure the calling router for certificate-based EAP 

·
Verify permissions for the RAS and IAS security group 

·
Map a certificate to a user account 

·
Manage machine certificates 

To use Windows authentication

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to configure Windows 2000 authentication, and then click Properties. 

 3.
On the Security tab, in Authentication provider, click Windows authentication. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To use Windows accounting

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to configure Windows 2000 accounting, and then click Properties. 

 3.
On the Security tab, in Accounting provider, click Windows accounting, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To use RADIUS authentication

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to configure RADIUS authentication, and then click Properties. 

 3.
On the Security tab, in Authentication provider, click RADIUS authentication, and then click Configure. 

 4.
In the RADIUS Authentication dialog box, click Add. 

 5.
In the Add RADIUS Server dialog box, configure the settings for your RADIUS authentication server, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To use RADIUS accounting

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to configure RADIUS accounting, and then click Properties. 

 3.
On the Security tab, in Accounting provider, click RADIUS accounting, and then click Configure. 

 4.
In the RADIUS Accounting dialog box, click Add. 

 5.
In the Add RADIUS Server dialog box, configure the settings for your RADIUS accounting server, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable authentication protocols

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to enable authentication protocols, and then click Properties. 

 3.
On the Security tab, click Authentication. 

 4.
In the Authentication Methods dialog box, select the appropriate check boxes for the authentication protocols that the remote access server will use to authenticate remote clients, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable EAP

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to configure EAP, and then click Properties. 

 3.
On the Security tab, click Authentication. 

 4.
In the Authentication Methods dialog box, select the Extensible authentication protocol (EAP) check box, and then click OK. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
When you enable EAP, all the installed EAP types are enabled. By default, EAP-MD5 CHAP and EAP-TLS are installed and enabled. To see the installed EAP types, click EAP Methods. 

To configure EAP-RADIUS

 1.
Open Routing and Remote Access. 

 2.
Right-click the server name for which you want to configure EAP-RADIUS, and then click Properties. 

 3.
On the Security tab, click Authentication. 

 4.
In the Authentication Methods dialog box, select the Extensible authentication protocol (EAP) check box, and then click OK. 

 5.
In Authentication provider, click RADIUS authentication, and then click Configure. 

 6.
In the RADIUS Authentication dialog box, click Add. 

 7.
In the Add RADIUS Server dialog box, configure the settings for your RADIUS authentication server, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To enable reversibly encrypted passwords in a domain

 1.
Open Active Directory Users and Computers. 

 2.
In the console tree, double-click Active Directory Users and Computers, right-click the domain name, and then click Properties. 

 3.
On the Group Policy tab, click Default Domain Policy, and then click Edit. 

 4.
In the console tree, click Password Policy. Where?


L Computer Configuration 

   L Windows Settings 

      L Security Settings 

         L Account Policies 

            L Password Policy 

 5.
In the details pane, double-click Store password using reversible encryption for all users in the domain. 

 6.
Click Enabled, and then click OK. 

Notes

·
To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

·
To open Group Policy on a stand-alone computer that is not a member of a domain, click Start, click Run, type gpedit.msc, and then click OK. 

To configure logging

 1.
Do one of the following: 

·
Open Routing and Remote Access. 


Double-click Routing and Remote Access, and then double-click the server name on which you want to configure logging.

·
Open Internet Authentication Service. 


Double-click Internet Authentication Service.

 2.
In the console tree, click Remote Access Logging. 

 3.
In the details pane, right-click any log file, and then click Properties. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
To open Internet Authentication Service, click Start, point to Programs, point to Administrative Tools, and then click Internet Authentication Service. 

·
If the Logging folder does not appear in Routing and Remote Access, then either Windows authentication or Windows accounting is not enabled. 

To configure smart card remote access

 1.
Open Routing and Remote Access. 

 2.
Right-click the name of the remote access server, and then click Properties. 

 3.
On the Security tab, click Authentication. 

 4.
In the Authentication Methods dialog box, select the Extensible authentication protocol (EAP) check box, click OK, and then click OK again. 

 5.
In the console tree, double-click the name of the remote access router name, and then click Remote Access Policies. 

 6.
In the details pane, right-click the remote access policy that your smart card remote access clients will use, click Properties, and then click Edit Profile. 

 7.
On the Authentication tab, select the Extensible Authentication Protocol check box, click Smart card or other certificate (TLS), and then click Configure. 

 8.
In the Smart Card or Other Certificate (TLS) Properties dialog box, select the machine certificate you want to use, and then click OK. 

 9.
Click OK to save the settings of the profile, and then click OK again to save the settings of the policy.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To configure the answering router for certificate-based EAP

 1.
Open Routing and Remote Access. 

 2.
Right-click the name of the remote access router, and then click Properties. 

 3.
On the Security tab, click Authentication. 

 4.
In the Authentication Methods dialog box, select the Extensible authentication protocol (EAP) check box, click OK, and then click OK again. 

 5.
In the console tree, double-click the name of the remote access router name, and then click Remote Access Policies. 

 6.
In the details pane, right-click the remote access policy that will be used by your certificate-based routers, click Properties, and then click Edit Profile. 

 7.
On the Authentication tab, select the Extensible Authentication Protocol check box, click Smart card or other certificate (TLS), and then click Configure. 

 8.
In the Smart Card or Other Certificate (TLS) Properties dialog box, select the machine certificate you want to use, and then click OK. 

 9.
Click OK to save the settings of the profile, and then click OK again to save the settings of the policy. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To configure the calling router for certificate-based EAP

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Routing Interfaces. Where?


L Routing and Remote Access 

   L calling router name 

      L Routing Interfaces 

 3.
In the details pane, right-click the appropriate demand-dial interface, and then click Properties. 

 4.
On the Security tab, click Advanced (custom settings), and then click Settings. 

 5.
Under Logon security, click Use Extensible Authentication Protocol (EAP), click Smart card or other certificate (TLS) (encryption enabled), and then click Properties. 

 6.
In the Smart Card or Other Certificate (TLS) Properties dialog box, click Use a certificate on this computer. 

 7.
Select the Validate server certificate check box, select the Connect only if server name ends in check box, and then type the DNS domain name of the answering router preceded by a period. 

 8.
In Connect only if the Root Certification Authority for the server's certificate is, click the root certification authority of the answering router, and then click OK. 

 9.
Click OK to save changes to the security configuration, and then click OK again to save changes to the demand-dial interface. 

10.
In the details pane, right-click the demand-dial interface, and then click Set credentials. 

11.
In User name on certificate, click the user certificate for this demand-dial connection, and then click OK. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
If the root certificate authority for the answering router does not appear, the root certificate authority certificate for the answering router may be in the personal store rather than trusted root certification authorities store. 

To verify permissions for the RAS and IAS security group

 1.
Open Active Directory Users and Computers. 

 2.
On the View menu, click Advanced Features. 

 3.
In the console tree, click RAS and IAS Servers Access Check. Where?


L Active Directory Users and Computers 

   L domain name 

      L System 

         L RAS and IAS Servers Access Check 

 4.
Right-click RAS and IAS Servers Access Check, and then click Properties. 

 5.
On the Security tab, do one of the following: 

·
If RAS and IAS Servers is listed, click RAS and IAS Servers, and under Permissions, verify that the Read, Write, Create All Child Objects, and Delete All Child Objects check boxes are selected. 

·
If RAS and IAS Servers is not listed, click Add, select RAS and IAS Servers, click Add, and then click OK. 


Under Permissions, select the Read, Write, Create All Child Objects, and Delete All Child Objects check boxes.

Note   To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

To map a certificate to a user account

 1.
Open Active Directory Users and Computers. 

 2.
On the View menu, click Advanced Features. 

 3.
In the console tree, click Users. Where?


L Active Directory User and Computers 

   L domain name 

      L Users 

 4.
In the details pane, right-click the user account to which you want to map a certificate, and then click Name Mappings. 

 5.
On the X.509 Certificates tab, click Add. 

 6.
In the Add Certificate dialog box, select the appropriate certificate file, click Open, and then click OK. 

Note   To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

Manage machine certificates

·
Install the certificate of the enterprise root CA as a trusted root CA 

·
Configure automatic certificate allocation from an enterprise CA 

·
Install a computer certificate on a computer through Web-based enrollment 

·
Install a router (offline request) certificate 

To install the certificate of the enterprise root CA as a trusted root CA

 1.
Open Active Directory Users and Computers. 

 2.
In the console tree, double-click Active Directory Users and Computers, right-click the domain name in which your CA lives, and then click Properties. 

 3.
On the Group Policy tab, click Default Domain Policy, and then click Edit. 

 4.
In the console tree, click Trusted Root Certificate Authorities. Where?


L Computer Configuration 

   L Windows Settings 

      L Security Settings 

         L Public Key Policies 

            L Trusted Root Certificate Authorities 

 5.
Right-click Trusted Root Certificate Authorities, point to All Tasks, and then click Import. 


The Certificate Manager Import wizard appears.

 6.
Click Next, and follow the instructions in the wizard to import the .crt file the CA (located in the systemroot\System32\CertSrv\CertEnroll folder) into the Trusted Root Certification Authorities store. 

 7.
Type the following at a Windows 2000 command prompt: 


secedit /refreshpolicy machine_policy

Note   To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

To configure automatic certificate allocation from an enterprise CA

 1.
Open Active Directory Users and Computers. 

 2.
In the console tree, double-click Active Directory Users and Computers, right-click the domain name in which your CA lives, and then click Properties. 

 3.
On the Group Policy tab, click Default Domain Policy, and then click Edit. 

 4.
In the console tree, click Automatic Certificate Request Settings. Where?


L Computer Configuration 

   L Windows Settings 

      L Security Settings 

         L Public Key Policies 

            L Automatic Certificate Request Settings 

 5.
Right-click Automatic Certificate Request Settings, point to New, and then click Automatic Certificate Request. 

 6.
The Automatic Certificate Request wizard appears. Click Next. 

 7.
In Certificate templates, click Computer, and then click Next. 


Your enterprise root CA appears on the list.

 8.
Click the CA, click Next, and then click Finish. 

 9.
To create a computer certificate for the CA computer, type the following at a Windows 2000 command prompt: 


secedit /refreshpolicy machine_policy

Note   To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

To install a computer certificate on a computer through Web-based enrollment

 1.
Click Start, point to Programs, and then click Internet Explorer. 

 2.
In Internet Explorer, in Address, type the address of the certification authority (CA) that issues computer certificates. The address is the name of the server followed by /certsrv. 

 3.
On the Certificate Enrollment Tools page, click Request a Client Authentication Certificate. 

 4.
Fill out the Certificate Enrollment Form. In Name, type the fully qualified domain name of the computer that is requesting the certificate. 

 5.
Click Advanced, and on the Advanced Settings page, do the following: 

·
Under Properties, click Use Local Machine Store. 

·
Under Usage, click Server Authentication. 

·
Under Cert Type, click Machine. 

·
Under CSP, click Microsoft RSA SChannel Cryptographic Provider, and then click OK. 

 6.
On the Certificate Enrollment Form page, click Submit Request. 

 7.
On the Certificate Download page, click Download. 


A Certificate Services dialog box informs you that a new certificate has been successfully installed. 

To install a router (offline request) certificate

 1.
Click Start, point to Programs, and then click Internet Explorer. 

 2.
In Internet Explorer, in Address, type the address of the certification authority (CA) that issues computer certificates. The address is the name of the server followed by /certsrv. 

 3.
On the Welcome page, click Select a certificate, and then click Next. 

 4.
Click Advanced request, and then click Next. 

 5.
Click Submit a certificate request to this CA using a form, and then click Next. 

 6.
Fill out the Advanced Certificate Request Form. 

·
In Certificate Template, select Router (Offline request). 

·
In Name, type the user account name that is used by the calling router. 

·
Under Key Options, select Mark keys as exportable and Use local machine store. 

 7.
Click Submit. 

 8.
On the Certificate Issued page, click Install this certificate. 


A Certificate Services dialog box informs you that a new certificate has been successfully installed. 

Configure dial-in user properties

·
Grant remote access permission to a user 

·
Configure caller ID and callback 

·
Configure a static IP address assignment 

·
Configure static routes for a dial-in user

To grant remote access permission to a user

 1.
Do one of the following: 

·
If the remote access server is part of a Windows 2000 domain: 

 1.
Open Active Directory Users and Computers. 

 2.
In the console tree, click Users. Where?


L Active Directory Users and Computers 

   L domain name 

      L Users 

 3.
In the details pane, right-click a user name, and then click Properties. 

·
If the remote access server is a stand-alone server (not a part of a Windows NT 4.0 or Windows 2000 domain) or is a member server (not a domain controller) and you want to use a local user account: 

 1.
Open Computer Management. 

 2.
In the console tree, click Users. Where?


L Computer Management 

   L System Tools 

      L Local Users and Groups 

         L Users 

 3.
In the details pane, right-click a user name, and then click Properties. 

 2.
On the Dial-in tab, under Remote Access Permission (Dial-in or VPN), click either Allow access or Control access through Remote Access Policy, and then click OK. 

Notes

·
To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

·
To open Computer Management, click Start, point to Programs, point to Administrative Tools, and then click Computer Management. 

·
If the remote access server is a member of a Windows NT 4.0 domain or a Windows 2000 mixed-mode domain, you can use the Windows NT 4.0 User Manager for Domains administrative tool to grant or deny dial-in access for user accounts. 

To configure caller ID and callback

 1.
Do one of the following: 

·
If the remote access server is part of a Windows 2000 domain: 

 1.
Open Active Directory Users and Computers. 

 2.
In the console tree, click Users. Where?


L Active Directory Users and Computers 

   L domain name 

      L Users 

 3.
In the details pane, right-click a user name, and then click Properties. 

·
If the remote access server is a stand-alone server (not a part of a Windows NT 4.0 or a Windows 2000 domain): 

 1.
Open Computer Management. 

 2.
In the console tree, click Users. Where?


L Computer Management 

   L System Tools 

      L Local Users and Groups 

         L Users 

 3.
In the details pane, right-click a user name, and then click Properties. 

 2.
On the Dial-in tab, do the following: 

·
For caller ID, select the Verify Caller-ID check box, and then type the number that the user is calling from. 

·
For callback, under Callback Options, click the callback option you want to set for this user.

Notes

·
To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

·
To open Computer Management, click Start, point to Programs, point to Administrative Tools, and then click Computer Management. 

·
If the remote access server is part of a Windows NT 4.0 domain, you can use the Windows NT 4.0 User Manager for Domains administrative tool to set callback options for user accounts. 

To configure a static IP address assignment

 1.
Do one of the following: 

·
If the remote access server is part of a Windows 2000 domain: 

 1.
Open Active Directory Users and Computers. 

 2.
In the console tree, click Users. Where?


L Active Directory Users and Computers 

   L domain name 

      L Users 

 3.
In the details pane, right-click a user name, and then click Properties. 

·
If the remote access server is a stand-alone server (not a part of a Windows NT 4.0 or Windows 2000 domain): 

 1.
Open Computer Management. 

 2.
In the console tree, click Users. Where?


L Computer Management 

   L System Tools 

      L Local Users and Groups 

         L Users 

 3.
In the details pane, right-click a user name, and then click Properties. 

 2.
On the Dial-in tab, select the Assign a Static IP Address check box, and then type the static IP address for this user. 

Notes

·
To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

·
To open Computer Management, click Start, point to Programs, point to Administrative Tools, and then click Computer Management. 

·
This dial-in property is not available if the remote access server is a member of a Windows NT 4.0 domain or a Windows 2000 mixed-mode domain. 

To configure static routes for a dial-in user

 1.
Do one of the following: 

·
If the remote access server is part of a Windows 2000 domain: 

 1.
Open Active Directory Users and Computers. 

 2.
In the console tree, click Users. Where?


L Active Directory Users and Computers 

   L domain name 

      L Users 

 3.
In the details pane, right-click a user name, and then click Properties. 

·
If the remote access server is a stand-alone server (not a part of a Windows NT 4.0 or Windows 2000 domain): 

 1.
Open Computer Management. 

 2.
In the console tree, click Users. Where?


L Computer Management 

   L System Tools 

      L Local Users and Groups 

         L Users 

 3.
In the details pane, right-click a user name, and then click Properties. 

 2.
On the Dial-in tab, select the Apply Static Routes check box. 

 3.
In the Static Routes dialog box, click Add Route. 

 4.
In Destination, Network Mask, and Hops, type the destination network address, the network mask, and the number of hops to the destination network for this static route, and then click OK. 

 5.
Repeat steps 3 and 4 for each static route you want to configure for this user. 

Notes

·
To open Active Directory Users and Computers, click Start, point to Programs, point to Administrative Tools, and then click Active Directory Users and Computers. 

·
To open Computer Management, click Start, point to Programs, point to Administrative Tools, and then click Computer Management. 

·
This dial-in property is not available if the remote access server is a member of a Windows NT 4.0 domain or a Windows 2000 mixed-mode domain. 

Administer the remote access server

·
Add a remote access server 

·
Monitor the Routing and Remote Access service 

·
Start and stop the Routing and Remote Access service 

·
Manage remote access clients 

·
Administer Windows NT 4.0 remote access servers 

To add a remote access server

 1.
Open Routing and Remote Access. 

 2.
In the console tree, double-click Routing and Remote Access, right-click Server Status, and then click Add Server. 

 3.
In the Add Server dialog box, do one of the following: 

·
To add the computer on which Routing and Remote Access is currently running, click This computer. 

·
To add a computer on another network, click The following computer, and then type the computer name or IP address of the server. 

·
To add a server from a particular domain, click All routing and remote access servers in the domain, type the domain containing the server you want to administer, and then click OK. 

·
To add a server, click Browse the Active Directory, and then click Next. In the Find Routers or Remote Access Servers dialog box, click the types of servers you want to search for, and then click OK.

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To monitor the Routing and Remote Access service

 1.
Open Routing and Remote Access. 

 2.
In the console tree, double-click Routing and Remote Access, and then click Server Status. 

Notes

·
To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

·
The Routing and Remote Access window shows the server name, the state of the Routing and Remote Access service (started or stopped), the total ports on the server, the ports in use, and the amount of time that the server has been up since the Routing and Remote Access service was last started. 

To start and stop the Routing and Remote Access service

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Server Status. 

 3.
In the details pane, right-click a server name, and do one of the following: 

·
To start the service, click Configure and Enable Routing and Remote Access. 

·
To stop the service, click Disable Routing and Remote Access. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

Manage remote access clients

·
View connected remote access clients 

·
Disconnect a remote access client 

·
Send a message to a single remote access client 

·
Send a message to all remote access clients 

To view connected remote access clients

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Remote Access Clients. Where?


L Routing and Remote Access 

   L server name 

      L Remote Access Clients 

 3.
In the details pane, right-click a user name, and then click Status. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To disconnect a remote access client

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Remote Access Clients. Where?


L Routing and Remote Access 

   L server name 

      L Remote Access Clients 

 3.
In the details pane, right-click a user name, and then click Disconnect. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To send a message to a single remote access client

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Remote Access Clients. Where?


L Routing and Remote Access 

   L server name 

      L Remote Access Clients 

 3.
In the details pane, right-click a user name, and then click Send message. 

 4.
In Send Message, type your message, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To send a message to all remote access clients

 1.
Open Routing and Remote Access. 

 2.
In the console tree, click Remote Access Clients. Where?


L Routing and Remote Access 

   L server name 

      L Remote Access Clients 

 3.
Right-click Remote Access Clients, and then click Send to all. 

 4.
In Send Message, type your message, and then click OK. 

Note   To open Routing and Remote Access, click Start, point to Programs, point to Administrative Tools, and then click Routing and Remote Access. 

To administer Windows NT 4.0 remote access servers

 1.
Open Remote Access Admin. 

 2.
On the Server menu, click Select Domain or Server. 

 3.
In Domain, type a domain name or server name. 


Or, in Select Domain, click a domain or server.

Notes

·
To open Remote Access Admin, click Start, click Run, type rasadmin, and then click OK. 

·
If you type a server name in Domain, you must precede the name with two backslashes (\\). 

·
Domains in Select Domain are all those trusted by the domain to which you belong. To view the servers in a domain, double-click the domain name. 

Concepts

This section covers:

·
Remote access overview 

·
Understanding remote access 

·
Using remote access 

·
Resources 

Remote access overview

This section covers:

·
Overview of Windows 2000 Server remote access 

·
The remote access server as a dial-up networking server 

·
The remote access server as a virtual private networking server 

·
New features of remote access for Windows 2000 Server 

Overview of Windows 2000 Server remote access

Windows 2000 Server remote access, part of the integrated Routing and Remote Access service, connects remote or mobile workers to organization networks. Remote users can work as if their computers are physically connected to the network.

Users run remote access software and initiate a connection to the remote access server. The remote access server, which is a computer running Windows 2000 Server and the Routing and Remote Access service, authenticates users and services sessions until terminated by the user or network administrator. All services typically available to a LAN-connected user (including file and print sharing, Web server access, and messaging) are enabled by means of the remote access connection.

Remote access clients use standard tools to access resources. For example, on a computer running Windows 2000, clients can use Windows Explorer to make drive connections and to connect to printers. Connections are persistent: Users do not need to reconnect to network resources during their remote sessions. Because drive letters and universal naming convention (UNC) names are fully supported by remote access, most commercial and custom applications work without modification.

A remote access server running Windows 2000 provides two different types of remote access connectivity:

 1.
Dial-up networking 


Dial-up networking is when a remote access client makes a nonpermanent, dial-up connection to a physical port on a remote access server by using the service of a telecommunications provider such as analog phone, ISDN, or X.25. The best example of dial-up networking is that of a dial-up networking client who dials the phone number of one of the ports of a remote access server.


Dial-up networking over an analog phone or ISDN is a direct physical connection between the dial-up networking client and the dial-up networking server. You can encrypt data sent over the connection, but it is not required.


For more information, see The remote access server as a dial-up networking server. 

 2.
Virtual private networking 


Virtual private networking is the creation of secured, point-to-point connections across a private network or a public network such as the Internet. A virtual private networking client uses special TCP/IP-based protocols called tunneling protocols to make a virtual call to a virtual port on a virtual private networking server. The best example of virtual private networking is that of a virtual private networking client who makes a virtual private network connection to a remote access server that is connected to the Internet. The remote access server answers the virtual call, authenticates the caller, and transfers data between the virtual private networking client and the corporate network.


In contrast to dial-up networking, virtual private networking is always a logical, indirect connection between the virtual private networking client and the virtual private networking server. To ensure privacy, you must encrypt data sent over the connection.


For more information, see The remote access server as a virtual private networking server. 

The remote access server as a dial-up networking server

Windows 2000 Server provides traditional dial-up remote access services to support mobile users or home users who are dialing in to organization intranets. Dial-up equipment that is installed on a remote access server running Windows 2000 answers incoming connection requests from dial-up networking clients. The remote access server answers the call, authenticates and authorizes the caller, and transfers data between the dial-up networking client and the organization intranet.

The following illustration shows dial-up networking functionality.

For more information, see Dial-up networking. 

The remote access server as a virtual private networking server

A virtual private networking connection emulates a point-to-point connection. To emulate a point-to-point connection, data is encapsulated, or wrapped, with an additional header that provides routing information to reach an endpoint. The endpoint is either the virtual private networking client or the virtual private networking server. The portion of the virtual private networking connection in which the data is encapsulated is called the tunnel. 

For secure virtual private networking, data is encrypted before it is encapsulated. Intercepted packets are unintelligible without the encryption keys. The portion of the virtual private networking connection in which your data is encrypted is called the virtual private network (VPN) connection. 

VPN connections are created, managed, and terminated by using special protocols called tunneling protocols. Both the virtual private networking client and the virtual private networking server must support the same tunneling protocol to create a virtual private networking connection. A remote access server running Windows 2000 is a virtual private networking server for both the Point-to-Point Tunneling Protocol (PPTP) and Layer Two Tunneling Protocol (L2TP) tunneling protocols. For more information, see VPN tunneling protocols. 

The following illustration shows virtual private networking functionality.

For more information, see Virtual private networking. 

New features of remote access for Windows 2000 Server

Windows 2000 Server remote access provides the following new features:

·
Integration with Windows 2000 Active Directory 


A remote access server running Windows 2000 that is part of a Windows 2000 domain that is registered in Active Directory can access user dial-in settings (such as remote access permission and callback options) that are stored in Active Directory. Once registered in Active Directory, you can browse and manage the remote access server by using Active Directory-based tools such as Routing and Remote Access. 

·
MS-CHAP version 2 


The Microsoft Challenge Handshake Authentication Protocol (MS-CHAP) version 2 significantly strengthens the security for the passing of security credentials and the generation of encryption keys during the negotiation of a remote access connection. MS-CHAP version 2 was specifically designed for authenticating virtual private network connections.


For more information, see MS-CHAP version 2.

·
Extensible Authentication Protocol 


With the Extensible Authentication Protocol (EAP), you can use new authentication methods with remote access, a feature that is especially important for the deployment of security based on smart cards. EAP is the interface that allows other authentication modules to plug into the Windows 2000 remote access PPP implementation. Windows 2000 supports EAP-MD5 CHAP, EAP-TLS (used for smart card and certificate-based authentication), and the passing of EAP messages to a RADIUS server.


For more information, see EAP.

·
Bandwidth Allocation Protocol 


The Bandwidth Allocation Protocol (BAP) and Bandwidth Allocation Control Protocol (BACP) make Multilink PPP more efficient by dynamically adding or dropping additional links to accommodate changes in traffic flow. BAP is especially valuable to operations that have carrier charges based on bandwidth utilization.


In Windows 2000, you can set BAP policies through remote access policies. For example, a network administrator can set the system so that an extra line is dropped if link utilization drops below 50 percent for more than 10 seconds. BAP provides a very efficient mechanism for controlling connection costs while dynamically providing optimum bandwidth.


For more information, see Multilink and BAP.

·
Remote access policies 


Remote access policies are a set of conditions and connection settings that allow network administrators more flexibility in setting remote access permissions and connection attributes.


With remote access policies, you can grant dial-in permissions by the time of day and day of the week, by the Windows 2000 group to which the dial-up user belongs, by the type of connection being requested (dial-up or virtual private network connection), among others. You can specify connection settings that limit the maximum session time, the type of authentication and encryption, BAP policies, and IP packet filtering.


For more information, see Remote access policies.

·
RADIUS client 


The Windows 2000 remote access server can act as a Remote Authentication Dial-In User Service (RADIUS) client to a RADIUS server. Windows 2000 provides RADIUS server functionality with the Internet Authentication Service (IAS). An IAS server can provide centralized authentication, authorization, and accounting functions and a central location to configure remote access policies. For more information, see RADIUS and Using RADIUS for multiple remote access servers.

·
Layer Two Tunneling Protocol 


In addition to the Point-to-Point Tunneling Protocol (PPTP), a remote access server running Windows 2000 includes the industry standard Layer Two Tunneling Protocol (L2TP), which is used in conjunction with Internet Protocol security (IPSec) to create secure virtual private network connections.

·
AppleTalk Macintosh remote access client support 


Windows 2000 remote access now supports the dial-up connections of Apple Macintosh remote access clients who use the AppleTalk protocol with the Point-to-Point Protocol (PPP) remote access protocol.


For more information, see AppleTalk and remote access.

·
IP multicast support 


By using the Windows 2000 IGMP routing protocol, a remote access server can forward IP multicast traffic between connected remote access clients and the Internet or a corporate network.


For more information, see Deploying remote access.

·
Account lockout 


Account lockout is a security feature that denies access after a configured number of failed authentication attempts. Account lockout is designed to help prevent dictionary attacks. A dictionary attack is when an unauthorized user attempts to log on by using a known user name and a list of common words as the password. Account lockout is disabled by default.


For more information, see Account lockout.

Understanding remote access

This section covers: 

·
Dial-up networking 

·
Virtual private networking 

·
Devices and ports 

·
Remote access protocols 

·
VPN tunneling protocols 

·
LAN protocols 

·
Remote access security 

·
Authentication and accounting providers 

·
Remote access policies 

·
Restartable file copy 

·
Multilink and BAP 

·
Logging 

·
The remote access server and network management

Dial-up networking

This section covers: 

·
Components of Windows 2000 dial-up networking 

·
Dial-up networking clients 

·
Dial-up networking servers 

Components of Windows 2000 dial-up networking

Windows 2000 dial-up networking includes the following components:

·
Dial-up networking servers 


You can configure a remote access server running Windows 2000 to provide dial-up networking access to an entire network or restrict access to the shared resources of the remote access server only.

·
Dial-up networking clients 


Remote access clients running Windows NT and Windows 2000, Windows 98, Windows 95, Windows for Workgroups, MS-DOS, LAN Manager dial-up networking or remote access, and Apple Macintosh can all connect to a remote access server running Windows 2000.

·
LAN and remote access protocols 


Application programs use LAN protocols to transport information. Remote access protocols are used to negotiate connections and provide framing for LAN protocol data that is sent over wide area network (WAN) links. Windows 2000 remote access supports LAN protocols such as TCP/IP, IPX, AppleTalk, and NetBEUI, which enable access to the Internet, UNIX, Apple Macintosh, and Novell NetWare resources. Windows 2000 remote access supports remote access protocols such as PPP, SLIP, and the Microsoft RAS Protocol (NetBEUI only).

·
WAN options 


Clients can dial in by using standard telephone lines and a modem or modem pool. Faster links are possible by using ISDN. You can also connect remote access clients to remote access servers by using X.25 or ATM. Direct connections are also supported through an RS-232C null modem cable, a parallel port connection, or an infrared connection.

·
Internet support 


Windows 2000 dial-up networking provides complete services for Internet access. You can configure a computer running Windows 2000 Server for an Internet service provider (ISP), which offers dial-up Internet connections to PPP clients. A computer running Windows 2000 can dial in to an Internet-connected computer running Windows NT Server 3.5 or later or to any one of a variety of industry-standard PPP or SLIP-based Internet servers.

·
Security options 


Windows 2000 logon and domain security, support for security hosts, data encryption, Remote Authentication Dial-In User Service (RADIUS), smart cards, remote access policies, and callback provide secure network access for dial-up clients.

The following illustration shows the dial-up networking components. Your actual implementation and configuration of Windows 2000 dial-up networking may vary.

Dial-up networking clients

Dial-up networking clients that connect to remote access servers running Windows 2000 can be Windows NT and Windows 2000, Windows 98, Windows 95, Microsoft Windows for Workgroups, MS-DOS, LAN Manager, or any PPP client. The client must have installed a modem, an analog telephone line or other WAN connection, and remote access software.

You can automatically connect to remote access servers by using the Windows 2000 autodial feature. Autodial learns every connection made over the remote access link and automatically reconnects you when you access a resource for the second time.

You can automate the connection process for Windows 2000 clients by using a simple batch file and the rasdial command. You can also schedule automatic backups to or from remote computers by using dial-up networking and Windows 2000 Task Scheduler.

Microsoft PPP clients

Microsoft PPP clients that use TCP/IP, IPX, or NetBEUI can access a remote access server running Windows NT 3.5 or later. Microsoft PPP clients cannot use the AppleTalk protocol. The remote access server automatically negotiates authentication with PPP clients.

Remote access support for Microsoft PPP dial-up networking clients is outlined in the following table.

Dial-up networking client
Supported Windows 2000 remote access PPP features
Unsupported Windows 2000 remote access PPP features

Windows 2000
Multilink, Bandwidth Allocation Protocol (BAP), Microsoft Challenge Handshake Authentication Protocol (MS-CHAP), Challenge Handshake Authentication Protocol (CHAP), Shiva Password Authentication Protocol (SPAP), Password Authentication Protocol (PAP), Microsoft Challenge Handshake Authentication Protocol version 2 (MS-CHAP v2), and Extensible Authentication Protocol (EAP)


Windows NT version 4.0
Multilink, MS-CHAP, CHAP, SPAP, PAP, and MS-CHAP v2 (with Windows NT 4.0 Service Pack 4 and later)
BAP and EAP

Windows NT version 3.5x
MS-CHAP, CHAP, SPAP, and PAP
Multilink, BAP, MS-CHAP v2, and EAP

Windows 98
Multilink, MS-CHAP, CHAP, SPAP, PAP, and MS-CHAP v2 (with the Windows 98 Service Pack 1 and later)
BAP and EAP

        Windows 95
MS-CHAP, CHAP, SPAP, and PAP (with the Windows Dial-Up Networking 1.3 Performance & Security Upgrade for Windows 95)
MS-CHAP v2, Multilink, BAP, and EAP

Note   Windows 95 with the Windows Dial-Up Networking 1.3 Performance & Security Upgrade for Windows 95 supports MS-CHAP v2 over virtual private network (VPN) connections, but not MS-CHAP v2 over dial-up connections. 

Non-Microsoft PPP clients

Non-Microsoft PPP clients that use TCP/IP, IPX, NetBEUI, or AppleTalk can access a remote access server running Windows 2000. The remote access server automatically negotiates authentication with PPP clients. No special configuration of the remote access server running Windows 2000 is required for non-Microsoft PPP clients except to ensure that both the remote access server and the non-Microsoft PPP client are configured for the same LAN and authentication protocols.

For more information, see the documentation provided with your non-Microsoft PPP client.

Microsoft RAS Protocol clients

The following clients cannot use the PPP remote access protocol but are still supported by the remote access server running Windows 2000 through the Microsoft RAS Protocol, which only supports the NetBEUI LAN protocol.

·
Windows NT version 3.1 clients 


Windows NT 3.1 clients use the Microsoft RAS Protocol and are fully compatible with all versions of Microsoft remote access.


These clients do not support the PPP protocol introduced in Windows NT 3.5. Only Windows NT 3.5x or later PPP clients provide the support necessary to run TCP/IP or IPX applications on clients that directly communicate with servers on the LAN by using TCP/IP or IPX.

·
Windows for Workgroups, MS-DOS, and LAN Manager clients 


Windows NT Server 4.0 provides a Microsoft Network Client version 3.0 for MS-DOS and a Windows for Workgroups client that provides remote access. Separately purchased Windows for Workgroups and LAN Manager remote access clients can also connect to Windows NT 3.5 or later remote access servers.


The Microsoft Network Client 3.0 for MS-DOS must be set up to use the full redirector (the default setting). If the basic redirector is used, the remote access program Rasphone does not start.


Windows for Workgroups, MS-DOS, and LAN Manager clients can use the remote access NetBIOS gateway to access NetBIOS-based resources by using NetBIOS over TCP/IP, NetBIOS over IPX, or NetBEUI across the remote connection.


However, because these clients do not support PPP, they cannot use applications that run directly over TCP/IP or IPX. For example, Web servers and Novell NetWare servers are unavailable to these clients across the dial-up networking connection.

SLIP clients

A remote access server running Windows 2000 does not support the Serial Line Internet Protocol (SLIP) remote access protocol. SLIP clients cannot connect to a remote access server running Windows 2000.

Dial-up networking servers

Windows 2000 Server administrators use Routing and Remote Access to configure a remote access server running Windows 2000, view connected users, and monitor remote access traffic.

For dial-up networking access, the server must have at least one modem or a multiport adapter, and analog telephone lines or other WAN connections. If the server provides access to a network, you must install and connect a separate network adapter to the network to which the server provides access.

You can configure remote access servers running Windows 2000 after you run the Routing and Remote Access wizard. You must specify the protocols to use on the LAN (IPX, TCP/IP, AppleTalk, and NetBEUI) and whether access by using that protocol is to the entire network or to the remote access server only. You must also select authentication and encryption options.

For more information about installing the Routing and Remote Access service, see To enable the Routing and Remote Access service.

For more information about deploying a dial-up networking remote access server, see Setting up dial-up remote access.

Virtual private networking

This section covers: 

·
Components of Windows 2000 virtual private networking 

·
Virtual private networking clients 

·
Virtual private networking servers

Components of Windows 2000 virtual private networking

Windows 2000 virtual private networking includes the following components:

·
Virtual private network (VPN) servers 

You can configure the VPN server to provide access to an entire network or to restrict access to just the resources of the VPN server.

·
VPN clients 


VPN clients are either individual users who obtain a remote access VPN connection or routers that obtain a router-to-router VPN connection. Windows NT 4.0 and later, Windows 95, and Windows 98 VPN clients can create remote access VPN connections to a remote access server running Windows 2000 that acts as a VPN server. Computers running Windows 2000 Server or Windows NT Server 4.0 and the Routing and Remote Access Service (RRAS) can create router-to-router VPN connections. VPN clients can also be any non-Microsoft Point-to-Point Tunneling Protocol (PPTP) client or Layer Two Tunneling Protocol (L2TP) client that uses Internet Protocol security (IPSec).

·
LAN and remote access protocols 


LAN protocols are used by application programs to transport information. Remote access protocols are used to negotiate connections and provide framing for LAN protocol data that is sent over wide area network (WAN) links. Windows 2000 remote access supports LAN protocols such as TCP/IP, IPX, AppleTalk, and NetBEUI, which enable access to Internet, UNIX, Apple Macintosh, and Novell NetWare resources. For VPN connections, Windows 2000 remote access supports the PPP remote access protocol.

·
Tunneling protocols 


VPN clients use tunneling protocols to create secured connections to a VPN server. Windows 2000 includes the PPTP and L2TP tunneling protocols.

·
WAN options 


VPN servers are connected to the Internet by using permanent WAN connections such as T1 or Frame Relay. VPN clients are connected to the Internet by using permanent WAN connections or by dialing in (by using standard analog telephone lines or ISDN) to a local Internet service provider (ISP). 

·
Internet support 


Windows 2000 virtual private networking provides complete services for VPNs on the Internet. You can configure a computer running Windows 2000 Server as an VPN server, which offers secured connections to either remote access clients or demand-dial routers.

·
Security options 


Windows 2000 logon and domain security, support for security hosts, data encryption, Remote Authentication Dial-In User Service (RADIUS), smart cards, IP packet filtering, and caller ID provide secure network access for VPN clients.

The following illustration shows all the virtual private networking components and possible configurations. Your actual implementation and configuration of Windows 2000 virtual private networking may vary.

Virtual private networking clients

Virtual private networking clients that connect to remote access servers running Windows 2000 can be Windows NT 4.0 and later, Windows 95, or Windows 98 clients. The client must be able to send TCP/IP packets to the remote access server. Therefore, either a network adapter or modem with an analog telephone line or other WAN connection is required.

Tunneling protocols for Microsoft virtual private network clients

Support for tunneling protocols by Microsoft virtual private networking clients is outlined in the following table.

Virtual private networking client
Supported tunneling protocols
Unsupported tunneling protocols

Windows 2000
Point-to-Point Tunneling Protocol (PPTP) and Layer Two Tunneling Protocol (L2TP)


Windows NT version 4.0
PPTP
L2TP

Windows 98
PPTP
L2TP

Windows 95
PPTP with the Windows Dial-Up Networking 1.3 Performance & Security Upgrade for Windows 95
L2TP

Note   Windows NT version 3.5x does not support either PPTP or L2TP. 

Authentication for Microsoft virtual private network clients

Support for authentication protocols by Microsoft virtual private networking clients is outlined in the following table.

Virtual private networking client
Supported Windows 2000 remote access authentication protocols
Unsupported Windows 2000 remote access authentication protocols

Windows 2000 
Microsoft Challenge Handshake Authentication Protocol (MS-CHAP), Challenge Handshake Authentication Protocol (CHAP), Shiva Password Authentication Protocol (SPAP), Password Authentication Protocol (PAP), MS-CHAP version 2 (MS-CHAP v2), and Extensible Authentication Protocol (EAP)


Windows NT version 4.0
MS-CHAP, CHAP, SPAP, PAP, and MS-CHAP v2 (with the Windows NT 4.0 Service Pack 4 and later)
EAP

Windows 98
MS-CHAP, CHAP, SPAP, PAP, and MS-CHAP v2 (with the Windows 98 Service Pack 1 and later)
EAP

Windows 95
MS-CHAP, CHAP, SPAP, PAP, and MS-CHAP v2 (with the Windows Dial-Up Networking 1.3 Performance & Security Upgrade for Windows 95)
EAP

Note   Windows 95 with the Windows Dial-Up Networking 1.3 Performance & Security Upgrade for Windows 95 supports MS-CHAP v2 over virtual private network (VPN) connections, but not MS-CHAP v2 over dial-up connections. 

Non-Microsoft virtual private network (VPN) clients

Non-Microsoft virtual private network clients that use PPTP or L2TP with Internet Protocol security (IPSec) can access a remote access server running Windows NT 4.0 (PPTP only) or Windows 2000. No special configuration of the remote access server is required for non-Microsoft virtual private network clients. However, if you want secure VPN connections, you must make sure that the non-Microsoft virtual private network clients support the proper encryption. For PPTP, Microsoft Point-to-Point Encryption (MPPE) must be supported. For L2TP, IPSec encryption must be supported.

For more information, see the documentation provided with your non-Microsoft virtual private network clients. 

Virtual private networking servers

Windows 2000 Server administrators use Routing and Remote Access to configure a VPN server running Windows 2000, view connected users, and monitor remote access traffic.

For virtual private network access from the Internet, the server typically has a permanent connection to the Internet. A nonpermanent connection to the Internet is possible if the Internet service provider (ISP) supports demand-dial connections; the connection is created when traffic is delivered to the VPN server. However, this is not a common configuration. If the VPN server provides access to a network, you must install and connect a separate network adapter to the network to which the VPN server provides access.

You can configure remote access servers after the Routing and Remote Access wizard is run. You must specify the protocols to use on the LAN (IPX, TCP/IP, AppleTalk, and NetBEUI) and whether access by using that protocol is to the entire network or to the remote access server only. You must also select authentication and encryption options.

For more information about installing the Routing and Remote Access service, see To enable the Routing and Remote Access service.

For more information about deploying a remote access VPN server, see Setting up remote access VPNs.

Devices and ports

A remote access server running Windows 2000 views the installed networking equipment as a series of devices and ports.

·
A device represents hardware or software that can create physical or logical point-to-point connections. 

·
A port is a communication channel that can support a single point-to-point connection. 

Device

A device is the hardware or software that provides ports that remote access connections can use to establish point-to-point connections. Devices are physical, such as a modem, or virtual, such as virtual private network (VPN) protocols. Devices can support a single port, such as a modem, or multiple ports, such as modem bank hardware that can terminate 64 different incoming analog phone calls. The Point-to-Point Tunneling Protocol (PPTP) or Layer Two Tunneling Protocol (L2TP) are examples of virtual multiport devices. Each of these tunneling protocols supports multiple VPN connections.

To see the installed devices, you can view the properties of Ports in Routing and Remote Access.

Port

A port is a channel of a device that can support a single point-to-point connection. For single-port devices such as modems, the device and the port are indistinguishable. For multiport devices, the port is the subdivision of the device over which a separate point-to-point communication is possible. For example, Primary Rate Interface (PRI) ISDN adapters support two separate channels called B channels. The ISDN adapter is a device. Each B channel is a port because a separate point-to-point connection occurs over each B channel. 

You can view the dial-up ports by clicking Ports in Routing and Remote Access.

Remote access protocols

Remote access protocols control transmission of data over wide area network (WAN) links. The operating system and LAN protocols that are used on remote access clients and servers dictate which remote access protocol your clients can use. 

There are three types of remote access protocols supported by Windows 2000 remote access:

·
Point-to-Point Protocol 

·
Serial Line Internet Protocol 

·
Microsoft RAS Protocol 

Point-to-Point Protocol

Windows 2000 Server supports the Point-to-Point Protocol (PPP), a set of industry-standard framing and authentication protocols that enable remote access solutions to function in a multivendor network. It is recommended that you use PPP because of its flexibility and its role as an industry standard as well as for future flexibility with client and server hardware and software.

PPP support enables computers running Windows 2000 to dial in to remote networks through any server that complies with the PPP standard. PPP compliance also enables a computer running Windows 2000 to receive calls from, and provide network access to, other vendors' remote access software.

The PPP architecture also enables remote access clients to use any combination of IPX, TCP/IP, NetBEUI, and AppleTalk. Remote access clients running Windows NT and Windows 2000, Windows 98, and Windows 95 can use any combination of TCP/IP, IPX, and NetBEUI and programs written to the Windows Sockets, NetBIOS, or IPX interface. Microsoft remote access clients do not support the use of the AppleTalk protocol over a remote access connection.

PPP standards are defined in Requests for Comments (RFCs), which are published by the Internet Engineering Task Force and other working groups. For the list of PPP RFCs supported by a remote access server running Windows 2000, see Remote access RFCs.

PPP connection sequence

When you connect to a remote computer, PPP negotiation accomplishes the following:

 1.
Framing rules are established between the remote computer and server. This allows continued communication (frame transfer) to occur. 

 2.
The remote access server then authenticates the remote user by using the PPP authentication protocols (MS-CHAP, EAP, CHAP, SPAP, PAP). The protocols that are invoked depend on the security configurations of the remote client and server. 

 3.
Once authenticated, if callback is enabled, the remote access server hangs up and calls the remote access client. 

 4.
The Network Control Protocols (NCPs) enable and configure the remote client for the desired LAN protocols.

When the PPP connection sequence has completed successfully, the remote access client and the remote access server can transfer data from programs written to the Windows Sockets, RPC, or NetBIOS programming interfaces.

Serial Line Internet Protocol

Serial Line Internet Protocol (SLIP) is an older remote access standard typically used by UNIX remote access servers. Remote access clients running Windows 2000 support SLIP and can connect to any remote access server using the SLIP standard. This permits Windows NT 3.5 or later clients to connect to the large installed base of UNIX servers. A remote access server running Windows 2000 does not support SLIP clients.

Microsoft RAS Protocol

The Microsoft RAS protocol is a proprietary remote access protocol that supports the NetBIOS standard. The Microsoft RAS protocol is supported in all previous versions of Microsoft remote access and is used on Windows NT 3.1, Windows for Workgroups, MS-DOS, and LAN Manager clients.

A remote access client that is dialing from a computer running Windows NT 3.1 or Windows for Workgroups must use the NetBEUI protocol. The remote access server then acts as a NetBIOS gateway for the remote client, providing access to resources over the NetBEUI, NetBIOS over TCP/IP, or NetBIOS over IPX protocols.

VPN tunneling protocols

This section covers: 

·
Point-to-Point Tunneling Protocol 

·
Layer Two Tunneling Protocol 

Point-to-Point Tunneling Protocol

The Point-to-Point Tunneling Protocol (PPTP) is a de facto industry standard tunneling protocol first supported in Windows NT 4.0. PPTP is an extension of the Point-to-Point Protocol (PPP) and leverages the authentication, compression, and encryption mechanisms of PPP.

PPTP is installed with the Routing and Remote Access service. By default, PPTP is configured for five PPTP ports. You can enable PPTP ports for inbound remote access and demand-dial routing connections by using the Routing and Remote Access wizard. To enable PPTP ports for routing after the wizard is run, see To enable routing on ports.

PPTP and Microsoft Point-to-Point Encryption (MPPE) provide the primary VPN services of encapsulation and encryption of private data.

Encapsulation

A PPP frame (an IP datagram, an IPX datagram, or a NetBEUI frame) is wrapped with a Generic Routing Encapsulation (GRE) header and an IP header. In the IP header is the source and destination IP address that correspond to the VPN client and VPN server.

The following illustration shows PPTP encapsulation for a PPP frame.

Encryption

The PPP frame is encrypted with Microsoft Point-to-Point Encryption (MPPE) by using encryption keys generated from the MS-CHAP or EAP-TLS authentication process. Virtual private networking clients must use either the MS-CHAP or EAP-TLS authentication protocol in order for the payloads of PPP frames to be encrypted. PPTP is taking advantage of the underlying PPP encryption and encapsulating a previously encrypted PPP frame.

Note   It is possible to have a nonencrypted PPTP connection where the PPP frame is sent in plaintext. However, a nonencrypted PPTP connection is not recommended for virtual private network connections over the Internet because communications of this type are not secure. 

Layer Two Tunneling Protocol

The Layer Two Tunneling Protocol (L2TP) is an RFC-based tunneling protocol destined to become the industry standard. Unlike PPTP, L2TP in Windows 2000 does not utilize Microsoft Point-to-Point Encryption (MPPE) to encrypt PPP datagrams. L2TP relies on Internet Protocol security (IPSec) for encryption services. The combination of L2TP and IPSec is known as L2TP over IPSec.

The result is that L2TP-based virtual private networking connections are a combination of L2TP and IPSec. Both L2TP and IPSec must be supported by both the VPN client and the VPN server. For more information about IPSec, see IP Security overview. 

L2TP is installed with the Routing and Remote Access service. By default, L2TP is configured for five L2TP ports. You can enable L2TP ports for inbound remote access and demand-dial routing connections by using the Routing and Remote Access wizard. To enable PPTP ports for routing after the wizard is run, see To enable routing on ports.

L2TP over IPSec provides the primary VPN services of encapsulation and encryption of private data.

Encapsulation

Encapsulation for L2TP over IPSec packets consists of two layers:

 1.
L2TP encapsulation 


A PPP frame (an IP datagram, an IPX datagram, or a NetBEUI frame) is wrapped with a L2TP header and a UDP header.

 2.
IPSec encapsulation 


The resulting L2TP message is then wrapped with an IPSec Encapsulating Security Payload (ESP) header and trailer, an IPSec Authentication trailer that provides message integrity and authentication, and a final IP header. In the IP header is the source and destination IP address that corresponds to the VPN client and VPN server.

The following illustration shows L2TP and IPSec encapsulation for a PPP datagram.

Encryption

The L2TP message is encrypted with IPSec encryption mechanisms by using encryption keys generated from the IPSec authentication process.

Note   It is possible to have a non-IPSec-based (nonencrypted) L2TP connection where the PPP frame is sent in plaintext. However, a nonencrypted L2TP connection is not recommended for virtual private network connections over the Internet because communications of this type are not secure. 

LAN protocols

The protocols you are using in your existing network affect how you plan, integrate, and configure remote access.

Windows 2000 remote access supports the TCP/IP, IPX, AppleTalk, and NetBEUI LAN protocols. This means you can integrate Windows 2000 remote access into existing Microsoft, UNIX, Apple Macintosh, or Novell NetWare networks by using the PPP remote access protocol. Windows 2000 remote access clients can also connect to existing SLIP-based remote access servers (primarily UNIX servers).

When you install and configure remote access, any protocols already installed on the computer (TCP/IP, IPX, AppleTalk, and NetBEUI) are automatically enabled for remote access on inbound and outbound connections. For each LAN protocol, you can also specify if you want to provide access to the entire network or only the remote access server. If you provide access to the entire network by using TCP/IP or IPX, you must also configure how the server provides IP addresses and IPX network numbers. If you provide access to the entire network by using NetBEUI, no additional configuration is needed.

This section covers:

·
TCP/IP and remote access 

·
IPX and remote access 

·
AppleTalk and remote access 

·
NetBEUI and remote access 

TCP/IP and remote access

TCP/IP is the most popular LAN protocol. Its routing and scaling capabilities provide maximum flexibility in an enterprise-wide internetwork.

On a TCP/IP internetwork, you must provide IP addresses to hosts. Hosts might also require methods for name resolution. This section explains IP addressing and name resolution for remote access servers running Windows 2000 and remote access clients for TCP/IP networks.

Assigning IP addresses to remote access clients

Each remote computer that connects to a remote access server running Windows 2000 through PPP on a TCP/IP network is automatically provided an IP address. The remote access server obtains the IP address that is allocated to the remote access client either from a DHCP server or from a static range of IP addresses assigned to the remote access server by the administrator.

Remote access server and DHCP

When the remote access server is configured to use DHCP to obtain IP addresses, the DHCP server obtains 10 IP addresses from a DHCP server. The remote access server uses the first IP address obtained from DHCP for itself and allocates subsequent addresses to TCP/IP-based remote access clients as they connect. IP addresses that are freed when remote access clients disconnect are reused. When all 10 IP addresses are used, the remote access server obtains 10 more. When the Routing and Remote Access service is stopped, all IP addresses obtained through DHCP are released.

If a DHCP server is not available when the Routing and Remote Access service is started, then Automatic Private IP Addressing (APIPA) addresses in the range from 169.254.0.1 through 169.254.255.254 are used. For more information, see TCP/IP configuration methods.

The remote access server uses a specific LAN interface to obtain DHCP-allocated IP addresses for remote access clients. You can select which interface you want to use under Select the adapter to obtain DHCP, DNS, and WINS addresses for dial-up clients on the IP tab on the properties of the remote access server in Routing and Remote Access. For more information, see To view properties of the remote access server. By default, the Routing and Remote Access service randomly picks a LAN interface to use. For a remote access server with multiple adapters, you should select the adapter that is connected to a network segment where DHCP-allocated addresses can be obtained.

Remote access server static IP address pools

A static pool of IP addresses is entered as one or more ranges of IP addresses. Each range of IP addresses can be entered as a starting IP address and ending IP address for the range or a starting IP address and the number of IP addresses in the range. With previous versions of Windows NT, the address pool is entered as a range of IP addresses with exceptions. In Windows 2000, you can duplicate the ability to configure exceptions by using multiple ranges. The remote access server uses the first IP address in the first range.

If the static IP address pool consists of ranges of IP addresses that are a subset of the range of IP addresses for the network to which the remote access server is attached, then you need to ensure that the ranges of IP addresses in the remote access IP address pool are not assigned to other TCP/IP nodes either statically or through DHCP.

If the static IP address pool consists of ranges of IP addresses that are for a separate subnet, then you need to either enable an IP routing protocol on the remote access server computer or add static IP routes consisting of the {IP Address, Mask} of each range to the routers of the intranet. Otherwise, remote access clients cannot receive traffic from resources on the intranet. If you are using OSPF on the remote access server, see OSPF design considerations.

To configure a static pool of IP addresses, see To create a static IP address pool.

Remote access clients running Windows 2000 can also use a preassigned IP address specified in their phonebooks. In this case, you must configure the remote access server running Windows 2000 through remote access policies to permit users to request a specific address, and you must configure the dial-in properties of the user account with a static IP address. For more information, see Elements of a remote access policy and Dial-in properties of a user account.

For more information about TCP/IP addressing, see IP addressing. 

Resolving names for remote access servers and clients

In addition to requiring an IP address, remote access servers and clients on a TCP/IP network require a mechanism to resolve computer names to IP addresses. The name resolution options available on a Windows 2000 network are:

·
DNS and the Hosts file used for host name resolution. 

·
WINS and the Lmhosts file used for NetBIOS name resolution. 

For more information about DNS and the Hosts file, see DNS overview. For more information about WINS and the Lmhosts file, see WINS overview.

Remote access servers can use all of these name-resolution methods for operations performed on the server.

The remote access server allocates the DNS and WINS server IP addresses of a LAN interface on the remote access server to remote access clients. If there is only one LAN interface, which is the typical configuration of a dial-up remote access server, the remote access server allocates the DNS and WINS server IP addresses of the single LAN interface to remote access clients.

With multiple LAN interfaces, which is the typical configuration of a VPN server, the remote access server chooses one LAN interface randomly during startup and uses the DNS and WINS server IP addresses of the selected LAN interface to allocate to remote access clients. To override this behavior, you can select a specific LAN interface under Select the adapter to obtain DHCP, DNS, and WINS addresses for dial-up clients on the IP tab on the properties of the remote access server in Routing and Remote Access. For more information, see To view properties of the remote access server.

Remote access clients in small networks where IP addresses and names do not change can use a Hosts or Lmhosts file for name resolution. By using these files on the local drive, you do not need to transmit name resolution requests to a DNS server or WINS server across the remote access connection.

Using DHCPINFORM and the DHCP Relay Agent

After the connection negotiation is complete, Windows 2000 and Windows 98 remote access clients send their remote access servers a DHCPINFORM message. DHCPINFORM is a DHCP message that is used by DHCP clients to obtain DHCP options. While remote access clients do not use DHCP to obtain IP addresses for the remote access connection, remote access clients running Windows 2000 and Windows 98 use the DHCPINFORM message to obtain DNS server IP addresses, WINS server IP addresses, and a DNS domain name.

The DHCPINFORM message received by the remote access server is then forwarded to a DHCP server. The remote access server forwards DHCPINFORM messages, if it has been configured with the DHCP Relay Agent. The response to the DHCPINFORM message is forwarded back to the requesting remote access client. If the DHCPINFORM response contains DNS and WINS server IP address options, then these new values override what was allocated during the connection negotiation process.

To facilitate the forwarding of DHCPINFORM messages between remote access clients and DHCP servers, the remote access server uses the DHCP Relay Agent, a component of the Windows 2000 Routing and Remote Access service. To configure the remote access server to use the DHCP Relay Agent, you need to add the Internal interface to the DHCP Relay Agent IP routing protocol in Routing and Remote Access. For more information, see Configure the DHCP Relay Agent.

If the remote access server is using DHCP to obtain IP addresses for remote access clients, then the remote access server uses the DHCP Relay Agent to forward DHCPINFORM messages to the DHCP server of the selected LAN interface. For more information, see To view properties of the remote access server.

If the remote access server is using a static IP address pool to obtain IP addresses for remote access clients, then you must configure the DHCP Relay Agent with the IP address of at least one DHCP server. Otherwise, DHCPINFORM messages sent by remote access clients are silently discarded by the remote access server. For more information, see To configure global DHCP Relay Agent properties .

Using SLIP on TCP/IP networks

With the Serial Line Internet Protocol (SLIP), remote access clients running Windows 2000 can connect to other remote access servers that use the SLIP remote access protocol. Clients can use SLIP only if the port for the phonebook entry is a serial COM port.

Important   In order to provide TCP/IP-based remote access, the TCP/IP protocol must be installed on the remote access server computer. 

Note   A remote access server running Windows 2000 does not support the SLIP remote access protocol. 

IPX and remote access

Internetwork Packet Exchange (IPX) is the protocol used on Novell NetWare networks. Because it is a routable protocol, IPX is suitable for enterprise-wide internetworks. This section explains how to integrate remote access clients and servers running Windows 2000 into a NetWare IPX network.

Windows 2000 support for NetWare

If a remote access client running Windows 2000 needs to access Novell NetWare servers, the client computer must run a NetWare redirector. In computers running Windows 2000 Professional the redirector is called Client Service for NetWare and in computers running Windows 2000 Server the redirector is called Gateway Service for NetWare.

A remote access server running Windows 2000 is also an IPX router and controls the types of Routing Information Protocol (RIP), Service Advertising Protocol (SAP), and NetBIOS over IPX traffic that is relayed between the remote access server and the remote access client. Remote access servers and their clients use the PPP IPX Configuration Protocol (IPXCP) defined in RFC 1552, "The PPP Internetwork Packet Exchange Control Protocol (IPXCP)" to configure the remote access connection for IPX. Once configured, remote access servers allow remote access clients access to NetWare file and print services and the use of Windows Sockets applications over IPX on the IPX internetwork.

Remote access servers provide clients that connect to an IPX network with an IPX network number and node number. The following section explains the addressing options available for Windows 2000 remote access by using the IPX protocol.

For information about installing the connectivity services on a NetWare and Windows 2000 interconnected network, see Overview of Novell NetWare integration. 

IPX addressing for remote clients

Remote access clients are always provided an IPX network number by the remote access server. The IPX network number is either generated automatically by the remote access server, or a static pool of network numbers is configured by the administrator.

For an automatically generated IPX network number, the Windows 2000 remote access server verifies that the generated IPX network number is not in use in the IPX internetwork. The remote access server then assigns that number to all remote access clients.

You can override the automatic assignments of network numbers. Manual assignments are useful if you want more control of network number assignments for security or monitoring. When you assign IPX network numbers to a remote access server, ensure that duplicate network numbers are not assigned. You can also assign the same network number to all clients to minimize RIP announcements from the remote access server.

Important   In order to provide IPX-based remote access, the NWLink IPX/SPX/NetBIOS Compatible Transport protocol must be installed on the remote access server computer. 

AppleTalk and remote access

Apple Macintosh clients can dial in to a remote access server running Windows 2000 by using the industry-standard Point-to-Point (PPP) remote access protocol and the AppleTalk LAN protocol. In this configuration, remote access clients negotiate AppleTalk network settings with the remote access server by using the AppleTalk Control Protocol (ATCP) as defined in RFC 1378, "The PPP AppleTalk Control Protocol (ATCP)."

For more information about configuring AppleTalk remote access, see To configure AppleTalk remote access.

Important   In order to provide AppleTalk-based remote access, you must install the AppleTalk protocol on the remote access server computer. 

Note   The AppleTalk remote access features of Windows 2000 are designed to support Apple Macintosh remote access clients. A remote access client running Windows 2000 does not include support for AppleTalk over PPP. 

NetBEUI and remote access

NetBEUI is suited for use in small workgroups or LANs and can be installed on the remote access server running Windows 2000. Windows NT 3.1 remote access clients, LAN Manager remote access clients, MS-DOS remote access clients, and Windows for Workgroups remote access clients require NetBEUI when using remote access to communicate.

Remote access security

This section covers: 

·
Authentication methods 

·
Authentication vs. authorization 

·
Data encryption 

·
Remote access dial-in permissions 

·
Caller ID and callback 

·
Security hosts 

·
Account lockout

Authentication methods

The authentication of remote access clients is an important security concern. Authentication methods typically use an authentication protocol that is negotiated during the connection establishment process. Windows 2000 also supports unauthenticated access. 

This section covers:

·
EAP

·
MS-CHAP

·
MS-CHAP version 2

·
CHAP

·
SPAP

·
PAP

·
Unauthenticated access

EAP

With the Extensible Authentication Protocol (EAP), an arbitrary authentication mechanism validates a remote access connection. The exact authentication scheme to be used is negotiated by the remote access client and the authenticator (either the remote access server or Internet Authentication Service (IAS) server). You can use EAP to support authentication schemes such as Generic Token Card, MD5-Challenge, Transport Level Security (TLS) for smart card support, and S/Key as well as any future authentication technologies.

EAP allows for an open-ended conversation between the remote access client and the authenticator. The conversation consists of authenticator requests for authentication information and the responses by the remote access client. For example, when EAP is used with security token cards, the authenticator can separately query the remote access client for a name, PIN, and card token value. As each query is asked and answered, the remote access client passes through another level of authentication. When all questions have been answered satisfactorily, the remote access client is authenticated.

A specific EAP authentication scheme is known as an EAP type. Both the remote access client and the authenticator must support the same EAP type for successful authentication to occur.

Windows 2000 includes an EAP infrastructure, two EAP types, and the ability to pass EAP messages to a RADIUS server (EAP-RADIUS).

EAP infrastructure

EAP in Windows 2000 is a set of internal components that provide architectural support for any EAP type in the form of a plug-in module. For successful authentication, both the remote access client and authenticator must have the same EAP authentication module installed. Windows 2000 provides two EAP types: EAP-MD5 CHAP and EAP-TLS. You can also install additional EAP types. The components for an EAP type must be installed on every remote access client and every authenticator.

EAP-MD5 CHAP

EAP-Message Digest 5 Challenge Handshake Authentication Protocol (EAP-MD5 CHAP) is a required EAP type that uses the same challenge handshake protocol as PPP-based CHAP, but the challenges and responses are sent as EAP messages.

A typical use for EAP-MD5 CHAP is to authenticate the credentials of remote access clients by using user name and password security systems. You can also use EAP-MD5 CHAP to test EAP interoperability. 

EAP-TLS

EAP-Transport Level Security (EAP-TLS) is an EAP type that is used in certificate-based security environments. If you are using smart cards for remote access authentication, you must use the EAP-TLS authentication method. The EAP-TLS exchange of messages provides mutual authentication, negotiation of the encryption method, and secured private key exchange between the remote access client and the authenticator. EAP-TLS provides the strongest authentication and key exchange method.

EAP-TLS is only supported on a remote access server running Windows 2000 that is a member of a Windows 2000 mixed-mode or native-mode domain. A remote access server running stand-alone Windows 2000 does not support EAP-TLS.

For information about configuring smart cards for remote access clients, see Using smart cards for remote access.

EAP-RADIUS

EAP-RADIUS is not an EAP type, but the passing of EAP messages of any EAP type by an authenticator to a RADIUS server for authentication. For example, for a remote access server that is configured for RADIUS authentication, the EAP messages sent between the remote access client and remote access server are encapsulated and formatted as RADIUS messages between the remote access server and the RADIUS server.

EAP-RADIUS is used in environments where RADIUS is used as the authentication provider. An advantage of using EAP-RADIUS is that EAP types do not need to be installed at each remote access server, only at the RADIUS server. In the case of an IAS server, you only need to install EAP types on the IAS server.

In a typical use of EAP-RADIUS, a Windows 2000 remote access server is configured to use EAP and to use an IAS server for authentication. When a connection is made, the remote access client negotiates the use of EAP with the remote access server. When the client sends an EAP message to the remote access server, the remote access server encapsulates the EAP message as a RADIUS message and sends it to its configured IAS server. The IAS server processes the EAP message and sends a RADIUS-encapsulated EAP message back to the remote access server. The remote access server then forwards the EAP message to the remote access client. In this configuration, the remote access server is only a pass-through device. All processing of EAP messages occurs at the remote access client and the IAS server.

For more information about configuring a Windows 2000 remote access server for EAP-RADIUS, see To configure EAP-RADIUS.

Enabling EAP

To enable EAP-based authentication, you must do the following:

 1.
Enable EAP as an authentication protocol on the remote access server. For more information, see To enable EAP. 

 2.
Enable EAP and, if needed, configure the EAP type on the appropriate remote access policy. For more information, see Introduction to remote access policies and To configure authentication. 

 3.
Enable and configure EAP on the remote access client running Windows 2000. For more information, see Extensible Authentication Protocol (EAP). 

Note   Make sure your network access server (NAS) supports EAP before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

MS-CHAP

Windows 2000 includes support for the Microsoft Challenge Handshake Authentication Protocol (MS-CHAP), also known as MS-CHAP version 1. MS-CHAP is a nonreversible, encrypted password authentication protocol. The challenge handshake process works as follows:

 1.
The authenticator (the remote access server or the IAS server) sends a challenge to the remote access client that consists of a session identifier and an arbitrary challenge string. 

 2.
The remote access client sends a response that contains the user name and a nonreversible encryption of the challenge string, the session identifier, and the password. 

 3.
The authenticator checks the response and, if valid, the user's credentials are authenticated. 

If you use MS-CHAP as the authentication protocol, then you can use Microsoft Point-to-Point Encryption (MPPE) to encrypt the data sent on the PPP or PPTP connection.

Windows 2000 also includes support for MS-CHAP version 2. For more information, see MS-CHAP version 2.

Enabling MS-CHAP

To enable MS-CHAP-based authentication, you must do the following:

 1.
Enable MS-CHAP as an authentication protocol on the remote access server. For more information, see To enable authentication protocols. MS-CHAP is enabled by default. 

 2.
Enable MS-CHAP on the appropriate remote access policy. For more information, see Introduction to remote access policies and To configure authentication. MS-CHAP is enabled by default. 

 3.
Enable MS-CHAP on the remote access client running Windows 2000. For more information, see Microsoft Challenge Handshake Authentication Protocol (MS-CHAP). 

Notes

·
MS-CHAP (version 1 and version 2) is the only authentication protocol provided with Windows 2000 that supports password change during the authentication process. 

·
By default, MS-CHAP v1 for Windows 2000 supports LAN Manager authentication. If you want to prohibit the use of LAN Manager authentication with MS-CHAP v1 for older Microsoft operating systems such as Windows NT 3.5x and Windows 95, you must set the following registry value to 0 on the authenticating server: 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RemoteAccess\Policy\Allow LM Authentication

·
Make sure your network access server (NAS) supports MS-CHAP v1 before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

·
If your NAS is manufactured by Cisco Systems, Inc., you must use Cisco IOS version 11.3 6T or later. For more information on updating the IOS version for your Cisco NAS, see your Cisco documentation. 

·
If MS-CHAP v1 is used as the authentication protocol, a 40-bit encrypted connection cannot be established if the user's password is larger than 14 characters. This behavior affects both dial-up and virtual private network-based remote access and demand dial connections. 

MS-CHAP version 2

Windows 2000 includes support for version 2 of the Microsoft Challenge Handshake Authentication Protocol (MS-CHAP v2), which provides stronger security for remote access connections. MS-CHAP v2 solves some issues of MS-CHAP version 1, as shown in the following table.

MS-CHAP version 1 issue
MS-CHAP version 2 solution

LAN Manager encoding of the response used for backward compatibility with older Microsoft remote access clients is cryptographically weak.
MS-CHAP v2 no longer allows LAN Manager encoded responses.

LAN Manager encoding of password changes is cryptographically weak.
MS-CHAP v2 no longer allows LAN Manager encoded password changes.

Only one-way authentication is possible. The remote access client cannot verify that it is dialing in to its organization's remote access server or a masquerading remote access server.
MS-CHAP v2 provides two-way authentication, also known as mutual authentication. The remote access client receives verification that the remote access server that it is dialing in to has access to the user's password.

With 40-bit encryption, the cryptographic key is based on the user's password. Each time the user connects with the same password, the same cryptographic key is generated.
With MS-CHAP v2, the cryptographic key is always based on the user's password and an arbitrary challenge string. Each time the user connects with the same password, a different cryptographic key is used.

A single cryptographic key is used for data sent in both directions on the connection.
With MS-CHAP v2, separate cryptographic keys are generated for transmitted and received data.

MS-CHAP v2 is a one-way encrypted password, mutual authentication process that works as follows:

 1.
The authenticator (the remote access server or the IAS server) sends a challenge to the remote access client that consists of a session identifier and an arbitrary challenge string. 

 2.
The remote access client sends a response that contains: 

·
The user name. 

·
An arbitrary peer challenge string. 

·
A one-way encryption of the received challenge string, the peer challenge string, the session identifier, and the user's password. 

 3.
The authenticator checks the response from the client and sends back a response containing: 

·
An indication of the success or failure of the connection attempt. 

·
An authenticated response based on the sent challenge string, the peer challenge string, the encrypted response of the client, and the user's password. 

 4.
The remote access client verifies the authentication response and, if correct, uses the connection. If the authentication response is not correct, the remote access client terminates the connection. 

Enabling MS-CHAP v2

To enable MS-CHAP v2-based authentication, you must do the following:

 1.
Enable MS-CHAP v2 as an authentication protocol on the remote access server. For more information, see To enable authentication protocols. MS-CHAP v2 is enabled by default. 

 2.
Enable MS-CHAP v2 on the appropriate remote access policy. For more information, see Introduction to remote access policies and To configure authentication. MS-CHAP v2 is enabled by default. 

 3.
Enable MS-CHAP v2 on the remote access client running Windows 2000. For more information, see Microsoft Challenge Handshake Authentication Protocol version 2 (MS-CHAP v2). 

Notes

·
Windows 95 with the Windows Dial-Up Networking 1.3 Performance & Security Upgrade only supports MS-CHAP v2 for virtual private network (VPN) connections. MS-CHAP v2 for dial-up connections is not supported. 

·
MS-CHAP (version 1 and version 2) is the only authentication protocol provided with Windows 2000 that supports password change during the authentication process. 

·
Make sure your network access server (NAS) supports MS-CHAP v2 before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

CHAP

The Challenge Handshake Authentication Protocol (CHAP) is a challenge-response authentication protocol that uses the industry-standard Message Digest 5 (MD5) hashing scheme to encrypt the response. CHAP is used by various vendors of network access servers and clients. A remote access server running Windows 2000 supports CHAP so that non-Microsoft remote access clients are authenticated.

To enable CHAP-based authentication, you must do the following:

 1.
Enable CHAP as an authentication protocol on the remote access server. For more information, see To enable authentication protocols. CHAP is disabled by default. 

 2.
Enable CHAP on the appropriate remote access policy. For more information, see Introduction to remote access policies and To configure authentication. 

 3.
Enable storage of a reversibly encrypted form of the user's password. 


You can enable storage of a reversibly encrypted form of the user's password per user account or enable storage for all accounts in a domain. For more information, see To enable reversibly encrypted passwords in a domain.

 4.
Force a reset of the user's password so that the new password is in a reversibly encrypted form. 


When you enable passwords to be stored in a reversibly encrypted form, the current passwords are not in a reversibly encrypted form and are not automatically changed. You must either reset user passwords or set user passwords to be changed the next time each user logs on. For more information, see To reset a user password and To modify user account properties. Once the password is changed, it is stored in a reversibly encrypted form.


If you set user passwords to be changed the next time a user logs on, the user must log on by using a LAN connection and change the password before they attempt to log on with a remote access connection by using CHAP. You cannot change passwords during the authentication process by using CHAP—the logon attempt fails. One workaround for the remote access user is to temporarily log on by using MS-CHAP to change the password.


Enable CHAP on the remote access client running Windows 2000. For more information, see Challenge Handshake Authentication Protocol (CHAP). 

Notes

·
If your password expires, CHAP cannot change passwords during the authentication process. 

·
Make sure your network access server (NAS) supports CHAP before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

SPAP

The Shiva Password Authentication Protocol (SPAP) is a reversible encryption mechanism employed by Shiva. A computer running Windows 2000 Professional, when connecting to a Shiva LAN Rover, uses SPAP, as does a Shiva client that connects to a remote access server running Windows 2000. This form of authentication is more secure than plaintext but less secure than CHAP or MS-CHAP.

To enable SPAP-based authentication, you must do the following:

 1.
Enable SPAP as an authentication protocol on the remote access server. For more information, see To enable authentication protocols. SPAP is disabled by default. 

 2.
Enable SPAP on the appropriate remote access policy. For more information, see To configure authentication. SPAP is disabled by default. 

 3.
Enable SPAP on the remote access client running Windows 2000. For more information, see Shiva Password Authentication Protocol (SPAP). 

Important   When you enable SPAP as an authentication protocol, the same user password is always sent in the same reversibly-encrypted form. This makes SPAP authentication susceptible to replay attacks, where a malicious user captures the packets of the authentication process and replays the responses to gain authenticated access to your intranet. The use of SPAP is discouraged, especially for virtual private network connections. 

Notes

·
If your password expires, SPAP cannot change passwords during the authentication process. 

·
Make sure your network access server (NAS) supports SPAP before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

PAP

Password Authentication Protocol (PAP) uses plaintext passwords and is the least sophisticated authentication protocol. It is typically negotiated if the remote access client and remote access server cannot negotiate a more secure form of validation.

To enable PAP-based authentication, you must do the following:

 1.
Enable PAP as an authentication protocol on the remote access server. For more information, see To enable authentication protocols. PAP is disabled by default. 

 2.
Enable PAP on the appropriate remote access policy. For more information, see To configure authentication. PAP is disabled by default. 

 3.
Enable PAP on the remote access client running Windows 2000. For more information, see Password Authentication Protocol (PAP). 

Important   When you enable PAP as an authentication protocol, user passwords are sent in plaintext form. Anyone capturing the packets of the authentication process can easily read the password and use it to gain unauthorized access to your intranet. The use of PAP is highly discouraged, especially for virtual private network connections. 

Notes

·
By disabling the support for PAP on the remote access server, plaintext passwords are never sent by the dial-up client. Disabling support for PAP increases authentication security, but remote access clients who only support PAP cannot connect. 

·
If your password expires, PAP cannot change passwords during the authentication process. 

·
Make sure your network access server (NAS) supports PAP before you enable it on a remote access policy on an IAS server. For more information, see your NAS documentation. 

Unauthenticated access

Windows 2000 supports unauthenticated access, which means that user credentials (a user name and password) are not required by the caller. There are some situations where unauthenticated access is useful. This section covers:

·
DNIS authorization 

·
ANI/CLI authentication 

·
Guest authentication 

Important

·
When you enable unauthenticated access, remote access users are connected without sending user credentials. An unauthenticated remote access client does not negotiate the use of a common authentication protocol during the connection establishment process and does not send a user name or password.


Unauthenticated access with Windows 2000 remote access clients can occur when the authentication protocols configured by the remote access client do not match those configured on the remote access server. In this case, the use of a common authentication protocol is not negotiated and the Windows 2000 remote access client does not send a user name and password. 


The Windows 2000 remote access client must always be configured to use at least one authentication protocol. When a common authentication protocol is negotiated, a user name and password is always sent, even when no user name and password is specified. In this case the current logon session user name, domain name, and password are sent.

DNIS authorization

Dialed Number Identification Service (DNIS) authorization is the authorization of a connection attempt based on the number called. DNIS identifies the number that was called to the receiver of the call and is provided by most standard telephone companies. To identify DNIS-based connections and apply the appropriate connection settings, you must do the following:

 1.
Enable unauthenticated access on the remote access server. For more information, see To enable authentication protocols. 

 2.
Create a remote access policy on the authenticating server (remote access server or IAS server) for DNIS-based authorization with the Called-Station-Id condition set to the phone number. For more information, see Introduction to remote access policies and To add a remote access policy. 

 3.
Enable unauthenticated access on the remote access policy for DNIS-based authorization. For more information, see To configure authentication. 

Note

·
If your phone service or hardware does not support DNIS, the passing of the number that was called, you can manually set the phone number of the port. For more information, see To set the phone number on a port. 

·
IAS does not support proxied DNIS access requests. 

ANI/CLI authentication

Automatic Number Identification/Calling Line Identification (ANI/CLI) authentication is the authentication of a connection attempt based on the phone number of the caller. ANI/CLI service returns the number of the caller to the receiver of the call and is provided by most standard telephone companies.

ANI/CLI authentication is different from caller ID authorization. In caller ID authorization, the caller sends a valid user name and password. The caller ID that is configured for the dial-in property on the user account must match the connection attempt; otherwise, the connection attempt is rejected. In ANI/CLI authentication, a user name and password are not sent.

To identify ANI/CLI-based connections and apply the appropriate connection settings, you must do the following:

 1.
Enable unauthenticated access on the remote access server. For more information, see To enable authentication protocols. 

 2.
Enable unauthenticated access on the appropriate remote access policy for ANI/CLI-based authentication. For more information, see Introduction to remote access policies and To configure authentication. 

 3.
Create a user account for each number that will be calling for which you want to provide ANI/CLI authentication. The name of the user account must match the number that the user is dialing from. For example, if a user is dialing in from 555-0100, create a "5550100" user account. 

 4.
Set the following registry value to 31 on the authenticating server (either the remote access server or the IAS server): 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RemoteAccess\Policy\User Identity Attribute


This registry setting tells the authenticating server to use the calling number (RADIUS attribute 31, Calling-Station-ID) as the identity of the calling user. The user identity is set to the calling number only when there is no user name being supplied in the connection attempt.


To always use the calling number as the user identity, set the following registry value to 1 on the authenticating server:


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RemoteAccess\Policy\Override User-Name


However, if you set Override User-Name to 1 and the User Identity Attribute to 31, the authenticating server can only perform ANI/CLI-based authentication. Normal authentication by using authentication protocols such as MS-CHAP, CHAP, and EAP is disabled.

Note   Changes to the registry settings will not take effect until the Routing and Remote Access service or the Internet Authentication Service are restarted. 

Guest authentication

With guest authentication, during the authentication process, the caller does not send a user name or password. If unauthenticated access is enabled, by default the Guest account is used as the identity of the caller.

To enable Guest account access, you must do the following:

 1.
Enable unauthenticated access on the remote access server. For more information, see To enable authentication protocols. 

 2.
Enable unauthenticated access on the appropriate remote access policy. For more information, see To configure authentication. 

 3.
Enable the Guest account. For more information, see To enable a disabled user account. 

 4.
Set the remote access permission on the Guest account to either Allow access or Control access through Remote Access Policy depending on your remote access policy administrative model. For more information, see Remote access policy administrative models and To grant remote access permission to a user. 

If you do not want to enable the Guest account, create a user account and set the remote access permission to either Allow access or Control access through Remote Access Policy. Then, set the following registry value on the authenticating server (either the remote access server or the IAS server) to the name of the account:

HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RemoteAccess\Policy\Default User Identity

Note   Changes to the registry setting will not take effect until the Routing and Remote Access service or the Internet Authentication Service are restarted. 

Authentication vs. authorization

The distinction between authentication and authorization is important in understanding why connection attempts are either accepted or denied:

·
Authentication is the verification of the credentials of the connection attempt. This process consists of sending the credentials from the remote access client to the remote access server in an either plaintext or encrypted form by using an authentication protocol. 

·
Authorization is the verification that the connection attempt is allowed. Authorization occurs after successful authentication. 

For a connection attempt to be accepted, the connection attempt must be both authenticated and authorized. It is possible for the connection attempt to be authenticated by using valid credentials, but not authorized. In this case, the connection attempt is denied.

If a remote access server is configured for Windows authentication, Windows 2000 security is used to verify the credentials for authentication, and the dial-in properties of the user account and locally stored remote access policies are used to authorize the connection. If the connection attempt is both authenticated and authorized, the connection attempt is accepted.

For more information, see Introduction to remote access policies.

If the remote access server is configured for RADIUS authentication, the credentials of the connection attempt are passed to the RADIUS server for authentication and authorization. If the connection attempt is both authenticated and authorized, the RADIUS server sends an accept message back to the remote access server and the connection attempt is accepted. If the connection attempt is either not authenticated or not authorized, the RADIUS server sends a reject message back to the remote access server and the connection process is denied.

If the RADIUS server is a computer running Windows 2000 and the Internet Authentication Service (IAS), the IAS server performs authentication through Windows 2000 security and authorization through the dial-in properties of the user account and remote access policies stored on the IAS server.

For more information, see Authentication and accounting providers.

Data encryption

You can use data encryption to protect the data that is sent between the remote access client and the remote access server. Data encryption is important for financial institutions, law-enforcement and government agencies, and corporations that require secure data transfer. For installations where data confidentiality is required, the network administrator can set the remote access server to require encrypted communications. Users who connect to that server must encrypt their data or the connection attempt is denied.

For dial-up networking connections, you can protect your data by encrypting it on the communications link between the remote access client and the remote access server. You should use data encryption when there is a risk of unauthorized interception of transmissions on the communications link between the remote access client and the remote access server. For dial-up networking connections, Windows 2000 uses Microsoft Point-to-Point Encryption (MPPE).

For virtual private networking connections, you protect your data by encrypting it between the ends of the virtual private network (VPN). You should always use data encryption for VPN connections when private data is sent across a public network such as the Internet, where there is always a risk of unauthorized interception. For VPN connections, Windows 2000 uses MPPE with the Point-to-Point Tunneling Protocol (PPTP) and IP Security (IPSec) encryption with the Layer Two Tunneling Protocol (L2TP).

Because data encryption is performed between the VPN client and VPN server, it is not necessary to use data encryption on the communication link between a dial-up client and its Internet service provider (ISP). For example, a mobile user uses a dial-up networking connection to dial in to a local ISP. Once the Internet connection is made, the user creates a VPN connection with the corporate VPN server. If the VPN connection is encrypted, there is no need to use encryption on the dial-up networking connection between the user and the ISP.

MPPE is configured on the Encryption tab on the properties of a remote access policy to use 40-bit (the Basic setting), 56-bit (the Strong setting), or 128-bit (the Strongest setting) encryption keys. 40-bit and 56-bit encryption keys are designed for international use. You should use 40-bit encryption keys to connect with older Microsoft operating systems that do not support 56-bit MPPE encryption keys. Otherwise, use 56-bit encryption keys. 128-bit encryption keys are designed for North American use and are only available in North American versions of Windows 2000. Encryption keys are determined at the time of the connection. MPPE requires the use of the MS-CHAP (v1 or v2) or EAP-TLS authentication protocols.

Notes

·
Data encryption for PPP or PPTP connections is available only if MS-CHAP (v1 or v2) or EAP-TLS is used as the authentication protocol. Data encryption for L2TP connections relies on IPSec, which does not require any specific authentication protocol. 

·
Remote access data encryption does not provide end-to-end data encryption. End-to-end encryption is data encryption between the client application and the server that hosts the resource or service being accessed by the client application. To get end-to-end data encryption, use IPSec to create a secure connection after the remote access connection has been made. 

Remote access dial-in permissions

After a remote access server is installed, you must specify from which users the remote access server can accept a connection. For Windows 2000, authorization is determined by the dial-in properties on the user account and remote access policies. For more information, see Remote access policies.

You do not need to create user accounts just for remote access users. Remote access servers use the user accounts specified in the available user accounts databases according to Windows 2000 security.

How security works at connection

The following steps describe what happens during a call from a remote access client to a remote access server running Windows 2000 that is configured to use Windows authentication:

 1.
A remote access client dials a remote access server. 

 2.
The server sends a challenge to the client. 

 3.
The client sends an encrypted response to the server that consists of a user name, a domain name, and a password. 

 4.
The server checks the response against the appropriate user accounts database. 

 5.
If the account is valid, the server uses the dial-in properties of the user account and remote access policies to authorize the connection. 

If callback is enabled, the server calls the client back and continues the connection negotiation process.

Notes

·
Steps 2 and 3 assume that the remote access client and the remote access server use the MS-CHAP v1 or CHAP authentication protocols. The sending of client credentials may vary for other authentication protocols. 

·
If the remote access server is a member of domain and the user response does not contain a domain name, then the domain name of the remote access server is used. If you want to use a different domain name than that of the remote access server, set the following registry value to the name of the domain that you want to use: 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RasMan\PPP\ControlProtocols\BuiltIn\DefaultDomain

Security after the connection is made

After passing remote access authentication and connecting to the LAN, remote access clients log on to the Windows 2000 domain. After a successful domain logon process, the user's domain credentials are used to access resources for which they have permission. Remote access clients are subject to Windows 2000 security, just as they are at the office. In other words, remote access clients cannot do anything for which they lack sufficient rights, nor can they access resources for which they do not have permission. 

Remote access clients must be authenticated by the remote access server before they can access or generate traffic on the network. This authentication is a separate step from logging on to Windows 2000. You can encrypt user passwords and the authentication procedure when they are transmitted over phone lines.

You can restrict access by remote access clients to only the shared resources of the remote access server and not the network to which the remote access server is attached. Therefore, you can tightly control what information is available to remote access clients and limit clients' exposure in the event of a security breach.

Caller ID and callback

As an additional measure of security, remote access offers caller ID and callback features, which ensure that only users from specific locations can access the remote access server. These features also save telephone charges for the user.

Caller ID

When you set dial-in security by using the caller ID feature, you specify the phone number from which the user must call in. If the user does not call in from that specific phone number, the connection attempt is rejected by the remote access server.

Caller ID must be supported by the caller, the phone system between the caller and the remote access server, and the remote access server. Caller ID on the remote access server consists of call answering equipment that supports the passing of caller ID information and the appropriate driver inside Windows 2000 that support the passing of caller ID information to the Routing and Remote Access service.

If you configure a caller ID phone number for a user and you do not have support for the passing of caller ID information all the way from the caller to the Routing and Remote Access service, the connection attempt is denied.

The caller ID feature is designed to provide a higher degree of security for telecommuters. The disadvantage of configuring caller ID is that the user can only dial in from a specific phone line.

For virtual private network (VPN) connections, the caller ID is the IP address of the VPN client.

Callback

When you use the callback feature, the user initiates a call and connects with the remote access server. After authentication and authorization, the remote access server then drops the call and calls back a moment later to a negotiated or preassigned callback number.

You configure each user's callback privilege when you grant remote access permission. For more information, see Configure dial-in user properties.

There are three callback options to choose from:

·
No callback (the default) 

·
Set by caller 

·
Always call back to 

Note   Until the user has been authenticated, authorized, and called back (if callback is set), no data from the dial-up networking client or the remote access server is transferred. 

No callback

If the user account is not configured for callback, the remote access server establishes a connection as soon as the connection attempt has been accepted. The No callback option does not provide any additional security.

Set by caller

Although the Set by caller option is not really a security feature, it is useful for clients who call from various locations and phone numbers. It also minimizes telephone charges for these users. When the user's call reaches the remote access server, the following events occur:

 1.
After authentication and authorization of the connection attempt, the Callback dialog box appears on the user's computer. 

 2.
The user types the current callback number in the dialog box. 

 3.
The callback number is sent to the server. 

 4.
The call is terminated. 

 5.
The server calls the client back at the callback number. 

 6.
Once reconnected, the client and server continue the connection negotiation. 

Always call back to

For additional security, select the Always call back to option and type the number of the phone to which the user's dial-up equipment is connected. When the user's call reaches the remote access server, the following events occur:

 1.
After authentication and authorization of the connection attempt, the server sends a message announcing that the user will be called back. 

 2.
The server disconnects and calls the user back at the preset number. 

 3.
Once reconnected, the client and server continue the connection negotiation. 

You should set this option for stationary remote computers, such as those used by telecommuters in home offices.

The disadvantage of configuring callback to always call a specific number is that the user can only dial in from a specific location.

Notes

·
You can also configure the Set by caller callback option for groups by setting the Service-Type condition of a remote access policy to Callback-Framed-User. For more information, see Elements of a remote access policy. 

·
Because of the way that callback connections are processed, you cannot configure both a caller ID and callback that is set to either Set by caller or Always call back to. 

·
Callback over a primary rate ISDN channel may not work properly if a service is listening on the other ISDN channel. When the remote access server calls back, an ISDN channel is picked to receive the call. If the ISDN channel is not the same one used to make the initial call, the remote access client or demand-dial router does not recognize the incoming call as the remote access server callback and drops the call. 

Security hosts

A security host is an authentication device that verifies whether a caller from a remote access client is authorized to connect to the remote access server. This verification supplements security already supplied by the remote access server running Windows 2000.

The security host sits between the remote access client and the remote access server. The security host generally provides an extra layer of security by requiring a hardware key of some sort in order to provide authentication. Verification that the remote access client is in physical possession of the key takes place before access to the remote access server is granted. This open architecture allows customers to choose from a variety of security hosts to augment the security in remote access.

For example, one kind of security system consists of two hardware devices: the security host and the security card. The security host is installed between the remote access server and its modem. The security card is a small unit the size of a credit card, resembling a pocket calculator without keys. The security card displays a different access number every minute. This number is synchronized with the same number calculated in the security host every minute. When connecting, the remote user sends the number on the security card to the host. If the number is correct, the security host connects the remote access client with the remote access server.

Another kind of security host prompts the remote access client to type in a user name (which may or may not be the same as the remote access client name) and a password (which differs from the remote access client password).

You must configure the security host to allow the remote access server to initialize the modem before the security functions take effect. The remote access server must also be able to directly initialize the modem that is connected to the security host without security checks from the security host. The security host might interpret the attempt of the remote access server to initialize the modem as an attempt to dial out.

For more information, see To configure other security devices.

Account lockout

You can use the account lockout feature to specify how many times an remote access authentication fails against a valid user account before the user is denied access. Account lockout is especially important for remote access virtual private network (VPN) connections over the Internet. Malicious users on the Internet can attempt to access an organization intranet by sending credentials (valid user name, guessed password) during the VPN connection authentication process. During a dictionary attack, the malicious user sends hundreds or thousands of credentials by using a list of passwords based on common words or phrases.

With account lockout enabled, a dictionary attack is thwarted after a specified number of failed attempts. As the network administrator, you must decide on two account lockout variables:

 1.
The number of failed attempts before future attempts are denied. 


After each failed attempt, a failed attempts counter for the user account is incremented. If the user account's failed attempts counter reaches the configured maximum, future attempts to connect are denied.


A successful authentication resets the failed attempts counter when its value is less than the configured maximum. In other words, the failed attempts counter does not accumulate beyond a successful authentication.

 2.
How often the failed attempts counter is reset. 


You must periodically reset the failed attempts counter to prevent inadvertent account lockouts due to normal mistakes by users when typing in their passwords.

You enable the account lockout feature by changing settings in the Windows 2000 registry on the computer that provides the authentication. If the remote access server is configured for Windows authentication, modify the registry on the remote access server computer. If the remote access server is configured for RADIUS authentication and Windows 2000 Internet Authentication Service (IAS) is being used, modify the registry on the IAS server computer.

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

To enable account lockout, you must set the MaxDenials value entry in the registry to 1 or greater. MaxDenials is the maximum number of failed attempts before the account is locked out. You set the MaxDenials value entry in the following registry subkey:

HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\RemoteAccess\Parameters\AccountLockout 

By default, MaxDenials is set to 0, which means that account lockout is disabled.

To modify the amount of time before the failed attempts counter is reset, you must set the ResetTime (mins) value entry in the registry to the required number of minutes. You set the ResetTime (mins) value entry in the following registry subkey:

HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\RemoteAccess\Parameters\AccountLockout 

By default, ResetTime (mins) is set to 0xb40, or 2,880 minutes (48 hours).

Manually resetting an account that is locked out

To manually reset a user account that has been locked out before the failed attempts counter is automatically reset, delete the following registry subkey that corresponds to the user's account name:

HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\RemoteAccess\Parameters\AccountLockout\domain name:user name 

Notes

·
The remote access account lockout is not related to the Account locked out setting on the Account tab on the properties of a user account. 

·
The account lockout feature does not distinguish between malicious users who attempt to access your intranet and authentic users who attempt remote access but have forgotten their current passwords. Users who have forgotten their current password typically try the passwords that they remember and, depending on the number of attempts and the MaxDenials setting, may have their accounts locked out. 

·
If you enable the account lockout feature, a malicious user can deliberately force an account to be locked out by attempting multiple authentications with the user account until the account is locked out, thereby preventing the authentic user from being able to log on. 

Authentication and accounting providers

This section covers: 

·
Windows 2000 domain or Active Directory 

·
RADIUS 

Windows 2000 domain or Active Directory

A remote access server running Windows 2000 supports the use of Windows NT primary domain controller (PDC) security (Windows NT Server 4.0 and earlier) or Windows 2000 Active Directory security (Windows 2000 Server) as an authentication provider to provide authentication of a remote access client.

A remote access server running Windows 2000 also supports the local logging of authentication and accounting information for remote access connections when Windows is enabled as an accounting provider. For more information, see Logging.

For more information about various scenarios of Windows authentication, see Windows 2000 authentication.

RADIUS

Remote Authentication Dial-In User Service (RADIUS) is an industry standard protocol (RFCs 2138 and 2139, "Remote Authentication Dial-in User Service (RADIUS)" and "RADIUS Accounting") for providing authentication, authorization, and accounting services for distributed dial-up networking. A RADIUS client, typically a dial-up server used by an Internet service provider (ISP), sends user and connection information to a RADIUS server. The RADIUS server authenticates and authorizes the RADIUS client request.

The Windows 2000 remote access server includes a RADIUS client so that the remote access server can be used by ISPs or corporate remote access users who use RADIUS as their authentication or accounting scheme.

You can configure the Windows 2000 remote access server authentication and accounting providers separately. Therefore, a remote access server can use Windows 2000 as its authentication provider and RADIUS as its accounting provider. You can configure multiple RADIUS servers so that if the primary RADIUS server becomes unavailable, secondary RADIUS servers are automatically used.

For more information, see To use RADIUS authentication and To use RADIUS accounting.

Windows 2000 Server also includes a RADIUS server called Internet Authentication Service (IAS) that the remote access server can use as its authentication or accounting provider. For more information about IAS, see Features of IAS.

You can use an IAS server to implement centralized authentication, authorization, accounting, and management of remote access policies. For more information, see Introduction to remote access policies and Using RADIUS for multiple remote access servers. 

Remote access policies

This section covers: 

·
Introduction to remote access policies 

·
Dial-in properties of a user account 

·
Elements of a remote access policy 

·
Accepting a connection attempt 

·
Remote access policy administrative models 

·
Remote access policies scenarios 

Introduction to remote access policies

In Windows NT versions 3.5x and 4.0, authorization was based on a simple Grant dial-in permission to user option in User Manager or the Remote Access Admin utility. Callback options were also configured on a per-user basis.

In Windows 2000, authorization is granted based on the dial-in properties of a user account and remote access policies. Remote access policies are a set of conditions and connection settings that give network administrators more flexibility in authorizing connection attempts. The Windows 2000 Routing and Remote Access service and Windows 2000 Internet Authentication Service (IAS) both use remote access policies to determine whether to accept or reject connection attempts. In both cases, the remote access policies are stored locally.

With remote access policies, you can grant or deny authorization by the time of day and day of the week, by the Windows 2000 group to which the remote access user belongs, by the type of connection being requested (dial-up networking or virtual private network connection), and so on. You can configure settings that limit the maximum session time, specify the authentication and encryption strengths, set Bandwidth Allocation Protocol (BAP) policies, and so on.

It is important to remember that with remote access policies, a connection is authorized only if the settings of the connection attempt match at least one of the remote access policies (subject to the conditions of the dial-in properties of the user account and the profile properties of the remote access policy). If the settings of the connection attempt do not match at least one of the remote access policies, the connection attempt is denied regardless of the dial-in properties of the user account.

For more information about how connection attempts are processed, see Accepting a connection attempt. 

For remote access servers running Windows 2000, remote access policies are administered from Routing and Remote Access. For Windows 2000 IAS servers, remote access policies are administered from Internet Authentication Service.

Local vs. centralized policy management

Because remote access policies are stored locally on either a remote access server or an IAS server, for centralized management of a single set of remote access policies for multiple remote access or VPN servers, you must do the following:

 1.
Install the Windows 2000 Internet Authentication Service (IAS) as a Remote Authentication Dial-In User Service (RADIUS) server on a computer. For more information, see Checklist: Configuring IAS for dial-up or VPN access. 

 2.
Configure IAS with RADIUS clients that correspond to each of the Windows 2000 remote access or VPN servers. For more information, see To register RADIUS clients. 

 3.
On the IAS server, create the central set of policies that will be used by all Windows 2000 remote access servers. For more information, see To add a remote access policy. 

 4.
Configure each of the Windows 2000 remote access servers as a RADIUS client to the IAS server. For more information, see To use RADIUS authentication. 

For more information about deploying IAS for centralized remote access policy management, see Using RADIUS for multiple remote access servers.

Notes

·
Once you configure a Windows 2000 remote access server as a RADIUS client to an IAS server, the local remote access policies stored on the remote access server are no longer used. 

·
Centralized management of remote access policies are also used when you have remote access servers running Windows NT 4.0 with the Routing and Remote Access Service (RRAS). You can configure the server running Windows NT 4.0 with RRAS as a RADIUS client to an IAS server. You cannot configure a remote access server running Windows NT 4.0 without RRAS to take advantage of centralized remote access policies. 

Dial-in properties of a user account

In Windows 2000, the user account for a stand-alone or Active Directory–based server contains a set of dial-in properties that are used when allowing or denying a connection attempt made by a user. For a stand-alone server, you can set the dial-in properties on the Dial-in tab on the user account in Local Users and Groups. For an Active Directory–based server, you can set the dial-in properties on the Dial-in tab on the user account in Active Directory Users and Computers. For Active Directory–based servers, you cannot use the Windows NT 4.0 User Manager for Domains administrative tool.

The dial-in properties for a user account are:

·
Remote Access Permission (Dial-in or VPN) 


You use this property to set whether remote access is explicitly allowed, denied, or determined through remote access policies. If access is explicitly allowed, remote access policy conditions, user account properties, or profile properties can still deny the connection attempt. The Control access through Remote Access Policy option is only available on user accounts in a Windows 2000 native-mode domain or for local accounts on remote access servers running stand-alone Windows 2000.


By default, the Administrator and Guest accounts on a stand-alone remote access server or in a Windows 2000 native-mode domain are set to Control access through Remote Access Policy and for a Windows 2000 mixed-mode domain are set to Deny access. New accounts created on a stand-alone remote access server or in a Windows 2000 native-mode domain are set to Control access through Remote Access Policy. New accounts created in a Windows 2000 mixed-mode domain are set to Deny access.

·
Verify Caller ID 


If this property is enabled, the server verifies the caller's phone number. If the caller's phone number does not match the configured phone number, the connection attempt is denied.


Caller ID must be supported by the caller, the phone system between the caller and the remote access server, and the remote access server. Caller ID on the remote access server consists of call answering equipment that supports the passing of caller ID information and the appropriate driver inside Windows 2000 that supports the passing of caller ID information to the Routing and Remote Access service.


If you configure a caller ID phone number for a user and you do not have support for the passing of caller ID information from the caller to the Routing and Remote Access service, the connection attempt is denied.

·
Callback Options 


If this property is enabled, the server calls the caller back during the connection establishment at a phone number set by the caller or a specific phone number set by the network administrator.

·
Assign a Static IP Address 


If this property is enabled, you can assign a specific IP address to a user when a connection is made.

·
Apply Static Routes 


If this property is enabled, you can define a series of static IP routes that are added to the routing table of the remote access server when a connection is made. This setting is designed for user accounts that Windows 2000 routers use for demand-dial routing. For more information, see One-way initiated demand-dial connections.

For information about configuring dial-in properties for a user account, see Configure dial-in user properties.

Notes

·
For a user account in a Windows NT 4.0 domain or a Windows 2000 mixed-mode domain: 

·
Only the Remote Access Permission (Dial-in or VPN) (Allow access and Deny access options) and Callback Options dial-in properties are available. 

·
You can use the Windows NT 4.0 User Manager for Domains administrative tool to grant or deny dial-in access and set callback options. 

·
If a user account is in a Windows 2000 native-mode domain, the callback number can be up to 128 characters. If a user account is on a remote access server running Windows 2000 as a stand-alone server or in a Windows NT 4.0 domain or a Windows 2000 mixed-mode domain, due to the compressed format for storing callback numbers, the callback number is from 24 through 48 characters. 

·
When a remote access server running Windows NT 4.0 uses a native Windows 2000 domain to obtain the dial-in properties of a user account, the Control access through Remote Access Policy option is interpreted as Deny access. Callback settings are interpreted correctly. 

·
A remote access server running Windows NT 4.0 cannot use remote access policies. It is recommended that you upgrade a remote access server running Windows NT 4.0 to either Windows NT 4.0 with the Routing and Remote Access Service (RRAS) or Windows 2000 to take advantage of remote access policy authorization. 

·
User accounts upgraded to Windows 2000 that were configured with dial-in permission enabled are set to Allow access. User accounts upgraded to Windows 2000 that were configured with dial-in permission disabled are set to Control access through Remote Access Policy. 

Elements of a remote access policy

A remote access policy is a named rule that consists of the following elements:

·
Conditions 

·
Remote access permission 

·
Profile 

Conditions

Remote access policy conditions are one or more attributes that are compared to the settings of the connection attempt. If there are multiple conditions, then all of the conditions must match the settings of the connection attempt in order for the connection attempt to match the policy.

The following table shows the condition attributes that you can set for a remote access policy.

Attribute name
Description

NAS IP Address 
The IP address of the network access server (NAS). This attribute is a character string. You can use pattern matching syntax to specify IP networks. For more information, see Pattern matching syntax. This attribute is designed for the IAS server.

Service Type
The type of service being requested. Examples include framed (such as PPP connections) and login (such as Telnet connections). For more information about RADIUS service types, see RFC 2138, "Remote Authentication Dial-in User Service (RADIUS)." This attribute is designed for the IAS server.

Framed Protocol
The type of framing for incoming packets. Examples are PPP, SLIP, Frame Relay, and X.25. This attribute is designed for the IAS server.

Called Station ID
The phone number of the network access server (NAS). This attribute is a character string. You can use pattern matching syntax to specify area codes. For more information, see Pattern matching syntax. In order to receive called station ID information during a call, the phone line, the hardware, and the Windows 2000 driver for the hardware must support the passing of the called ID. Otherwise, the called station ID is manually set for each port. To manually set phone numbers on ports, see To set the phone number on a port.

Calling Station ID
The phone number used by the caller. This attribute is a character string. You can use pattern matching syntax to specify area codes. For more information, see Pattern matching syntax. For more information about obtaining the calling station ID, see Caller ID and callback. 

NAS Port Type
The type of media used by the caller. Examples are analog phone lines (known as asynch), ISDN, and tunnels or virtual private networks (known as virtual).

Day and Time Restrictions
The day of the week and the time of day of the connection attempt. The day and time is relative to the date and time of the server providing the authorization.

Client IP Address
The IP address of the network access server (the RADIUS client). This attribute is a character string. You can use pattern matching syntax to specify IP networks. For more information, see Pattern matching syntax. This attribute is designed for the IAS server.

Client Vendor
The vendor of the network access server (NAS) that is requesting authentication. The Windows 2000 remote access server is the Microsoft RAS NAS manufacturer. You can use this attribute to configure separate policies for different NAS manufacturers who are RADIUS clients to an IAS server. This attribute is designed for the IAS server. Make sure that you also configure the NAS as a RADIUS client on the IAS server. For more information, see To register RADIUS clients.

Client Friendly Name
The name of the RADIUS client computer that is requesting authentication. This attribute is a character string. You can use pattern matching syntax to specify client names. For more information, see Pattern matching syntax. This attribute is designed for the IAS server.

Windows Groups
The names of the Windows 2000 groups to which the user attempting the connection belongs. There is no condition attribute for a specific user name. It is not necessary to have a separate remote access policy for each group. Instead, you can use nested groups to consolidate group membership and delegate administration of group membership. For a remote access or IAS server in a Windows 2000 native-mode domain, you can use universal groups. For more information, see When to use universal groups.

Tunnel Type
The type of tunnel being created by the requesting client. Tunnel types include the Point-to-Point Tunneling Protocol (PPTP) and the Layer Two Tunneling Protocol (L2TP) used by Windows 2000 remote access clients and demand-dial routers. You can use this condition to specify profile settings such as authentication methods or encryption strengths for a specific type of tunneling technology.

Notes

·
If conditions that use an attribute designed for the IAS server are evaluated against a remote access server connection attempt, they do not match and the policy is not applied. 

·
Not all network access servers send all of the IAS server-specific attributes. 

·
You cannot use the built-in local groups of a stand-alone remote access server running Windows 2000 for the Windows Groups attribute. 

Remote access permission

If all the conditions of a remote access policy are met, remote access permission is either granted or denied. You use the Grant remote access permission option or the Deny remote access permission option to set remote access permission for a policy.

Remote access permission is also granted or denied for each user account. The user remote access permission overrides the policy remote access permission. When remote access permission on a user account is set to the Control access through Remote Access Policy option, the policy remote access permission determines whether the user is granted access.

Granting access through the user account permission setting or the policy permission setting is only the first step in accepting a connection. The connection attempt is then subjected to the settings of the user account properties and the policy profile properties. If the connection attempt does not match the settings of the user account properties or the profile properties, the connection attempt is rejected.

By default, the Deny remote access permission policy permission is selected.

Profile

A remote access policy profile is a set of properties that are applied to a connection when the connection is authorized—either through the user account permission setting or the policy permission setting. A profile consists of the following groups of properties:

·
Dial-in constraints 

·
IP 

·
Multilink 

·
Authentication 

·
Encryption 

·
Advanced 

Dial-in constraints

You can set the following dial-in constraints:

·
Idle disconnect time 


The time after which a connection is disconnected when there is no activity. By default, this property is not set and the remote access server does not disconnect an idle connection.

·
Maximum session length 


The maximum amount of time that a connection is connected. The connection is disconnected by the remote access server after the maximum session length. By default, this property is not set and the remote access server has no maximum session limit.

·
Day and time limits 


The days of the week and hours of each day that a connection is allowed. If the day and time of the connection attempt do not match the configured day and time limits, the connection attempt is rejected. By default, this property is not set and the remote access server has no day or time limits. The remote access server does not disconnect active connections that are connected at a time when connection attempts are not allowed.

·
Dial-in number 


The specific phone number that a caller must call for a connection to be allowed. If the dial-in number of the connection attempt does not match the configured dial-in number, the connection attempt is rejected. By default, this property is not set and the remote access server allows all dial-in numbers.

·
Dial-in media 


The specific types of media, such as modem (known as asynch), ISDN, or virtual private network (known as virtual) that a caller must use for a connection to be allowed. If the dial-in medium of the connection attempt does not match the configured dial-in media, the connection attempt is rejected. By default, this property is not set and the remote access server allows all dial-in media types.

For information about setting dial-in constraints on a profile, see To configure dial-in constraints.

IP

You can set IP properties that specify whether a specific IP address for a connection can be requested by the client. By default, the remote access server automatically allocates an IP address and the client is not allowed to request a specific IP address.

You can also use the IP tab to define remote access policy profile filtering. To define the allowed traffic across the connection after the connection had been made, you can configure IP packet filters for remote access policy profiles. You can use profile packet filters to configure IP traffic that is allowed out of the connection (to client) or into the connection (from client) on an exception basis: either all traffic except traffic specified by filters or no traffic except traffic specified by filters. Remote access policy profile filtering applies to all connections that match the remote access policy. 

For information about setting networking options on a profile, see To configure IP options.

Multilink

You can set Multilink properties that enable Multilink and determine the maximum number of ports that a Multilink connection can use. Additionally, you can set Bandwidth Allocation Protocol (BAP) policies that determine BAP usage and when extra BAP lines are dropped. The Multilink and BAP properties are specific to Microsoft Windows 2000 remote access. By default, Multilink and BAP are disabled.

The remote access server must have Multilink and BAP enabled in order for the Multilink properties of the profile to be enforced. For more information about enabling Multilink and BAP for the Windows 2000 remote access server, see To enable Multilink and To enable BAP and BACP.

For information about setting Multilink options on a profile, see To configure Multilink options.

Authentication

You can set authentication properties to enable the types of authentication that are allowed for a connection and specify the EAP type that must be used. Additionally, you can configure the EAP type. By default, Microsoft Encrypted Authentication (MS-CHAP) and Microsoft Encrypted Authentication version 2 (MS-CHAP v2) are enabled. For more information, see Authentication methods.

The remote access server must have the corresponding authentication types enabled in order for the authentication properties of the profile to be enforced. For more information about enabling authentication methods for the Windows 2000 remote access server, see To enable authentication protocols.

For information about setting authentication options on a profile, see To configure authentication.

Encryption

You can set encryption properties for the following encryption strengths:

·
No Encryption 


When selected, this option allows a non-encrypted connection. To require encryption, clear the No Encryption option.

·
Basic 


For dial-up and PPTP-based VPN connections, Microsoft Point-to-Point Encryption (MPPE) with a 40-bit key is used. For L2TP over IPSec-based VPN connections, 56-bit DES encryption is used.

·
Strong 


For dial-up and PPTP-based VPN connections, MPPE with a 56-bit key is used. For L2TP over IPSec-based VPN connections, 56-bit DES encryption is used.

·
Strongest 


For dial-up and PPTP-based VPN connections, MPPE with a 128-bit key is used. For L2TP over IPSec-based VPN connections, triple DES (3DES) encryption is used. This option is only available on North American versions of Windows 2000.

For information about setting encryption options on a profile, see To configure encryption.

Advanced

You can set advanced properties to specify the series of RADIUS attributes that are sent back to the RADIUS client by the IAS server. RADIUS attributes are specific to performing RADIUS authentication and are ignored by the remote access server. By default, Framed-Protocol is set to PPP and Service-Type is set to Framed. 

The only attributes that are used by the remote access server are Account-Interim-Interval, Framed-Protocol, Framed-MTU, Reply-Message, and Service-Type. 

For information about setting advanced options on a profile, see To add RADIUS attributes to a remote access policy.

The default remote access policy

A default remote access policy named Allow access if dial-in permission is enabled is created when you install the Routing and Remote Access service. The default policy has the following configuration:

·
The Day-and-Time-Restrictions condition is set to all times and all days. 

·
Permission is set to Deny remote access permission. 

·
All profile properties are set to default values. 

If you delete the default remote access policy and want to re-create it, see To re-create the default remote access policy.

Note   Elements of a remote access policy correspond to RADIUS attributes that are used during RADIUS-based authentication. For an Internet Authentication Service (IAS) server, verify that the network access servers that you use are sending the RADIUS attributes that correspond to the configured remote access policy conditions and profile settings. If a NAS does not send a RADIUS attribute that corresponds to a remote access policy condition or profile setting, then all RADIUS authentications from that NAS are denied. 

Accepting a connection attempt

When a user attempts a connection, the connection attempt is accepted or rejected based on the following logic:

 1.
The first policy in the ordered list of remote access policies is checked. If there are no policies, reject the connection attempt. 

 2.
If all the conditions of the policy do not match the connection attempt, then go to next policy. If there are no more policies, reject the connection attempt. 

 3.
If all the conditions of the policy match the connection attempt, then check the remote access permission setting for the user attempting the connection. 

·
If Deny access is selected, then reject the connection attempt. 

·
If Allow access is selected, then apply the user account properties and profile properties. 

·
If the connection attempt does not match the settings of the user account properties and profile properties, then reject the connection attempt. 

·
If the connection attempt matches the settings of the user account properties and profile properties, then accept the connection attempt. 

·
If the remote access permission is not set to Allow access or Deny access, then the remote access permission must be set to Control access through Remote Access Policy. Therefore, check the remote access permission setting of the policy. 

·
If Deny remote access permission is selected, then reject the connection attempt. 

·
If Grant remote access permission is selected, then apply the user account properties and profile properties. 

·
If the connection attempt does not match the settings of the user account properties and profile properties, then reject the connection attempt. 

·
If the connection attempt matches the settings of the user account properties and profile properties, then accept the connection attempt. 

The following illustration shows the logic of remote access policies.

Notes

·
The profile and user account settings for the first matching policy are applied to the connection. If a connection does not match profile or user account settings of the first matching remote access policy, the additional remote access policies are not tried. 

·
A connection attempt may not match any of the remote access policies. In this case, the connection attempt is rejected regardless of the remote access permission setting on the user account. 

·
The remote access polices are tried in order. The more specific remote access policies are typically placed in the order ahead of the more general remote access policies. 

For examples of how different connection attempts are processed, see Remote access policies scenarios.

Remote access policy administrative models

In Windows 2000, there are three primary models for administering remote access permissions and connection settings:

 1.
Access by user. 

 2.
Access by policy in a Windows 2000 native-mode domain. 

 3.
Access by policy in a Windows 2000 mixed-mode domain. 

Note   This topic describes how to use remote access policies to grant or deny remote access permission. For information about managing remote access policies, see Local vs. centralized policy management. 

Access by user

In the access-by-user administrative model, remote access permissions are determined by the remote access permission on the Dial-in tab of the user account. You enable or disable remote access permission on a per-user basis by setting the remote access permission to either Allow access or Deny access.

The remote access permission setting on the remote access policy is effectively overridden by if the user remote access permission is set to either Allow access or Deny access. However, you can modify remote access policy conditions and profile properties to enforce connection settings, such as encryption requirements and idle time-outs.

You can administer access-by-user remote access with multiple remote access policies. Each remote access policy has its own profile settings. You must configure these settings carefully because a connection attempt may be rejected even when the remote access permission on the user account is set to Allow access. If a connection attempt matches the conditions of a policy but does not match the profile settings or does not match any of the remote access policies, the connection attempt is rejected.

In the access-by-user administrative model, you can control three behaviors:

 1.
Explicit allow 


The remote access permission for the user account is set to Allow access and the connection attempt matches the conditions of a policy subject to the settings of the profile and the dial-in properties of the user account.

 2.
Explicit deny 


The remote access permission for the user account is set to Deny access.

 3.
Implicit deny 


The connection attempt does not match the conditions of any remote access policies.

In Windows 2000, the access-by-user administrative model is equivalent to administering remote access on a Windows NT 4.0 RAS server.

For examples of administering remote access by using the access-by-user administrative model, see Access by user and VPN scenarios. 

Note

·
You can use the access-by-user administrative model on a stand-alone remote access server, a remote access server that is a member of a Windows 2000 native-mode domain, a remote access server that is a member of a Windows 2000 mixed-mode domain, or a remote access server that is a member of a Windows NT 4.0 domain. 

·
You can use the access-by-user administrative model if you have Windows NT 4.0 RAS or IAS servers. 

Access by policy in a Windows 2000 native-mode domain

In the access-by-policy administrative model for a Windows 2000 native-mode domain, the remote access permission on every user account is set to Control access through Remote Access Policy and remote access permissions are determined by the remote access permission setting on the remote access policy. Therefore, the remote access permission setting on the remote access policy determines whether remote access permission is allowed or denied.

In the access-by-policy administrative model for a Windows 2000 native-mode domain, you can control three behaviors:

 1.
Explicit allow 


The remote access permission on the remote access policy is set to Grant remote access permission and the connection attempt matches the conditions of the policy subject to the settings of the profile and the dial-in properties of the user account.

 2.
Explicit deny 


The remote access permission on the remote access policy is set to Deny remote access permission and the connection attempt matches the conditions of the policy.

 3.
Implicit deny 


The connection attempt does not match the conditions of any remote access policies.

For examples of administering remote access by using the access-by-policy administrative model for a Windows 2000 native-mode domain, see Access by policy in a Windows 2000 native-mode domain.

Notes

·
If you use this administrative model and do not add any remote access policies and do not change the default remote access policy (named Allow access if dial-in permission is enabled), then no users are allowed remote access. By default, the remote access permission on the default remote access policy is set to Deny remote access permission. If you change the setting to Grant remote access permission, then all users are allowed remote access. 

·
The access-by-policy administrative model for a Windows 2000 native-mode domain also applies to stand-alone remote access servers that are not a member of a domain. 

·
You cannot use the access-by-policy administrative model for a Windows 2000 native-mode domain if you have Windows NT 4.0 RAS or IAS servers. 

·
If you use the access-by-policy administrative model for a Windows 2000 native-mode domain and do not use groups to specify which users get access, then verify that the Guest account is disabled and its remote access permission is set to Deny access. 

Access by policy in a Windows 2000 mixed-mode domain

In the access-by-policy administrative model for a Windows 2000 mixed-mode domain, the remote access permission on every user account is set to Allow access, the default remote access policy is deleted, and separate remote access policies are created to define the types of connections that are allowed. On a remote access server running Windows 2000 that is a member of a Windows 2000 mixed-mode domain, the Control access through Remote Access Policy option is not available for remote access permission on the user account. If a connection attempt matches the conditions of a policy subject to the profile and user account dial-in settings, then the connection is accepted.

This administrative model also applies to a remote access server running Windows 2000 that is a member of a Windows NT 4.0 domain.

In the access-by-policy administrative model for a Windows 2000 mixed-mode domain, you can control three behaviors:

 1.
Explicit allow 


The connection attempt matches the conditions of a policy subject to the settings of the profile and the dial-in properties of the user account.

 2.
Explicit deny 


The connection attempt matches the conditions of a policy but not the settings of the profile. You can do an explicit deny in this administrative model by enabling the Restrict Dial-in to this number only dial-in constraint and typing a number that does not correspond to any dial-in number being used by the remote access server. For an example, see Deny connection through group membership.

 3.
Implicit deny 


The connection attempt does not match the conditions of any remote access policies.

For examples of administering remote access by using the access-by-policy administrative model for a Windows 2000 mixed-mode domain, see Access by policy in a Windows 2000 mixed-mode domain.

Notes

·
If you do not delete the default remote access policy named Allow access if dial-in permission is enabled, then all users can obtain a remote access connection. 

·
If you have Windows NT 4.0 Routing and Remote Access Service (RRAS) servers, you can only use the access-by-policy in a Windows 2000 mixed-mode domain administrative model if the RRAS servers are configured as RADIUS clients to a Windows 2000 IAS server. You cannot use the access-by-policy in a Windows 2000 mixed-mode domain administrative model for Windows NT 4.0 RAS servers. 

Important   The administrative models described here are recommended ways of controlling remote access. You can administer remote access through a mixture of these models. However, you must do so carefully to produce the intended results. Improper configuration may lead to connection attempts that are rejected when they should be accepted and connection attempts that are accepted when they should be rejected. To troubleshoot these complex configurations, you can apply the logic the remote access server uses when processing connection attempts. For more information, see Accepting a connection attempt. 

Remote access policies scenarios

Remote access policies allow a tremendous amount of flexibility in accepting connections based on the policy evaluation order, the conditions on each policy, the user and policy dial-in permissions, and the policy profile properties and user account properties.

This section describes some common scenarios that use remote access policies:

·
Access by user 

·
Access by policy in a Windows 2000 native-mode domain 

·
Access by policy in a Windows 2000 mixed-mode domain 

·
VPN scenarios 

·
Send NAS-specific RADIUS attributes to a RADIUS client 

Access by user

This section describes some common scenarios that use remote access policies and the access-by-user administrative model:

·
Grant remote access per user 

·
Restrict connections to a maximum session time 

·
Apply connection settings by Windows 2000 group 

Grant remote access per user

In this scenario, the network administrator wants to maintain the same administrative model as Windows NT 4.0: Dial-in access is granted on a per-user basis by modifying the dial-in properties on the user account. The remote access permission is set to either Allow access or Deny access. This is the default behavior for remote access policies.

The default policy is named Allow access if dial-in permission is enabled. The settings on this policy are:

·
A single condition that consists of the Day-And-Time-Restrictions attribute is set for all times on all days. 

·
The Deny remote access permission option is selected. 

·
The profile is set to default settings. 

When a user attempts a remote access connection, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The default policy Allow access if dial-in permission is enabled is evaluated. 

 2.
The settings of the connection attempt do match the conditions of the policy (the connection attempt is happening at any day or time). 

 3.
On the user account, the setting under Remote Access Permission (Dial-in or VPN) is evaluated. 

·
If Allow access is selected, the connection is accepted subject to the settings of the user account dial-in properties and profile properties. 

·
If Deny access is selected, the connection is rejected. 

Note   If the remote access permission on a user account is set to Control access through Remote Access Policy, the connection attempt is rejected. 

Restrict connections to a maximum session time

In this scenario, the network administrator is administering remote access permission through the dial-in properties on the user account. For users who are allowed remote access, the remote access permission is set to Allow access. For users who are not allowed remote access, the remote access permission is set to Deny access. 

The network administrator wants to limit the maximum session time for all users to 20 minutes to conserve limited remote access server connection resources. In this case, only one policy is needed: a policy that accepts connection attempts but imposes a maximum session time of 20 minutes.

To implement this remote access scenario, the administrator completes the following steps:

 1.
Delete the default policy named Allow access if dial-in permission is enabled. 


For more information, see To delete a remote access policy.

 2.
Create a new policy named Maximum session time of 20 minutes. 


For more information, see To add a remote access policy.

 3.
Add the Day-And-Time-Restrictions condition to the new policy, and then select all times on all days. 


For more information, see To configure a condition of a remote access policy.

 4.
Verify that the Deny remote access permission option is selected on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Dial-in Constraints tab, set Restrict maximum session to to 20 minutes. 


For more information, see To configure dial-in constraints.

Apply connection settings by Windows 2000 group

The network administrator wants to restrict dial-in access for all contracted employees from 8 A.M. to 5 P.M., Monday through Friday. Regular employees have no restrictions on when they can dial in. All contractor user accounts are a member of the Contractors Windows 2000 group.

In this case, two policies are needed: 

·
A policy that only accepts a connection attempt by a member of the Contractors group who dials in at a time between 8 A.M. to 5 P.M., Monday through Friday. 

·
A policy that accepts a connection attempt from everyone else at any time of day (the default policy named Allow access if dial-in permission is enabled). 

To implement this remote access scenario, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 2.
Create a new policy named Contractor dial-in access from 8–5, Mon–Fri. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the Contractors group. 


For more information, see To configure a condition of a remote access policy.

 4.
Select the Grant remote access permission option. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Dial-in Constraints tab, set Restrict access to the following days and times to permit a logon attempt from 8 A.M. to 5 P.M. on Monday through Friday. 


For more information, see To configure dial-in constraints.

 6.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

Note   Because the access-by-user administrative model is being used, the remote access permission setting on the user account overrides the remote access permission setting on the policy. However, to prepare for an eventual transition to an access-by-policy administrative model, the network administrator set the remote access permission to Grant remote access permission. 

Example of accepting a connection

For this scenario, you can assume the following:

·
James (account name James) is an employee and Laura (account name Laura) is a contractor. Both James and Laura have their remote access permission set to Allow access. 

·
The user account Laura is a member of the Contractors group. 

When Laura dials in and uses her account name, Laura, for authentication, the following occurs:

 1.
The first policy named Contractor dial-in access from 8–5, Mon–Fri is evaluated. 

 2.
The settings of the connection attempt match the conditions of the policy (Laura is a member of the Contractors group). 

 3.
The Remote Access Permission (Dial-in or VPN) setting on the Laura user account is evaluated and determined to be Allow access. 

 4.
The settings of the user account properties and profile properties are applied. 


Because the dial-in constraints on the profile properties are set to only allow a logon attempt for from 8 A.M. to 5 P.M. on Monday through Friday, if the time of the connection attempt does not fall within those times, the connection attempt is rejected. 

When James dials in and uses his account name, James, for authentication, the following occurs:

 1.
The first policy named Contractor dial-in access from 8–5, Mon–Fri is evaluated. 

 2.
The settings of the connection attempt do not match the conditions of the policy (James is not a member of the Contractors group). 

 3.
The next policy named Allow access if dial-in permission is enabled is evaluated. 

 4.
The settings of the connection attempt match the conditions of the policy (the connection attempt is happening at any day or time). 

 5.
The Remote Access Permission (Dial-in or VPN) setting on the James user account is evaluated and determined to be Allow access. 

 6.
The connection is accepted subject to the settings of the user account properties and profile properties. 

Access by policy in a Windows 2000 native-mode domain

This section describes some common scenarios that use remote access policies and the access-by-policy administrative model in a Windows 2000 native-mode domain:

·
Allow connection through group membership 

·
Deny connection through group membership 

Note   These scenarios also apply to a remote access server running Windows 2000 that is a stand-alone server. 

Allow connection through group membership

In this scenario, the network administrator is using the access-by-policy administrative model in a Windows 2000 native-mode domain. All user accounts must have the Remote Access Permission (Dial-in or VPN) option set to Control access through Remote Access Policy.

The network administrator wants to allow connections only for those user accounts that belong to a specific set of groups. Once remote access permission is set for all user accounts, the administrator completes the following steps:

 1.
Delete the default policy named Allow access if dial-in permission is enabled. 


For more information, see To delete a remote access policy.

 2.
Create a new policy named Accept if member of configured groups. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the groups that are allowed remote access. 


For more information, see To configure a condition of a remote access policy.

 4.
Select the Grant remote access permission option on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named Accept if member of configured groups is evaluated. 

·
If the user account that is used to authenticate the connection is not a member of the configured groups, the connection is rejected because there are no more remote access policies to process. 

·
If the user account that is used to authenticate the connection is a member of the configured groups, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Control access through Remote Access Policy is selected, then the remote access permission setting on the policy is checked. 

·
Because Grant remote access permission is selected, the connection is accepted subject to the settings of the user account properties and profile properties. 

Notes

·
It is not necessary to have a separate remote access policy for each group. Instead, you can use nested groups to consolidate group membership and delegate administration of group membership. For a remote access or IAS server in a Windows 2000 native-mode domain, you can use universal groups. For more information, see When to use universal groups. 

·
You cannot use the built-in local groups for the Windows Groups attribute. 

Deny connection through group membership

In this scenario, the network administrator is using the access-by-policy administrative model in a Windows 2000 native-mode domain. All user accounts must have the Remote Access Permission (Dial-in or VPN) option set to Control access through Remote Access Policy.

The network administrator wants to allow connections only for those user accounts that do not belong to a specific set of groups. 

In this case, two policies are needed: 

·
A policy that rejects a connection attempt by a member of the specific group. 

·
A policy that accepts a connection attempt from everyone else at any time and day. 

Once remote access permission is set for all user accounts, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 2.
Select the Grant remote access permission option on the default policy. 


For more information, see To configure a remote access policy to grant or deny access.

 3.
Create a new policy named Deny if member of configured groups. 


For more information, see To add a remote access policy.

 4.
Add the Windows-Groups condition to the new policy, and then add the groups that are denied remote access. 


For more information, see To configure a condition of a remote access policy.

 5.
Select the Deny remote access permission option on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 6.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named Deny if member of configured groups is evaluated. 

 2.
If the user account that is used to authenticate the connection is a member of the configured groups, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Control access through Remote Access Policy is selected, then the remote access permission setting on the policy is checked. 

·
Because Deny remote access permission is selected, the connection is rejected. 

 3.
If the user account that is used to authenticate the connection is not a member of the configured groups, then the next policy called Allow access if dial-in permission is enabled is checked. 


Because the user is dialing in at any time on any day, the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Control access through Remote Access Policy is selected, then the remote access permission setting on the policy is checked. 

·
Because Grant remote access permission is selected, the connection is accepted subject to the settings of the user account properties and profile properties. 

Access by policy in a Windows 2000 mixed-mode domain

This section describes some common scenarios that use remote access policies and the access-by-policy administrative model in a Windows 2000 mixed-mode domain:

·
Allow connection through group membership 

·
Deny connection through group membership 

Note   These scenarios also apply to a remote access server running Windows 2000 that is a member of a Windows NT 4.0 domain. 

Allow connection through group membership

In this scenario, the network administrator is using the access-by-policy administrative model in a Windows 2000 mixed-mode domain. All user accounts must have the Remote Access Permission (Dial-in or VPN) option set to Allow access.

The network administrator wants to allow connections only for those user accounts that belong to a specific set of groups. Once remote access permission is set for all user accounts, the administrator completes the following steps:

 1.
Delete the default policy named Allow access if dial-in permission is enabled. 


For more information, see To delete a remote access policy.

 2.
Create a new policy named Accept if member of configured groups. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the groups that are allowed remote access. 


For more information, see To configure a condition of a remote access policy.

 4.
Select the Grant remote access permission option on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named Accept if member of configured groups is evaluated. 

·
If the user account that is used to authenticate the connection is not a member of the configured groups, the connection is rejected because there are no more remote access policies to process. 

·
If the user account that is used to authenticate the connection is a member of the configured groups, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
Because Allow access is selected, the connection is accepted subject to the settings of the user account properties and profile properties. 

Deny connection through group membership

In this scenario, the network administrator is using the access-by-policy administrative model in a Windows 2000 mixed-mode domain. All user accounts must have the Remote Access Permission (Dial-in or VPN) option set to Allow access.

The network administrator wants to prevent dial-in access for all vendors. Regular employees have no restrictions on dialing in. All vendor user accounts are a member of the Vendors Windows 2000 group.

In this case, two policies are needed: 

·
A policy that rejects a connection attempt by a member of the Vendors group. 

·
A policy that accepts a connection attempt from everyone else at any time and day. 

Once remote access permission is set for all user accounts, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 

 2.
Create a new policy named Reject vendor connections. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the Vendors group. 


For more information, see To configure a condition of a remote access policy.

 4.
Verify that the Deny remote access permission option is selected on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Dial-in Constraints tab, select the Restrict Dial-in to this number only check box and type 555-0111. The number 555-0111 is not a dial-in number of the remote access server and is deliberately typed so that the properties of the connection attempt do not match the settings of the remote access policy. 


For more information, see To configure dial-in constraints.

 6.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

Example of accepting a connection

This example demonstrates the logic used by remote access policies. For this scenario, you can assume the following:

·
All of the Windows 2000 user accounts have Remote Access Permission (Dial-in or VPN) set to Allow access. All other dial-in properties on the user accounts are set at their default values. 

·
James (account name James) is an employee and Laura (account name Laura) is a vendor. 

·
The user account Laura is a member of the Vendors group. 

When Laura dials in and uses her account name, Laura, for authentication, the following occurs:

 1.
The first policy named Reject vendor connections is evaluated. 


The settings of the connection attempt match the conditions of the policy (Laura is a member of the Vendors group). 

·
The Remote Access Permission (Dial-in or VPN) setting on the Laura user account is evaluated and determined to be Allow access. 

·
The settings of the user account properties and profile properties are applied. 


Because the profile properties are set to only allow connections that dial in to the number 555-0111, and the remote access server is not using the dial-in number 555-0111, the connection is rejected. 

When James dials in and uses his account name, James, for authentication, the following occurs:

 1.
The first policy named Reject vendor connections is evaluated. 


The settings of the connection attempt do not match the conditions of the policy (James is not a member of the Vendors group). 

 2.
The next policy named Allow access if dial-in permission is enabled is evaluated. 


The settings of the connection attempt match the conditions of the policy (the connection attempt is happening at any day or time). 

·
The Remote Access Permission (Dial-in or VPN) setting on the James user account is evaluated and determined to be Allow access. 

·
The connection is accepted subject to the settings of the user account properties and profile properties. 

VPN scenarios

This section describes some common scenarios that use remote access policies to enforce secure behavior for virtual private network (VPN) connections:

·
Force VPN clients to use smart cards for authentication 

·
Force VPN clients to use strong encryption 

·
Apply packet filters for business partner extranet 

Note   These scenarios use the access-by-user administrative model. 

Force VPN clients to use smart cards for authentication

In this scenario, the network administrator is using the access-by-user administrative model. For users who are allowed remote access, the remote access permission is set to Allow access. For users who are not allowed remote access, the remote access permission is set to Deny access. 

The network administrator wants all virtual private network (VPN) clients to use smart card authentication by using the EAP-TLS authentication protocol. Dial-up networking clients can use the default authentication methods for authentication.

In this case, two policies are needed: 

·
A policy that forces VPN connections to use EAP-TLS. 

·
A policy that accepts a connection attempt from everyone else at any time and day (the default policy named Allow access if dial-in permission is enabled). 

To implement this remote access scenario, the administrator completes the following steps:

 1.
Enable the use of EAP. 


For more information, see EAP.

 2.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 3.
Create a new policy named VPN clients must use smart cards. 


For more information, see To add a remote access policy.

 4.
Add the NAS-Port-Type condition to the new policy, and then add Virtual (VPN). 


For more information, see To configure a condition of a remote access policy.

 5.
Verify that the Deny remote access permission option is selected on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 6.
Modify the profile on the new policy. On the Authentication tab, select only the Extensible Authentication Protocol check box, click Smart card or other certificate (TLS), and configure the EAP type for the machine certificate installed on the remote access server. 


For more information, see To configure authentication.

 7.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named VPN clients must use smart cards is checked. 

 2.
If the connection type is a VPN connection, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Deny access is selected, the connection attempt is rejected. 

·
If Allow access is selected, the profile settings are applied to the connection. 

·
If the connection attempt used the EAP-TLS authentication protocol, then the connection is accepted. 

·
If the connection attempt did not use the EAP-TLS authentication protocol, then the connection is rejected. 

 3.
If the connection attempt is not a VPN connection, then the next remote access policy called Allow access if dial-in permission is enabled is checked. 


Because the user is dialing in at any time on any day, the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Deny access is selected, the connection attempt is rejected. 

·
If Allow access is selected, the connection is accepted subject to the settings of the user account properties and profile properties. 

For more information, see Smart cards and remote access VPN connections.

Force VPN clients to use strong encryption

In this scenario, the network administrator is using the access-by-user administrative model. For users who are allowed remote access, the remote access permission is set to Allow access. For users who are not allowed remote access, the remote access permission is set to Deny access.

The network administrator wants all virtual private network (VPN) clients to use strong encryption. For PPTP connections, 128-bit Microsoft Point-to-Point Encryption (MPPE) must be used. For L2TP over IPSec connections, Triple Data Encryption Standard (3DES) must be used. Dial-up networking clients can use the default settings for encryption.

In this case, two policies are needed: 

·
A policy that forces VPN connections to use strong encryption. 

·
A policy that accepts a connection attempt from everyone else at any time of day (the default policy named Allow access if dial-in permission is enabled).

To implement this remote access scenario, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 2.
Create a new policy named VPN clients must use strong encryption. 


For more information, see To add a remote access policy.

 3.
Add the NAS-Port-Type condition to the new policy, and then add Virtual (VPN). 


For more information, see To configure a condition of a remote access policy.

 4.
Verify that the Grant remote access permission option is selected for the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Authentication tab, select only the Microsoft Encrypted Authentication (MS-CHAP) and Microsoft Encrypted Authentication version 2 (MS-CHAP v2) check boxes. 


For more information, see To configure authentication.

 6.
On the Encryption tab, clear all the options except Strongest. 


For more information, see To configure encryption.

 7.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

Note   Because the access-by-user administrative model is being used, the remote access permission setting on the user account overrides the remote access permission setting on the policy. However, to prepare for an eventual transition to an access-by-policy administrative model, the network administrator set the remote access permission to Grant remote access permission. 

When a user dials in, the following logic is used to accept or reject the connection attempt (assuming the default settings are set on the dial-in properties for the user account):

 1.
The first policy named VPN clients must use strong encryption is checked. 

 2.
If the connection type is a VPN connection, then the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Deny access is selected, the connection attempt is rejected. 

·
If Allow access is selected, the profile settings are applied to the connection. 

·
If the connection attempt is using 128-bit MPPE encryption or 3DES IPSec encryption, then the connection is accepted. 

·
If the connection attempt is not using 128-bit MPPE encryption or 3DES IPSec encryption, then the connection is rejected. 

 3.
If the connection attempt is not a VPN connection, then the next remote access policy called Allow access if dial-in permission is enabled is checked. 


Because the user is dialing in at any time on any day, the Remote Access Permission (Dial-in or VPN) setting on the user account is evaluated. 

·
If Deny access is selected, the connection attempt is rejected. 

·
If Allow access is selected, the connection is accepted subject to the default settings of the user account properties and profile properties. 

Apply packet filters for business partner extranet

In this scenario, the network administrator is using the access-by-user administrative model. For users who are allowed remote access, the remote access permission is set to Allow access. For users who are not allowed remote access, the remote access permission is set to Deny access.

The network administrator wants to restrict access for all business partner virtual private network (VPN) connections to the resources of an extranet, a specific network segment that contains business partner Web and file servers. Dial-up connections from business partners are not allowed. Regular employees have no restrictions on what they can access when they connect by using either a dial-up or VPN connection. All business partner user accounts are a member of the Partners Windows 2000 group.

In this case, three policies are needed: 

 1.
A policy that accepts a VPN connection attempt by a member of the Partners group and restricts access to the extranet by using profile-based TCP/IP filters. 

 2.
A policy that rejects dial-up connection attempts by members of the Partners group. 

 3.
A policy that accepts a connection attempt from everyone else at any time of day (the default policy named Allow access if dial-in permission is enabled). 

To implement this remote access scenario, the administrator completes the following steps:

 1.
Verify that the default policy named Allow access if dial-in permission is enabled exists. 


For more information, see To re-create the default remote access policy.

 2.
Create a new policy named Allow extranet access by business partners via VPN. 


For more information, see To add a remote access policy.

 3.
Add the Windows-Groups condition to the new policy, and then add the Partners group. 

 4.
Add the NAS-Port-Type condition to the new policy, and then add Virtual (VPN). 


For more information, see To configure a condition of a remote access policy.

 5.
Select the Grant remote access permission option. 


For more information, see To configure a remote access policy to grant or deny access.

 6.
Modify the profile on the new policy. On the IP tab, set IP packet filters from the client and to the client to only allow packets to and from the extranet network segment. 


For more information, see To configure IP options.

 7.
Move the new policy so that it is the first policy being evaluated. 


For more information, see To change the policy evaluation order.

 8.
Create a new policy named Deny access by business partners via dial-up. 


For more information, see To add a remote access policy.

 9.
Add the Windows-Groups condition to the new policy, and then add the Partners group. 


For more information, see To configure a condition of a remote access policy.

10.
Select the Deny remote access permission option. 


For more information, see To configure a remote access policy to grant or deny access.

11.
Modify the profile on the new policy. On the Dial-in Constraints tab, select the Restrict Dial-in to this number only check box and type 555-0111. The number 555-0111 is not a dial-in number of the remote access server and is deliberately typed so that the properties of the connection attempt do not match the settings of the remote access policy. 


For more information, see To configure dial-in constraints.

12.
Move the new policy so that it is the second policy being evaluated. 


The three policies are now in the following order:

 1.
Allow extranet access by business partners via VPN 

 2.
Deny access by business partners via dial-up 

 3.
Allow access if dial-in permission is enabled 


For more information, see To change the policy evaluation order.

Note   Because the access-by-user administrative model is being used, the remote access permission setting on the user account overrides the remote access permission setting on the policy. However, to prepare for an eventual transition to an access-by-policy administrative model, the network administrator set the remote access permission to the appropriate value. 

Example of accepting a connection

For this scenario, you can assume the following:

·
James (account name James) is an employee and Laura (account name Laura) is a business partner. Both James and Laura have their remote access permission set to Allow access. 

·
The user account Laura is a member of the Partners group. 

When Laura attempts a VPN connection and uses her account name, Laura, for authentication, the following occurs:

 1.
The first policy named Allow extranet access by business partners via VPN is evaluated. 

 2.
The settings of the connection attempt match the conditions of the policy (Laura is a member of the Partners group and it is a VPN connection). 

 3.
The Remote Access Permission (Dial-in or VPN) setting on the Laura user account is evaluated and determined to be Allow access. 

 4.
The settings of the user account properties and profile properties are applied. 


The connection is accepted and TCP/IP packet filters are applied to the connection that only allow traffic to and from the extranet network. 

When Laura attempts a dial-up connection and uses her account name, Laura, for authentication, the following occurs:

 1.
The first policy named Allow extranet access by business partners via VPN is evaluated. 


The settings of the connection attempt do not match the conditions of the policy (the connection is not a VPN connection). 

 2.
The next policy named Deny access by business partners via dial-up is evaluated. 


The settings of the connection attempt match the conditions of the policy (Laura is a member of the Partners group). 

 3.
The Remote Access Permission (Dial-in or VPN) setting on the Laura user account is evaluated and determined to be Allow access. 

 4.
The settings of the user account properties and profile properties are applied. 


Because the profile properties are set to not allow a logon attempt for any day or time, the connection is rejected. 

When James dials in and uses his account name, James, for authentication, the following occurs:

 1.
The first policy named Allow extranet access by business partners via VPN is evaluated. 


The settings of the connection attempt do not match the conditions of the policy (James is not a member of the Partners group). 

 2.
The next policy named Deny access by business partners via dial-up is evaluated. 


The settings of the connection attempt do not match the conditions of the policy (James is not a member of the Partners group). 

 3.
The next policy named Allow access if dial-in permission is enabled is evaluated. 


The settings of the connection attempt match the conditions of the policy (the connection attempt is happening at any day or time). 

 4.
The Remote Access Permission (Dial-in or VPN) setting on the James user account is evaluated and determined to be Allow access. 


The connection is accepted subject to the settings of the user account properties and profile properties. 

Send NAS-specific RADIUS attributes to a RADIUS client

In this scenario, the network administrator wants the Internet Authentication Service (IAS) server to send a series of network access server (NAS) attributes that are specific to the Ascend NAS.

To implement this remote access scenario, the administrator completes the following steps:

 1.
When the NAS as a RADIUS client is added, configure its manufacturer. 


For more information about configuring a RADIUS client for an IAS server, see To register RADIUS clients.

 2.
Create a new policy named RADIUS attributes for Ascend NAS. 


For more information, see To add a remote access policy.

 3.
Add the NAS-Manufacturer condition to the new policy, and then add Ascend. 


For more information, see To configure a condition of a remote access policy.

 4.
Verify that the Allow remote access permission option is selected on the new policy. 


For more information, see To configure a remote access policy to grant or deny access.

 5.
Modify the profile on the new policy. On the Advanced tab, add the appropriate RADIUS attributes to be sent back to the Ascend NAS. 


For more information, see To add RADIUS attributes to a remote access policy.

 6.
Delete the default policy named Allow access if dial-in permission is enabled or move it so that it is evaluated after the RADIUS attributes for Ascend NAS policy. 


For more information, see To delete a remote access policy.

Restartable file copy

Restartable file copy automatically begins retransferring a file upon reconnection whenever your remote access connection has been lost. Nearly anyone who uses a modem probably remembers times when a file transfer across a modem is nearly complete only to have the remote connection disconnect before the transmission completes. Reestablishing the connection and starting the file transfer process all over again is frustrating, time-consuming, and expensive. Restartable file copy addresses these problems by remembering the status of your file transmission and continuing the transfer from that point once you reconnect.

Multilink and BAP

Windows 2000 remote access supports Multilink and the Bandwidth Allocation Protocol (BAP). With Multilink, multiple physical links to appear as a single logical link over which data is sent and received. A good example is the aggregation of both B channels of an ISDN Basic Rate Interface (BRI) connection. Multilink is the recommended method of combining multiple B channels of a BRI connection because the support for bonding, the combining of ISDN B channels through hardware support, is specific to the ISDN adapter. You can use Multilink for any ISDN adapter. Multilink must be supported on both sides of the connection.

While Multilink allows for multiple physical links to be aggregated, Multilink does not provide a mechanism to adapt to changing bandwidth conditions by adding extra links when needed or terminating extra links when unneeded. This additional capability is provided by the Bandwidth Allocation Protocol (BAP). BAP uses a Multilink connection to dynamically manage links. 

For example, a Multilink and BAP-enabled remote access client and remote access server create a Multilink connection that consists of a single physical link. As the utilization of the single link rises to a configured level, the remote access client uses a BAP request message to request an additional link. The BAP request message specifies the type of link desired, such as analog phone, ISDN, or X.25. The remote access server then sends a BAP response message that contains the phone number of an available port on the remote access server of the same type as specified by the remote access client in the BAP request.

Enabling Multilink and BAP

To enable Multilink and BAP, you must do the following:

 1.
Enable dynamic bandwidth control on the remote access server by using Routing and Remote Access. For more information, see To enable BAP and BACP. Multilink and BAP are enabled by default. 

 2.
Enable Multilink on the appropriate remote access policy. For more information, see To configure multilink options. By default, the policy profile is configured to use the settings of the remote access server. 

 3.
Configure Multilink and BAP behavior on the remote access client running Windows 2000. For more information, see Configuring multiple device dialing. 

To set the phone number on a port that is sent back to a BAP-enabled client, see To set the phone number on a port.

Note   When Multilink and BAP are used in combination with callback feature set to always call back to the same number, a concentrator must exist on the caller side that can distribute incoming calls to the same number on various ports. 

Logging

A remote access server running Windows 2000 supports three types of logging:

 1.
Event logging 


Event logging is the recording of events in the Windows 2000 system event log. Event logging is typically used for troubleshooting or for notifying network administrators of unusual events. For more information, see Troubleshooting tools.

 2.
Local authentication and accounting logging 


A remote access server running Windows 2000 supports the logging of authentication and accounting information for remote access connections in local logging files when Windows authentication or Windows accounting is enabled. This logging is separate from the events recorded in the system event log. You can use the information that is logged to track remote access usage and authentication attempts. Authentication and accounting logging is especially useful for troubleshooting remote access policy issues. For each authentication attempt, the name of the remote access policy that either accepted or rejected the connection attempt is recorded.


The authentication and accounting information is stored in a configurable log file or files stored in the systemroot\System32\LogFiles folder. The log files are saved in Internet Authentication Service (IAS) 1.0 or Open Database Connectivity (ODBC) format, meaning that any ODBC-compliant database program can read the log file directly for analysis.


To configure authentication and accounting logging, you must first enable either Windows authentication or Windows accounting. For more information, see To use Windows accounting. Then, you can configure the type of activity to log (accounting or authentication activity) and log file settings. For more information, see To configure logging. 


For information about the ODBC format of the log file, see Interpreting ODBC-compatible log files.


For information about the IAS format of the log file, see Interpreting IAS-formatted log files.

 3.
RADIUS-based authentication and accounting logging 


A remote access server running Windows 2000 supports the logging of authentication and accounting information for remote access connections at a Remote Authentication Dial-In User Service (RADIUS) server when RADIUS authentication and accounting are enabled. This logging is separate from the events recorded in the system event log. You can use the information that is logged on your RADIUS server to track remote access usage and authentication attempts. For more information, see To use RADIUS authentication and To use RADIUS accounting.


If your RADIUS server is a Windows 2000 computer running the Internet Authentication Service (IAS), then authentication and accounting information is logged in log files stored on the IAS server. For more information, see Logging user authentication and accounting requests.

The remote access server and network management

A remote access server running Windows 2000 can participate in a Simple Network Management Protocol (SNMP) environment as an SNMP agent. For this configuration, you need to install the Windows 2000 SNMP service. For more information, see To install the SNMP service. 

The remote access server records management information in various object identifiers of the Internet MIB II that is installed with the SNMP service. Objects in the Internet MIB II are documented in RFC 1213, "Management Information Base for Network Management of TCP/IP-based internets: MIB-II."

For more information about the Windows 2000 SNMP service, see SNMP. 

Using remote access

This section covers: 

·
Installing the remote access server 

·
Installing dial-up equipment 

·
Deploying remote access 

·
Remote access scenarios 

Installing the remote access server

To enable and configure the remote access server, you must be logged on as a member of the Administrators group.

Hardware requirements

Before you install the Routing and Remote Access service, all hardware should be installed and working. Depending on your network and your requirements, you might need the following hardware:

·
Network adapter with a certified Network Driver Interface Specification (NDIS) driver 

·
One or more compatible modems and an available COM port 

·
Multiport adapter for acceptable performance with multiple remote connections 

·
X.25 smart card (if you are using an X.25 network) 

·
ISDN adapter (if you are using an ISDN line) 

To verify the compatibility of all hardware in a computer running Windows 2000 Server, see the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

Installing the software

When you install Windows 2000 Server, the remote access component is automatically installed. However, the Routing and Remote Access service is installed in a disabled state.

For more information, see To enable the Routing and Remote Access service.

Installing dial-up equipment

This section provides information about the types of dial-up and remote access equipment used by the remote access server: 

·
Modems 

·
ISDN 

·
X.25 

·
ATM 

Modems

Modems are the most commonly used dial-up equipment and offer up to 56,000 bps over an analog phone line. To ensure that your modems work with Windows 2000 remote access, select them from the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/). Microsoft has tested and verified the modems on this list with the Windows 2000 remote access server.

Modems from different manufacturers, and even different models from one manufacturer, may be incompatible in some settings and circumstances. Even modems that claim to follow the Hayes AT command set may, at times, be unable to communicate with other Hayes-compatible modems.

Because modems achieve high speeds in different ways, compatibility problems increase with high-speed modems. Even modems that follow a standard for compression and error correction may be unable to communicate with each other at higher speeds and, therefore, may fall back to a slower speed. If you buy high-speed modems from different manufacturers to benefit from high data-exchange rates, you might be disappointed.

Note   To ensure modem compatibility, you should have clients and servers use the same kind of modem. This is less critical if your modems conform to industry standards, but it is safer to choose the same model for both clients and server. 

For general information about modems in Windows 2000, see Modems.

For information about troubleshooting modems, see Troubleshooting modems.

Connecting without a modem

You can connect two computers without a modem through a direct serial, direct parallel, or infrared connection. Although a direct connection eliminates the need for a network adapter, it is a slow link.

For more information, see: 

·
Direct connections 

·
Infrared Network and Dial-up Connections 

Modem-pooling equipment

Windows 2000 Server works with a variety of modem-pooling equipment.

For more information, see To configure modem-pooling equipment.

ISDN

Integrated Services Digital Network (ISDN) offers a much faster communication speed than an analog telephone line. The analog telephone line can communicate at speeds up to 56 kilobits per second (Kbps), whereas ISDN communicates at speeds of 64 or 128 Kbps. Businesses that need this kind of speed usually have a large telecommuting workforce or need to do extensive administrative tasks remotely, such as install software on off-site workstations.

Installing an ISDN adapter

A primary rate ISDN line comes with two B channels and one D channel. Each B channel transmits data at 64 Kbps. The D channel is for signaling and transmits data at 16 Kbps.

You need to install ISDN adapters on the server and on each client. Then you can configure each B channel to act as a port, or you can configure all B channels to act as a single port. For instructions on installing an ISDN adapter, see the adapter's documentation. If you cannot configure all of the B channels on your ISDN adapter to act as a single port, then use Multilink to aggregate the multiple B channels into a single logical port. 

If your business has a large number of people calling in to the remote access server, you can configure each channel to operate as a separate port. This configuration allows the greatest number of people to call in.

However, if your business has few people calling in, but needs more data-transmission speed, you can configure both channels to act as a single port. With this configuration, line speed increases to 128 Kbps. If you have installed more than one adapter, you can combine the channels on each adapter and get even faster transmission speed.

For information about installing an ISDN adapter, see To install an ISDN adapter.

X.25

X.25 is a packet-switching technology that transmits data reliably across a packet-switching network. You can reach the X.25 network through a direct connection or through an asynchronous connection that dials in to a packet assembler/disassembler (PAD). The Windows 2000 remote access server only supports direct connections to X.25 networks by using an X.25 smart card.

After you install Windows 2000 Server and enable the Routing and Remote Access service, you can set up the remote access server for an X.25 network. For more information, see To configure an X.25 smart card.

Notes

·
The remote access server does not support callback on X.25 networks. 

·
An X.25 smart card is not related to a smart card that is used for authentication. 

ATM

Asynchronous transfer mode (ATM) is a fixed-length, cell-based, packet-switching technology that transmits data across an ATM network. You can reach the ATM network through a direct connection such as digital subscriber line (DSL) or cable modem, or through an ATM on-demand connection. The Routing and Remote Access service supports Point-to-Point Protocol (PPP) connections over switched virtual circuit (SVC) or permanent virtual circuit (PVC) ATM connections.

PPP connections over ATM requires an ATM adapter with the appropriate support for the physical connection to the ATM network. Once installed, the ATM adapter appears as a dial-up device. For more information, see Devices and ports.

For more information on ATM and ATM support in Windows 2000, see Windows ATM services.

Deploying remote access

This section covers: 

·
Setting up dial-up remote access 

·
Setting up remote access VPNs 

·
Using smart cards for remote access 

·
Windows 2000 authentication 

·
Windows 2000 domain upgrade behavior 

·
Using RADIUS 

Setting up dial-up remote access

This section covers: 

·
Dial-up remote access design considerations 

·
Dial-up remote access security 

·
Deploying dial-up remote access

Dial-up remote access design considerations

To prevent problems, you should consider the following design issues before you implement dial-up remote access connections.

IP address allocation

Determine whether the remote access server will use DHCP or a static IP address pool to obtain addresses for dial-up clients. If you use a static IP address pool, determine whether the pool will be ranges of addresses that are a subset of addresses from the IP network to which the server is attached or a separate subnet. If the static IP address pool address ranges represent a different subnet, ensure that routes to the address ranges exist in the routers of your intranet so that traffic to connected remote access clients is forwarded to the remote access server.

Number of incoming ports needed

Determine the maximum number of dial-up remote access clients that dial in at one time. Based on the number, you need to obtain modem bank equipment and phone lines that meets that need. Once the driver for the modem bank adapter is installed, verify that all of the ports of the modem bank device are configured to allow remote access. For more information, see To configure ports for remote access.

Deciding on a remote access policy administrative model

Before setting the dial-in permission on user accounts and creating remote access policies, you need to decide on a remote access policy administrative model. In Windows 2000, there are three primary models for administering remote access permissions and connection settings:

 1.
Access by user. 

 2.
Access by policy in a Windows 2000 native-mode domain. 

 3.
Access by policy in a Windows 2000 mixed-mode domain. 

For more information, see Remote access policy administrative models.

Creating a remote access policy for dial-up remote access connections

By using remote access policies, you can create a policy that requires remote access dial-up connections to use a specific authentication method and encryption strength.

For example, you can create a Windows 2000 group called Dial-Up Users whose members are the user accounts of the users who are creating dial-up remote access connections. Then, you create a policy with two conditions on the policy: the NAS-Port-Type is set to all types except Virtual (VPN) and the Windows-Group is set to Dial-Up Users. Finally, you configure the profile for the policy to select a specific authentication method and encryption strength.

For more information, see Introduction to remote access policies.

Using an IAS server for centralized authentication, authorization, and accounting

If you have multiple Windows 2000 remote access servers, you need to configure remote access policies and logging for each remote access server. If you want to take advantage of centralized remote access policies, accounting, and logging, configure the remote access servers as Remote Authentication Dial-In User Service (RADIUS) clients to a single Windows 2000 computer running the Internet Authentication Service (IAS) as a RADIUS server.

You should also use an IAS server if you have servers running Windows NT 4.0 and the Routing and Remote Access Service (RRAS) and you want to take advantage Windows 2000 remote access policies. You cannot configure remote access servers running Windows NT 4.0 as RADIUS clients. You must upgrade a remote access server running Windows NT 4.0 to a server running Windows NT 4.0 and RRAS.

For more information, see Using RADIUS for multiple remote access servers.

Using Connection Manager

For a large remote access deployment, you can use Connection Manager and the Connection Manager Administration Kit to provide a custom dialer with preconfigured connections to all remote access clients across your organization. 

For more information about Connection Manager, see Connection Manager Administration Kit.

Dial-up remote access security

You can enhance dial-up remote access security through:

·
Strong authentication 

·
Data encryption 

Strong authentication

For authentication, use the strongest authentication scheme that is possible for your dial-up remote access configuration. The strongest authentication is the use of EAP-TLS with smart cards. For more information, see Using smart cards for remote access.

Otherwise, use MS-CHAP v2 authentication and enforce the use of strong passwords on your network. For more information, see MS-CHAP version 2.

Data encryption

For encryption, you can use either link encryption or end-to-end encryption:

·
Link encryption encrypts the data only on the link between the two routers. For dial-up remote access connections, you must use Microsoft Point-to-Point Encryption (MPPE) in conjunction with either MS-CHAP or EAP-TLS authentication. You can use 128-bit encryption if your locations are within North America. 

·
End-to-end encryption encrypts the data between the source host and its final destination. You can use IPSec to encrypt data from the remote access client to the destination host after the remote access connection is made. 

To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your dial-up remote access clients. For more information, see To configure encryption.

Deploying dial-up remote access

This section covers: 

·
Using the remote access server as a corporate remote access server 

·
Using the remote access server for Internet access 

Using the remote access server as a corporate remote access server

You can use the Windows 2000 remote access server to provide dial-up access to your corporate intranet. If you want the remote access server to support multiple, dial-up networking TCP/IP-based connections, complete the following steps: 

·
Configure the connection to the intranet. 

·
Configure the connection to the dial-up networking clients. 

·
Configure the dial-in ports. 

·
Configure the remote access server. 

·
Configure multicast support. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 remote access server that provides dial-up access to a corporate intranet.

Configuring the connection to the intranet

The connection to the intranet from a computer running Windows 2000 Server is a LAN adapter installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
Default gateway of a local router. 

·
DNS and WINS name servers of corporate intranet name servers. 

Configuring the connection to dial-up networking clients

To allow the connection of multiple, simultaneous dial-up clients, you must have modem pooling equipment (hereafter known as the modem bank) with the appropriate connections to the local telecommunications provider.

Typical modem banks for Windows 2000 include an adapter that installs in the computer running Windows 2000 Server. You need to verify that the modem bank adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The modem bank adapter includes drivers that are installed in the Windows 2000 operating system so that the modem bank appears as a device with multiple modem ports.

Configuring the dial-in ports

All the modem bank ports are listed as separate ports under Ports in Routing and Remote Access. You should configure all the modem bank ports for remote access.

For more information about configuring ports for remote access, see To configure ports for remote access.

Configuring the remote access server

You can configure the properties on the remote access server in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple dial-up networking clients to access the corporate intranet, you need to configure the following settings:

·
General 


Verify that the Remote access server check box is selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the remote access server to authenticate the credentials of dial-up networking clients. Microsoft dial-up networking clients typically use MS-CHAP authentication. For smart card support, enable EAP. Non-Microsoft dial-up networking clients use CHAP, SPAP, and PAP authentication.

·
Authentication Provider 


You can verify the credentials of dial-up networking clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record dial-up client networking activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


If a DHCP server allocating intranet IP addresses is available, click Dynamic Host Configuration Protocol (DHCP). If not, click Static address pool and configure the ranges of IP addresses that are dynamically allocated to dial-up networking clients.


If the static IP address pool consists of ranges of IP addresses that are for a separate subnet, then you need to either enable an IP routing protocol on the remote access server computer or add static IP routes consisting of the {IP Address, Mask} of each range to the routers of the intranet. If the routes are not added, then remote access clients cannot receive traffic from resources on the intranet.


For more information about configuring IP address pools, see To create a static IP address pool.

Configuring multicast support

Depending on the options selected during the Routing and Remote Access wizard, multicast support may already be enabled. To configure multicast support, you need to complete the following steps:

 1.
Add the IGMP version 2, Router and Proxy routing protocol. For more information, see To add the IGMP routing protocol. 

 2.
Add the Internal interface to the IGMP routing protocol and configure it in IGMP router mode. For more information, see To enable IGMP router and IGMP proxy mode. 

 3.
Add the interface that represents the permanent connection to the intranet to the IGMP routing protocol and configure the interface in IGMP proxy mode. For more information, see To enable IGMP router and IGMP proxy mode. 

Configuring remote access policies

If you want to authorize remote access to the dial-up networking clients based on the access-by-user administrative model, do the following:

 1.
For a stand-alone remote access server, use Local Users and Groups and set dial-in properties to Allow access for those users who will be making remote access connections. 

 2.
For an Active Directory-based remote access server, use Active Directory Users and Computers and set dial-in properties to Allow access for those users who will be making remote access connections. 

If you want to grant remote access to the dial-up networking clients based on group membership and an access-by-policy administrative model, do the following:

 1.
For a stand-alone remote access server, use Local Users and Groups and set dial-in properties to Control access through Remote Access Policy for all users. 

 2.
For a remote access server that is a member of a Windows 2000 mixed-mode domain, use Active Directory Users and Computers and set dial-in properties to Allow access for all users. 

 3.
For a remote access server that is a member of a Windows 2000 native-mode domain, use Active Directory Users and Computers and set dial-in properties to Control access through Remote Access Policy for all users. 

 4.
Create a Windows 2000 group whose members will be able to create dial-up networking connections with the remote access server. For example, RAS_Users. 

 5.
Add the appropriate user accounts to the new Windows 2000 group. 

 6.
Delete the default remote access policy named Allow access if dial-in permission is enabled. 

 7.
Create a new remote access policy with the following properties: 

·
Set Policy name to Remote Access if member of RAS_Users (example) 

·
Set the: Windows-Groups attribute to RAS_Users (example) 

·
Select the Grant remote access permission option. 

For more information, see Remote access policy administrative models.

For encryption, the default setting allows Microsoft Point-to-Point Encryption (MPPE) when requested by the remote access client. To force encryption for dial-up networking connections, you need to modify the encryption settings on the policy profile to require encryption. For dial-up networking connections, clear the No encryption option and select the following options on the Encryption tab on the properties of the remote access policy profile:

·
Basic 


You should use this option when communicating with older Microsoft dial-up networking clients who are connecting from outside North America. This option uses Microsoft Point-to-Point Encryption (MPPE) and a 40-bit encryption key.

·
Strong 


You should use this option when communicating with Windows 2000 and Windows 98 dial-up networking clients who are connecting from outside North America. This option uses MPPE and a 56-bit encryption key.

·
Strongest 


You should use this option when communicating with dial-up networking clients who are connecting from inside North America. This option uses MPPE and a 128-bit encryption key and is only available on North American versions of Windows 2000.

For more information, see To configure encryption. 

Using the remote access server for Internet access

You can use Windows 2000 Server remote access to provide both access to the Internet and traditional dial-up Internet service provider (ISP) services. If you want the remote access server to support multiple dial-up TCP/IP-based connections, complete the following steps:

·
Configure the connection to the Internet. 

·
Configure the connection to the dial-up clients. 

·
Configure the dial-in ports. 

·
Configure the remote access server. 

·
Configure multicast support. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 Server–based ISP.

Configuring the connection to the Internet

The connection to the Internet from a computer running Windows 2000 Server is a dedicated connection—a WAN adapter installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. As the ISP, you must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the WAN adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or a downstream ISP. 

·
Default gateway of the downstream ISP or network access point (NAP) router. 

Configuring the connection to the dial-up clients

To allow the connection of multiple, simultaneous dial-up clients, you must have modem pooling equipment (hereafter known as the modem bank) with the appropriate connections to the local telecommunications provider.

Typical modem banks for Windows 2000 include an adapter that installs in the computer running Windows 2000 Server. You need to verify that the modem bank adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The modem bank adapter includes drivers that are installed in the Windows 2000 operating system so that the modem bank appears as a series of modem ports.

Configuring the dial-in ports

All the modem bank ports are listed as separate ports under Ports in Routing and Remote Access. You should configure all the modem bank ports for remote access.

For more information about configuring ports for remote access, see To configure ports for remote access.

Configuring the remote access server

You can configure the properties on the remote access in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple dial-up clients access to the Internet, you need to configure the following settings:

·
General 


Verify that the Remote access server check box is selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the remote access server to authenticate the credentials of dial-up clients. Microsoft dial-up networking clients typically use MS-CHAP authentication. Non-Microsoft dial-up networking clients use CHAP, SPAP, and PAP authentication.

·
Authentication Provider 


You can verify the credentials of dial-up clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record dial-up client activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


Click Static address pool and configure the ranges of IP addresses that are dynamically allocated to dial-up networking clients. Or, if a DHCP server is available, click Dynamic Host Allocation Protocol (DHCP).


For more information about configuring IP address pools, see To create a static IP address pool.

Configuring multicast support

Depending on the options selected during the Routing and Remote Access wizard, multicast support may already be enabled. To configure multicast support, you need to complete the following steps:

 1.
Add the IGMP version 2, Router and Proxy routing protocol. For more information, see To add the IGMP routing protocol. 

 2.
Add the Internal interface to the IGMP routing protocol and configure it in IGMP router mode. For more information, see To enable IGMP router and IGMP proxy mode. 

 3.
Add the interface that represents the permanent connection to the Internet to the IGMP routing protocol and configure the interface in IGMP proxy mode. For more information, see To enable IGMP router and IGMP proxy mode. 

Configuring remote access policies

If you want to authorize remote access to the dial-up networking clients based on the access-by-user administrative model, do the following:

 1.
For a stand-alone remote access server, use Local Users and Groups and set dial-in properties to Allow access for those users who will be making remote access connections. 

 2.
For an Active Directory-based remote access server, use Active Directory Users and Computers and set dial-in properties to Allow access for those users who will be making remote access connections. 

If you want to grant remote access to the dial-up networking clients based on group membership and an access-by-policy administrative model, do the following:

 1.
For a stand-alone remote access server, use Local Users and Groups and set dial-in properties to Control access through Remote Access Policy for all users. 

 2.
For a remote access server that is a member of a Windows 2000 mixed-mode domain, use Active Directory Users and Computers and set dial-in properties to Allow access for all users. 

 3.
For a remote access server that is a member of a Windows 2000 native-mode domain, use Active Directory Users and Computers and set dial-in properties to Control access through Remote Access Policy for all users. 

 4.
Create a Windows 2000 group whose members will be able to create dial-up networking connections with the remote access server. For example, Clients. 

 5.
Add the appropriate user accounts to the new Windows 2000 group. 

 6.
Delete the default remote access policy named Allow access if dial-in permission is enabled. 

 7.
Create a new remote access policy with the following properties: 

·
Set Policy name to Remote Access if member of Clients (example) 

·
Set the: Windows-Groups attribute to Clients (example) 

·
Select the Grant remote access permission option. 

Setting up remote access VPNs

This section covers: 

·
Remote access VPN design considerations 

·
Remote access VPN security 

·
Deploying remote access VPNs 

Remote access VPN design considerations

To prevent problems, you should consider the following design issues before you implement remote access VPN connections.

Installing certificates

In order to create L2TP over IPSec remote access VPN connections, you must install machine certificates on the VPN client and the VPN server. For more information, see Machine certificates for L2TP over IPSec VPN connections.

Increasing the number of PPTP or L2TP ports

The default number of PPTP and L2TP ports is five. For multiple remote access VPN clients, five ports may not be enough. To increase the number of PPTP and L2TP ports, see To add PPTP or L2TP ports.

Creating a remote access policy for remote access VPN connections

By using remote access policies, you can create a policy that requires remote access VPN connections to use a specific authentication method and encryption strength.

For example, you can create a Windows 2000 group called VPN Users whose members are the user accounts of the users creating remote access VPN connections across the Internet. Then, you create a policy with two conditions on the policy: NAS-Port-Type is set to Virtual (VPN) and Windows-Group is set to VPN Users. Finally, you configure the profile for the policy to select a specific authentication method and encryption strength.

For more information, see Introduction to remote access policies.

Using an IAS server

If you have multiple VPN servers running Windows 2000, you need to configure remote access policies and logging for each VPN server. If you want to take advantage of centralized remote access policies and logging, you can configure the VPN servers as Remote Authentication Dial-In User Service (RADIUS) clients to a single computer (a RADIUS server) running Windows 2000 and the Internet Authentication Service (IAS).

You should also use an IAS server if you have VPN servers running Windows NT 4.0 with the Routing and Remote Access Service (RRAS) and you want to take advantage Windows 2000 remote access policies. You cannot configure VPN servers running Windows NT 4.0 as RADIUS clients. You must upgrade a VPN server running Windows NT 4.0 to a VPN server running Windows NT 4.0 and RRAS.

For more information, see Using RADIUS for multiple remote access servers.

Using Connection Manager

For a large remote access VPN deployment, you can use Connection Manager and the Connection Manager Administration Kit to provide a custom dialer with preconfigured VPN connections to all remote access clients across your organization.

For more information about Connection Manager, see Connection Manager Administration Kit. For information about implementing VPN support with the Connection Manager Administration Kit, see Implementing VPN support.

Remote access VPN security

You can enhance remote access VPN security through:

·
Strong authentication 

·
Data encryption 

·
PPTP or L2TP over IPSec packet filtering 

·
Remote access policy profile packet filtering 

Strong authentication

For authentication, use the strongest authentication scheme that is possible for your remote access VPN configuration. The strongest authentication scheme is the use of EAP-TLS with certificates. For more information, see Setting up certificate-based authentication for VPN connections.

Otherwise, use MS-CHAP version 2 authentication and enforce the use of strong passwords on your network. For more information, see MS-CHAP version 2.

Data encryption

For encryption, you can use either link encryption or end-to-end encryption:

·
Link encryption encrypts the data only on the link between the VPN client and the VPN server. You can use strong encryption if your locations are within North America. For PPTP connections, you must use Microsoft Point-to-Point Encryption (MPPE) in conjunction with either MS-CHAP or EAP-TLS authentication. For L2TP over Internet Protocol security (IPSec) connections, IPSec provides encryption on the link between the VPN client and the VPN server. 

·
End-to-end encryption encrypts the data between the source host and its final destination. You can use IPSec after the VPN connection is made to encrypt data from the source host to the destination host. 

To require encryption, clear the No encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your remote access VPN clients. For more information, see To configure encryption.

PPTP or L2TP over IPSec filtering

To secure the VPN server from sending or receiving any traffic on its Internet interface except VPN traffic, you need to configure PPTP or L2TP over IPSec input and output filters on the interface that corresponds to the connection to the Internet. For more information about PPTP filters, see Add PPTP Filters. For more information about L2TP over IPSec filters, see Add L2TP over IPSec Filters. 

Because IP routing is enabled on the Internet interface, if PPTP or L2TP over IPSec filters are not configured on the Internet interface, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Remote access policy profile packet filtering

To define the specific types of IP traffic that are allowed into and out of the VPN connection, you need to configure IP packet filters on the profile for the remote access policy that is used for your remote access VPN connections. With profile packet filters, you can configure the IP traffic that is allowed out of the connection (output filters) or into the connection (input filters) on an exception basis: either all traffic except traffic specified by filters or no traffic except traffic specified by filters. Remote access policy profile filtering applies to all connections that match the remote access policy. For more information, see To configure IP options.

Deploying remote access VPNs

This section covers: 

·
PPTP-based remote access VPN 

·
L2TP-based remote access VPN 

PPTP-based remote access VPN

You can use Windows 2000 remote access to provide access to a corporate intranet for remote access clients who are making PPTP connections across the Internet. If you want your remote access server to support multiple PPTP connections, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the intranet. 

·
Configure the remote access server as a corporate intranet router. 

·
Configure the remote access server for PPTP clients. 

·
Configure the PPTP ports. 

·
Configure multicast support. 

·
Configure PPTP filters. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 remote access server that provides PPTP-based remote access to a corporate intranet.

Configuring the connection to the Internet

The connection to the Internet from a computer running Windows 2000 Server is a dedicated connection—a WAN adapter installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the WAN adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the intranet

The connection to the intranet from a computer running Windows 2000 Server is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of corporate intranet name servers. 

Configuring the remote access server as a corporate intranet router

In order for the remote access server to properly forward traffic on the corporate intranet, you must configure it as a router with either static routes or routing protocols so that all of the locations of the intranet are reachable from the remote access server. For information about routing concepts, see Routing overview. For information about setting up the remote access server as a router, see Deploying routing. 

Configuring the remote access server for PPTP clients

First, you need to enable the remote access server by enabling the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can then configure the properties of the remote access server in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple PPTP clients access to the corporate intranet, you need to configure the following settings:

·
General 


Verify that the Remote access server check box is selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the remote access server to authenticate the credentials of dial-up clients. Microsoft dial-up networking clients typically use MS-CHAP authentication. For smart card support, you need to enable EAP authentication. Non-Microsoft dial-up networking clients use CHAP, SPAP, and PAP authentication. For encrypted PPTP connections, you must use MS-CHAP or EAP-TLS as the authentication method.

·
Authentication Provider 


You can verify the credentials of dial-up clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record dial-up client activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


If a DHCP server allocating intranet IP addresses is available, click Dynamic Host Allocation Protocol (DHCP). If not, click Static address pool and type the range of IP addresses that are dynamically allocated to PPTP-based VPN clients in the form of an IP address and mask.


If the static IP address pool represents a separate subnet, then you must add a static IP route that consists of the remote access address pool {IP Address, Mask} to the routers of the intranet. If the route is not added, then PPTP-based VPN clients cannot receive traffic from resources on the intranet.


For more information about configuring IP address pools, see To create a static IP address pool.

Configuring the PPTP ports

All the PPTP ports are listed as separate ports under Ports in Routing and Remote Access. You should configure all the PPTP ports for remote access.

For more information about configuring ports for remote access, see To configure ports for remote access.

By default, five PPTP ports are enabled. If you need to add additional PPTP ports, see To add PPTP or L2TP ports.

Configuring multicast support

Depending on the options selected during the Routing and Remote Access wizard, multicast support may already be enabled. To configure multicast support, you need to complete the following steps:

 1.
Add the IGMP version 2, Router and Proxy routing protocol. For more information, see To add the IGMP routing protocol. 

 2.
Add the Internal interface to the IGMP routing protocol and configure it in IGMP router mode. For more information, see To enable IGMP router and IGMP proxy mode. 

 3.
Add the interface that represents the permanent connection to the intranet to the IGMP routing protocol and configure the interface in IGMP proxy mode. For more information, see To enable IGMP router and IGMP proxy mode. 

Configuring PPTP filters

To secure the remote access server from sending or receiving any traffic on its Internet interface except PPTP from remote access clients, you need to configure PPTP input and output filters on the interface on the remote access server that corresponds to the Internet connection. For more information, see Add PPTP filters. 

Because IP routing is enabled on the Internet interface, if PPTP filters are not configured on the Internet interface of the remote access server, then any traffic received on the Internet interface is routed, possibly forwarding unwanted Internet traffic to your intranet.

Depending on the options selected during the Routing and Remote Access wizard, PPTP filters may already be configured.

Configuring remote access policies

For an access-by-user administrative model, you need to set the remote access permission to Allow access on the user accounts for those users who will be making VPN connections. For an access-by-policy model, make the appropriate changes to the remote access permission of the user accounts. For more information, see Remote access policy administrative models.

To configure a remote access policy to control the authentication and encryption options for VPN connections, you can create a remote access policy with the following settings:

·
Set Policy name to VPN Access (example). 

·
For conditions, set the NAS-Port-Type condition to Virtual (VPN) and the Tunnel-Type condition to Point-to-Point Tunneling Protocol. 

·
Select the Grant remote access permission option. 

·
For profile settings, select the appropriate authentication and encryption options. 

Then, either delete the default remote access policy named Allow access if dial-in permission is enabled or move it after the new policy. This remote access policy allows all users with remote access permission to create a VPN connection.

If you want to distinguish dial-up remote access users from VPN remote access users, do the following:

 1.
Create a Windows 2000 group whose members can create virtual private networking connections with the VPN server. For example, VPN_Users. 

 2.
Add the appropriate user accounts to the new Windows 2000 group. 

 3.
Create a new remote access policy with the following properties: 

·
Set Policy name to VPN Access if member of VPN_Users (example). 

·
For conditions, set the Windows-Groups condition to VPN_Users (example), set the NAS-Port-Type condition to Virtual (VPN), and set the Tunnel-Type condition to Point-to-Point Tunneling Protocol. 

·
Select the Grant remote access permission option. 

 4.
Move the default remote access policy named Allow access if dial-in permission is enabled after the new policy. 

The default encryption settings allow no encryption and all levels of encryption strength. To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile. The encryption strengths are:

·
Basic 


You should use this option when communicating with older Microsoft dial-up networking clients who are connecting from outside North America. This option uses Microsoft Point-to-Point Encryption (MPPE) and a 40-bit encryption key.

·
Strong 


You should use this option when communicating with Windows 2000 and Windows 98 dial-up networking clients who are connecting from outside North America. This option uses MPPE and a 56-bit encryption key.

·
Strongest 


You should use this option when communicating with dial-up networking clients who are connecting from inside North America. This option uses MPPE and a 128-bit encryption key and is only available on North American versions of Windows 2000.

For more information, see To configure encryption. 

L2TP-based remote access VPN

You can use Windows 2000 remote access to provide access to a corporate intranet for remote access clients who are making L2TP over IPSec connections across the Internet. If you want your remote access server to support multiple L2TP over IPSec connections, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the intranet. 

·
Configure the remote access server as a corporate intranet router. 

·
Configure the remote access server for L2TP clients. 

·
Configure the L2TP ports. 

·
Configure multicast support. 

·
Configure L2TP over IPSec filters. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 remote access server that provides L2TP-based remote access to a corporate intranet.

Note   The following configuration assumes that computer certificates, also known as machine certificates, are already installed on the VPN server and remote access client computers. Computer certificates are required for L2TP over IPSec connections. For more information, see Machine certificates for L2TP over IPSec VPN connections. 

Configuring the connection to the Internet

The connection to the Internet from a computer running Windows 2000 Server is a dedicated connection—a WAN adapter installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the WAN adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the intranet

The connection to the intranet from a computer running Windows 2000 Server is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of corporate intranet name servers. 

Configuring the remote access server as a corporate intranet router

In order for the remote access server to properly forward traffic on the corporate intranet, you must configure it as a router with either static routes or routing protocols so that all of the locations of the intranet are reachable from the remote access server. For information about routing concepts, see Routing overview. For information about setting up the remote access server as a router, see Deploying routing. 

Configuring the remote access server for L2TP clients

First, you need to enable the remote access server by installing the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can then configure the properties of the remote access server by using Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple L2TP clients access to the corporate intranet, you need to configure the following settings:

·
General 


Verify that the Remote access server check box is selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the remote access server to authenticate the credentials of remote access clients. Microsoft remote access clients typically use MS-CHAP authentication. For smart card support, you need to enable EAP authentication.

·
Authentication Provider 


You can verify the credentials of remote access clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record remote access client activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


If a DHCP server allocating intranet IP addresses is available, click Dynamic Host Allocation Protocol (DHCP). If not, click Static address pool and configure the ranges of IP addresses that are dynamically allocated to L2TP-based VPN clients.


If the static IP address pool consists of ranges of IP addresses that are for a separate subnet, then you need to either enable an IP routing protocol on the remote access server computer or add static IP routes consisting of the {IP Address, Mask} of each range to the routers of the intranet. If the routes are not added, then L2TP-based VPN clients cannot receive traffic from resources on the intranet.

Configuring the L2TP ports

All the L2TP ports are listed as separate ports under Ports in Routing and Remote Access. You should configure all the L2TP ports for remote access.

For more information about configuring ports for remote access, see To configure ports for remote access.

By default, five L2TP ports are enabled. If you need to add additional L2TP ports, see To add PPTP or L2TP ports.

Configuring multicast support

Depending on the options selected during the Routing and Remote Access wizard, multicast support may already be enabled. To configure multicast support, you need to complete the following steps:

 1.
Add the IGMP version 2, Router and Proxy routing protocol. For more information, see To add the IGMP routing protocol. 

 2.
Add the Internal interface to the IGMP routing protocol and configure it in IGMP router mode. For more information, see To enable IGMP router and IGMP proxy mode. 

 3.
Add the interface that represents the permanent connection to the intranet to the IGMP routing protocol and configure the interface in IGMP proxy mode. For more information, see To enable IGMP router and IGMP proxy mode. 

Configuring L2TP over IPSec filters

To secure the remote access server from sending or receiving any traffic on its Internet interface except L2TP over IPSec traffic from remote access clients, you need to configure L2TP over IPSec input and output filters on the interface on the remote access server that corresponds to the Internet connection. For more information, see Add L2TP over IPSec filters. 

Because IP routing is enabled on the Internet interface, if L2TP over IPSec filters are not configured on the Internet interface of the remote access server, then any traffic received on the Internet interface is routed, possibly forwarding unwanted Internet traffic to your intranet.

Depending on the options selected during the Routing and Remote Access wizard, L2TP filters may already be configured.

Configuring remote access policies

For an access-by-user administrative model, you need to set the remote access permission to Allow access on the user accounts for those users who will be making VPN connections. For an access-by-policy model, make the appropriate changes to the remote access permission of the user accounts. For more information, see Remote access policy administrative models.

To configure a remote access policy to control the authentication and encryption options for VPN connections, create a remote access policy with the following settings:

·
Set Policy name to VPN Access (example). 

·
For conditions, set the NAS-Port-Type condition to Virtual (VPN) and the Tunnel-Type condition to Layer Two Tunneling Protocol. 

·
Select the Grant remote access permission option. 

·
For profile settings, select the appropriate authentication and encryption options. 

Then, either delete the default remote access policy named Allow access if dial-in permission is enabled or move it after the new policy. This remote access policy allows all users with remote access permission to create a VPN connection.

If you want to distinguish dial-up remote access users from VPN remote access users, do the following:

 1.
Create a Windows 2000 group whose members can create virtual private networking connections with the VPN server. For example, VPN_Users. 

 2.
Add the appropriate user accounts to the new Windows 2000 group. 

 3.
Create a new remote access policy with the following properties: 

·
Set Policy name to VPN Access if member of VPN_Users (example). 

·
For conditions, set the Windows-Groups condition to VPN_Users (example), set the NAS-Port-Type condition to Virtual (VPN), and set the Tunnel-Type condition to Layer Two Tunneling Protocol. 

·
Select the Grant remote access permission option. 

 4.
Move the default remote access policy named Allow access if dial-in permission is enabled after the new policy. 

The default encryption settings allow no encryption and all levels of encryption strength. To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile. The encryption strengths are:

·
Basic 


You should use this option when communicating with L2TP over IPSec-based VPN clients who are connecting from outside North America. This option uses 56-bit DES encryption.

·
Strong 


You should use this option when communicating with L2TP over IPSec-based VPN clients who are connecting from outside North America. This option uses 56-bit DES encryption.

·
Strongest 


You should use this option when communicating with L2TP over IPSec-based VPN clients who are connecting from inside North America. This option uses triple DES (3DES) encryption and is only available on North American versions of Windows 2000.

For more information, see To configure encryption. 

Using smart cards for remote access

The use of smart cards for user authentication is the strongest form of authentication in Windows 2000. For remote access connections, you must use the Extensible Authentication Protocol (EAP) with the Smart card or other certificate (TLS) EAP type, also known as EAP-Transport Level Security (EAP-TLS). To use smart cards for remote access authentication, you must do the following:

·
Configure remote access on the remote access server. 

·
Install a computer certificate on the remote access server computer. 

·
Enable a smart card logon process for the domain. 

·
Enable the Extensible Authentication Protocol (EAP) and configure the Smart card or other certificate (TLS) EAP type on the remote access server computer. 

·
Enable smart card authentication on the dial-up or VPN connection on the remote access client computer. 

Configuring the remote access server computer to provide remote access services

You can configure the remote access server running Windows 2000 as described in Using the remote access server as a corporate remote access server for dial-in remote access or Using the remote access server for remote access VPN connections for VPN remote access.

Installing a computer certificate on the remote access server computer

In order to configure EAP-TLS on the remote access server computer, you must install a computer certificate, also known as a machine certificate. To install a computer certificate on the remote access server computer, a certificate authority must be present to issue certificates. Once the certificate authority is configured, you can install a certificate on the remote access server computer in two different ways:

 1.
By configuring the automatic allocation of computer certificates to computers in a Windows 2000 domain. 

 2.
By using Certificate Manager to obtain a computer certificate. 

Based on the certificate policies in your organization, you only need to perform one of these two allocations.

To configure a certificate authority and install the computer certificate, perform the following steps :

 1.
Install the Windows 2000 Certificate Services component as an enterprise root certificate authority. This step is only necessary if you do not already have an enterprise root certificate authority (CA). 

 1.
If necessary, promote the computer that will be a CA to a domain controller (DC). For more information, see To install a domain controller. 

 2.
Install the Windows 2000 Certificate Services component as an enterprise root CA. For more information, see To install an enterprise root certification authority. 

 2.
For auto-enrollment of machine certificates, configure the Windows 2000 domain. For more information, see To configure automatic certificate allocation from an enterprise CA. 


To create a computer certificate for the remote access server computer that is a member of the domain for which auto-enrollment is configured (as well as other computers that are members of the domain), restart the computer or type secedit /refreshpolicy machine_policy from the Windows 2000 command prompt. 

 3.
To manually enroll machine certificates, use Certificate Manager to install the CA root certificate. For more information, see To manage certificates for a computer and To request a certificate. 

Enabling a smart card logon process for the domain

To enable a smart card logon process for the domain, you can perform the following procedures:

 1.
To configure a certification authority to issue smart card logon certificates 

 2.
To prepare a smart card certificate enrollment station 

 3.
To set up a smart card for user logon 

Configuring the remote access server running Windows 2000 for smart card remote access

To configure the remote access server running Windows 2000 for smart card remote access, see To configure smart card remote access.

Configuring the remote access client running Windows 2000 for smart card remote access

You need to install a smart card reader on the remote access client computer. For more information, see To install a smart card reader on a computer.

Once a smart card reader is installed on the computer running Windows 2000, you are prompted whether you want to use the smart card for authentication when you create dial-up or VPN connections.

For existing dial-up or VPN connections, you can enable smart card authentication on the properties of the dial-up or VPN connection. For more information, see To enable smart card or other certificate authentication.

Windows 2000 authentication

This section provides information about administering user dial-in properties on a remote access server that is configured as a: 

·
Stand-alone server running Windows 2000 

·
Member server in a Windows NT 4.0 domain 

·
Member server in a mixed-mode or native-mode Windows 2000 domain 

·
Windows NT 4.0 remote access server in a Windows 2000 domain 

Stand-alone server running Windows 2000

For a remote access server running Windows 2000 that is not a member of a domain, only the local accounts database is available for setting remote access permissions. You cannot use domain-based account databases.

You can administer user account dial-in properties through the properties of a dial-up connection in the Network and Dial-up Connections folder or through Local Users and Groups. The list of users is based on the local user accounts on the server running Windows 2000.

Member server in a Windows NT 4.0 domain

For a remote access server running Windows 2000 that is a member server in a Windows NT 4.0 domain, four accounts databases are available:

 1.
Local. 

 2.
Windows NT 4.0 domain. 

 3.
Windows 2000 mixed-mode domain. 

 4.
Windows 2000 native-mode domain (through a trust relationship between the Windows NT 4.0 domain and the Windows 2000 native-mode domain). 

The following table describes the management of user dial-in properties for each accounts database.

Accounts database
User dial-in properties

Local
Administered by using Local Users and Groups.

Windows NT 4.0 domain
Administered by using the Windows NT 4.0 User Manager for Domains administrative tool.

Windows 2000 mixed-mode domain
Administered by using either Active Directory Users and Computers or the Windows NT 4.0 User Manager for Domains administrative tool.

Windows 2000 native-mode domain
Administered by using Active Directory Users and Computers.

Member server in a mixed-mode or native-mode Windows 2000 domain

For a remote access server running Windows 2000 that is a member server in a Windows 2000 mixed-mode domain or is a member server in a Windows 2000 native-mode domain, four accounts databases are available:

 1.
Local. 

 2.
Windows NT 4.0 domain. 

 3.
Windows 2000 mixed-mode domain. 

 4.
Windows 2000 native-mode domain. 

The following table describes the management of user dial-in properties for each accounts database.

Accounts database
User dial-in properties

Local
Administered by using Local Users and Groups.

Windows NT 4.0 domain
Administered by using the Windows NT 4.0 User Manager for Domains administrative tool.

Windows 2000 mixed-mode domain
Administered by using either Active Directory Users and Computers or the Windows NT 4.0 User Manager for Domains administrative tool.

Windows 2000 native-mode domain
Administered by using Active Directory Users and Computers.

Note   In order for the remote access server to access user account dial-in properties stored in Active Directory, the Routing and Remote Access service must run in the security context of a computer account that is a member of the RAS and IAS Servers security group. When you run the Routing and Remote Access wizard on a remote access server running Windows 2000 in a mixed-mode or native-mode domain, the computer account of the remote access server is automatically added to the RAS and IAS Servers security group. If the remote access server needs to access user dial-in properties in other domains, you must manually add the computer account to the RAS and IAS Servers security group of the other domains either through Active Directory Computers and Users or by typing netsh ras add registeredserver at a Windows 2000 command prompt. For more information, see Netsh commands for remote access and Troubleshooting.

Cross-forest authentication

To enable a remote access server running Windows 2000 in a domain in one Active Directory forest to authenticate the remote access credentials for a user account in a domain in another Active Directory forest, use a RADIUS proxy.

For more information, see Domain trees and forests.

Windows NT 4.0 remote access server in a Windows 2000 domain

A server running Windows NT 4.0 and the Remote Access Service (RAS) or Routing and Remote Access Service (RRAS) in LocalSystem security context that is a member of a Windows 2000 domain cannot validate remote access credentials of domain accounts unless it is also a domain controller. If the server is not a domain controller, only accounts in the local accounts database are validated. By default, the LocalSystem security account on the RAS or RRAS server running Windows NT 4.0 does not have any permissions to read properties of objects in Windows 2000 Active Directory.

This security situation also exists for the following configurations:

·
A server running Windows NT 4.0 and RAS or RRAS that is a member of a Windows NT 4.0 domain that is accessing user account properties for a user account in a trusted Windows 2000 domain. 

·
A remote access server running Windows 2000 that is a member of a Windows NT 4.0 domain that is accessing user account properties for a user account in a trusted Windows 2000 domain. 

In all of these cases, a remote access server running Windows NT 4.0 or later must access user account properties in a Windows 2000 domain.

To enable a Windows 2000 domain controller to allow a RAS or RRAS server running Windows NT 4.0 Service Pack 4 or later or a remote access server running Windows 2000 in a trusted Windows NT 4.0 domain to access user account properties of a remote Windows 2000 domain controller, select the option to loosen Active Directory security during the domain controller promotion process. Or, type net localgroup "Pre-Windows 2000 Compatible Access" everyone /add at a Windows 2000 command prompt on the domain controller computer and then restart the domain controller computer.

Active Directory security must be loosened in this situation because normal Active Directory security that uses user principal names, certificates, and the Kerberos V5 protocol is not used by remote access servers running Windows NT 4.0 or remote access servers running Windows 2000 that are members of a Windows 4.0 domain. Without Kerberos authentication, the remote access server does not have permission to read user account properties in the Active Directory domain. Therefore, the security of the Active Directory domain must be loosened so that the remote access server can use NTLM security to read user account properties.

For more information, see Netsh commands for remote access.

Windows NT 4.0 Service Pack 3 and earlier

To enable a RAS or RRAS server running Windows NT 4.0 Service Pack 3 or earlier to authenticate against a remote Windows 2000 domain controller, you must configure Active Directory to allow any user to read any property on any user object. To do so, use the advanced options of Active Directory Users and Computers to grant the Everyone object list contents, read all properties, and read permissions to the root node of your domain and all subobjects of the root domain. You should use this workaround only after careful study of its impact on the security of Active Directory. The recommended workaround is to upgrade the RAS or RRAS server running Windows NT 4.0 Service Pack 3 or earlier to Windows 2000 and make it a member of a Windows 2000 mixed-mode or native-mode domain.

Windows 2000 domain upgrade behavior

When Windows 2000 Server is installed on a new computer and is not made a member of a domain, the computer is running in stand-alone mode. For a remote access server in stand-alone mode, a local accounts database stores properties of the dial-in user account. For a stand-alone remote access server, all of the dial-in user properties are available:

·
Remote Access Permission (Dial-in or VPN): All three choices are available (Allow access, Deny access, and Control access through Remote Access Policy) 

·
Verify Caller ID 

·
Callback Options 

·
Assign a Static IP Address 

·
Apply Static Routes 

By default, when the stand-alone remote access server is upgraded to a domain controller by using the Active Directory Installation wizard, the domain is configured for mixed-mode. A mixed-mode domain can have both Windows NT 4.0 and Windows 2000 domain controllers. To maintain compatibility with Windows NT 4.0 domain controllers, dial-in properties of user accounts must match those found in Windows NT 4.0. Therefore, the only dial-in user properties that are available are:

·
Remote Access Permission (Dial-in or VPN): Only two choices are available (Allow access and Deny access) 

·
Callback Options 

The Verify Caller ID, Assign a Static IP Address, and Apply Static Routes properties are not available. All values of dial-in properties that are configured while in stand-alone mode are preserved, including those that are now unavailable. The remote access permissions set to Allow access are preserved in the upgrade. The remote access permissions set to Deny access are set to Control access through Remote Access Policy during the upgrade.

When the mixed-mode domain controller is upgraded to a native-mode domain that contains only Windows 2000 domain controllers, all dial-in properties become available. Dial-in properties that are configured while the remote access server is in stand-alone mode that are not available in mixed mode are preserved for native mode. For example, if the Verify Caller ID property for a user account is set to 555-0001 when the remote access server is in stand-alone mode and then the Active Directory Installation wizard is run, the Verify Caller ID property is unavailable. However, when you change the domain mode to native mode, the Verify Caller ID property is available and retains its original configured value of 555-0001.

For more information, see To change the domain mode.

Note   Callback numbers that are configured while the computer running Windows 2000 is in stand-alone mode may be truncated when the computer is upgraded to a mixed-mode domain controller. Callback numbers may also be truncated when a remote access server running Windows NT 4.0 requests dial-in properties of a user account in a Windows 2000 native-mode domain. 

Using RADIUS

This section covers: 

·
Using RADIUS for multiple remote access servers 

·
Using RADIUS in a heterogeneous remote access infrastructure 

Using RADIUS for multiple remote access servers

If you have more than one Windows 2000 remote access server, rather than administer the remote access policies of all the remote access servers separately, you can configure a single computer running Windows 2000 with the Internet Authentication Service (IAS) as a Remote Authentication Dial-In User Service (RADIUS) server and configure the remote access servers as RADIUS clients. The IAS server provides centralized remote access authentication, authorization, accounting, and auditing.

For more information about IAS, see Features of IAS. 

If you want to configure the remote access servers and the IAS server, complete the following steps: 

·
Configure the remote access server. 

·
Configure the remote access server for RADIUS authentication. 

·
Configure the remote access server for RADIUS accounting. 

·
Configure the IAS server. 

Configuring the remote access server

You must configure the remote access server running Windows 2000 to provide remote access to either dial-up networking clients or virtual private networking clients. For more information, see the following:

·
Using the remote access server as a corporate remote access server 

·
Using the remote access server for Internet access 

·
Deploying remote access VPNs 

·
Deploying router-to-router VPNs 

Configuring the remote access server for RADIUS authentication

When you configure the properties of the remote access server running Windows 2000, select RADIUS authentication as the authentication provider. For more information, see To use RADIUS authentication.

When you add a RADIUS server, you must configure the following:

·
Server name 


The host name or IP address of the IAS server.

·
Secret 


The remote access server running Windows 2000 and the IAS server share a secret that is used to encrypt messages sent between them. You must configure both the remote access server and the IAS server to use the same shared secret.

·
Port 


The remote access server must send its authentication requests to the UDP port on which the IAS server is listening. The default value of 1812 is based on RFC 2138, "Remote Authentication Dial-in User Service (RADIUS)" and does not need to be changed when you are using an IAS server.

Configuring the remote access server for RADIUS accounting

When you configure the properties of the remote access server running Windows 2000, select RADIUS accounting as the accounting provider. For more information, see To use RADIUS accounting.

When you add a RADIUS server, you must configure the following:

·
Server name 


The host name or IP address of the IAS server.

·
Secret 


The remote access server running Windows 2000 and the IAS server share a secret that is used to encrypt messages sent between them. You must configure both the remote access server and the IAS server to use the same shared secret. 

·
Port 


The remote access server must send its accounting requests to the UDP port on which the IAS server is listening. The default value of 1813 is based on RFC 2139, "RADIUS Accounting" and does not need to be changed when using an IAS server.

Configuring the IAS server

You need to configure the IAS server computer for Windows 2000 and Windows NT domains and port numbers and register each of the remote access servers as clients. For more information, see Checklist: Configuring IAS for dial-up or VPN access.

Once the remote access servers are configured to use RADIUS authentication, the remote access policies stored on the remote access servers are no longer used. Instead, the remote access policies stored on the IAS server are used. Therefore, if one of the remote access servers contains the current set of remote access policies that are applied to all of the remote access servers, you can copy the remote access policies to the IAS server. For more information, see To copy the IAS configuration to another server.

Notes

·
If you have servers running Windows NT 4.0 and the Routing and Remote Access Service (RRAS) and you want to use Windows 2000 remote access policies to authenticate incoming remote access connection attempts, you must configure the RRAS server as a RADIUS client to an IAS server. You cannot configure remote access servers running Windows NT 4.0 as RADIUS clients. You must upgrade a remote access server running Windows NT 4.0 to a server running Windows NT 4.0 and RRAS. 

·
To provide redundancy and fault tolerance, configure two IAS servers, a primary and a backup, and copy the remote access policies from the primary to the backup. Then configure each remote access server with two RADIUS servers that correspond to the primary and backup IAS servers. If the primary IAS server becomes unavailable, then the remote access servers automatically begin to use the secondary IAS server. 

Using RADIUS in a heterogeneous remote access infrastructure

For some Internet service providers and corporate remote access environments, the remote access equipment consists of multiple remote access devices of different types from different manufacturers. In a heterogeneous remote access environment, a single standard must exist for providing authentication of remote access user credentials and accounting of remote access activity.

In many of these environments, the Remote Authentication Dial-In User Service (RADIUS) is used. RADIUS is a client/server protocol where RADIUS clients send authentication and accounting requests to a RADIUS server. The RADIUS server checks the remote access authentication credentials on the user accounts and logs remote access accounting events.

You can configure a remote access server running Windows 2000 as a RADIUS client. In this scenario, Windows 2000 Server also includes a RADIUS server called Internet Authentication Service (IAS) that can be used by the remote access server. For more information about IAS, see Features of IAS.

If you want to configure a remote access server running Windows 2000 as a RADIUS client, complete the following steps: 

·
Configure the remote access server. 

·
Configure the remote access server for RADIUS authentication. 

·
Configure the remote access server for RADIUS accounting. 

The following illustration shows the elements of a remote access server running Windows 2000 that uses RADIUS in a heterogeneous remote access infrastructure.

Configuring the remote access server

You must configure the remote access server running Windows 2000 to provide remote access to either dial-up networking clients or virtual private networking clients. For more information, see the following:

·
Using the remote access server as a corporate remote access server 

·
Using the remote access server for Internet access 

·
Deploying remote access VPNs 

·
Deploying router-to-router VPNs 

Configuring the remote access server for RADIUS authentication

When you configure the properties of the remote access server running Windows 2000, select RADIUS authentication as the authentication provider. For more information, see To use RADIUS authentication.

When you add a RADIUS server, you must configure the following:

·
Server Name 


The host name or IP address of the computer that is running the RADIUS server process.

·
Secret 


The RADIUS client (the remote access server running Windows 2000) and the RADIUS server share a secret that is used to encrypt messages sent between them. You must configure both the RADIUS client and the RADIUS server to use the same shared secret.

·
Port 


The RADIUS client must send its authentication requests to the UDP port on which the RADIUS server is listening. The default value of 1812 is based on RFC 2138, "Remote Authentication Dial-in User Service (RADIUS)." For some older RADIUS servers, the port should be set to 1645.

Configuring the remote access server for RADIUS accounting

When you configure the properties of the remote access server running Windows 2000, select RADIUS accounting as the accounting provider. For more information, see To use RADIUS accounting.

When you add a RADIUS server, you must configure the following:

·
Server Name 


The host name or IP address of the computer that is running the RADIUS server process.

·
Secret 


The RADIUS client (the remote access server running Windows 2000) and the RADIUS server share a secret that is used to encrypt messages sent between them. You must configure both the RADIUS client and the RADIUS server to use the same shared secret. 

·
Port 


The RADIUS client must send its accounting requests to the UDP port on which the RADIUS server is listening. The default value of 1813 is based on RFC 2139, "RADIUS Accounting." For some older RADIUS servers, the port should be set to 1646. 

Remote access scenarios

This section covers: 

·
Remote access for Electronic, Inc. 

·
Internet access for A. Datum Corporation 

Remote access for Electronic, Inc.

This section describes how remote access is configured for a fictional company by using Windows 2000. While your network configuration may be different than described here, you can apply the basic concepts.

Electronic, Inc. is an electronics design and manufacturing company that has implemented a remote access solution by using Windows 2000 that connects dial-up and VPN remote access users to the Electronic, Inc. intranet.

To deploy a remote access solution for Electronic, Inc., the network administrator performs an analysis and makes design decisions regarding:

·
The network configuration 

·
The remote access policy configuration 

·
The domain configuration 

The network configuration

The key elements of the network configuration are:

·
The Electronic, Inc. corporate intranet uses the private network of 172.16.0.0 with a subnet mask of 255.240.0.0. 

·
The remote access server computer is connected to an intranet network that contains a router that connects to the rest of the Electronic, Inc. corporate intranet. The network ID of the intranet network segment attached to the remote access server computer is 172.31.248.0 with a subnet mask of 255.255.255.0. 

·
The remote access server computer is configured with a static pool of IP addresses that represents the separate subnet of 172.31.252.0 with a subnet mask of 255.255.252.0. 

The following illustration shows the network configuration of the Electronic, Inc. remote access server.

Based on the network configuration of the Electronic, Inc. corporate campus intranet, the remote access server computer is configured as follows.

1. Install hardware in the remote access server

The network adapter that is used to connect to the intranet segment is installed according to the adapter manufacturer's instructions. Once the driver is installed and functioning, the adapter appears as a local area connection in the Network and Dial-up Connections folder.

2. Configure TCP/IP on the LAN adapter

The IP address of 172.31.248.1 with the subnet mask 255.255.255.0 is configured. DNS and WINS server addresses are also configured. A default gateway is not configured.

3. Install the Routing and Remote Access service

The Routing and Remote Access wizard is run. Within the wizard, both remote access and LAN and WAN routing are enabled, and all ports are enabled for both routing and remote access. For more information, see To enable the Routing and Remote Access service.

4. Configure a static IP address pool

A static IP address pool with a starting IP address of 172.31.252.1 and an ending IP address of 172.31.255.254 is configured. This creates a static address pool for up to 1,021 remote access clients.

For more information, see To create a static IP address pool.

5. Configure a static route on the remote access server computer to reach intranet locations

To reach intranet locations, a static route is configured on the remote access server computer with the following settings: 

·
Interface: The LAN adapter attached to the intranet 

·
Destination: 172.16.0.0 

·
Network mask: 255.240.0.0 

·
Gateway: 172.31.248.2 

·
Metric: 1 

For more information, see To add a static route.

6. Configure a static route on the router to reach remote access clients

To reach remote access clients, a static route is configured on the router with the following settings: 

·
Interface: The LAN adapter attached to the network segment of the remote access server 

·
Destination: 172.31.252.0 

·
Network mask: 255.255.252.0 

·
Gateway: 172.31.248.1 

·
Metric: 1 

This static route is propagated to the other routers in the Electronic, Inc. intranet through the use of routing protocols.

For more information, see To add a static route.

The remote access policy configuration

To ease the transition from a Windows NT 4.0 environment, the network administrator for Electronic, Inc. decides on an access-by-user administrative model. Remote access is controlled by setting the dial-in permission of individual user accounts to either Allow access or Deny access. Remote access policies are used to apply different connection settings based on group membership and the default remote access policy called Allow access if dial-in permission is enabled is deleted.

The domain configuration

To take advantage of the ability to apply different connection settings to different Windows 2000 groups, the following Windows 2000 groups are created:

·
DialUp_Users 


Used for dial-up remote access connections.

·
VPN_Users 


Used for remote access VPN connections.

Based on this configuration, the following remote access scenarios are described:

·
Dial-up remote access for employees 

·
VPN remote access for employees 

·
Centralized authentication by using IAS 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Dial-up remote access for employees

Employees of Electronic, Inc. use MS-CHAP or MS-CHAP v2 authentication for dial-up remote access and encryption is allowed but not required. To deploy remote access for Electronic, Inc. employees by using dial-up remote access connections, the following configuration is implemented.

Network configuration

For dial-up remote access, the Electronic, Inc. network is also configured as follows:

·
To receive up to 48 simultaneous incoming calls, Electronic, Inc. uses a modem bank switch that is connected to the local telephone service provider. The modem bank switch connects to the remote access server by using a modem bank adapter. Dial-up clients can dial in to the Electronic, Inc. intranet at the phone number 555-0111. 

The following illustration shows the configuration of the Electronic, Inc. remote access server for dial-up remote access connections.

The remote access server computer is configured as follows:

1. Install modem bank adapter in the remote access server

The modem bank adapter that is used to connect to the modem bank switch is installed according to the adapter manufacturer's instructions. Once the driver is installed and functioning, the device and its ports appear under Ports in Routing and Remote Access.

2. Configure the ports of the modem bank device for remote access

All of the ports of the modem bank device are enabled for remote access. For more information, see To configure ports for remote access.

Domain configuration

For each employee that is allowed dial-up remote access:

·
The remote access permission on the dial-in properties of the user account is set to Allow access. 

·
The user account is added to the DialUp_Users Windows 2000 group. 

Remote access policy configuration

To define the authentication and encryption settings for remote access dial-up clients, the following remote access policy is created:

·
Policy name: Dial-Up Remote Access Clients 

·
Conditions: 

·
NAS-Port-Type is set to all types except Virtual (dial-up) 

·
Windows-Groups is set to DialUp_Users 

·
Permission is set to Grant remote access permission 

·
Profile settings: 

·
Authentication tab: Microsoft Encrypted Authentication version 2 (MS-CHAP v2) and Microsoft Encrypted Authentication (MS-CHAP) are enabled. 

·
Encryption tab: Select all the options. 

Note   In the access-by-user administrative model, the remote access permission on the remote access policy has no effect on granting remote access permission. However, the network administrator for Electronic, Inc. set the remote access permission on the policy to Grant remote access permission so that an eventual transition to an access-by-policy administrative model does not require changing all the remote access permission settings on all of the configured remote access policies. 

Dial-up remote access client configuration

The Make New Connection wizard is used to create a dial-up connection with the following setting:

·
Phone number: 555-0111 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

VPN remote access for employees

VPN remote access for employees of Electronic, Inc. is PPTP-based, uses MS-CHAP v2 authentication, and requires strong encryption (all employees of Electronic, Inc. are located in North America). To deploy remote access for Electronic, Inc. employees by using remote access VPN connections across the Internet, the following configuration is implemented.

Network configuration

For VPN remote access, the Electronic, Inc. network is configured as follows:

·
The remote access server computer is directly attached to the Internet by using a T3 (also known as a DS-3) dedicated WAN link. 

·
The IP address of the T3 WAN adapter on the Internet is 207.46.130.1 as allocated by Electronic, Inc.'s Internet service provider (ISP). The IP address of the WAN adapter is referred to on the Internet by the name vpn.electronic.microsoft.com. 

The following illustration shows the configuration of the Electronic, Inc. remote access server for remote access VPN connections.

The remote access server computer is configured as follows:

1. Install T3 WAN adapter in the remote access server

The T3 WAN adapter that is used to connect to the Internet is installed according to the adapter manufacturer's instructions. Once the driver is installed and functioning, the adapter appears as local area connection in the Network and Dial-up Connections folder.

2. Configure TCP/IP on the WAN adapter

For the WAN adapter, the IP address of 207.46.130.1 with a subnet mask 255.255.255.255 is configured. A default gateway is not configured.

3. Configure a static route to reach Internet locations

To reach Internet locations, a static route is configured with the following settings: 

·
Interface: The WAN adapter attached to the Internet 

·
Destination: 0.0.0.0 

·
Network mask: 0.0.0.0 

·
Gateway: 0.0.0.0 

·
Metric: 1 

Note   Because the WAN adapter creates a point-to-point connection to the ISP, any address can be entered for the gateway address. The gateway address of 0.0.0.0 is an example. 0.0.0.0 is reserved as the unspecified IP address. 

4. Increase the number of PPTP ports

By default, only five PPTP ports are enabled for VPN connections. The number of PPTP ports is increased to 1,000. For more information, see To add PPTP or L2TP ports.

5. Configure PPTP packet filters

PPTP packet filters are configured on the WAN adapter that connects to the Internet. For more information, see Add PPTP filters.

Domain configuration

For each employee that is allowed VPN remote access:

·
The remote access permission on the dial-in properties of the user account is set to Allow access. 

·
The user account is added to the VPN_Users Windows 2000 group. 

Remote access policy configuration

To define the authentication and encryption settings for remote access VPN clients, the following remote access policy is created:

·
Policy name: Remote Access VPN Clients 

·
Conditions: 

·
NAS-Port-Type is set to Virtual (VPN) 

·
Tunnel-Type is set to Point-to-Point Tunneling Protocol 

·
Windows-Groups is set to VPN_Users 

·
Called-Station-ID is set to 207.46.130.1 

·
Permission is set to Grant remote access permission 

·
Profile settings: 

·
Authentication tab: Microsoft Encrypted Authentication version 2 (MS-CHAP v2) is enabled. 

·
Encryption tab: Clear all the options except Strongest. 

Notes

·
The Called-Station-ID is set to the IP address of the Internet interface for the remote access server. Only tunnels initiated from the Internet are allowed. Tunnels initiated from the Electronic, Inc. intranet are not permitted. Electronic, Inc. users that require Internet access from the Electronic, Inc. intranet must go through the Electronic, Inc. proxy server (not shown), where Internet access is controlled and monitored. 

·
In the access-by-user administrative model, the remote access permission on the remote access policy has no effect on granting remote access permission. However, the network administrator for Electronic, Inc. set the remote access permission on the policy to Grant remote access permission so that an eventual transition to an access-by-policy administrative model does not require changing all the remote access permission settings on all of the configured remote access policies. 

PPTP-based remote access client configuration

The Make New Connection wizard is used to create a VPN connection with the following settings:

·
VPN connection type: PPTP 

·
Host name or IP address: vpn.electronic.microsoft.com 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Centralized authentication by using IAS

To spread the load between dial-up and VPN-based remote access users, the network administrator of Electronic, Inc. decided to configure a separate VPN server. To centralize the authentication and accounting functions for both the remote access server and the VPN server, a computer running Windows 2000 Server with the Internet Authentication Services (IAS) with the IP address of 172.31.248.9 functions as a RADIUS server.

The following illustration shows the configuration of the Electronic, Inc. network for IAS-based centralized authentication and accounting.

The IAS server has its own set of remote access polices. Rather than maintain two different sets of remote access policies, one set for the remote access server and one for the VPN server, both the remote access server and the VPN server are configured to use RADIUS authentication. Therefore, both the remote access server and the VPN server are configured as RADIUS clients to the IAS server. The IAS server provides remote access authentication, authorization, and accounting for both the remote access server and the VPN server.

Remote access policy configuration

Once the remote access server running Windows 2000 is configured to use RADIUS authentication, the remote access policies stored on the remote access server are no longer used. Instead, the remote access policies stored on the IAS server are used. Therefore, the current set of remote access policies is copied to the IAS server.

For more information, see To copy the IAS configuration to another server.

RADIUS configuration

To configure RADIUS authentication and accounting, the network administrator for Electronic, Inc. configures the following:

·
The IAS server is configured for two RADIUS clients: the Windows 2000 dial-up remote access server and the Windows 2000 VPN server. For more information, see Internet Authentication Service and To register RADIUS clients. 

·
The dial-up remote access server running Windows 2000 is configured to use RADIUS authentication and accounting (at the IP address of 172.31.248.9) and a shared secret. For more information, see To use RADIUS authentication and To use RADIUS accounting. 

·
The VPN server running Windows 2000 is configured to use RADIUS authentication and accounting (at the IP address of 172.31.248.9) and a shared secret. For more information, see To use RADIUS authentication and To use RADIUS accounting. 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Internet access for A. Datum Corporation

This section describes how remote access is configured for a fictional company by using Windows 2000. While your network configuration may be different than described here, you can apply the basic concepts.

A. Datum Corporation is an Internet service provider that provides dial-up Internet access and Internet services for customers in the greater Los Angeles metropolitan area. A. Datum has implemented a remote access solution by using Windows 2000 that connects dial-up customers to the Internet.

The network configuration

The A. Datum network is configured as follows:

·
A. Datum has obtained a class B network ID of 131.107.0.0 with a subnet mask of 255.255.0.0 from the Internet Network Information Center (InterNIC). A. Datum connects to the Internet backbone by using a T3 WAN link. The IP address of the WAN adapter is 131.107.0.1. 

·
To receive up to 512 simultaneous incoming calls, A. Datum is using a modem bank switch that is connected to the local telephone service provider. The modem bank switch connects to the remote access server by using a modem bank adapter. Dial-up clients can dial in to A. Datum at the phone number 555-0122. 

The following illustration shows the network configuration of the A. Datum remote access server.

The remote access server computer is configured as follows:

1. Install the WAN adapter in the remote access server

The network adapter that is used to connect to the Internet is installed according to the adapter manufacturer's instructions. Once the driver is installed and functioning, the adapter appears as a local area connection in the Network and Dial-up Connections folder.

2. Configure TCP/IP on the WAN adapter

The IP address of 131.107.0.1 with the subnet mask 255.255.255.255 is configured. DNS server addresses are configured. WINS server addresses and a default gateway are not configured.

3. Install the Routing and Remote Access service

The Routing and Remote Access wizard is run. Within the wizard, both remote access and LAN and WAN routing are enabled, and all ports are enabled for both routing and remote access. For more information, see To enable the Routing and Remote Access service.

4. Install the modem bank adapter in the remote access server

The modem bank adapter that is used to connect to the modem bank switch is installed according to the adapter manufacturer's instructions. Once the driver is installed and functioning, the device and its ports appear under Ports in Routing and Remote Access.

5. Configure the ports of the modem bank device for remote access

All of the ports of the modem bank device are enabled for remote access. For more information, see To configure ports for remote access.

6. Configure a static IP address pool

A static IP address pool with a starting IP address of 131.107.192.1 and an ending IP address of 131.107.255.254 is configured. This creates a static address pool for up to 16,381 remote access clients.

For more information, see To create a static IP address pool.

7. Configure a static route to reach Internet locations

To reach Internet locations, a static route is configured with the following settings: 

·
Interface: The WAN adapter attached to the Internet 

·
Destination: 0.0.0.0 

·
Network mask: 0.0.0.0 

·
Gateway: 0.0.0.0 

·
Metric: 1 

Note   Because the WAN adapter creates a point-to-point connection to the ISP, any address can be entered for the gateway address. The gateway address of 0.0.0.0 is an example. 0.0.0.0 is reserved as the unspecified IP address. 

User accounts and remote access policy configuration

The A. Datum remote access server is a stand-alone server that uses the access-by-user administrative model. Access is controlled by setting the dial-in permission of individual user accounts to either Allow access or Deny access. The default remote access policy called Allow access if dial-in permission is enabled is not deleted.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Resources

This section covers: 

·
Remote access RFCs 

·
Remote access RADIUS attributes 

·
Netsh commands for remote access 

·
Expressing an IP address range with a mask 

·
Pattern matching syntax 

·
Troubleshooting tools 

Remote access RFCs

Requests for Comments (RFCs) are an evolving series of technical reports, proposals for protocols, and protocol standards used by the Internet community. Remote access standards are defined in RFCs published by the Internet Engineering Task Force (IETF) and other working groups.

PPP RFCs 

RFC number
Title

1549
PPP in HDLC Framing

1552
The PPP Internetwork Packet Exchange Control Protocol (IPXCP)

1334
PPP Authentication Protocols

1332
The PPP Internet Protocol Control Protocol (IPCP)

1378
The PPP AppleTalk Control Protocol (ATCP) 

1661
The Point-to-Point Protocol (PPP)

1990
The PPP Multilink Protocol (MP)

1877
PPP Internet Protocol Control Protocol Extensions for Name Server Addresses

1994
PPP Challenge Handshake Authentication Protocol (CHAP)

2097
The PPP NetBIOS Frames Control Protocol (NBFCP)

2118
Microsoft Point-to-Point Compression (MPPC) Protocol

2125
The PPP Bandwidth Allocation Protocol (BAP)/The PPP Bandwidth Allocation Control Protocol (BACP)

1570
PPP LCP Extensions

SLIP RFCs 

RFC number
Title

1055
A Nonstandard for Transmission of IP Datagrams Over Serial Lines: SLIP

1144
Compressing TCP/IP Headers for Low-Speed Serial Links

PPTP RFCs 

RFC number
Title

2637
Point-to-Point Tunneling Protocol--PPTP

L2TP RFCs 

RFC number
Title

2661
Layer Two Tunneling Protocol "L2TP"

RADIUS RFCs 

RFC number
Title

2138
Remote Authentication Dial-In User Service (RADIUS)

2139
RADIUS Accounting

2548
Microsoft Vendor-specific RADIUS Attributes

EAP RFCs 

RFC number
Title

2284
PPP Extensible Authentication Protocol (EAP)

EAP Internet drafts 

Draft name
Title

draft-ietf-pppext-eaptls-x.txt
PPP EAP TLS Authentication Protocol

draft-ietf-radius-ext-0x.txt
RADIUS Extensions

Obtaining RFCs

You can obtain RFCs from the Request for Comments Web site(http://www.rfc-editor.org/). This Web site is currently maintained by members of the Information Sciences Institute (ISI) who publish a classified listing of all RFCs. RFCs are classified as one of the following: approved Internet standard, proposed Internet standard (circulated in draft form for review), Internet best practices, or For Your Information (FYI) document.

You can find Internet drafts on the Internet Drafts Web site(ftp://ftp.ietf.org/internet-drafts/).

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Remote access RADIUS attributes

The following lists the RADIUS attributes that are supported by the remote access server running Windows 2000 for the various RADIUS packet types. For more information about these attributes, see RFC 2138, "Remote Authentication Dial-in User Service (RADIUS)" and RFC 2548, "Microsoft Vendor-specific RADIUS Attributes."

Access-Request

·
User-Name (RADIUS attribute 1) 


A string value that contains the user principal name or the Windows NT name without the domain.

·
User-Password (RADIUS attribute 2) 


A string value that contains the user password and is only sent if Password Authentication Protocol (PAP) is negotiated as the authentication protocol.

·
CHAP-Password (RADIUS attribute 3) 


Contains the response value provided by the Challenge Handshake Authentication Protocol (CHAP) in response to the challenge.

·
NAS_IP_Addresss (RADIUS attribute 4) 


Contains the IP address of the remote access server.

·
NAS-Port (RADIUS attribute 5) 


Indicates the number of the port on the remote access server on which the incoming call was received.

·
Service-Type (RADIUS attribute 6) 


The only value that is sent is "Framed" (2).

·
Framed-Protocol (RADIUS attribute 7) 


The only value that is sent is "PPP" (1).

·
Framed-MTU (RADIUS attribute 12) 


Used in conjunction with EAP authentication to notify the RADIUS server of the maximum transmission unit (MTU) negotiated with the client, so that the RADIUS server does not send EAP messages that cannot be delivered over the link.

·
State (RADIUS attribute 24) 


The remote access server never sends this attribute in the initial Access-Request. If EAP is used as the authentication protocol and a State attribute is received in an Access-Challenge packet, that State attribute is returned unmodified in the next Access-Request packet sent.

·
Called-Station-Id (RADIUS attribute 30) 


Telephone number on which the call was received. For virtual private network (VPN) connections, the IP address of the VPN server.

·
Calling-Station-Id (RADIUS attribute 31) 


Telephone number on which the call was made. For virtual private network (VPN) connections, the IP address of the VPN client.

·
NAS-Identifier (RADIUS attribute 32) 


The fully qualified domain name of the remote access server.

·
CHAP-Challenge (RADIUS attribute 60) 


The challenge sent by the remote access server during CHAP authentication.

·
NAS-Port-Type (RADIUS attribute 61) 


The only values sent are Async (0), ISDN Sync (2), ISDN Async V.120 (3) ISDN Async V.110 (4), and Virtual (5). Virtual port is used to indicate VPN connections.

·
Tunnel-Type (RADIUS attribute 64) 


The only values sent are PPTP (1) and L2TP (3).

·
Tunnel-Medium-Type (RADIUS attribute 65) 


The only value sent is IP (1).

·
Tunnel-Client-EndPoint (RADIUS attribute 66) (PPTP only) 

·
Tunnel-Server-EndPoint (RADIUS attribute 67) (PPTP only) 

·
Connect-Info (RADIUS attribute 77) 


Contains whatever data TAPI returns about the call.

·
EAP-Message (RADIUS attribute 79) 

·
Signature (RADIUS attribute 80) 


Always sent if EAP is used for authentication. Otherwise, it is configurable on the properties of the RADIUS server.

·
MS-CHAP-Response (vendor type 1) 

·
MS-CHAP-CPW-2 (vendor type 4) 

·
MS-Chap-LM-Enc-Pw (vendor type 5) 

·
MS-CHAP-NT-Enc-PW (vendor type 6) 

·
MS-Ras-Vendor (vendor type 9) 

·
MS-Chap-Challenge (vendor type 11) 

·
MS-Ras-Version (vendor type 18) 

Access-Accept

·
Service-Type (RADIUS attribute 6) 


Only Framed (2) and Callback Framed (4) are accepted. If any other Service-Type is received, the call is dropped.

·
Framed-Protocol (RADIUS attribute 7) 


Only PPP (1) is accepted. If any other Framed-Protocol is received, the call is dropped.

·
Framed-IP-Address (RADIUS attribute 8) 


The only acceptable values are 0xFFFFFFFF (user selects address) and 0xFFFFFFFE (remote access server selects address). If any other Framed-IP-Address is received, the call is dropped.

·
Framed-MTU (RADIUS attribute 12) 


Not used.

·
Framed-Compression (RADIUS attribute 13) 


The only recognized values are None (0) and VJ TCP/IP header compression (1). All other values are ignored.

·
Reply-Message (RADIUS attribute 18) 


Returned in CHAP, PAP, and MS-CHAP (both v1 and v2) Success packets and in the EAP Notification message.

·
Framed-Route (RADIUS attribute 22) 

·
State (RADIUS attribute 24) 


Returned to the remote access server unchanged.

·
Class (RADIUS attribute 25) 


Sent unchanged to accounting server in Accounting Start message.

·
Session-Timeout (RADIUS attribute 27) 

·
Idle-Timeout (RADIUS attribute 28) 

·
Termination-Action (RADIUS attribute 29) 


Not used.

·
Port-Limit (RADIUS attribute 62) 

·
EAP-Message (RADIUS attribute 79) 

·
Signature (RADIUS attribute 80) 


Only accepted if EAP is used for authentication.

·
Acct-Interim-Interval (RADIUS attribute 85) 

·
MS-MPPE-Encryption-Policy (vendor type 7) 

·
MS-MPPE-Encryption-Types (vendor type 8) 

·
MS-CHAP-Domain (vendor type 10) 

·
MS-BAP-Usage (vendor type 13) 

·
MS-Link-Utilization-Threshold (vendor type 14) 

·
MS-Link-Drop-Time-Limit (vendor type 15) 

·
MS-Filter (vendor type 22) 

Access-Challenge

The Access-Challenge is only used with EAP. Otherwise, the receipt of an Access-Challenge is treated as Access-Reject.

·
State (RADIUS attribute 24) 

·
Session-Timeout (RADIUS attribute 27) 

·
EAP-Message (RADIUS attribute 79) 

·
Signature (RADIUS attribute 80) 

Accounting-Request

·
User-Name (RADIUS attribute 1) 

·
NAS_IP_Addresss (RADIUS attribute 4) 

·
NAS-Port (RADIUS attribute 5) 

·
Service-Type (RADIUS attribute 6) 

·
Framed-Protocol (RADIUS attribute 7) 

·
Framed-IP-Address (RADIUS attribute 8) 

·
Framed-MTU (RADIUS attribute 12) 

·
Framed-Compression (RADIUS attribute 13) 

·
Framed-Route (RADIUS attribute 22) 

·
Class (RADIUS attribute 25) 

·
Session-Timeout (RADIUS attribute 27) 

·
Idle-Timeout (RADIUS attribute 28) 

·
Termination-Action (RADIUS attribute 29) 

·
Called-Station-Id (RADIUS attribute 30) 

·
Calling-Station-Id (RADIUS attribute 31) 

·
NAS-Identifier (RADIUS attribute 32) 

·
NAS-Port-Type (RADIUS attribute 61) 

·
Port-Limit (RADIUS attribute 62) 

·
Tunnel-Type (RADIUS attribute 64) 

·
Tunnel-Medium-Type (RADIUS attribute 65) 

·
Tunnel-Client-EndPoint (RADIUS attribute 66) 

·
Tunnel-Server-EndPoint (RADIUS attribute 67) 

·
Connect-Info (RADIUS attribute 77) 

·
Acct-Status-Type (RADIUS attribute 40) 


"On" is sent when the Routing and Remote Access service is started. "Off" is sent if the Routing and Remote Access service is gracefully stopped. "Start" and "Stop" are sent at the beginning and end of a user connection. "Interim-Update" is sent at approximately the interval specified in the Acct-Interim-Interval attribute (some random jitter is applied) and only if the Acct-Interim-Interval attribute was returned in the Access-Accept message.

·
Acct-Delay-Time (RADIUS attribute 41) 


Five seconds are added on every retransmission (regardless of the actual time between retransmissions).

·
Acct-Input-Octets (RADIUS attribute 42) 

·
Acct-Output-Octets (RADIUS attribute 43) 

·
Acct-Session-Id (RADIUS attribute 44) 

·
Acct-Authentic (RADIUS attribute 45) 

·
Acct-Session-Time (RADIUS attribute 46) 

·
Acct-Input-Packets (RADIUS attribute 47) 

·
Acct-Output-Packets (RADIUS attribute 48) 

·
Acct-Termination-Cause (RADIUS attribute 49) 


The only values sent are 1 (User Request), 4 (Idle Timeout), 5 (Session Timeout), 6 (Admin Reset), and 8 (Port Error).

·
Acct-Multi-Session-Id (RADIUS attribute 50) 

·
Acct-Link-Count (RADIUS attribute 51) 

·
MS-Ras-Vendor (vendor type 9) 

·
MS-CHAP-Domain (vendor type 10) 

·
MS-Ras-Version (vendor type 18) 

·
MS-Filter (vendor type 22) 

Netsh commands for remote access

The following table lists the Netsh commands that you can type at a Windows 2000 command prompt to administer a remote access server running Windows 2000. If there are multiple commands for a particular function, they are indicated by separating the individual commands with a slash (/). For example, the command ras add/delete/show registeredserver is actually three separate commands: ras add registeredserver, ras delete registeredserver, and ras show registeredserver.

When you type the command at the command prompt, precede each command with netsh. For the exact syntax of each command, type the command with the ? option. For example, to receive command-line Help on the netsh ras add registeredserver command, type netsh ras add registeredserver ? at the command prompt.

Command
Description

ras add/delete/show registeredserver
Configures or displays whether the specified remote access server computer is a member of the RAS and IAS Servers security group in the Active Directory directory service of the specified domain. The change implemented by the ras add registeredserver and ras delete registeredserver commands do not take effect immediately (due to the way that Windows 2000 caches Active Directory information). For the change to take effect immediately, you need to restart the computer running Windows 2000.

ras show activeservers
Displays current remote access servers running Windows 2000 on your network.

ras set/show authmode
Configures or displays whether and when dial-in connections are authenticated.

ras add/delete/show authtype
Configures or displays the permitted authentication types.

ras add/delete/show client
Displays currently connected remote access clients.

ras add/delete/show link
Configures or displays the configuration of software compression and link control protocol (LCP) extensions.

ras add/delete/show multilink
Configures or displays Multilink and Bandwidth Allocation Protocol (BAP) settings.

ras set/show tracing
Configures or displays tracing settings.

ras set/show user
Configures or displays remote access settings for user accounts.

ras ip set access
Configures whether IP traffic from remote access clients is forwarded to the networks to which the remote access server is connected.

ras ip set addrassign
Configures the method by which the remote access server assigns IP addresses to incoming connections.

ras ip set addrreq
Configures whether remote access clients or demand-dial routers can request their own IP addresses.

ras ip show config
Displays IP remote access configuration.

ras ip set negotiation
Configures whether IP is negotiated for remote access connections.

ras ip delete pool
Deletes the static IP address pool.

ras ip add/delete range
Adds or removes a range of addresses from the static IP address pool.

ras ipx set access
Configures whether IPX traffic from remote access clients is forwarded to the networks to which the remote access server is connected.

ras ipx show config
Displays IPX remote access configuration.

ras ipx set negotiation
Configures whether IPX is negotiated for remote access connections.

ras ipx set/show netassign
Configures the method by which the remote access server assigns IPX network addresses to incoming connections.

ras ipx set nodereq
Configures whether remote access clients can request their own IPX node addresses.

ras ipx set pool
Configures the configuration of the IPX network address range.

ras netbeui set access
Configures or displays whether NetBEUI traffic from remote access clients is forwarded to the networks to which the remote access server is connected.

ras netbeui show config
Displays NetBEUI remote access configuration.

ras netbeui set/show negotiation
Configures or displays whether NetBEUI is negotiated for remote access connections.

ras appletalk set access
Configures or displays whether AppleTalk traffic from remote access clients is forwarded to the networks to which the remote access server is connected.

ras appletalk show config
Displays AppleTalk remote access configuration.

ras appletalk set negotiation
Configures or displays whether AppleTalk is negotiated for remote access connections.

ras aaaa set/show accounting
Configures or displays the accounting provider.

aaaa add/delete/set/show acctserver
Configures or displays RADIUS accounting servers.

ras aaaa set/show authentication
Configures or displays the authentication provider.

ras aaaa add/delete/set/show authserver
Configures or displays RADIUS authentication servers.

For more information about netsh, see The netsh command-line utility.

Expressing an IP address range with a mask

In some cases, Windows 2000 allows you to enter a range of IP addresses as a starting and ending range. For example, when creating a DHCP scope, you enter the IP address range as 10.0.0.1 through 10.0.0.199. In this case, a suitable range for an arbitrary number of required IP addresses is specified.

In other cases, Windows 2000 requires you to enter a range of IP addresses as an IP address and mask. In these cases, a range for an arbitrary number of required IP addresses cannot be specified due to the mathematical relationship between the IP address and the mask. When expressing an IP address range in this way, you must choose a base IP address and a mask. 

·
An IP address is a 32-bit number that is expressed as a series of 4 octets converted to base 10 and separated by the period character. This is commonly known as dotted decimal notation. The base IP address contains a series of bits that are fixed and a series of bits that are variable. The bits that are fixed must be a set of contiguous bits starting from the high order bit. The range of IP addresses formed from the base IP address is the set of addresses defined by all of the possible values of the variable bits. 

·
The mask is a 32-bit number (also expressed in dotted decimal notation) that is used to explicitly define which bits in the base IP address are fixed and which bits are variable. In the mask, a 1 bit is used to indicate a bit in the IP address that is fixed. A fixed bit cannot be used to express the range. A 0 bit in the mask is used to indicate a bit in the IP address that is variable. 

Because the bits that are fixed in the base IP address must be contiguous from the high order bit, a mask must consist of a series of contiguous 1 bits that represent the fixed portion of the address followed by a series of contiguous 0 bits that represent the variable portion of the address.

The following table shows examples of valid masks.

Subnet mask (binary)
Subnet mask (decimal)

11111111 11111111 11110000 00000000
255.255.240.0

11111111 11111111 11111111 00000000
255.255.255.0

11111111 11111111 11111111 11100000
255.255.255.224

The following table shows examples of invalid masks.

Subnet mask (binary)
Subnet mask (decimal)

11111111 11111111 10110000 00000000
255.255.176.0

11111111 11111111 11110000 11110000
255.255.240.240

11111111 11111111 11111111 00000111
255.255.255.7

The base IP address, the mask, and the range of addresses are related to each other by a mathematical operation called a bit-wise logical AND. In a bit-wise logical AND, the 32 bits of an IP address are lined up with the 32 bits of the mask. For each bit, a logical AND is performed. In a logical AND, the result is a 1 if both bits being compared are a 1 and a 0 otherwise.

Because the variable bits in the mask are always 0, the bit-wise logical AND of any IP address in the range (including the base IP address) and the mask always produces the same result: the base IP address. 

The base IP address cannot have a 1 where there is a 0 in the mask. A bit-wise logical AND of a 1 with a 0 always produces a 0. Therefore, a base IP address with a 1 where there is a 0 in the mask will, when a bit-wise logical AND is used with the mask, not produce the base IP address. This is the reason for the error message: "The network mask entered is not valid. The destination address cannot be more specific than the network mask."

The base IP address that contains a 1 where there is a 0 is more specific than the mask. A base IP address can be less specific than the mask, but not more specific.

The following table shows an example of a valid address range.


Binary
Decimal

Base IP address
11000000 10101000 10011100 00000000
192.168.156.0

Mask
11111111 11111111 11111100 00000000
255.255.252.0

In this example, the first 22 bits are fixed and the last 10 bits are variable. Notice how the bit-wise logical AND of the base IP address and the mask produces the base IP address (192.168.156.0 AND 255.255.252.0 = 192.168.156.0).

The following table shows an example of a invalid address range.


Binary
Decimal

Base IP address
11000000 10101000 00111001 00000000
192.168.57.0

Mask
11111111 11111111 11110000 00000000
255.255.240.0

In this example, there are two bits in the base IP address set to 1 that are not included in the mask. Notice how the bit-wise logical AND of the base IP address and the mask does not produce the base IP address (192.168.57.0 AND 255.255.240.0 = 192.168.48.0).

Multicast scopes

The base IP address and mask that you choose for multicast scopes depends on two factors:

 1.
The originating address space 


The originating address space is the original set of addresses from which a range is being defined. For example, when defining multicast scopes, the originating address space is from 239.0.0.0 through 239.254.255.255.

 2.
The number of addresses needed 


The following table lists the mask needed based on a required number of addresses.

Number of addresses required
Number of fixed bits
Number of variable bits
Mask

1–2
31
1
255.255.255.254

3–4
30
2
255.255.255.252

5–8
29
3
255.255.255.248

9–16
28
4
255.255.255.240

17–32
27
5
255.255.255.224

33–64
26
6
255.255.255.192

65–128
25
7
255.255.255.128

129–256
24
8
255.255.255.0

257–512
23
9
255.255.254.0

513–1,024
22
10
255.255.252.0

1,025–2,048
21
11
255.255.248.0

2,049–4,096
20
12
255.255.240.0

4,097–8,192
19
13
255.255.224.0

8,193–16,384
18
14
255.255.192.0

16,385–32,768
17
15
255.255.128.0

32,769–65,536
16
16
255.255.0.0

65,537–131,072
15
17
255.254.0.0

131,073–262,144
14
18
255.252.0.0

262,145–524,288
13
19
255.248.0.0

524,289–1,048,576
12
20
255.240.0.0

1,048,577–2,097,152
11
21
255.224.0.0

2,097,153–4,194,304
10
22
255.192.0.0

4,194,305–8,388,608
9
23
255.128.0.0

8,388,609–16,777,216
8
24
255.0.0.0

Based on the base IP address, the range is defined as follows:

·
The first IP address in the range is the base IP address. 

·
The last IP address in the range is the address obtained by setting all the variable bits to a 1 and then expressing the result in dotted decimal notation. 

The following table shows an example for a multicast scope.


Decimal
Binary

IP address
239.0.64.0
11101111 00000000 01000000 00000000

Mask
255.255.192.0
11111111 11111111 11000000 00000000

First IP address
239.0.64.0
11101111 00000000 01000000 00000000

Last IP address
239.0.128.255
11101111 00000000 01111111 11111111

Pattern matching syntax

Windows 2000 supports the use of the pattern matching syntax that is widely used in UNIX environments. You can use this syntax to specify the conditions of remote access policy attributes and RADIUS realms. The following table describes the special characters that you can use and includes examples.

Character
Description
Example

\
Marks the next character as special.
/n/ matches the character "n". The sequence /\n/ matches a line feed or newline character.

^
Matches the beginning of input or line.


$
Matches the end of input or line.


*
Matches the preceding character zero or more times.
/zo*/ matches either "z" or "zoo."

+
Matches the preceding character one or more times.
/zo+/ matches "zoo" but not "z."

?
Matches the preceding character zero or one time.
/a?ve?/ matches the "ve" in "never."

.
Matches any single character except a newline character.


(pattern)
Matches pattern and remembers the match. To match parentheses characters ( ), use "\(" or "\)".


x|y
Matches either x or y.
/z|food?/ matches "zoo" or "food."

{n}
n is a nonnegative integer. Matches exactly n times.
/o{2}/ does not match the "o" in "Bob," but matches the first two o's in "foooood."

{n,}
n is a nonnegative integer. Matches at least n times.
/o{2,}/ does not match the "o" in "Bob" but matches all the o's in "foooood." /o{1,}/ is equivalent to /o+/.

{n,m}
m and n are nonnegative integers. Matches at least n and at most m times.
/o{1,3}/ matches the first three o's in "fooooood."

[xyz]
A character set. Matches any one of the enclosed characters.
/[abc]/ matches the "a" in "plain."

[^xyz]
A negative character set. Matches any character not enclosed.
/[^abc]/ matches the "p" in "plain."

\b
Matches a word boundary, such as a space.
/ea*r\b/ matches the "er" in "never early."

\B
Matches a nonword boundary.
/ea*r\B/ matches the "ear" in "never early."

\d
Matches a digit character. Equivalent to [0-9].


\D
Matches a nondigit character. Equivalent to [^0-9].


\f
Matches a form-feed character.


\n
Matches a line feed character.


\r
Matches a carriage return character.


\s
Matches any white space including space, tab, form-feed, and so on. Equivalent to [ \f\n\r\t\v].


\S
Matches any non-white-space character. Equivalent to [^ \f\n\r\t\v].


\t
Matches a tab character.


\v
Matches a vertical tab character.


\w
Matches any word character including underscore. Equivalent to [A-Za-z0-9_].


\W
Matches any nonword character excluding underscore. Equivalent to [^A-Za-z0-9_].


\num
?num, where num is a positive integer. A reference back to remembered matches. \1 replaces what is stored in the first remembered match. This option can be used only in the Replace text box when configuring realms with Internet Authentication Service. See the examples.


/n/
?n, where n is an octal, hexadecimal, or decimal escape value. Allows embedding of ASCII codes into regular expressions.


Examples for remote access policy attributes

The following examples describe the use of the pattern matching syntax to specify remote access policy attributes:

·
To specify all phone numbers within a fixed area code 


For example, to specify all numbers in the 899 area code, the syntax is:


899.*

·
To specify a range of IP addresses 


For example, to specify all IP addresses that begin with 192.168.1, the syntax is:


192\.168\.1\..+

Examples for RADIUS realm name replacement

The following examples describe the use of the pattern matching syntax to replace realm names in IAS properties, on the Realms tab, in Find and Replace:

·
To remove the realm portion of the user name 


In the outsourced dial scenario, the Internet service provider (ISP) might require a realm to route the authentication request to the Internet Authentication Service (IAS) server. Windows 2000 might not recognize the realm, which should be removed (by leaving Replace blank) before authenticating the user. 

·
Find: @microsoft\.com 

·
Replace: 

·
To replace user@domain.com with domain.com\user 

·
Find: (.*)@(.*) 

·
Replace: $2\$1 

·
To replace domain\user with specific_domain\user 

·
Find: (.*)@(.*) 

·
Replace: specific_domain\$2 

·
To replace user with user@specific domain 

·
Find: $ 

·
Replace: @specific_domain 

For more information, see To configure realm replacement in IAS.

Troubleshooting tools

To help you gather information to troubleshoot problems with the remote access server, the following troubleshooting tools are available:

·
Authentication and accounting logging. For more information see Logging. 

·
Event logging records errors, warnings, and events in the system event log. 

·
PPP logging creates a log file of the PPP control messages that are sent and received during a PPP connection. 

·
Tracing records the sequence of programming functions called during a process to a file. For more information, see Using tracing. 

·
Network Monitor captures traffic sent between a remote access server and dial-up client during the PPP connection process and during data transfer. 

Event logging

You can use Windows 2000 event logging to record remote access server errors, warnings, and other detailed information in the Windows 2000 system event log. You can enable event logging on the Event Logging tab on the properties of a remote access server. For more information, see To view properties of the remote access server.

PPP logging

PPP logging records the series of programming functions and PPP control messages during a PPP connection and is a valuable source of troubleshooting information when you are troubleshooting the failure of a PPP connection. To enable PPP logging, select the Enable Point-to-Point Protocol (PPP) logging option on the PPP tab on the properties of a remote access server. For more information, see To view properties of the remote access server.

The PPP log in Windows NT 4.0 has been replaced by the tracing function. To duplicate the PPP log, you need to enable file tracing for the PPP key. By default, the PPP log is stored as the ppp.log file in the systemroot\Tracing folder. For more information on tracing options, see Using tracing.

Network Monitor

Network Monitor can capture the network traffic between a dial-up networking client and the remote access server. By analyzing remote access traffic, you can find answers to remote access problems and possible solutions or workarounds.

Note   The proper interpretation of remote access traffic with Network Monitor requires an in-depth understanding of PPP and other protocols. For more information, see the Windows 2000 Resource Kit or Remote access RFCs. You can save Network Monitor traces as files and send them to Microsoft Product Support Services for analysis. 

Troubleshooting

What problem are you having?

Unable to establish a remote access connection.

Cause: Your modem is not working properly.

Solution: Verify that your modem is working properly.

See also: Troubleshooting modems

Cause: The Routing and Remote Access service is not started on the remote access server.

Solution: Verify the state of the Routing and Remote Access service on the remote access server.

See also: To monitor the Routing and Remote Access service

Cause: Remote access is not enabled on the remote access server.

Solution: Enable remote access on the remote access server.

See also: To enable the remote access server

Cause: Dial-in, PPTP, or L2TP ports are not enabled for inbound remote access connections.

Solution: Enable PPTP or L2TP ports, or both, for inbound remote access connections.

See also: To configure ports for remote access

Cause: The LAN protocols being used by the remote access clients are not configured on the remote access server to allow remote access connections.

Solution: Verify that remote access connections are allowed on the IP, IPX, AppleTalk, or NetBEUI tabs on the properties of a server. If you do not have one or more of these tabs, then the corresponding network protocol is not installed on the server.

See also: To view properties of the remote access server

Cause: All of the remote access ports on the remote access server are already being used by currently connected remote access clients or demand-dial routers.

Solution: You can verify that all of the remote access ports on the remote access server are not already being used by clicking Ports in Routing and Remote Access.

Cause: The remote access client and the remote access server in conjunction with a remote access policy are not configured to use at least one common authentication method. 

Solution: Configure the remote access client and the remote access server in conjunction with a remote access policy to use at least one common authentication method.

If a remote access client running Windows 95 is attempting a dial-up connection, verify that the remote access server is not requiring only MS-CHAP v2 authentication. A remote access client running Windows 95 supports the use of MS-CHAP v2 over virtual private network (VPN) connections, not the use of MS-CHAP v2 over dial-up connections.

Cause: The remote access client and the remote access server in conjunction with a remote access policy are not configured to use at least one common encryption strength.

Solution: Configure the remote access client and the remote access server in conjunction with a remote access policy to use at least one common encryption strength.

See also: To configure encryption

Cause: The remote access connection does not have the appropriate permissions through dial-in properties of the user account and remote access policies.

Solution: Verify that the remote access connection has the appropriate permissions through dial-in properties of the user account and remote access policies.

In order for the connection to be established, the settings of the connection attempt must:

·
Match all of the conditions of at least one remote access policy. 

·
Be granted remote access permission through the user account (set to Allow access), or through the user account (set to Control access through Remote Access Policy) and the remote access permission of the matching remote access policy (set to Grant remote access permission). 

·
Match all the settings of the profile. 

·
Match all the settings of the dial-in properties of the user account. 

See also: Introduction to remote access policies; Accepting a connection attempt

Cause: The settings of the remote access policy profile are in conflict with properties of the remote access server.

Solution: Verify that the settings of the remote access policy profile are not in conflict with properties of the remote access server.

The properties of the remote access policy profile and the properties of the remote access server both contain settings for:

·
Multilink 

·
Bandwidth allocation protocol 

·
Authentication protocols 

If the settings of the profile of the matching remote access policy are in conflict with the settings of the remote access server, the connection attempt is rejected. For example, if the matching remote access policy profile specifies that the EAP-TLS authentication protocol must be used and EAP is not enabled on the remote access server, the connection attempt is rejected.

See also: To enable authentication protocols; To configure authentication

Cause: The credentials of the remote access client (user name, password, and domain name) are incorrect and cannot be validated by the remote access server.

Solution: Verify that the credentials of the remote access client (user name, password, and domain name) are correct and can be validated by the remote access server.

Cause: There are not enough addresses in the static IP address pool.

Solution: If the remote access server is configured with a static IP address pool, verify that there are enough addresses in the pool. If all of the addresses in the static pool have been allocated to connected remote access clients, the remote access server is unable to allocate an IP address, and the connection attempt is rejected. Modify the static IP address pool if needed.

See also: TCP/IP and remote access; To create a static IP address pool

Cause: The remote access client is configured to request its own IPX node number and the remote access server is not configured to allow IPX clients to request their own IPX node number.

Solution: Configure the remote access server to allow IPX clients to request their own IPX node number.

See also: IPX and remote access

Cause: The remote access server is configured with a range of IPX network numbers that are being used elsewhere on your IPX internetwork.

Solution: Configure the remote access server with a range of IPX network numbers that is unique to your IPX internetwork.

See also: IPX and remote access

Cause: The authentication provider of the remote access server is improperly configured.

Solution: Verify the configuration of the authentication provider. You can configure the remote access server to use either Windows 2000 or Remote Authentication Dial-In User Service (RADIUS) to authenticate the credentials of the remote access client.

See also: Authentication and accounting providers; To use RADIUS authentication

Cause: The remote access server cannot access Active Directory.

Solution: For a remote access server that is a member server in a mixed-mode or native-mode Windows 2000 domain that is configured for Windows 2000 authentication, verify that:

·
The RAS and IAS Servers security group exists. If not, then create the group and set the group type to Security and the group scope to Domain local. 

·
The RAS and IAS Servers security group has Read permission to the RAS and IAS Servers Access Check object. 

·
The computer account of the remote access server computer is a member of the RAS and IAS Servers security group. You can use the netsh ras show registeredserver command to view the current registration. You can use the netsh ras add registeredserver command to register the server in a specified domain. 


If you add or remove the remote access server computer to the RAS and IAS Servers security group, the change does not take effect immediately (due to the way that Windows 2000 caches Active Directory information). For the change to take effect immediately, you need to restart the remote access server computer.

·
For a native-mode domain, the remote access server has joined the domain. 

See also: To add a group; To verify permissions for the RAS and IAS security group; Netsh commands for remote access

Cause: A Windows NT 4.0 remote access server cannot validate connection requests.

Solution: If remote access clients are dialing in to a remote access server running Windows NT 4.0 that is a member of a Windows 2000 mixed-mode domain, verify that the Everyone group is added to the Pre-Windows 2000 Compatible Access group with the net localgroup "Pre-Windows 2000 Compatible Access" command. If not, type net localgroup "Pre-Windows 2000 Compatible Access" everyone /add at a Windows 2000 command prompt on a domain controller computer and then restart the domain controller computer.

See also: Windows NT 4.0 remote access server in a Windows 2000 domain

Cause: The Windows 2000 Fax service is enabled and your modem does not support adaptive answer.

Solution: If the Windows 2000 Fax service and the Routing and Remote Access service are sharing the same modem, verify that the modem supports adaptive answer. If the modem does not support adaptive answer, you must disable fax on the modem to receive incoming remote access connections. 

Cause: You are using MS-CHAP v1 and a user password over 14 characters long.

Solution: Either use a different authentication protocol such as MS-CHAP v2 or change your password so that it is 14 characters or less.

See also: MS-CHAP; Enable authentication protocols

Unable to access resources beyond the remote access server.

Cause: For IP-based remote access clients, IP routing is not enabled.

Solution: Verify that IP routing is enabled on the IP tab on the properties of the server.

See also: To view properties of the remote access server

Cause: For IPX, AppleTalk, or NetBEUI-based remote access clients, network access is not allowed.

Solution: Verify that network access is allowed on the IPX, AppleTalk, or NetBEUI tabs on the properties of a server. If you do not have one or more of these tabs, then the corresponding network protocol is not installed on the server.

See also: To view properties of the remote access server

Cause: A static IP address pool is configured but there are no routes back to the remote access clients.

Solution: If the remote access server is configured to use a static IP address pool, verify that the routes to the ranges of addresses of the static IP address pool are reachable by the hosts and routers of the intranet. If not, then IP routes consisting of the address ranges of the static IP address pool, as defined by the IP address and mask of each range, must be added to the routers of the intranet or the routing protocol of your routed infrastructure on the remote access server must be enabled. If the routes to the remote access client subnets are not present, remote access clients cannot receive traffic from locations on the intranet. A route for the network is implemented either through static routing entries or through a routing protocol, such as Open Shortest Path First (OSPF) or Routing Information Protocol (RIP).

If the remote access server is configured to use DHCP for IP address allocation and no DHCP server is available, the remote access server allocates addresses from the Automatic Private IP Addressing (APIPA) address range from 169.254.0.1 through 169.254.255.254. Allocating APIPA addresses for remote access clients works only if the network to which the remote access server is attached is also using APIPA addresses.

If the remote access server is using APIPA addresses when a DHCP server is available, verify that the proper adapter is selected from which to obtain DHCP-allocated IP addresses. By default, the remote access server randomly chooses the adapter to use to obtain IP addresses through DHCP. If there is more than one LAN adapter, then the Routing and Remote Access service may choose a LAN adapter for which there is no DHCP server available.

If the static IP address pool consists of ranges of IP addresses that are a subset of the range of IP addresses for the network to which the remote access server is attached, verify that the ranges of IP addresses of the static IP address pool are not assigned to other TCP/IP nodes, either through static configuration or through DHCP.

See also: TCP/IP and remote access; To create a static IP address pool

Cause: Packet filters on the remote access policy profile are preventing the flow of IP traffic.

Solution: Verify that there are no configured TCP/IP packet filters on the profile properties of the remote access policies on the remote access server (or the RADIUS server if Internet Authentication Service is used) that are preventing the sending or receiving of TCP/IP traffic.

You can use remote access policies to configure TCP/IP input and output packet filters that control the exact nature of TCP/IP traffic allowed on the remote access connection. Verify that the profile TCP/IP packet filters are are not preventing the flow of needed traffic.

See also: To configure IP options

Callback is not working.

Cause: Callback is improperly configured on the dial-in properties of the user account.

Solution: Verify the callback configuration on the dial-in properties of the user account.

See also: To configure caller ID and callback

Cause: Link control protocol (LCP) extensions is disabled on the PPP tab for the properties of the remote access server.

Solution: Enable Link control protocol (LCP) extensions on the PPP tab for the properties of the remote access server.

See also: To view properties of the remote access server

Cause: Callback numbers may be truncated when a remote access server running Windows NT 4.0 requests dial-in properties of a user account in a Windows 2000 native-mode domain.

Solution: Reconfigure callback numbers on the dial-in properties of the user account.

See also: To configure caller ID and callback

For more information on troubleshooting remote access VPN connections, see Troubleshooting remote access VPNs.

To reset a Windows 2000 remote access server back to default values, see To reset the Routing and Remote Access service.

Virtual private networks

The Routing and Remote Access service in Windows 2000 Server provides virtual private network (VPN) services for remote access and router-to-router VPN connections by using either the Point-to-Point Tunneling Protocol (PPTP) or the Layer Two Tunneling Protocol (L2TP) with Internet Protocol security (IPSec).

·
Before installing a VPN server, see Checklist: Installing and configuring a VPN server. 

·
Before installing a PPTP server, see Checklist: Installing and configuring a PPTP server. 

·
To find features that have been moved in Windows 2000 Server, see New ways to do familiar tasks.

·
For tips about using VPNs, see Best practices.

·
For general background information, see Concepts. 

·
For problem-solving instructions, see Troubleshooting. 

Checklists

This section covers:

·
Checklist: Installing and configuring a VPN server 

·
Checklist: Installing and configuring a PPTP server 

Checklist: Installing and configuring a VPN server


Step
Reference

q
Review key concepts.
Virtual private networks overview

q
Install the hardware.
Manufacturer's documentation

q
Verify the compatibility of all hardware to be installed in the computer running Windows 2000.
Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/)

q
Verify that the hardware is successfully installed on Windows 2000.
Device Manager

q
Install and configure the protocols.
Network communications

q
Install the Routing and Remote Access service.
To enable the Routing and Remote Access service

q
Configure the TCP/IP protocol.
TCP/IP and remote access

q
Configure the number of PPTP and L2TP ports needed.
To add PPTP or L2TP ports

q
Configure PPTP and L2TP over IPSec filters on the Internet interface.
Manage packet filters

q
Configure dial-in properties and remote access policies for dial-in permission, authentication, and encryption settings.
Introduction to remote access policies

q
(Optional) Configure the Windows 2000 remote access router as a RADIUS client.
To use RADIUS authentication

q
(Optional) Configure the IPX protocol.
IPX and remote access

q
(Optional) Configure the NetBEUI protocol.
NetBEUI and remote access

Checklist: Installing and configuring a PPTP server


Step
Reference

q
Review key concepts.
Virtual private networks overview

q
Install the hardware.
Manufacturer's documentation

q
Verify the compatibility of all hardware to be installed in the computer running Windows 2000.
Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/)

q
Verify that the hardware is successfully installed on Windows 2000.
Device Manager

q
Install and configure the TCP/IP protocol.
Network communications

q
Install the Routing and Remote Access service.
To enable the Routing and Remote Access service

q
Configure the number of PPTP ports needed.
To add PPTP or L2TP ports

q
Configure PPTP filters on the Internet interface.
Add PPTP filters

q
Configure dial-in properties and remote access policies for dial-in permission, authentication, and encryption settings.
Introduction to remote access policies

Note   The Point-to-Point Tunneling Protocol is automatically installed. 

New ways to do familiar tasks

The following table lists common tasks for configuring virtual private networks in Windows 2000. The user interface for performing these tasks is different in Windows 2000 than it was in Windows NT version 4.0 and Windows NT version 4.0 with the Routing and Remote Access Service (RRAS). 

If you want to
In Windows NT 4.0 use
In Windows NT 4.0 with RRAS use
In Windows 2000 use

Install the Point-to-Point Tunneling Protocol (PPTP)
Protocols tab of Network in Control Panel
Protocols tab of Network in Control Panel
PPTP is automatically installed

Set the maximum number of PPTP connections
Protocols tab of Network in Control Panel
Protocols tab of Network in Control Panel
Properties of Ports in Routing and Remote Access

Set PPTP packet filtering
The Advanced IP Addressing dialog box from the properties of the TCP/IP protocol (Protocols tab of Network in Control Panel)
Properties of the IP interface in Summary under IP Routing in Routing and RAS Admin
Properties of the IP interface in General under IP Routing in Routing and Remote Access

Best practices

The following list provides best practices for implementing and configuring VPNs and is based on recommendations from Microsoft Product Support Services:

·
Use DHCP to obtain IP addresses 


If you installed a DHCP server, configure the VPN server to use DHCP to obtain IP addresses for VPN clients. If you did not install a DHCP server and you have a single subnet, configure the VPN server with a static IP address pool that is a subset of addresses for the subnet to which the VPN server is attached. For more information, see To create a static IP address pool.


If you did not install a DHCP server and you have multiple subnets and a routed infrastructure, configure the VPN server with a static IP address pool that consist of ranges of addresses that are a separate subnet from the subnet to which the VPN server is attached. Then, either add the static routes that represent the address ranges to the routing tables of neighboring routers or enable the routing protocol of your routed infrastructure on the VPN server. For more information, see To create a static IP address pool. 

·
Use strong authentication 

·
Use strong passwords more than 8 characters long that contain a mixture of uppercase and lowercase letters, numbers, and permitted punctuation. Do not use passwords based on names or words. Strong passwords are more resistant to a dictionary attack, where an unauthorized user attempts to crack a password by sending a series of commonly used names and words. 

·
Although EAP-TLS works with registry-based certificates, it is highly recommended that you only use EAP-TLS with smart cards for remote access VPN connections. 

·
If you are using MS-CHAP, use MS-CHAP version 2. You can obtain the latest MS-CHAP updates for Windows NT version 4.0, Windows 98, and Windows 95 VPN clients from Microsoft. For more information, see MS-CHAP version 2. 

·
Use strong encryption 


Use the strongest level of encryption that your situation allows. For VPN connections within North America, use strong or strongest encryption. For VPN connections outside of North America, use basic encryption. Strongest encryption is only available on North American versions of Windows 2000.

·
Use automatic allocation for IPX network IDs 


Configure the VPN server to automatically allocate the same IPX network ID to all VPN clients.

Concepts

This section provides general background information about virtual private networking with the Windows 2000 remote access router:

·
Virtual private networks overview 

·
Understanding virtual private networks 

·
Using virtual private networks 

·
Resources 

Virtual private networks overview

This section covers: 

·
Virtual private networks 

·
VPN connections 

·
Types of virtual private networks 

·
New features of virtual private networks for Windows 2000 

Virtual private networks

A virtual private network (VPN) is the extension of a private network that encompasses links across shared or public networks like the Internet. With a VPN, you can send data between two computers across a shared or public network in a manner that emulates a point-to-point private link. Virtual private networking is the act of creating and configuring a virtual private network.

To emulate a point-to-point link, data is encapsulated, or wrapped, with a header that provides routing information, which allows the data to traverse the shared or public network to reach its endpoint. To emulate a private link, the data is encrypted for confidentiality. Packets that are intercepted on the shared or public network are indecipherable without the encryption keys. The link in which the private data is encapsulated and encrypted is a virtual private network (VPN) connection. 

The following illustration shows the logical equivalent of a VPN connection.

Users working at home or on the road can use VPN connections to establish a remote access connection to an organization server by using the infrastructure provided by a public network such as the Internet. From the user's perspective, the VPN is a point-to-point connection between the computer (the VPN client) and an organization server (the VPN server). The exact infrastructure of the shared or public network is irrelevant because it appears logically as if the data is sent over a dedicated private link.

Organizations can also use VPN connections to establish routed connections with geographically separate offices or with other organizations over a public network such as the Internet while maintaining secure communications. A routed VPN connection across the Internet logically operates as a dedicated WAN link.

With both remote access and routed connections, an organization can use VPN connections to trade long-distance dial-up or leased lines for local dial-up or leased lines to an Internet service provider (ISP).

There are two types of VPN technology in Windows 2000:

 1.
Point-to-Point Tunneling Protocol (PPTP) 


PPTP uses user-level Point-to-Point Protocol (PPP) authentication methods and Microsoft Point-to-Point Encryption (MPPE) for data encryption.

 2.
Layer Two Tunneling Protocol (L2TP) with Internet Protocol security (IPSec) 


L2TP uses user-level PPP authentication methods and machine-level certificates with IPSec for data encryption.

VPN connections

Creating a VPN connection is very similar to establishing a point-to-point connection by using dial-up connections and demand-dial routing. There are two types of VPN connections:

·
Remote access VPN connection 

·
Router-to-router VPN connection 

Remote access VPN connection

A remote access client (a single user computer) makes a remote access VPN connection that connects to a private network. The VPN server provides access to the resources of the VPN server or to the entire network to which the VPN server is attached. The packets sent from the remote client across the VPN connection originate at the remote access client computer. 

The remote access client (the VPN client) authenticates itself to the remote access server (the VPN server) and, for mutual authentication, the server authenticates itself to the client.

Computers running Windows 2000, Windows NT version 4.0, Windows 95, and Windows 98 can create remote access VPN connections to a VPN server running Windows 2000. VPN clients may also be any non-Microsoft Point-to-Point Tunneling Protocol (PPTP) client or Layer Two Tunneling Protocol (L2TP) client with IPSec.

Router-to-router VPN connection

A router makes a router-to-router VPN connection that connects two portions of a private network. The VPN server provides a routed connection to the network to which the VPN server is attached. On a router-to-router VPN connection, the packets sent from either router across the VPN connection typically do not originate at the routers.

The calling router (the VPN client) authenticates itself to the answering router (the VPN server) and, for mutual authentication, the answering router authenticates itself to the calling router.

Computers running Windows 2000 Server and Windows NT Server 4.0 with the Routing and Remote Access Service (RRAS) can create router-to-router VPN connections. VPN clients may also be any non-Microsoft Point-to-Point Tunneling Protocol (PPTP) client or Layer Two Tunneling Protocol (L2TP) client with IPSec.

For information about creating router connections by using IPSec Encapsulating Security Payload (ESP) tunnel mode, see the Windows 2000 Resource Kit.

Types of virtual private networks

You can use VPN connections whenever you need a secure point-to-point connection to connect users or networks. Typical VPN connections are either Internet-based or intranet-based. This section covers: 

·
Internet-based VPNs 

·
Intranet-based VPNs 

Internet-based VPNs

By using an Internet-based VPN connection, you can avoid long-distance and 1-800 telephone charges while taking advantage of the global availability of the Internet. 

Remote access over the Internet

Rather than making a long distance or 1-800 call to a corporate or outsourced network access server (NAS), a remote access client can call a local ISP. By using the established physical connection to the local ISP, the remote access client initiates a VPN connection across the Internet to the organization's VPN server. Once the VPN connection is created, the remote access client can access the resources of the private intranet.

The following illustration shows remote access over the Internet.

Connecting networks over the Internet

When networks are connected over the Internet, a router forwards packets to another router across a VPN connection. To the routers, the VPN operates as a data-link layer link.

The following illustration shows connecting networks over the Internet.

Using dedicated WAN links

Rather than using an expensive long-distance dedicated WAN link between branch offices, the branch office routers are connected to the Internet by using local dedicated WAN links to a local ISP. A router-to-router VPN connection is then initiated by either router across the Internet. Once connected, routers can forward directed or routing protocol traffic to each other by using the VPN connection.

Using dial-up WAN links

Rather than making a long distance or 1-800 call to a corporate or outsourced NAS, a branch office router can call a local ISP. By using the established connection to the local ISP, a router-to-router VPN connection is initiated by the branch office router to the corporate office router across the Internet. The corporate office router acts as a VPN server and must be connected to a local ISP by using a dedicated WAN link.

It is possible to have both the corporate office and the branch office connected to the Internet by using a dial-up WAN link. However, this is only feasible if the ISP supports demand-dialing routing to customers—the ISP calls the customer router when an IP datagram is to be delivered to the customer. Demand-dial routing to customers is not widely supported by ISPs.

Intranet-based VPNs

The intranet-based VPN connection takes advantage of IP connectivity in an organization intranet.

Remote access over an intranet

In some organization intranets, the data of a department, such as a human resources department, is so sensitive that the department's network is physically disconnected from the rest of the organization's intranet. While this protects the department's data, it creates information accessibility problems for those users who are not physically connected to the separate network. 

With a VPN connection, the department's network is physically connected to the organization intranet but separated by a VPN server. The VPN server does not provide a direct routed connection between the organization intranet and the department's network. Users on the organization intranet with the appropriate permissions can establish a remote access VPN connection with the VPN server and access the protected resources of the sensitive department's network. Additionally, all communication across the VPN connection is encrypted for data confidentiality. For those users who do not have permissions to establish a VPN connection, the department's network is hidden from view.

The following illustration shows remote access over an intranet.

Connecting networks over an intranet

You can also connect two networks over an intranet by using a router-to-router VPN connection. Organizations with departments in separate locations, whose data is highly sensitive, may use a router-to-router VPN connection to communicate with each other. For example, the finance department might need to communicate with the human resources department to exchange payroll information.

The finance department and the human resources department are connected to the common intranet with computers that can act as VPN clients or VPN servers. Once the VPN connection is established, users on computers on either network can exchange sensitive data across the corporate intranet.

The following illustration shows connecting networks over an intranet.

New features of virtual private networks for Windows 2000

Windows 2000 provides the following new features for virtual private networks:

·
Layer Two Tunneling Protocol 


In addition to the Point-to-Point Tunneling Protocol (PPTP), Windows 2000 includes the industry standard Layer Two Tunneling Protocol (L2TP), which is used in conjunction with Windows 2000 Internet Protocol security (IPSec) to create secure virtual private network connections.

·
Remote access policies 


Remote access policies are a set of conditions and connection settings that allow network administrators more flexibility in setting remote access permissions and connection attributes. With remote access policies, you can force the use of strong authentication and encryption for VPN users and a different set of authentication and encryption constraints for dial-up users.


For more information, see Remote access policies.

·
MS-CHAP version 2 


The Microsoft Challenge Handshake Authentication Protocol (MS-CHAP) version 2 significantly strengthens the security for the passing of security credentials and the generation of encryption keys during the negotiation of a remote access connection. MS-CHAP version 2 was specifically designed for authenticating virtual private network connections.


For more information, see MS-CHAP version 2.

·
Extensible Authentication Protocol 


The Extensible Authentication Protocol (EAP) allows new authentication methods to be used with remote access, a feature that is especially important for the deployment of security based on smart cards. EAP is the interface that allows other authentication modules to plug into the Windows 2000 remote access PPP implementation. Windows 2000 supports EAP-MD5 CHAP, EAP-TLS (used for smart card and certificate-based authentication), and the passing of EAP messages to a RADIUS server.


For more information, see EAP.

·
Account lockout 


Account lockout is a security feature that denies access after a configured number of failed authentication attempts. Account lockout is designed to help prevent dictionary attacks. A dictionary attack is when an unauthorized user attempts to log on by using a known user name and a list of common words as the password. Account lockout is disabled by default.


For more information, see Account lockout.

Understanding virtual private networks

This section covers:

·
Components of virtual private networks 

·
Properties of VPN connections 

·
VPN tunneling protocols 

·
VPN security 

·
An on-demand router-to-router VPN 

Components of virtual private networks

A Windows 2000 VPN connection includes the following components: 

·
VPN server 


A computer that accepts VPN connections from VPN clients.

·
VPN client 


A computer that initiates a VPN connection to a VPN server. A VPN client can be an individual computer or a router.

·
Tunnel 


The portion of the connection in which your data is encapsulated. 

·
VPN connection 


The portion of the connection in which your data is encrypted. For typical secure VPN connections, the data is encrypted and encapsulated along the same portion of the connection.


Note   It is possible to create a tunnel and send the data through the tunnel without encryption. This is not a VPN connection because the private data is sent across a shared or public network in an unencrypted and easily readable form. 

·
Tunneling protocols 


Protocols that are used to manage tunnels and encapsulate private data. Data that is tunneled must also be encrypted to be a VPN connection. Windows 2000 includes the PPTP and L2TP tunneling protocols. For more information, see Point-to-Point Tunneling Protocol and Layer Two Tunneling Protocol.

·
Tunneled data 


Data that is usually sent across a private point-to-point link.

·
Transit internetwork 


The shared or public network crossed by the encapsulated data. For Windows 2000, the transit internetwork is always an IP internetwork. The transit internetwork can be the Internet or a private IP-based intranet.


The following illustration shows the components of a virtual private network.

Note   Typically, the tunnel and the VPN connection are along the same portion of the connection. However, there are implementations known as compulsory tunneling where the tunnel (the encapsulation) and the VPN connection (the encryption) are not defined along the same portion of the connection. 

Properties of VPN connections

VPN connections that use PPTP and L2TP over IPSec have the following properties:

·
Encapsulation 

·
Authentication 

·
Data encryption 

Encapsulation

With VPN technology, private data is encapsulated with a header that provides routing information, which allows the data to traverse the transit internetwork. For examples of encapsulation, see VPN tunneling protocols.

Authentication

Authentication for VPN connections takes three different forms:

 1.
User-level authentication by using PPP authentication 


To establish the VPN connection, the VPN server authenticates the VPN client that is attempting the connection by using a Point-to-Point Protocol (PPP) user-level authentication method and verifies that the VPN client has the appropriate permissions. If mutual authentication is used, the VPN client also authenticates the VPN server, which provides protection against masquerading VPN servers.

 2.
Machine-level authentication by using ISAKMP 


To establish an IPSec security association, the VPN client and the VPN server use machine certificates and the Internet Security Association and Key Management Protocol (ISAKMP) and the Oakley key generation protocol. For more information, see IPSec security negotiation.

 3.
Data authentication and integrity 


To verify that the data sent on the VPN connection originated at the other end of the connection and was not modified in transit, the data contains a cryptographic checksum based on an encryption key known only to the sender and the receiver. Data authentication and integrity are only available for L2TP over IPSec connections.

Data encryption

To ensure confidentiality of the data as it traverses the shared or public transit internetwork, the data is encrypted by the sender and decrypted by the receiver. The encryption and decryption processes depend on both the sender and the receiver using a common encryption key. 

Intercepted packets sent along the VPN connection in the transit internetwork are unintelligible to anyone who does not have the common encryption key. The length of the encryption key is an important security parameter. You can use computational techniques to determine the encryption key. However, such techniques require more computing power and computational time as the encryption keys get larger. Therefore, it is important to use the largest possible key size to ensure data confidentiality.

VPN tunneling protocols

This section covers: 

·
Point-to-Point Tunneling Protocol 

·
Layer Two Tunneling Protocol 

Point-to-Point Tunneling Protocol

The Point-to-Point Tunneling Protocol (PPTP) is a de facto industry standard tunneling protocol first supported in Windows NT 4.0. PPTP is an extension of the Point-to-Point Protocol (PPP) and leverages the authentication, compression, and encryption mechanisms of PPP.

PPTP is installed with the Routing and Remote Access service. By default, PPTP is configured for five PPTP ports. You can enable PPTP ports for inbound remote access and demand-dial routing connections by using the Routing and Remote Access wizard. To enable PPTP ports for routing after the wizard is run, see To enable routing on ports.

PPTP and Microsoft Point-to-Point Encryption (MPPE) provide the primary VPN services of encapsulation and encryption of private data.

Encapsulation

A PPP frame (an IP datagram, an IPX datagram, or a NetBEUI frame) is wrapped with a Generic Routing Encapsulation (GRE) header and an IP header. In the IP header is the source and destination IP address that correspond to the VPN client and VPN server.

The following illustration shows PPTP encapsulation for a PPP frame.

Encryption

The PPP frame is encrypted with Microsoft Point-to-Point Encryption (MPPE) by using encryption keys generated from the MS-CHAP or EAP-TLS authentication process. Virtual private networking clients must use either the MS-CHAP or EAP-TLS authentication protocol in order for the payloads of PPP frames to be encrypted. PPTP is taking advantage of the underlying PPP encryption and encapsulating a previously encrypted PPP frame.

Note   It is possible to have a nonencrypted PPTP connection where the PPP frame is sent in plaintext. However, a nonencrypted PPTP connection is not recommended for virtual private network connections over the Internet because communications of this type are not secure. 

Layer Two Tunneling Protocol

The Layer Two Tunneling Protocol (L2TP) is an RFC-based tunneling protocol destined to become the industry standard. Unlike PPTP, L2TP in Windows 2000 does not utilize Microsoft Point-to-Point Encryption (MPPE) to encrypt PPP datagrams. L2TP relies on Internet Protocol security (IPSec) for encryption services. The combination of L2TP and IPSec is known as L2TP over IPSec.

The result is that L2TP-based virtual private networking connections are a combination of L2TP and IPSec. Both L2TP and IPSec must be supported by both the VPN client and the VPN server. For more information about IPSec, see IP Security overview. 

L2TP is installed with the Routing and Remote Access service. By default, L2TP is configured for five L2TP ports. You can enable L2TP ports for inbound remote access and demand-dial routing connections by using the Routing and Remote Access wizard. To enable PPTP ports for routing after the wizard is run, see To enable routing on ports.

L2TP over IPSec provides the primary VPN services of encapsulation and encryption of private data.

Encapsulation

Encapsulation for L2TP over IPSec packets consists of two layers:

 1.
L2TP encapsulation 


A PPP frame (an IP datagram, an IPX datagram, or a NetBEUI frame) is wrapped with a L2TP header and a UDP header.

 2.
IPSec encapsulation 


The resulting L2TP message is then wrapped with an IPSec Encapsulating Security Payload (ESP) header and trailer, an IPSec Authentication trailer that provides message integrity and authentication, and a final IP header. In the IP header is the source and destination IP address that corresponds to the VPN client and VPN server.

The following illustration shows L2TP and IPSec encapsulation for a PPP datagram.

Encryption

The L2TP message is encrypted with IPSec encryption mechanisms by using encryption keys generated from the IPSec authentication process.

Note   It is possible to have a non-IPSec-based (nonencrypted) L2TP connection where the PPP frame is sent in plaintext. However, a nonencrypted L2TP connection is not recommended for virtual private network connections over the Internet because communications of this type are not secure. 

VPN security

This section covers: 

·
Authorization 

·
Authentication 

·
Data encryption 

·
Packet filtering 

Authorization

VPN connections are only created for those users and routers that have been authorized. For Windows 2000, authorization of VPN connections is determined by the dial-in properties on the user account and remote access policies. For more information, see Remote access policies.

You do not need to create user accounts just for VPN connections. VPN servers use the user accounts specified in the available user accounts databases according to Windows 2000 security.

How security works at connection

The following steps describe what happens during a connection attempt from a PPTP-based VPN client to a PPTP-based VPN server running Windows 2000:

 1.
The VPN client creates a PPTP tunnel with the VPN server. 

 2.
The server sends a challenge to the client. 

 3.
The client sends an encrypted response to the server. 

 4.
The server checks the response against the user accounts database. 

 5.
If the account is valid and has remote access permission, the server accepts the connection subject to the remote access policies and user account properties for the VPN client. 

Note   Steps 2 through 4 assume that the VPN client and the VPN server use the MS-CHAP v1 or CHAP authentication protocols. The sending of client credentials may vary for other authentication protocols. 

The following steps describe what happens during a connection attempt from a L2TP over IPSec-based VPN client to a L2TP over IPSec-based VPN server running Windows 2000:

 1.
The IPSec security association is created by using machine certificates and the Internet Security Association and Key Management Protocol (ISAKMP) and the Oakley key generation protocol. 

 2.
The VPN client creates a L2TP tunnel with the VPN server. 

 3.
The server sends a challenge to the client. 

 4.
The client sends an encrypted response to the server. 

 5.
The server checks the response against the user accounts database. 

 6.
If the account is valid and has remote access permission, the server accepts the connection subject to the remote access policies and user account properties for the VPN client. 

Note   Steps 3 through 5 assume that the VPN client and the VPN server use the MS-CHAP v1 or CHAP authentication protocols. The sending of client credentials may vary for other authentication protocols. 

Security after the connection is made

After passing authorization and authentication and connecting to the LAN, VPN clients for remote access VPN connections can only access network resources for which they have permission. Remote access VPN clients are subject to Windows 2000 security, just as they are at the office. In other words, remote access VPN clients cannot do anything for which they lack sufficient rights, nor can they access resources for which they do not have permission. 

The remote access server must authenticate the remote access VPN clients before they can access or generate traffic on the network. This authentication is a separate step from logging on to Windows 2000. 

You can restrict access by remote access VPN clients to only the shared resources of the VPN server and not the network to which the VPN server is attached. Therefore, an administrator can tightly control what information is available to remote access VPN clients and limit clients' exposure in the event of a security breach.

Additionally, you can restrict access to intranet resources for IP traffic through the use of packet filters based on a remote access policy profile. With profile packet filters, you can configure the IP traffic that is allowed out of the connection (output filters) or into the connection (input filters) on an exception basis: either all traffic except traffic specified by the filters or no traffic except traffic specified by the filters. Remote access policy profile filtering applies to all connections that match the remote access policy. 

For more information, see Elements of a remote access policy.

Authentication

The authentication of VPN clients by the VPN server is a vital security concern. Authentication takes place at two levels: 

 1.
Machine-level authentication 


When Internet Protocol security (IPSec) is used for a L2TP over IPSec VPN connection, machine-level authentication is performed through the exchange of machine certificates during the establishment of the IPSec security association. For more information, see IPSec security negotiation.

 2.
User-level authentication 


Before data can be sent over the PPTP or L2TP tunnel, the user or demand-dial router that requests the VPN connection must be authenticated. User-level authentication occurs through the use of a Point-to-Point Protocol (PPP) authentication method. For more information, see Authentication methods.

Data encryption

You must use data encryption to protect the data that is sent between the VPN client and the VPN server or the shared or public network, where there is always a risk of unauthorized interception. You can configure the VPN server to force encrypted communications. Users who connect to that server must encrypt their data or a connection is not allowed. For VPN connections, Windows 2000 uses Microsoft Point-to-Point Encryption (MPPE) with the Point-to-Point Tunneling Protocol (PPTP) and Internet Protocol security (IPSec) encryption with the Layer Two Tunneling Protocol (L2TP).

Because data encryption is performed between the VPN client and VPN server, data encryption is not necessary on the communication link between a dial-up client and its Internet service provider (ISP). For example, a mobile user uses a dial-up connection to dial in to a local ISP. Once the Internet connection is made, the user creates a VPN connection with the corporate VPN server. If the VPN connection is encrypted, encryption is not needed on the dial-up connection between the user and the ISP.

Notes

·
Data encryption for PPP or PPTP connections is available only if you use MS-CHAP (version 1 or version 2) or EAP-TLS as the user-level authentication method. Data encryption for L2TP connections relies on IPSec machine-level authentication, which does not require any specific user-level authentication method. 

·
VPN data encryption does not provide end-to-end data encryption. End-to-end encryption is data encryption between the client application and the server hosting the resource or service that is accessed by the client application. To get end-to-end data encryption, you can use IPSec to create a secure connection after the VPN connection is made. 

Packet filtering

To secure the VPN server from sending or receiving any traffic on its Internet interface except VPN traffic, you need to configure PPTP or L2TP over IPSec input and output filters on the interface that corresponds to the connection to the Internet. For router-to-router VPN connections, you must also configure the calling router (the VPN client) with PPTP or L2TP over IPSec packet filters. 

Because, by default, IP routing is enabled on intranet interfaces and the interface that corresponds to the connection to the Internet, the computer running Windows 2000 forwards IP packets between the Internet and your intranet. This provides a direct, routed connection between your intranet and possible malicious users on the Internet. To protect your intranet so that the only traffic that is forwarded to the intranet is the traffic that is sent and received over secure VPN connections, you must configure PPTP or L2TP over IPSec filters on the Internet interface.

For more information about PPTP filters, see Add PPTP filters. For more information about L2TP over IPSec filters, see Add L2TP over IPSec filters. 

An on-demand router-to-router VPN

A router-to-router VPN connection is typically used to connect remote offices together when both routers are connected to the Internet through permanent WAN links, such as T1 or Frame Relay. In this configuration, the VPN connection is persistent (available 24 hours a day). However, when a permanent WAN link is not possible or practical, you can configure an on-demand router-to-router VPN connection.

The following illustration shows an on-demand router-to-router VPN connection.

An on-demand router-to-router VPN connection consists of two demand-dial interfaces and two static routes that are configured on the VPN client (the calling router):

 1.
A demand-dial interface to dial in to a local Internet service provider (ISP). 

 2.
A demand-dial interface for the router-to-router VPN connection. 

 3.
A static host route to dynamically connect to the Internet. 

 4.
A static route to reach the locations of the corporate office. 

An on-demand router-to-router VPN connection is automatically established when you route traffic to a specific location. For example, in a branch office configuration, when a packet is received to be routed to the corporate office, the branch office router uses a dial-up link to connect to a local Internet service provider (ISP) and then creates a router-to-router VPN connection with the corporate office router located on the Internet.

Note   This discussion assumes that the corporate office router (the answering router) is connected to the Internet by using a permanent WAN link. It is possible to have both routers connected to the Internet by using a dial-up WAN link. However, this is only feasible if the ISP supports demand-dialing routing to customers; the ISP calls the customer router when an IP datagram is to be delivered to the customer. Demand-dial routing to customers is not widely supported by ISPs.

To configure an on-demand router-to-router VPN connection at the branch office router, do the following:

 1.
Create a demand-dial interface for the Internet connection that is configured for the appropriate equipment (a modem or ISDN device), the phone number of the local ISP, and the user name and password to gain Internet access. 

 2.
Create a demand-dial interface for the VPN connection with the corporate office router that is configured for a VPN port (a PPTP or L2TP port), the IP address of the interface on the Internet for the corporate office router, and a user name and password that can be verified by the VPN server. The user name must match the name of a demand-dial interface on the corporate office router. 

 3.
Create a static host route to the corporate office router that uses the ISP demand-dial interface. 

 4.
Create a static route (or routes) for the IP network IDs of the corporate intranet that uses the VPN demand-dial interface. 

To configure the corporate office router, do the following:

 1.
Create a demand-dial interface for the VPN connection with the branch office that is configured for a VPN device (a PPTP or L2TP port). The demand-dial interface must have the same name as the user name in the authentication credential that is used by the branch office router to create the VPN connection. 

 2.
Create a static route (or routes) for the IP network IDs of the branch office that uses the VPN demand-dial interface. 

The router-to-router VPN connection is automatically initiated by the branch office router through the following process:

 1.
Packets sent to a corporate hub network location from a computer in the branch office are forwarded to the branch office router. 

 2.
The branch office router checks its routing table and finds a route to the corporate intranet network ID, which uses the VPN demand-dial interface. 

 3.
The branch office router checks the state of the VPN demand-dial interface and finds it is in a disconnected state. 

 4.
The branch office router retrieves the configuration of the VPN demand-dial interface. 

 5.
Based on the VPN demand-dial interface configuration, the branch office router attempts to initialize a router-to-router VPN connection at the IP address of the corporate office router on the Internet. 

 6.
To establish a VPN, either a TCP (by using PPTP) or UDP (by using L2TP over IPSec) packet must be sent to corporate office router that acts as the VPN server. The VPN establishment packet is created. 

 7.
To forward the VPN establishment packet to the corporate office router, the branch office router checks its routing table and finds the host route is using the ISP demand-dial interface. 

 8.
The branch office router checks the state of the ISP demand-dial interface and finds it is in a disconnected state. 

 9.
The branch office router retrieves the configuration of the ISP demand-dial interface. 

10.
Based on the ISP demand-dial interface configuration, the branch office router uses its modem to dial and establish a connection with its local ISP. 

11.
Once the ISP connection is made, the VPN establishment packet is sent to the corporate office router. 

12.
A router-to-router VPN connection is negotiated between the branch office router and the corporate office router. As part of the negotiation, the branch office router sends authentication credentials that are verified by the corporate office router. 

13.
The corporate office router checks its demand-dial interfaces and finds one that matches the user name sent during authentication and changes the interface to a connected state. 

14.
The branch office router forwards the routed packet across the VPN and the corporate office router forwards the packet to the appropriate intranet location. 

15.
When the intranet location responds to the packet sent to it by the user in the branch office, the packet is forwarded to the corporate office router. 

16.
The corporate office router checks its routing table and finds a route to the branch office network that uses the VPN demand-dial interface. 

17.
The corporate office router checks the state of the VPN demand-dial interface and finds it is in a connected state. 

18.
The response packet is forwarded across the Internet by using the VPN connection. 

19.
The response packet is received by the branch office router and is forwarded to the original user. 

Using virtual private networks

This section covers:

·
Installing the Windows 2000 remote access router 

·
Deploying virtual private networks 

·
Virtual private network scenarios 

Installing the Windows 2000 remote access router

A computer running Windows 2000 Server configured as a VPN server is a remote access router, providing both remote access and routing services to VPN clients. To install and configure the Windows 2000 remote access router, you must be logged on as a member of the Administrators group.

Hardware requirements

Before you install the Windows 2000 remote access router, all hardware needs to be installed and working. Depending on your network and requirements, you might need the following hardware:

·
A LAN or WAN adapter with a certified Network Driver Interface Specification (NDIS) driver 

·
One or more compatible modems and an available COM port 

·
A multiport adapter for acceptable performance with multiple remote connections 

·
An X.25 smart card (if you are using an X.25 network) 

·
An ISDN adapter (if you are using an ISDN line) 

To verify the compatibility of all hardware in a computer running Windows 2000 Server, see the Microsoft Windows Hardware Compatibility List on the Microsoft Web site (http://www.microsoft.com/)

Installation

The Windows 2000 Routing and Remote Access service is automatically installed when you install Windows 2000 Server. However, the Routing and Remote Access service is installed in a disabled state. For more information, see To enable the Routing and Remote Access service

Deploying virtual private networks

This section covers: 

·
Setting up remote access VPNs 

·
Setting up router-to-router VPNs 

·
Setting up certificate-based authentication for VPN connections 

Setting up remote access VPNs

This section covers: 

·
Remote access VPN design considerations 

·
Remote access VPN security 

·
Deploying remote access VPNs 

Remote access VPN design considerations

To prevent problems, you should consider the following design issues before you implement remote access VPN connections.

Installing certificates

In order to create L2TP over IPSec remote access VPN connections, you must install machine certificates on the VPN client and the VPN server. For more information, see Machine certificates for L2TP over IPSec VPN connections.

Increasing the number of PPTP or L2TP ports

The default number of PPTP and L2TP ports is five. For multiple remote access VPN clients, five ports may not be enough. To increase the number of PPTP and L2TP ports, see To add PPTP or L2TP ports.

Creating a remote access policy for remote access VPN connections

By using remote access policies, you can create a policy that requires remote access VPN connections to use a specific authentication method and encryption strength.

For example, you can create a Windows 2000 group called VPN Users whose members are the user accounts of the users creating remote access VPN connections across the Internet. Then, you create a policy with two conditions on the policy: NAS-Port-Type is set to Virtual (VPN) and Windows-Group is set to VPN Users. Finally, you configure the profile for the policy to select a specific authentication method and encryption strength.

For more information, see Introduction to remote access policies.

Using an IAS server

If you have multiple VPN servers running Windows 2000, you need to configure remote access policies and logging for each VPN server. If you want to take advantage of centralized remote access policies and logging, you can configure the VPN servers as Remote Authentication Dial-In User Service (RADIUS) clients to a single computer (a RADIUS server) running Windows 2000 and the Internet Authentication Service (IAS).

You should also use an IAS server if you have VPN servers running Windows NT 4.0 with the Routing and Remote Access Service (RRAS) and you want to take advantage Windows 2000 remote access policies. You cannot configure VPN servers running Windows NT 4.0 as RADIUS clients. You must upgrade a VPN server running Windows NT 4.0 to a VPN server running Windows NT 4.0 and RRAS.

For more information, see Using RADIUS for multiple remote access servers.

Using Connection Manager

For a large remote access VPN deployment, you can use Connection Manager and the Connection Manager Administration Kit to provide a custom dialer with preconfigured VPN connections to all remote access clients across your organization.

For more information about Connection Manager, see Connection Manager Administration Kit. For information about implementing VPN support with the Connection Manager Administration Kit, see Implementing VPN support.

Remote access VPN security

You can enhance remote access VPN security through:

·
Strong authentication 

·
Data encryption 

·
PPTP or L2TP over IPSec packet filtering 

·
Remote access policy profile packet filtering 

Strong authentication

For authentication, use the strongest authentication scheme that is possible for your remote access VPN configuration. The strongest authentication scheme is the use of EAP-TLS with certificates. For more information, see Setting up certificate-based authentication for VPN connections.

Otherwise, use MS-CHAP version 2 authentication and enforce the use of strong passwords on your network. For more information, see MS-CHAP version 2.

Data encryption

For encryption, you can use either link encryption or end-to-end encryption:

·
Link encryption encrypts the data only on the link between the VPN client and the VPN server. You can use strong encryption if your locations are within North America. For PPTP connections, you must use Microsoft Point-to-Point Encryption (MPPE) in conjunction with either MS-CHAP or EAP-TLS authentication. For L2TP over Internet Protocol security (IPSec) connections, IPSec provides encryption on the link between the VPN client and the VPN server. 

·
End-to-end encryption encrypts the data between the source host and its final destination. You can use IPSec after the VPN connection is made to encrypt data from the source host to the destination host. 

To require encryption, clear the No encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your remote access VPN clients. For more information, see To configure encryption.

PPTP or L2TP over IPSec filtering

To secure the VPN server from sending or receiving any traffic on its Internet interface except VPN traffic, you need to configure PPTP or L2TP over IPSec input and output filters on the interface that corresponds to the connection to the Internet. For more information about PPTP filters, see Add PPTP Filters. For more information about L2TP over IPSec filters, see Add L2TP over IPSec Filters. 

Because IP routing is enabled on the Internet interface, if PPTP or L2TP over IPSec filters are not configured on the Internet interface, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Remote access policy profile packet filtering

To define the specific types of IP traffic that are allowed into and out of the VPN connection, you need to configure IP packet filters on the profile for the remote access policy that is used for your remote access VPN connections. With profile packet filters, you can configure the IP traffic that is allowed out of the connection (output filters) or into the connection (input filters) on an exception basis: either all traffic except traffic specified by filters or no traffic except traffic specified by filters. Remote access policy profile filtering applies to all connections that match the remote access policy. For more information, see To configure IP options.

Deploying remote access VPNs

This section covers:

·
PPTP-based remote access VPN 

·
L2TP-based remote access VPN 

PPTP-based remote access VPN

You can use Windows 2000 remote access to provide access to a corporate intranet for remote access clients who are making PPTP connections across the Internet. If you want your remote access server to support multiple PPTP connections, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the intranet. 

·
Configure the remote access server as a corporate intranet router. 

·
Configure the remote access server for PPTP clients. 

·
Configure the PPTP ports. 

·
Configure multicast support. 

·
Configure PPTP filters. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 remote access server that provides PPTP-based remote access to a corporate intranet.

Configuring the connection to the Internet

The connection to the Internet from a computer running Windows 2000 Server is a dedicated connection—a WAN adapter installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the WAN adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the intranet

The connection to the intranet from a computer running Windows 2000 Server is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of corporate intranet name servers. 

Configuring the remote access server as a corporate intranet router

In order for the remote access server to properly forward traffic on the corporate intranet, you must configure it as a router with either static routes or routing protocols so that all of the locations of the intranet are reachable from the remote access server. For information about routing concepts, see Routing overview. For information about setting up the remote access server as a router, see Deploying routing. 

Configuring the remote access server for PPTP clients

First, you need to enable the remote access server by enabling the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can then configure the properties of the remote access server in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple PPTP clients access to the corporate intranet, you need to configure the following settings:

·
General 


Verify that the Remote access server check box is selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the remote access server to authenticate the credentials of dial-up clients. Microsoft dial-up networking clients typically use MS-CHAP authentication. For smart card support, you need to enable EAP authentication. Non-Microsoft dial-up networking clients use CHAP, SPAP, and PAP authentication. For encrypted PPTP connections, you must use MS-CHAP or EAP-TLS as the authentication method.

·
Authentication Provider 


You can verify the credentials of dial-up clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record dial-up client activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


If a DHCP server allocating intranet IP addresses is available, click Dynamic Host Allocation Protocol (DHCP). If not, click Static address pool and type the range of IP addresses that are dynamically allocated to PPTP-based VPN clients in the form of an IP address and mask.


If the static IP address pool represents a separate subnet, then you must add a static IP route that consists of the remote access address pool {IP Address, Mask} to the routers of the intranet. If the route is not added, then PPTP-based VPN clients cannot receive traffic from resources on the intranet.

For more information about configuring IP address pools, see To create a static IP address pool.

Configuring the PPTP ports

All the PPTP ports are listed as separate ports under Ports in Routing and Remote Access. You should configure all the PPTP ports for remote access.

For more information about configuring ports for remote access, see To configure ports for remote access.

By default, five PPTP ports are enabled. If you need to add additional PPTP ports, see To add PPTP or L2TP ports.

Configuring multicast support

Depending on the options selected during the Routing and Remote Access wizard, multicast support may already be enabled. To configure multicast support, you need to complete the following steps:

 1.
Add the IGMP version 2, Router and Proxy routing protocol. For more information, see To add the IGMP routing protocol. 

 2.
Add the Internal interface to the IGMP routing protocol and configure it in IGMP router mode. For more information, see To enable IGMP router and IGMP proxy mode. 

 3.
Add the interface that represents the permanent connection to the intranet to the IGMP routing protocol and configure the interface in IGMP proxy mode. For more information, see To enable IGMP router and IGMP proxy mode. 

Configuring PPTP filters

To secure the remote access server from sending or receiving any traffic on its Internet interface except PPTP from remote access clients, you need to configure PPTP input and output filters on the interface on the remote access server that corresponds to the Internet connection. For more information, see Add PPTP filters. 

Because IP routing is enabled on the Internet interface, if PPTP filters are not configured on the Internet interface of the remote access server, then any traffic received on the Internet interface is routed, possibly forwarding unwanted Internet traffic to your intranet.

Depending on the options selected during the Routing and Remote Access wizard, PPTP filters may already be configured.

Configuring remote access policies

For an access-by-user administrative model, you need to set the remote access permission to Allow access on the user accounts for those users who will be making VPN connections. For an access-by-policy model, make the appropriate changes to the remote access permission of the user accounts. For more information, see Remote access policy administrative models.

To configure a remote access policy to control the authentication and encryption options for VPN connections, you can create a remote access policy with the following settings:

·
Set Policy name to VPN Access (example). 

·
For conditions, set the NAS-Port-Type condition to Virtual (VPN) and the Tunnel-Type condition to Point-to-Point Tunneling Protocol. 

·
Select the Grant remote access permission option. 

·
For profile settings, select the appropriate authentication and encryption options. 

Then, either delete the default remote access policy named Allow access if dial-in permission is enabled or move it after the new policy. This remote access policy allows all users with remote access permission to create a VPN connection.

If you want to distinguish dial-up remote access users from VPN remote access users, do the following:

 1.
Create a Windows 2000 group whose members can create virtual private networking connections with the VPN server. For example, VPN_Users. 

 2.
Add the appropriate user accounts to the new Windows 2000 group. 

 3.
Create a new remote access policy with the following properties: 

·
Set Policy name to VPN Access if member of VPN_Users (example). 

·
For conditions, set the Windows-Groups condition to VPN_Users (example), set the NAS-Port-Type condition to Virtual (VPN), and set the Tunnel-Type condition to Point-to-Point Tunneling Protocol. 

·
Select the Grant remote access permission option. 

 4.
Move the default remote access policy named Allow access if dial-in permission is enabled after the new policy. 

The default encryption settings allow no encryption and all levels of encryption strength. To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile. The encryption strengths are:

·
Basic 


You should use this option when communicating with older Microsoft dial-up networking clients who are connecting from outside North America. This option uses Microsoft Point-to-Point Encryption (MPPE) and a 40-bit encryption key.

·
Strong 


You should use this option when communicating with Windows 2000 and Windows 98 dial-up networking clients who are connecting from outside North America. This option uses MPPE and a 56-bit encryption key.

·
Strongest 


You should use this option when communicating with dial-up networking clients who are connecting from inside North America. This option uses MPPE and a 128-bit encryption key and is only available on North American versions of Windows 2000.

For more information, see To configure encryption. 

L2TP-based remote access VPN

You can use Windows 2000 remote access to provide access to a corporate intranet for remote access clients who are making L2TP over IPSec connections across the Internet. If you want your remote access server to support multiple L2TP over IPSec connections, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the intranet. 

·
Configure the remote access server as a corporate intranet router. 

·
Configure the remote access server for L2TP clients. 

·
Configure the L2TP ports. 

·
Configure multicast support. 

·
Configure L2TP over IPSec filters. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 remote access server that provides L2TP-based remote access to a corporate intranet.

Note   The following configuration assumes that computer certificates, also known as machine certificates, are already installed on the VPN server and remote access client computers. Computer certificates are required for L2TP over IPSec connections. For more information, see Machine certificates for L2TP over IPSec VPN connections. 

Configuring the connection to the Internet

The connection to the Internet from a computer running Windows 2000 Server is a dedicated connection—a WAN adapter installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the WAN adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the intranet

The connection to the intranet from a computer running Windows 2000 Server is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of corporate intranet name servers. 

Configuring the remote access server as a corporate intranet router

In order for the remote access server to properly forward traffic on the corporate intranet, you must configure it as a router with either static routes or routing protocols so that all of the locations of the intranet are reachable from the remote access server. For information about routing concepts, see Routing overview. For information about setting up the remote access server as a router, see Deploying routing. 

Configuring the remote access server for L2TP clients

First, you need to enable the remote access server by installing the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can then configure the properties of the remote access server by using Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple L2TP clients access to the corporate intranet, you need to configure the following settings:

·
General 


Verify that the Remote access server check box is selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the remote access server to authenticate the credentials of remote access clients. Microsoft remote access clients typically use MS-CHAP authentication. For smart card support, you need to enable EAP authentication.

·
Authentication Provider 


You can verify the credentials of remote access clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record remote access client activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


If a DHCP server allocating intranet IP addresses is available, click Dynamic Host Allocation Protocol (DHCP). If not, click Static address pool and configure the ranges of IP addresses that are dynamically allocated to L2TP-based VPN clients.


If the static IP address pool consists of ranges of IP addresses that are for a separate subnet, then you need to either enable an IP routing protocol on the remote access server computer or add static IP routes consisting of the {IP Address, Mask} of each range to the routers of the intranet. If the routes are not added, then L2TP-based VPN clients cannot receive traffic from resources on the intranet.

Configuring the L2TP ports

All the L2TP ports are listed as separate ports under Ports in Routing and Remote Access. You should configure all the L2TP ports for remote access.

For more information about configuring ports for remote access, see To configure ports for remote access.

By default, five L2TP ports are enabled. If you need to add additional L2TP ports, see To add PPTP or L2TP ports.

Configuring multicast support

Depending on the options selected during the Routing and Remote Access wizard, multicast support may already be enabled. To configure multicast support, you need to complete the following steps:

 1.
Add the IGMP version 2, Router and Proxy routing protocol. For more information, see To add the IGMP routing protocol. 

 2.
Add the Internal interface to the IGMP routing protocol and configure it in IGMP router mode. For more information, see To enable IGMP router and IGMP proxy mode. 

 3.
Add the interface that represents the permanent connection to the intranet to the IGMP routing protocol and configure the interface in IGMP proxy mode. For more information, see To enable IGMP router and IGMP proxy mode. 

Configuring L2TP over IPSec filters

To secure the remote access server from sending or receiving any traffic on its Internet interface except L2TP over IPSec traffic from remote access clients, you need to configure L2TP over IPSec input and output filters on the interface on the remote access server that corresponds to the Internet connection. For more information, see Add L2TP over IPSec filters. 

Because IP routing is enabled on the Internet interface, if L2TP over IPSec filters are not configured on the Internet interface of the remote access server, then any traffic received on the Internet interface is routed, possibly forwarding unwanted Internet traffic to your intranet.

Depending on the options selected during the Routing and Remote Access wizard, L2TP filters may already be configured.

Configuring remote access policies

For an access-by-user administrative model, you need to set the remote access permission to Allow access on the user accounts for those users who will be making VPN connections. For an access-by-policy model, make the appropriate changes to the remote access permission of the user accounts. For more information, see Remote access policy administrative models.

To configure a remote access policy to control the authentication and encryption options for VPN connections, create a remote access policy with the following settings:

·
Set Policy name to VPN Access (example). 

·
For conditions, set the NAS-Port-Type condition to Virtual (VPN) and the Tunnel-Type condition to Layer Two Tunneling Protocol. 

·
Select the Grant remote access permission option. 

·
For profile settings, select the appropriate authentication and encryption options. 

Then, either delete the default remote access policy named Allow access if dial-in permission is enabled or move it after the new policy. This remote access policy allows all users with remote access permission to create a VPN connection.

If you want to distinguish dial-up remote access users from VPN remote access users, do the following:

 1.
Create a Windows 2000 group whose members can create virtual private networking connections with the VPN server. For example, VPN_Users. 

 2.
Add the appropriate user accounts to the new Windows 2000 group. 

 3.
Create a new remote access policy with the following properties: 

·
Set Policy name to VPN Access if member of VPN_Users (example). 

·
For conditions, set the Windows-Groups condition to VPN_Users (example), set the NAS-Port-Type condition to Virtual (VPN), and set the Tunnel-Type condition to Layer Two Tunneling Protocol. 

·
Select the Grant remote access permission option. 

 4.
Move the default remote access policy named Allow access if dial-in permission is enabled after the new policy. 

The default encryption settings allow no encryption and all levels of encryption strength. To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile. The encryption strengths are:

·
Basic 


You should use this option when communicating with L2TP over IPSec-based VPN clients who are connecting from outside North America. This option uses 56-bit DES encryption.

·
Strong 


You should use this option when communicating with L2TP over IPSec-based VPN clients who are connecting from outside North America. This option uses 56-bit DES encryption.

·
Strongest 


You should use this option when communicating with L2TP over IPSec-based VPN clients who are connecting from inside North America. This option uses triple DES (3DES) encryption and is only available on North American versions of Windows 2000.

For more information, see To configure encryption. 

Setting up router-to-router VPNs

This section covers:

·
Router-to-router VPN design considerations 

·
Router-to-router VPN security 

·
Deploying router-to-router VPNs

Router-to-router VPN design considerations

To prevent problems, you should consider the following design issues before you implement router-to-router VPN connections.

On-demand or persistent connections

You must decide whether your router-to-router VPN connections will be on-demand or persistent:

·
On-demand demand-dial connections require that the answering router is permanently connected to the Internet. The calling router connects to the Internet by using a dial-up link such as an analog phone line or ISDN. You need to configure a single demand-dial interface at the answering router. You need to configure two demand-dial interfaces at the calling router: one to connect to a local Internet service provider (ISP) and one for the router-to-router VPN connection. Demand-dial router-to-router VPN connections also require an additional host route in the IP routing table of the calling router. For more information, see An on-demand router-to-router VPN. 

·
Persistent connections require that both routers are connected to the Internet by using permanent WAN connections. You only need to configure a single demand-dial interface at each router. Permanent connections can be initiated and left in a connected state 24 hours a day. 

Restricting the initiation of an on-demand connection

To prevent the calling router from making unnecessary connections, you can restrict the calling router from making on-demand router-to-router VPN connections in two ways:

·
Demand-dial filtering 


You can use demand-dial filtering to configure either the types of IP traffic that do not cause a demand-dial connection to be made or the types of IP traffic that cause a connection to be made. For more information, see To configure demand-dial filters.

·
Dial-out hours 


You can use dial-out hours to configure the hours that a calling router is either permitted or denied to make a router-to-router VPN connection. For more information, see To configure dial-out hours.

One-way or two-way initiated connections

You must decide whether your router-to-router VPN connections will be initiated by one router or by both routers:

·
With one-way initiated connections, one router is the VPN server and one router is the VPN client. The VPN server accepts the connection and the VPN client initiates the connection. One-way initiated connections are well suited to a permanent connection spoke-and-hub topology where the branch office router is the only router that initiates the connection. One-way initiated connections require that: 

·
The VPN server (the answering router) is configured as a LAN and WAN router. 

·
A user account is added for the authentication credentials of the calling router that is accessed and validated by the answering router. 

·
A demand-dial interface is configured at the answering router with the same name as the user account that is used by the calling router. This demand-dial interface is not used to dial out, therefore it does is not configured with the host name or IP address of the calling router or with valid user credentials. 


For more information, see One-way initiated demand-dial connections.

·
With two-way initiated connections, either router can be the VPN server or the VPN client depending on who is initiating the connection. Both routers must be configured to initiate and accept a VPN connection. You can use two-way initiated connections when the router-to-router VPN connection is not up 24 hours a day and traffic from either router is used to create the on-demand connection. Two-way initiated router-to-router VPN connections require that: 

·
Both routers are connected to the Internet by using a permanent WAN link. 

·
Both routers are configured as LAN and WAN routers. 

·
User accounts are added for both routers so that the authentication credentials for the calling router are accessed and validated by the answering router. 

·
Demand-dial interfaces, with the same name as the user account that is used by the calling router, must be fully configured at both routers, including settings for the host name or IP address of the answering router and user account credentials to authenticate the calling router. 

Number of PPTP or L2TP ports needed

The default number of PPTP and L2TP ports is five. For a corporate router in a spoke-and-hub configuration, five ports may not be enough. To increase the number of PPTP and L2TP ports, see To add PPTP or L2TP ports.

Routing

Both routers on a router-to-router VPN connection must have the appropriate routes in their routing tables to forward traffic across the connection. Routes can be static or dynamic. You can add static routes to the routing table either manually or through an auto-static update. You can add dynamic routes to the routing table by adding the VPN connection demand-dial interface to a routing protocol. However, enabling a routing protocol on the VPN connection demand-dial interface is only recommended when the demand-dial interface is permanently connected. 

Note   Unlike demand-dial routing by using direct links, you cannot use a default IP route for the VPN demand-dial interface to summarize all the routes of the corporate office. Because the branch office router is connected to the Internet, the default route must be used to summarize all the routes of the Internet and configured to use the interface that connects the router to the Internet. 

Single hop across VPN connection

For the purposes of designing a routed infrastructure, you can consider the router-to-router VPN connection as a single hop regardless of how many routers are crossed when the encapsulated data is sent across the Internet.

Creating a remote access policy for router-to-router VPN connections

By using remote access policies, you can create a policy that requires router-to-router VPN connections to use a specific authentication method and encryption strength.

For example, you can create a Windows 2000 group called VPN Routers whose members are the user accounts that are used by calling routers when a router-to-router VPN connection is created. Then, you create a policy with two conditions on the policy: the NAS-Port-Type is set to Virtual (VPN) and the Windows-Group is set to VPN Routers. Finally, you configure the profile for the policy to select a specific authentication method and encryption strength.

You can also use the Tunnel-Type condition to create separate remote access policies for PPTP and L2TP connections. For example, to require a specific authentication method and encryption strength for PPTP connections, set the Tunnel-Type condition to Point-to-Point Tunneling Protocol.

L2TP over IPSec connections

To create L2TP over IPSec router-to-router VPN connections, you must install machine certificates on the VPN client and the VPN server. For more information, see Machine certificates for L2TP over IPSec VPN connections.

For information about creating a preshared key L2TP over IPSec router-to-router VPN connection, see the Windows 2000 Resource Kit.

Router-to-router VPN security

In addition to the security steps listed in Static routing security, you can enhance router-to-router VPN security through:

·
Strong authentication 

·
Data encryption 

·
PPTP or L2TP over IPSec packet filtering 

Strong authentication

For authentication, use the strongest authentication scheme that is possible for your router-to-router VPN configuration. The strongest authentication scheme is the use of EAP-TLS with certificates. For more information, see Deploying certificate-based authentication for demand-dial routing.

Otherwise, use MS-CHAP version 2 authentication and enforce the use of strong passwords on your network. For more information, see MS-CHAP version 2.

Data encryption

For encryption, you can use either link encryption or end-to-end encryption:

·
Link encryption encrypts the data only on the link between the two routers. You can use 128-bit Microsoft Point-to-Point Encryption (MPPE) if your locations are within North America. Otherwise, you can use either 56-bit or 40-bit MPPE. 40-bit MPPE is used with older versions of Microsoft operating systems. You must use MPPE in conjunction with either MS-CHAP or EAP-TLS authentication. 

·
End-to-end encryption encrypts the data between the source host and its final destination. You can use IPSec to encrypt data from the source host to the destination host across the demand-dial link. 

To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your calling routers. For more information, see To configure encryption.

PPTP or L2TP over IPSec filtering

To secure the calling or answering corporate router from sending or receiving any traffic on its Internet interface except router-to-router VPN traffic, you need to configure PPTP or L2TP over IPSec input and output filters on the router interface that corresponds to the connection to the Internet. For more information about PPTP filters, see Add PPTP filters. For more information about L2TP over IPSec filters, see Add L2TP over IPSec filters. 

Because IP routing is enabled on the Internet interface, if PPTP or L2TP over IPSec filters are not configured on the Internet interface, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Deploying router-to-router VPNs

This section covers:

·
PPTP-based router-to-router VPN 

·
L2TP-based router-to-router VPN 

PPTP-based router-to-router VPN

To create a PPTP-based router-to-router VPN connection to send private data across the Internet, you must perform the following:

 1.
Configure the Windows 2000 router at the corporate office to receive PPTP connections from a branch office router. 

 2.
Configure the Windows 2000 router at the branch office to initiate a PPTP connection with the corporate office router. 

 3.
Initiate the PPTP connection from the branch office router. 

Note   These steps assume that the PPTP-based router-to-router VPN connection is between a corporate office and a branch office. However, you can also apply these steps to the VPN connection between two corporate offices. 

Configuring the corporate office router

If you want your Windows 2000 router in the corporate to support multiple branch office PPTP connections, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the intranet. 

·
Configure the corporate router. 

·
Configure the PPTP ports. 

·
Configure demand-dial interfaces. 

·
Configure static routes. 

·
Configure PPTP filters. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 PPTP-based router-to-router VPN connection.

Note   To simplify configuration, the branch office router always initiates the PPTP connection. 

Configuring the connection to the Internet

The connection to the Internet is a dedicated connection—a WAN adapter that is installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the intranet

The connection to the intranet is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of corporate intranet name servers. 

Because the corporate router will route traffic between the corporate office and the branch office, you must configure the corporate router with either static routes or with routing protocols so that all of the destinations on the corporate network are reachable from the corporate router.

Configuring the corporate router

You need to enable the corporate router by installing the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can configure the corporate router through the properties on the remote access router in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple branch office routers access to the corporate intranet, you need to configure the following settings:

·
General 


Verify that the Router check box and LAN and demand-dial routing are selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the corporate router to authenticate the credentials of demand-dial routers. You can select either MS-CHAP or EAP-TLS (if smart cards or computer certificates are available) authentication.

·
Authentication Provider 


You can verify the credentials of dial-up clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record dial-up client activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


Click Static address pool and configure the ranges of IP addresses that are dynamically allocated to PPTP-based VPN clients.

·
PPP 


Select the Link control protocol (LCP) extensions check box.


Select the Software compression check box.

Configuring the PPTP ports

All the PPTP ports appear as a single device under Ports in Routing and Remote Access. By default, all ports on a Windows 2000 router are configured for Demand-dial routing connections (inbound and outbound), so additional configuration is not necessary.

For more information about configuring ports for demand-dial routing connections, see To configure ports for remote access.

By default, five PPTP ports are enabled. If you need to add additional PPTP ports, see To add PPTP or L2TP ports.

Configuring demand-dial interfaces

For each branch office router, you can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, configure the following:

·
Interface Name 


The name of the interface that represents the connection to the branch office. For example, for a router in the New York branch office, type NewYorkRouter.

·
Connection Type 


Click Connect using virtual private networking (VPN).

·
VPN Type 


Click Point-to-Point Tunneling Protocol (PPTP).

·
Destination Address 


Because the corporate router will not initiate the VPN connection, no phone number or address is required.

·
Protocols and Security 


Select the Add a user account so a remote router can dial in check box.

·
Dial-out Credentials 


Because the corporate router will not initiate the VPN connection, type in any name, domain, and password.

·
Dial-in Credentials 


Type the domain and password for the account that will be used to authenticate the branch office router. The Demand-Dial Interface wizard automatically creates the account and sets its remote access permission to Allow access. The name of the account is the same as the name of the demand-dial interface. For example, for the New York branch office router, the name of the account is NewYorkRouter.

Configuring static routes

You need to add static routes so that traffic to the branch office is forwarded by using the appropriate demand-dial interface. For each route of each branch office, configure the interface, destination, network mask, and metric. For the interface, you need to select the demand-dial interface that corresponds to the branch office.

For example, the route that corresponds to the New York branch office is 192.168.25.0 with a subnet mask of 255.255.255.0. This route becomes the static route with the following configuration:

·
Interface: NewYorkRouter 

·
Destination: 192.168.25.0 

·
Network mask: 255.255.255.0 

·
Metric: 1 

Note   Because the PPTP connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route.

Configuring PPTP filters

To secure the corporate router from sending or receiving any traffic on its Internet interface except PPTP traffic from branch office routers, you need to configure PPTP input and output filters on the interface on the corporate router that corresponds to the Internet connection. For more information, see Add PPTP filters. 

Because IP routing is enabled on the Internet interface, if you do not configure PPTP filters on the Internet interface of the corporate router, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Configuring remote access policies

By using the Demand-Dial Interface wizard, the dial-in properties of user accounts that are used by branch office routers are already configured to allow remote access.

If you want to grant remote access to the PPTP-based branch office routers based on group membership, do the following:

 1.
For a stand-alone router that is not a member of a domain, use Local Users and Groups and set dial-in properties to Allow access for all users. 

 2.
For a directory services-based router, use Active Directory Users and Computers and set dial-in properties to Control access through Remote Access Policy for all users. 

 3.
Create a Windows 2000 group whose members can create virtual private networking connections with the VPN server. For example, BranchOfficeRouters. 

 4.
Add the appropriate user accounts that corresponds to the accounts that are used by the branch office routers to the Windows 2000 group. 

 5.
Create a new remote access policy with the following properties: 

·
Set Policy name to VPN Access if member of BranchOfficeRouters (example). 

·
Set the Windows-Groups condition to BranchOfficeRouters (example). 

·
Set the NAS-Port-Type condition to Virtual (VPN). 

·
Set the Tunnel-Type condition to Point-to-Point Tunneling Protocol. 

·
Select the Grant remote access permission option. 

 6.
If this computer is only used to provide router-to-router VPN connections, you need to delete the default remote access policy named Allow access if dial-in permission is enabled. Otherwise, move the default remote access policy so that it is evaluated last. 

For encryption, the default setting allows no encryption and all levels of encryption strength. To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your calling routers.

For more information, see To configure encryption.

Configuring the branch office router

If you want your Windows 2000 router in the branch office to initiate a PPTP connection with the corporate office router, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the branch office network. 

·
Configure a demand-dial interface. 

·
Configure static routes. 

·
Configure PPTP filters. 

Note   To simplify this configuration, the branch office router always initiates the PPTP connection. 

Configuring the connection to the Internet

The connection to the Internet is a dedicated connection—a WAN adapter that is installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the branch office network

The connection to the branch office network is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of branch office name servers. 

Configuring a demand-dial interface

You can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, configure the following:

·
Interface Name 


The name of the interface that represents the connection to the corporate office. For example, type CorpOffice.

·
Connection Type 


Click Connect using virtual private networking (VPN).

·
VPN Type 


Click Point-to-Point Tunneling Protocol (PPTP).

·
Destination Address 


Type the IP address or host name that is assigned to the Internet interface of the router at the corporate office. If you enter a host name, verify that the host name resolves to the proper IP address.

·
Dial-out Credentials 


Type the name, domain name, and password of the user account that corresponds to this branch office router. The credentials are the same as those entered in the Dial-Out Credentials page of the Demand-Dial Interface wizard when the demand-dial interface for this branch office was created on the corporate router.

Configuring static routes

You need to add static routes so that traffic to the corporate office is forwarded by using the appropriate demand-dial interface. For each route of the corporate office, configure the interface, destination, network mask, and metric. For the interface, select the demand-dial interface that corresponds to the corporate office previously created.

For example, the route that corresponds to the corporate office is 10.0.00 with a subnet mask of 255.0.0.0. This route becomes a static route with the following configuration:

·
Interface: CorpOffice 

·
Destination: 10.0.0.0 

·
Network mask: 255.0.0.0 

·
Metric: 1 

Note   Because the PPTP connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route.

Configuring PPTP filters

To secure the branch office router from sending or receiving any traffic on its Internet interface except PPTP traffic from the corporate router, you need to configure PPTP input and output filters on the interface on the branch office router that corresponds to the Internet connection. For more information, see Add PPTP filters. 

Because IP routing is enabled on the Internet interface, if you do not configure PPTP filters on the Internet interface of the branch office router, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Initiating the PPTP router-to-router VPN connection

To connect the branch office router to the corporate router, in Routing and Remote Access, right-click the demand-dial interface that connects to the corporate office, and then click Connect.

For information about troubleshooting a router-to-router VPN, see Troubleshooting router-to-router VPNs.

L2TP-based router-to-router VPN

To create a L2TP-based router-to-router VPN connection to send private data across the Internet, you must perform the following:

 1.
Configure the Windows 2000 router at the corporate office to receive L2TP connections from a branch office router. 

 2.
Configure the Windows 2000 router at the branch office to initiate a L2TP connection with the corporate office router. 

 3.
Initiate the L2TP connection from the branch office router. 

Note   These steps assume that the L2TP-based router-to-router VPN connection is between a corporate office and a branch office. However, you can also apply these steps to a VPN connection between two corporate offices. 

Configuring the corporate office router

If you want your Windows 2000 router in the corporate to support multiple branch office L2TP connections, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the intranet. 

·
Install a computer certificate. 

·
Configure the corporate router. 

·
Configure the L2TP ports. 

·
Configure demand-dial interfaces. 

·
Configure static routes. 

·
Configure L2TP over IPSec filters. 

·
Configure remote access policies. 

The following illustration shows the elements of a Windows 2000 L2TP-based router-to-router VPN connection.

Note   To simplify this configuration, the branch office router always initiates the L2TP connection. 

Configuring the connection to the Internet

The connection to the Internet is a dedicated connection—a WAN adapter that is installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the intranet

The connection to the intranet is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of corporate intranet name servers. 

Because the corporate router will route traffic between the corporate office and the branch office, you must configure the corporate router with either static routes or with routing protocols so that all of the destinations on the corporate network are reachable from the corporate router.

Installing a computer certificate

You must install a computer certificate on the corporate router in order for an L2TP over IPSec connection to be successfully established.

For more information about installing a computer certificate on the corporate router, see Machine certificates for L2TP over IPSec VPN connections.

Configuring the corporate router

You need to enable the corporate router by installing the Routing and Remote Access service. For more information, see To enable the Routing and Remote Access service.

You can configure the corporate router through the properties on the remote access router in Routing and Remote Access. For more information, see To view properties of the remote access server.

To allow multiple branch office routers access to the corporate intranet, you need to configure the following settings:

·
General 


Verify that the Router check box and LAN and demand-dial routing are selected.

·
Security 

·
Authentication Methods 


Select the authentication methods that are supported by the corporate router to authenticate the credentials of dial-up clients. For Windows 2000 demand-dial routers, you can select either MS-CHAP or EAP-TLS (if smart cards or computer certificates are available) authentication.

·
Authentication Provider 


You can verify the credentials of dial-up clients by using Windows 2000 security or a RADIUS server. If RADIUS is selected, you need to configure RADIUS server settings for your RADIUS server or RADIUS proxy.

·
Accounting Provider 


You can record dial-up client activity for analysis or accounting purposes by selecting and configuring an accounting provider.

·
IP 


Verify that the Enable IP routing and Allow IP-based remote access and demand-dial connections check boxes are selected.


Click Static address pool and configure the ranges of IP addresses that are dynamically allocated to L2TP-based VPN clients.

·
PPP 


Select the Link control protocol (LCP) extensions check box.


Select the Software compression check box.

Configuring the L2TP ports

All the L2TP ports appear as a single device under Ports in Routing and Remote Access. By default, all ports on a Windows 2000 router are configured for Demand-dial routing connections (inbound and outbound), so additional configuration is not necessary.

For more information about configuring ports for demand-dial routing connections, see To configure ports for remote access.

By default, five L2TP ports are enabled. If you need to add additional L2TP ports, see To add PPTP or L2TP ports.

Configuring demand-dial interfaces

For each branch office router, you can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, configure the following:

·
Interface Name 


The name of the interface that represents the connection to the branch office. For example, for a router in the New York branch office, type NewYorkRouter.

·
Connection Type 


Click Connect using virtual private networking (VPN).

·
VPN Type 


Click Layer 2 Tunneling Protocol (L2TP).

·
Destination Address 


Because the corporate router will not initiate the VPN connection, no address is required.

·
Protocols and Security 


Select the protocols you want to route, and then select the Add a user account so a remote router can dial in check box.

·
Dial-out Credentials 


Because the corporate router will not initiate the VPN connection, type in any name, domain, and password.

·
Dial-in Credentials 


Type the domain and password for the account that will be used to authenticate the branch office router. The Demand-Dial Interface wizard automatically creates the account and sets its remote access permission to Allow access. The name of the account is the same as the name of the demand-dial interface. For example, for the New York branch office router, the name of the account is NewYorkRouter.

Configuring static routes

You need to add static routes so that traffic to the branch office is forwarded by using the appropriate demand-dial interface. For each route of each branch office, configure the interface, destination, network mask, and metric. For interface, you need to select the demand-dial interface that corresponds to the branch office.

For example, the route that corresponds to the New York branch office is 192.168.25.0 with a subnet mask of 255.255.255.0. This route becomes the static route with the following configuration:

·
Interface: NewYorkRouter 

·
Destination: 192.168.25.0 

·
Network mask: 255.255.255.0 

·
Metric: 1 

Note   Because the L2TP connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route.

Configuring L2TP over IPSec filters

To secure the corporate router from sending or receiving any traffic on its Internet interface except L2TP over IPSec traffic from branch office routers, you need to configure L2TP over IPSec input and output filters on the interface on the corporate router that corresponds to the Internet connection. For more information, see Add L2TP over IPSec filters. 

Because IP routing is enabled on the Internet interface, if you do not configure L2TP over IPSec filters on the Internet interface of the corporate router, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Configuring remote access policies

By using the Demand-Dial Interface wizard, the dial-in properties of user accounts that are used by branch office routers are already configured to allow remote access.

If you want to grant remote access to the L2TP-based branch office routers based on group membership, do the following:

 1.
For a stand-alone router that is not a member of a domain, use Local Users and Groups and set dial-in properties to Allow access for all users. 

 2.
For a directory services-based router, use Active Directory Users and Computers and set dial-in properties to Control access through Remote Access Policy for all users. 

 3.
Create a Windows 2000 group whose members can create virtual private networking connections with the VPN server. For example, BranchOfficeRouters. 

 4.
Add the appropriate user accounts that corresponds to the accounts that are used by the branch office routers to the Windows 2000 group. 

 5.
Create a new remote access policy with the following properties: 

·
Set Policy name to VPN Access if member of BranchOfficeRouters (example). 

·
Set the Windows-Groups condition to BranchOfficeRouters (example). 

·
Set the NAS-Port-Type condition to Virtual (VPN). 

·
Set the Tunnel-Type condition to Layer Two Tunneling Protocol. 

·
Select the Grant remote access permission option. 

 6.
If this computer is only used to provide router-to-router VPN connections, you need to delete the default remote access policy named Allow access if dial-in permission is enabled. Otherwise, move the default remote access policy so that it is evaluated last. 

For encryption, the default setting allows no encryption and all levels of encryption strength. To require encryption, clear the No Encryption option and select the appropriate encryption strengths on the Encryption tab of the remote access policy profile that is used by your calling routers.

For more information, see To configure encryption.

Configuring the branch office router

If you want your Windows 2000 router in the branch office to initiate a L2TP connection with the corporate office router, complete the following steps: 

·
Configure the connection to the Internet. 

·
Configure the connection to the branch office network. 

·
Install a computer certificate. 

·
Configure a demand-dial interface. 

·
Configure static routes. 

·
Configure L2TP over IPSec filters. 

Note   To simplify configuration, the branch office router always initiates the L2TP connection. 

Configuring the connection to the Internet

The connection to the Internet is a dedicated connection—a WAN adapter that is installed in the computer. The WAN adapter is typically a DDS, T1, Fractional T1, or Frame Relay adapter. You must contract with a local telephone company to run the appropriate physical wiring to your premises. You need to verify that the WAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

The WAN adapter includes drivers that are installed in the Windows 2000 operating system so that the adapter appears as a network adapter.

You need to configure the following TCP/IP settings on the WAN adapter:

·
IP address and subnet mask assigned from the InterNIC or an Internet service provider (ISP). 

·
Default gateway of the ISP router. 

Configuring the connection to the branch office network

The connection to the branch office network is a LAN adapter that is installed in the computer. You need to verify that the LAN adapter is on the Microsoft Windows Hardware Compatibility List at the Microsoft Web site (http://www.microsoft.com/).

You need to configure the following TCP/IP settings on the LAN adapter:

·
IP address and subnet mask assigned from the network administrator. 

·
DNS and WINS name servers of branch office name servers. 

Because the branch office router will act as a router between the corporate office and the branch office, you must configure the branch office router with either static routes or with routing protocols so that all of the destinations on the branch office network are reachable from the branch office router.

Installing a computer certificate

You must install a computer certificate on the branch office router in order for an L2TP over IPSec connection to be successfully established.

For more information about installing a computer certificate on the branch office router, see Machine certificates for L2TP over IPSec VPN connections.

Configuring a demand-dial interface

You can create a demand-dial interface by using the Demand-Dial Interface wizard. In the wizard, configure the following:

·
Interface Name 


The name of the interface that represents the connection to the corporate office. For example, type CorpOffice.

·
Connection Type 


Click Connect using virtual private networking (VPN).

·
VPN Type 

Click Layer 2 Tunneling Protocol (L2TP).

·
Destination Address 


Type the IP address or host name that is assigned to the Internet interface of the router at the corporate office. If you enter a host name, verify that the host name resolves to the proper IP address.

·
Protocols and Security 


Select the protocols you want to route.

·
Dial-out Credentials 


Type the name, domain name, and password of the user account that corresponds to this branch office router. The credentials are the same as those entered in the Dial-Out Credentials page of the Demand-Dial Interface wizard when the demand-dial interface for this branch office was created on the corporate router.

Configuring static routes

You need to add static routes so that traffic to the corporate office is forwarded by using the appropriate demand-dial interface. For each route of the corporate office, configure the interface, destination, network mask, and metric. For the interface, select the demand-dial interface that corresponds to the corporate office previously created.

For example, the route that corresponds to the corporate office is 10.0.00 with a subnet mask of 255.0.0.0. This route becomes a static route with the following configuration:

·
Interface: CorpOffice 

·
Destination: 10.0.0.0 

·
Network mask: 255.0.0.0 

·
Metric: 1 

Note   Because the L2TP connection is a point-to-point connection, the Gateway IP address is not configurable. 

For more information, see To add a static route.

Configuring L2TP over IPSec filters

To secure the branch office router from sending or receiving any traffic on its Internet interface except L2TP over IPSec traffic from the corporate router, you need to configure L2TP over IPSec input and output filters on the interface on the branch office router that corresponds to the Internet connection. For more information, see Add L2TP over IPSec filters. 

Because IP routing is enabled on the Internet interface, if you do not configure L2TP over IPSec filters on the Internet interface of the branch office router, then any traffic received on the Internet interface is routed, which may forward unwanted Internet traffic to your intranet.

Initiating the L2TP router-to-router VPN connection

To connect the branch office router to the corporate router, in Routing and Remote Access, right-click the demand-dial interface that connects to the corporate office, and then click Connect.

For information about troubleshooting a router-to-router VPN, see Troubleshooting router-to-router VPNs.

Setting up certificate-based authentication for VPN connections

The use of certificates for authentication of VPN connections is the strongest form of authentication in Windows 2000. You must use certificate-based authentication for L2TP over IPSec VPN connections and with smart cards. With smart cards, you must use the Extensible Authentication Protocol (EAP) with the Smartcard or other certificate (TLS) EAP type, also known as EAP-Transport Level Security (EAP-TLS).

This section covers:

·
Machine certificates for L2TP over IPSec VPN connections 

·
Smart cards and remote access VPN connections 

·
Deploying certificate-based authentication for demand-dial routing 

Machine certificates for L2TP over IPSec VPN connections

The use of machine certificates for machine-level authentication of VPN clients and VPN server is required for L2TP over IPSec-based VPN connections.

In order to create an L2TP over IPSec connection, you must install a machine certificate, also known as a computer certificate, on the VPN client and VPN server computer. To install a computer certificate, a certificate authority must be present to issue certificates. Once the certificate authority is configured, you can install a certificate in two different ways:

·
By configuring the automatic allocation of computer certificates to computers in a Windows 2000 domain. 

·
By using Certificate Manager to obtain a computer certificate. 

Based on the certificate policies in your organization, you only need to perform one of these two allocations.

To configure a certificate authority and install the computer certificate, perform the following steps:

 1.
Install the Windows 2000 Certificate Services component as an enterprise root certificate authority (CA). This step is only necessary if you do not already have an enterprise root CA. 

 1.
If necessary, promote the computer that will be a CA to a domain controller (DC). For more information, see To install a domain controller. 

 2.
Install the Windows 2000 Certificate Services component as an enterprise root CA. For more information, see To install an enterprise root certification authority. 

 2.
To auto-enroll machine certificates, configure the Windows 2000 domain. For more information, see To configure automatic certificate allocation from an enterprise CA. 


To create a computer certificate for the VPN server that is a member of the domain for which auto-enrollment is configured (as well as other computers that are members of the domain), restart the computer or type secedit /refreshpolicy machine_policy from a Windows 2000 command prompt.

 3.
To manually enroll machine certificates, use Certificate Manager to install the CA root certificate. For more information, see To manage certificates for a computer and To request a certificate. 

Smart cards and remote access VPN connections

The use of smart cards for user authentication is the strongest form of authentication in Windows 2000. For remote access VPN connections, you must use the Extensible Authentication Protocol (EAP) with the Smart card or other certificate (TLS) EAP type, also known as EAP-Transport Level Security (EAP-TLS).

Note   A computer running Windows 2000 Server and the Routing and Remote Access service is referred to as the Windows 2000 remote access router. 

To use smart cards for remote access VPN authentication, you must do the following:

·
Configure remote access on the remote access router. 

·
Install a computer certificate on the remote access router. 

·
Enable a smart card logon process for the domain. 

·
Enable the Extensible Authentication Protocol (EAP) and configure the Smartcard or other certificate (TLS) EAP type on the remote access router computer. 

·
Enable smart card authentication on the VPN connection on the remote access client computer. 

Configuring the remote access router to provide remote access VPN services

Configure the Windows 2000 remote access router as described in Deploying remote access VPNs.

Installing a computer certificate on the remote access router

In order to configure EAP-TLS on the remote access router computer, you must install a computer certificate, also known as a machine certificate. To install a computer certificate on the remote access router computer, a certificate authority must be present to issue certificates. Once the certificate authority is configured, you can install a certificate on the remote access router computer in two different ways:

·
By configuring the automatic allocation of computer certificates to computers in a Windows 2000 domain. 

·
By using Certificate Manager to obtain a computer certificate. 

Based on the certificate policies in your organization, you only need to perform one of these two allocations.

To configure a certificate authority and install the computer certificate, perform the following steps:

 1.
Install the Windows 2000 Certificate Services component as an enterprise root certificate authority (CA). This step is only necessary if you do not already have an enterprise root CA. 

 1.
If necessary, promote the computer that will be a CA to a domain controller (DC). For more information, see To install a domain controller. 

 2.
Install the Windows 2000 Certificate Services component as an enterprise root CA. For more information, see To install an enterprise root certification authority. 

 2.
To auto-enroll machine certificates, configure the Windows 2000 domain. For more information, see To configure automatic certificate allocation from an enterprise CA. 


To create a computer certificate for the remote access router that is a member of the domain for which auto-enrollment is configured (as well as other computers that are members of the domain), restart the computer or type secedit /refreshpolicy machine_policy from a Windows 2000 command prompt.

 3.
To manually enroll machine certificates, use Certificate Manager to install the CA root certificate. For more information, see To manage certificates for a computer and To request a certificate. 

Enabling a smart card logon process for the domain

To enable a smart card logon process for the domain, complete the following procedures:

 1.
To prepare a certification authority to issue smart card certificates 

 2.
To prepare a smart card certificate enrollment station 

 3.
To set up a smart card for user logon 

Configuring the remote access router for smart card remote access

To configure the Windows 2000 remote access router for smart card remote access, see To configure smart card remote access.

Configuring the remote access client for smart card remote access

You need to install a smart card reader on the remote access client computer. For more information, see To install a smart card reader on a computer.

Once a smart card reader is installed on the computer running Windows 2000, then you are prompted whether you want to use the smart card for authentication when you create dial-up or VPN connections.

For existing dial-up or VPN connections, you can enable smart card authentication from the properties of the dial-up or VPN connection. For more information, see To enable smart card or other certificate authentication.

Deploying certificate-based authentication for demand-dial routing

The use of certificates for authentication of calling routers is the strongest form of authentication in Windows 2000. For certificate-based authentication of demand-dial connections, you must use the Extensible Authentication Protocol (EAP) with the Smart card or other certificate (TLS) EAP type, also known as EAP-Transport Level Security (EAP-TLS). EAP-TLS requires the use of user certificates for the calling router and machine certificates (also known as computer certificates) for the answering router.

The deployment of certificate-based authentication for demand-dial routing typically occurs in the following situations:

·
Business partner demand-dial connection 

·
Branch office demand-dial connection

Business partner demand-dial connection

To use certificates for a two-way initiated, mutually authenticated, demand-dial configuration between two business partners (in this example, Company A and Company B), you must perform the following:

·
Configure the calling and answering routers for demand-dial routing. 

·
Install computer certificates on the calling router and answering router computers. 

·
Configure the domain for Web-based certificate enrollment. 

·
At Company A, create a user account for the Company B router and export a certificate for the user account. 

·
At Company B, create a user account for the Company A router and export a certificate for the user account. 

·
At Company A, import the certificate from Company B. 

·
Configure the Company A router to support certificate-based authentication as a calling router and as an answering router. 

·
At Company B, import the certificate from Company A. 

·
Configure the Company B router to support certificate-based authentication as a calling router and as an answering router. 

Configuring the calling and answering routers for demand-dial routing

Configure the Windows 2000 calling and answering routers as described in Deploying demand-dial routing for dial-in demand-dial routing or Deploying router-to-router VPNs for VPN demand-dial routing.

Installing computer certificates on the calling router and answering router computers

In order to configure EAP-TLS on the answering router computer, you must install a computer certificate (also known as a machine certificate). In order to install a computer certificate, a certificate authority must be present to issue certificates. Once the certificate authority is configured, you can install a certificate two different ways:

·
By configuring the automatic allocation of computer certificates to computers in a Windows 2000 domain. 

·
By using Certificate Manager to obtain a computer certificate. 

Based on the certificate policies in your organization, you only need to perform one of these two allocations.

To configure a certificate authority and install the computer certificate, perform the following steps:

 1.
Install the Windows 2000 Certificate Services component as an enterprise root certificate authority (CA). This step is only necessary if you do not already have an enterprise root CA. 

 1.
If necessary, promote the computer that will be a CA to a domain controller (DC). For more information, see To install a domain controller. 

 2.
Install the Windows 2000 Certificate Services component as an enterprise root CA. For more information, see To install an enterprise root certification authority. 

 2.
Configure the CA to issue router (offline request) certificates. For more information, see To establish the certificate types that an enterprise certification authority can issue. 

 3.
To auto-enroll machine certificates, configure the Windows 2000 domain. For more information, see To configure automatic certificate allocation from an enterprise CA. 


To create a computer certificate for the calling or answering router that is a member of the domain for which auto-enrollment is configured (as well as other computers that are members of the domain), restart the computer or type secedit /refreshpolicy machine_policy from a Windows 2000 command prompt.

 4.
To manually enroll machine certificates, use Certificate Manager to install the CA root certificate. For more information, see To manage certificates for a computer and To request a certificate. 

Configuring the domain for Web-based certificate enrollment

In order for the CA to issue certificates for the calling router, you must configure the Windows 2000 domain for Web-based enrollment. For more information, see To set up certification authority Web enrollment support. 

Creating a user account and exporting its certificate for the Company B router

To create a dial-in user account for the Company B router and export the user certificate of the user account, do the following:

 1.
Log on as a domain administrator. 

 2.
Create a user account that the Company B router will use when it dials the Company A router. For more information, see To add a user account. 

 3.
Obtain a router (offline request) certificate from the certificate authority through Web-based enrollment. For more information, see To install a router (offline request) certificate. 

 4.
Export the router (offline request) certificate to a .cer file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, do not export the private key. 

 5.
Map the newly created router (offline request) certificate (the .cer file) to the user account that was created for the Company B router. For more information, see To map a certificate to a user account. 

 6.
Export the router (offline request) certificate to a .pfx file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, export the private key, select the Delete the private key if the import is successful check box, and click Include all certificates in the certification path if possible. Save this file to a floppy disk to send to the network administrator at Company B. 

 7.
Send the floppy disk that contains the Company B dial-in account user certificate file to the network administrator at Company B. 

Creating a user account and exporting its certificate for the Company A router

To create a dial-in user account for the Company A router and export the user certificate of the user account, do the following:

 1.
Log on as a domain administrator. 

 2.
Create a user account that the Company A router will use when it dials the Company B router. For more information, see To add a user account. 

 3.
Obtain a router (offline request) certificate from the certificate authority through Web-based enrollment. For more information, see To install a router (offline request) certificate. 

 4.
Export the router (offline request) certificate to a .cer file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, do not export the private key. 

 5.
Map the newly created router (offline request) certificate (the .cer file) to the user account created for the Company A router. For more information, see To map a certificate to a user account. 

 6.
Export the router (offline request) certificate to a .pfx file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, export the private key, select the Delete the private key if the import is successful check box, and click Include all certificates in the certification path if possible. Save this file to a floppy disk to send to the network administrator at Company A. 

 7.
Send the floppy disk that contains the Company A dial-in account user certificate file to the network administrator at Company A. 

Importing the certificates from Company B

Upon receipt at Company A of the floppy disk that contains the certificate file from Company B, on the Company A router, import the user certificate. For more information, see To import a certificate.

Configuring the Company A router to support certificate-based authentication

To configure the Company A router for certificate-based authentication as an answering router, see To configure the answering router for certificate-based EAP.

To configure the Company A router for certificate-based authentication as a calling router, see To configure the calling router for certificate-based EAP.

Importing the certificates from Company A

Upon receipt at Company B of the floppy disk that contains the certificate files from Company A, on the Company B router, import the user certificate. For more information, see To import a certificate.

Configuring the Company B router to support certificate-based authentication

To configure the Company B router for certificate-based authentication as an answering router, see To configure the answering router for certificate-based EAP.

To configure the Company B router for certificate-based authentication as a calling router, see To configure the calling router for certificate-based EAP.

Branch office demand-dial connection

To use certificates for a two-way initiated, mutually authenticated, demand-dial configuration between two routers in the same organization (in this example, a branch office router and a corporate office router), you must perform the following:

·
Configure the calling and answering routers for demand-dial routing. 

·
Install a computer certificate on the corporate office router. 

·
Configure the domain for Web-based certificate enrollment. 

·
Create user accounts and export certificates. 

·
Import the dial-out user certificate on the corporate office router. 

·
Configure the corporate office router to support certificate-based authentication as a calling router and as an answering router. 

·
Import the dial-in certificate on the branch office router. 

·
Configure the branch office router to support certificate-based authentication as a calling router. 

·
Connect to the corporate office and join the organization domain. 

Configuring the calling and answering routers for demand-dial routing

Configure the Windows 2000 calling and answering routers as described in Deploying demand-dial routing for dial-up demand-dial routing or Deploying router-to-router VPNs for VPN demand-dial routing.

Installing a computer certificate on the corporate office router

In order to configure EAP-TLS on the corporate office router, you must install a computer certificate (also known as a machine certificate). In order to install a computer certificate, a certificate authority must be present to issue certificates. Once the certificate authority is configured, you can install a certificate two different ways:

·
By configuring the automatic allocation of computer certificates to computers in a Windows 2000 domain. 

·
By using Certificate Manager to obtain a computer certificate. 

Based on the certificate policies in your organization, you only need to perform one of these two allocations.

To configure a certificate authority and install the computer certificate, perform the following steps:

 1.
Install the Windows 2000 Certificate Services component as an enterprise root certificate authority. This step is only necessary if you do not already have an enterprise root certificate authority (CA). 

 1.
If necessary, promote the computer that will be a CA to a domain controller (DC). For more information, see To install a domain controller. 

 2.
Install the Windows 2000 Certificate Services component as an enterprise root CA. For more information, see To install an enterprise root certification authority. 

 2.
Configure the CA to issue router (offline request) certificates. For more information, see To establish the certificate types that an enterprise certification authority can issue. 

 3.
To auto-enroll machine certificates, configure the Windows 2000 domain. For more information, see To configure automatic certificate allocation from an enterprise CA. 


To create a computer certificate for the calling or answering router that is a member of the domain for which auto-enrollment has been configured (as well as other computers that are members of the domain), restart the computer or type secedit /refreshpolicy machine_policy from a Windows 2000 command prompt. 

 4.
To manually enroll machine certificates, use Certificate Manager to install the CA root certificate. For more information, see To manage certificates for a computer and To request a certificate. 

Configuring the domain for Web-based certificate enrollment

In order for the CA to issue certificates for the calling router, you must configure the Windows 2000 domain for Web-based enrollment. For more information, see To set up certification authority Web enrollment support. 

Creating user accounts and exporting certificates

To create dial-in and dial-out user accounts and export certificates, do the following:

 1.
Log on as a domain administrator. 

 2.
Create a user account that the corporate office router will use when it dials the branch office router (the dial-out account). For more information, see To add a user account. 

 3.
Obtain a router (offline request) certificate for the dial-out account from the certificate authority through Web-based enrollment. For more information, see To install a router (offline request) certificate. 

 4.
Export the router (offline request) certificate for the dial-out account to a .cer file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, do not export the private key. 

 5.
Map the newly created router (offline request) certificate (the .cer file) to the dial-out user account. For more information, see To map a certificate to a user account. 

 6.
Export the router (offline request) certificate of the dial-out account to a .pfx file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, export the private key and click Delete the private key if the import is successful and select the option to Include all certificates in the certification path if possible. 

 7.
Create a user account that the branch office router will use when it dials the corporate office router (the dial-in account). For more information, see To add a user account. 

 8.
Obtain a router (offline request) certificate for the dial-in account from the certificate authority through Web-based enrollment. For more information, see To install a router (offline request) certificate. 

 9.
Export the router (offline request) certificate for the dial-in account to a .cer file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, do not export the private key. 

10.
Map the newly created router (offline request) certificate (the .cer file) to the dial-in user account. For more information, see To map a certificate to a user account. 

11.
Export the router (offline request) certificate of the dial-in account to a .pfx file. For more information, see To export a certificate. Within the Certificate Manager Export wizard, export the private key and click Delete the private key if the import is successful. Save this file to a floppy disk to send to the network administrator at the branch office. 

12.
Send the floppy disk that contains the dial-in account user certificate file to the network administrator at the branch office. 

Importing the dial-out certificate on the corporate office router

On the corporate office router, import the user certificate for the dial-out account. For more information, see To import a certificate. 

Configuring the corporate office router to support certificate-based authentication

To configure the corporate office router for certificate-based authentication as an answering router, see To configure the answering router for certificate-based EAP.

To configure the corporate office router for certificate-based authentication as a calling router, see To configure the calling router for certificate-based EAP.

Importing the certificate on the branch office router

Upon receipt at the branch office of the floppy disk that contains the certificate file from the corporate office, import the user certificate for the dial-in account. For more information, see To import a certificate.

Configuring the branch office router to support certificate-based authentication

To configure the branch office router for certificate-based authentication as a calling router, see To configure the calling router for certificate-based EAP.

Connecting to the corporate office and joining the organization domain

To connect to the corporate office and join the organization domain, do the following:

 1.
From the branch office, connect to the corporate office by right-clicking the demand-dial interface, and then clicking Connect. 

 2.
Once connected, the branch office router joins the domain through the Network Identification tab (in the properties of My Computer). 

 3.
After joining the domain, restart the branch office router. 

 4.
After restarting the branch office router, connect to the corporate office router again. 

 5.
Once connected, the branch office router receives domain policy and a machine certificate (if auto-enrollment of machine certificates is configured). If auto-enrollment of machine certificates is not configured, obtain a machine certificate through Certificate Manager. For more information, see To manage certificates for a computer and To request a certificate. 

 6.
Once a machine certificate is obtained, configure the branch office router for certificate-based authentication as an answering router. For more information, see To configure the answering router for certificate-based EAP. 

At this point, you can install a domain controller in the branch office by using the demand-dial connection to the corporate office. For more information on installing a Windows 2000 domain controller, see Checklist: Installing a domain controller.

Notes

·
The ability of the branch office router to join the domain and the installation of a domain controller depends on DNS name resolution. Ensure that both the router and the domain controller computer are configured with the proper DNS server IP addresses. 

·
By default, an answering router checks the certificate revocation list when authenticating the calling router. Because the root CA computer is always reachable by the corporate office router, the certificate revocation list can always be checked. However, the root CA computer is not reachable by the branch office router until after the connection is made. If the root CA computer cannot be reached, then Active Directory is checked. In this case, the branch office router accesses its local domain controller for the revocation list. If the certificate revocation list is not published in Active Directory, then the branch office router acting as the answering router rejects the connection attempt. To prevent this problem, do one of the following: 

·
Publish the certificate revocation list in Active Directory. For more information, see Schedule the publication of the certificate revocation list or To manually publish the certificate revocation list. 

·
On the branch office router, set the following registry value to 1: 


HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RasMan\PPP\EAP\13\IgnoreRevocationOffline

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

Virtual private network scenarios

This section describes how common virtual private network scenarios are configured for a fictional company by using Windows 2000. While your network configuration may be different than those described here, you can apply the basic concepts.

Note   A computer running Windows 2000 Server and the Routing and Remote Access service is referred to as the Windows 2000 remote access router. 

Electronic, Inc. is an electronics design and manufacturing company with a main corporate campus in New York and branch offices and distribution business partners throughout the United States. Electronic, Inc. has implemented a VPN solution by using Windows 2000 that connects remote access users, branch offices, and business partners.

The VPN server at the corporate office provides both remote access and router-to-router PPTP and L2TP VPN connections and the routing of packets to intranet and Internet locations. For more information, see Common configuration for the VPN server.

Based on the common configuration of the VPN server, the following virtual private network scenarios are described:

·
Remote access for employees 

·
On-demand branch office 

·
Persistent branch office 

·
Extranet for business partners 

·
Dial-up and VPNs with RADIUS 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Common configuration for the VPN server

To deploy a VPN solution for Electronic, Inc., the network administrator performs an analysis and makes design decisions regarding:

·
The network configuration 

·
The remote access policy configuration 

·
The domain configuration 

·
The security configuration 

The network configuration

The key elements of the network configuration are:

·
The Electronic, Inc. corporate intranet uses the private networks of 172.16.0.0 with a subnet mask of 255.240.0.0 and 192.168.0.0 with a subnet mask of 255.255.0.0. The corporate campus network segments use subnets of 172.16.0.0 and the branch offices use subnets of 192.168.0.0. 

·
The VPN server computer is directly attached to the Internet by using a T3 (also known as a DS-3) dedicated WAN link. 

·
The IP address of the WAN adapter on the Internet is 207.46.130.1 as allocated by the Internet service provider (ISP) for Electronic, Inc. The IP address of the WAN adapter is referred to on the Internet by the domain name vpn.electronic.microsoft.com. 

·
The VPN server computer is directly attached to an intranet network segment that contains a RADIUS server, a file and Web server for business partner access, and a router that connects to the rest of the Electronic, Inc. corporate campus intranet. The intranet network segment has the IP network ID of 172.31.0.0 with the subnet mask of 255.255.0.0. 

·
The VPN server computer is configured with a static pool of IP addresses to allocate to remote access clients and calling routers. 

The following illustration shows the network configuration of the Electronic, Inc. VPN server.

Based on the network configuration of the Electronic, Inc. corporate campus intranet, the VPN server computer is configured as follows.

1. Install hardware in the VPN server

The network adapter that is used to connect to the intranet segment and the WAN adapter that is used to connect to the Internet are installed according to the adapter manufacturer's instructions. Once drivers are installed and functioning, both adapters appeared as local area connections in the Network and Dial-up Connections folder.

2. Configure TCP/IP on the LAN and WAN adapter

For the LAN adapter, an IP address of 172.31.0.1 with a subnet mask 255.255.0.0 is configured. For the WAN adapter, an IP address of 207.46.130.1 with a subnet mask 255.255.255.255 is configured. A default gateway is not configured for either adapter. DNS and WINS server addresses are also configured.

3. Install the Routing and Remote Access service

The Routing and Remote Access Installation wizard is run. Within the wizard, both remote access and LAN and WAN routing are enabled, all ports are enabled for both routing and remote access, and IPSec encryption is required for L2TP connections. For more information, see To enable the Routing and Remote Access service.

Within the wizard, a static IP address pool with a starting IP address of 172.31.255.1 and an ending IP address of 172.31.255.254 is configured. This creates a static address pool for up to 253 VPN clients.

For more information, see To create a static IP address pool.

4. Enable the EAP authentication method

To enable the use of smart card-based remote access VPN clients and certificate-based calling routers, the network administrator enables the Extensible Authentication Protocol on the VPN server.

For more information, see To enable EAP.

5. Configure static routes to reach intranet and Internet locations

To reach intranet locations, a static route is configured with the following settings: 

·
Interface: The LAN adapter attached to the intranet 

·
Destination: 172.16.0.0 

·
Network mask: 255.240.0.0 

·
Gateway: 172.31.0.2 

·
Metric: 1 

To reach Internet locations, a static route is configured with the following settings: 

·
Interface: The WAN adapter attached to the Internet 

·
Destination: 0.0.0.0 

·
Network mask: 0.0.0.0 

·
Gateway: 0.0.0.0 

·
Metric: 1 

Note   Because the WAN adapter creates a point-to-point connection to the ISP, any address can be entered for the gateway. The gateway address of 0.0.0.0 is an example. 0.0.0.0 is the unspecified IP address. 

6. Increase the number of PPTP and L2TP ports

By default, only five L2TP ports and five PPTP ports are enabled for VPN connections. The number of L2TP and PPTP ports is increased to 253. For more information, see To add PPTP or L2TP ports.

7. Configure PPTP and L2TP over IPSec packet filters

Both PPTP and L2TP over IPSec packet filters are configured on the WAN adapter that connects to the Internet. For more information, see Add PPTP filters and Add L2TP over IPSec filters.

The remote access policy configuration

To ease the transition from a Windows NT 4.0 environment, the network administrator for Electronic, Inc. decides on an access-by-user administrative model. Remote access is controlled by setting the dial-in permission of individual user accounts to either Allow access or Deny access. Remote access policies are used to apply different VPN connection settings based on group membership, and the default remote access policy named Allow access if dial-in permission is enabled is deleted.

For more information, see Remote access policy administrative models.

The domain configuration

To take advantage of the ability to apply different connection settings to different types of VPN connections, the following Windows 2000 groups are created:

·
VPN_Users 


Used for remote access VPN connections

·
VPN_Routers 


Used for router-to-router VPN connections from Electronic, Inc. branch offices

·
VPN_Partners 


Used for router-to-router VPN connections from Electronic, Inc. business partners

Electronic, Inc. has a mixed-mode domain. For more information, see Upgrading to Active Directory.

The security configuration

To enable L2TP over IPSec connections, the use of smart cards by remote access clients, and the use of EAP-TLS by routers, the Electronic, Inc. domain is configured to auto-enroll machine certificates to all domain members.

For more information, see Setting up certificate-based authentication for VPN connections.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Remote access for employees

Remote access for Electronic, Inc. employees is deployed by using remote access VPN connections across the Internet based on the settings configured in Common configuration for the VPN server and the following additional settings.

The following illustration shows the Electronic, Inc. VPN server that provides remote access VPN connections.

Domain configuration

For each employee that is allowed VPN access:

·
The remote access permission on the dial-in properties of the user account is set to Allow access. 

·
The user account is added to the VPN_Users Windows 2000 group. 

Remote access policy configuration

To define the authentication and encryption settings for remote access VPN clients, the following remote access policy is created:

·
Policy name: Remote Access VPN Clients 

·
Conditions: 

·
NAS-Port-Type is set to Virtual (VPN) 

·
Windows-Groups is set to VPN_Users 

·
Called-Station-ID is set to 207.46.130.1 

·
Permission is set to Grant remote access permission 

·
Profile settings: 

·
Authentication tab: Extensible Authentication Protocol is enabled and Smartcard or other certificate (TLS) is configured to use the installed machine certificate. Microsoft Encrypted Authentication version 2 (MS-CHAP v2) and Microsoft Encrypted Authentication (MS-CHAP) are also enabled. 

·
Encryption tab: Strongest is the only option that is selected. 

Notes

·
The Called-Station-ID condition is set to the IP address of the Internet interface for the VPN server. Only tunnels initiated from the Internet are allowed. Tunnels initiated from the Electronic, Inc. intranet are not permitted. Electronic, Inc. users that require Internet access from the Electronic, Inc. intranet must go through the Electronic, Inc. proxy server (not shown), where Internet access is controlled and monitored. 

·
In the access-by-user administrative model, the remote access permission on the remote access policy has no effect on granting remote access permission. However, the network administrator for Electronic, Inc. set the remote access permission on the policy to Grant remote access permission so that an eventual transition to an access-by-policy in a native mode domain administrative model does not require changing all the remote access permission settings on all of the configured remote access policies. 

PPTP-based remote access client configuration

The Make New Connection wizard is used to create a VPN connection with the following setting:

·
Host name or IP address: vpn.electronic.microsoft.com 

L2TP-based remote access client configuration

The remote access computer logs on to the Electronic, Inc. domain and receives a certificate through auto-enrollment. Then, the Make New Connection wizard is used to create VPN connection with the following setting:

·
Host name or IP address: vpn.electronic.microsoft.com 

The VPN connection settings are modified as follows:

·
On the Networking tab, Type of dial-up server I am calling is set to Layer-2 Tunneling Protocol (L2TP). 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

On-demand branch office

The Portland and Dallas branch offices of Electronic, Inc. are connected to the corporate office by using on-demand router-to-router VPN connections. Both the Portland and Dallas offices contain a small number of employees who only need occasional connectivity with the corporate office. The Windows 2000 routers in the Portland and Dallas offices are equipped with an ISDN adapter that dials a local Internet service provider to gain access to the Internet, and then a router-to-router VPN connection is made across the Internet. When the VPN connection is not used for five minutes, the routers at the branch offices terminate the VPN connection.

The Dallas branch office uses the IP network ID of 192.168.28.0 with a subnet mask of 255.255.255.0. The Portland branch office uses the IP network ID of 192.168.4.0 with a subnet mask of 255.255.255.0. 

To simplify the configuration, the VPN connection is a one-way initiated connection that is always initiated by the branch office router. For more information, see One-way initiated demand-dial connections.

The following illustration shows the Electronic, Inc. VPN server that provides on-demand branch office connections.

To deploy on-demand router-to-router VPN connections to connect the Portland and Dallas branch offices to the corporate office based on the settings configured in Common configuration for the VPN server, the following additional settings are configured.

Domain configuration

For the VPN connection to the Dallas office, the user account VPN_Dallas is created with the following settings:

·
Password of nY7W{q8~=z3. 

·
For the dial-in properties on the VPN_Dallas account, the remote access permission is set to Allow access and the static route 192.168.28.0 with a subnet mask of 255.255.255.0 is added. 

·
The VPN_Dallas account is added to the VPN_Routers group. 

For the VPN connection to the Portland office, the user account VPN_Portland is created with the following settings:

·
Password of P*4s=wq!Gx1. 

·
For the dial-in properties on the VPN_Portland account, the remote access permission is set to Allow access and the static route 192.168.4.0 with a subnet mask of 255.255.255.0 is added. 

·
The VPN_Portland account is added to the VPN_Routers group. 

Remote access policy configuration

To define the authentication and encryption settings for the VPN routers, the following remote access policy is created:

·
Policy name: VPN Routers 

·
Conditions: 

·
NAS-Port-Type is set to Virtual (VPN) 

·
Windows-Groups is set to VPN_Routers 

·
Called-Station-ID is set to 207.46.130.1 

·
Permission is set to Grant remote access permission 

·
Profile settings: 

·
Authentication tab: Extensible Authentication Protocol is enabled and Smartcard or other certificate (TLS) is configured to use the installed machine certificate. Microsoft Encrypted Authentication version 2 (MS-CHAP v2) is also enabled. 

·
Encryption tab: Strongest is the only option that is selected. 

Notes

·
The Called-Station-ID is set to the IP address of the Internet interface for the VPN server. Only tunnels initiated from the Internet are allowed. Tunnels initiated from the Electronic, Inc. intranet are not permitted. Electronic, Inc. users that require Internet access from the Electronic, Inc. intranet must go through the Electronic, Inc. proxy server (not shown), where Internet access is controlled and monitored. 

·
In the access-by-user administrative model, the remote access permission on the remote access policy has no effect on granting remote access permission. However, the network administrator for Electronic, Inc. set the remote access permission on the policy to Grant remote access permission so that an eventual transition to an access-by-policy in a native mode domain administrative model does not require changing all the remote access permission settings on all of the configured remote access policies. 

For more information about the branch office router configuration, see: 

·
The Dallas office: PPTP-based on-demand branch office 

·
The Portland office: L2TP-based on-demand branch office 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

PPTP-based on-demand branch office

The Dallas branch office is a PPTP-based branch office that uses a Windows 2000 router to create an on-demand, router-to-router VPN connection with the corporate office router in New York as needed. When the connection is made and is idle for five minutes, the connection is terminated.

To deploy a PPTP, one-way initiated, on-demand, router-to-router VPN connection to the corporate office based on the settings configured in Common configuration for the VPN server and On-demand branch office, the following settings are configured on the Dallas router.

Demand-dial interface for the connection to the ISP

To connect the Dallas office router to the Internet by using a local ISP, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


ISP

·
Connection type 


Connect using a modem, ISDN adapter, or other physical device is selected.

·
Select a device 


The appropriate ISDN device is selected.

·
Phone number or address 


Phone number of the ISP for the Dallas office.

·
Protocols and security 


The Route IP packets on this interface check box is selected.

·
Dial-out credentials 

·
User name: Dallas office ISP account name. 

·
Domain: Dallas office ISP account domain name. 

·
Password: Dallas office ISP account password. 

·
Confirm password: Dallas office ISP account password. 

Demand-dial interface for router-to-router VPN connection

To connect the Dallas office router to the corporate router by using a router-to-router VPN connection over the Internet, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


CorpHQ

·
Connection type 


Connect using virtual private networking (VPN) is selected.

·
VPN type 


Point to Point Tunneling Protocol (PPTP) is selected.

·
Destination address 


207.46.130.1

·
Protocols and security 


The Route IP packets on this interface check box is selected.

·
Dial-out credentials 

·
User name: VPN_Dallas 

·
Domain: electronic.microsoft.com 

·
Password: nY7W{q8~=z3 

·
Confirm password: nY7W{q8~=z3 

Static route for corporate headquarters

To make all locations on the corporate intranet reachable, the following static route is configured:

·
Interface: CorpHQ 

·
Destination: 172.16.0.0 

·
Network mask: 255.240.0.0 

·
Metric: 1 

Static route for Electronic, Inc. VPN server

To create the connection to the Dallas ISP when the router-to-router VPN connection needs to be made, the following static route is configured:

·
Interface: ISP 

·
Destination: 207.46.130.1 

·
Network mask: 255.255.255.255 

·
Metric: 1 

PPTP packet filters on the demand-dial interface that connects to the ISP

To ensure that only PPTP-based traffic is allowed on the connection to the Internet, PPTP packet filters are configured on the ISP demand-dial interface. For more information, see Add PPTP filters.

Demand-dial filters on the PPTP demand-dial interface

To ensure that only traffic destined for the Electronic, Inc. corporate office creates the VPN connection, demand-dial filters are configured on the PPTP demand-dial interface. The following filter settings are configured:

·
Filter action: Only for the following traffic is selected. 

·
Filter 1: Destination network IP address of 172.16.0.0 and subnet mask of 255.240.0.0 

For more information, see To configure demand-dial filters.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

L2TP-based on-demand branch office

The Portland branch office is an L2TP-based branch office that uses a Windows 2000 router to create an on-demand, router-to-router VPN connection with the corporate office router in New York as needed. When the connection is made and is idle for five minutes, the connection is terminated.

To deploy an L2TP, one-way initiated, on-demand, router-to-router VPN connection to the corporate office based on the settings configured in Common configuration for the VPN server and On-demand branch office, the following settings are configured on the Portland router.

Demand-dial interface for the connection to the ISP

To connect the Portland office router to the Internet by using a local ISP, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


ISP

·
Connection type 


Connect using a modem, ISDN adapter, or other physical device is selected.

·
Select a device 


The appropriate ISDN device is selected. 

·
Phone number or address 


Phone number of the ISP for the Portland office. 

·
Protocols and security 


The Route IP packets on this interface check box is selected.

·
Dial-out credentials 

·
User name: Portland office ISP account name. 

·
Domain: Portland office ISP account domain name. 

·
Password: Portland office ISP account password. 

·
Confirm password: Portland office ISP account password. 

Demand-dial interface for router-to-router VPN connection

To connect the Portland office router to the corporate router by using a router-to-router VPN connection over the Internet, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


CorpHQ

·
Connection type 


Connect using virtual private networking (VPN) is selected.

·
VPN type 


Layer-2 Tunneling Protocol (L2TP) is selected.

·
Destination address 


207.46.130.1

·
Protocols and security 


The Route IP packets on this interface check box is selected. 

·
Dial-out credentials 

·
User name: VPN_Portland 

·
Domain: electronic.microsoft.com 

·
Password: P*4s=wq!Gx1 

·
Confirm password: P*4s=wq!Gx1 

Static route for corporate headquarters

To make all locations on the corporate intranet reachable, the following static route is configured:

·
Interface: CorpHQ 

·
Destination: 172.16.0.0 

·
Network mask: 255.240.0.0 

·
Metric: 1 

Static route for Electronic, Inc. VPN server

To create the connection to the Portland ISP when the router-to-router VPN connection needs to be made, the following static route is configured:

·
Interface: ISP 

·
Destination: 207.46.130.1 

·
Network mask: 255.255.255.255 

·
Metric: 1 

L2TP over IPSec packet filters on the demand-dial interface that connects to the ISP

To ensure that only L2TP over IPSec-based traffic is allowed on the connection to the Internet, L2TP over IPSec packet filters are configured on the ISP demand-dial interface. For more information, see Add L2TP over IPSec filters.

Demand-dial filters on the L2TP demand-dial interface

To ensure that only traffic destined for the Electronic, Inc. corporate office creates the VPN connection, demand-dial filters are configured on the L2TP demand-dial interface. The following filter settings are configured:

·
Filter action: Only for the following traffic is selected. 

·
Filter 1: Destination network IP address of 172.16.0.0 and subnet mask of 255.240.0.0 

For more information, see To configure demand-dial filters.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Persistent branch office

The Chicago and Phoenix branch offices of Electronic, Inc. are connected to the corporate office by using persistent router-to-router VPN connections that stay connected 24 hours a day. The Windows 2000 routers in the Chicago and Phoenix offices are equipped with T1 WAN adapters that have a permanent connection to a local Internet service provider to gain access to the Internet.

The Chicago branch office uses the IP network ID of 192.168.9.0 with a subnet mask of 255.255.255.0. The Chicago branch office router uses the public IP address of 131.107.0.1 for its Internet interface. The Phoenix branch office uses the IP network ID of 192.168.14.0 with a subnet mask of 255.255.255.0. The Phoenix branch office router uses the public IP address of 131.107.128.1 for its Internet interface. 

The VPN connection is a two-way initiated connection. The connection is initiated from either the branch office router or the corporate office router. Two-way initiated connections require the creation of demand-dial interfaces, remote access policies, IP address pools, and packet filters on the routers on both sides of the connection.

The following illustration shows the Electronic, Inc. VPN server that provides persistent branch office connections.

To deploy persistent router-to-router VPN connections to connect the Chicago and Phoenix branch offices to the corporate office based on the settings configured in Common configuration for the VPN server, the following additional settings are configured.

Domain configuration

For the Chicago office VPN connection that is initiated by the Chicago router, the user account VPN_Chicago is created with the following settings:

·
Password of U9!j5dP(%q1. 

·
For the dial-in properties on the VPN_Chicago account, the remote access permission is set to Allow access. 

·
The VPN_Chicago account is added to the VPN_Routers group. 

For the Phoenix office VPN connection that is initiated by the Phoenix router, the user account VPN_Phoenix is created with the following settings:

·
Password of z2F%s)bW$4f. 

·
For the dial-in properties on the VPN_Phoenix account, the remote access permission is set to Allow access. 

·
The VPN_Phoenix account is added to the VPN_Routers group. 

For the Chicago office VPN connection and the Phoenix office VPN connection that are initiated by the corporate headquarters router, the user account VPN_CorpHQ is created with the following settings:

·
Password of o3\Dn6@`-J4. 

·
For the dial-in properties on the VPN_CorpHQ account, the remote access permission is set to Allow access. 

·
The VPN_CorpHQ account is added to the VPN_Routers group. 

Remote access policy configuration

Remote access policies must be configured at the corporate router, the Chicago router, and the Phoenix router.

Remote access policy configuration at the corporate router

The remote access policy configuration for the corporate router is the same as described in On-demand branch office.

Remote access policy configuration at the Chicago router

To define the authentication and encryption settings for the VPN connections, the default policy named Allow access if dial-in permission is enabled is deleted and the following remote access policy is created:

·
Policy name: VPN Routers 

·
Conditions: 

·
NAS-Port-Type is set to Virtual (VPN) 

·
Windows-Groups is set to VPN_Routers 

·
Called-Station-ID is set to 131.107.0.1 

·
Permission is set to Grant remote access permission 

·
Profile settings: 

·
Authentication tab: Extensible Authentication Protocol is enabled and Smartcard or other certificate (TLS) is configured to use the installed machine certificate. Microsoft Encrypted Authentication version 2 (MS-CHAP v2) is also enabled. 

·
Encryption tab: Strongest is the only option that is selected. 

Notes

·
The Called-Station-ID is set to the IP address of the Internet interface for the branch office router. Only tunnels initiated from the Internet are allowed. Tunnels initiated from the Electronic, Inc. branch office network are not permitted. 

·
In the access-by-user administrative model, the remote access permission on the remote access policy has no effect on granting remote access permission. However, the network administrator for Electronic, Inc. set the remote access permission on the policy to Grant remote access permission so that an eventual transition to an access-by-policy in a native mode domain administrative model does not require changing all the remote access permission settings on all of the configured remote access policies. 

Remote access policy configuration at the Phoenix router

To define the authentication and encryption settings for the VPN connections, the default policy named Allow access if dial-in permission is enabled is deleted and the following remote access policy is created:

·
Policy name: VPN Routers 

·
Conditions: 

·
NAS-Port-Type is set to Virtual (VPN) 

·
Windows-Groups is set to VPN_Routers 

·
Called-Station-ID is set to 131.107.128.1 

·
Permission is set to Grant remote access permission 

·
Profile settings: 

·
Authentication tab: Extensible Authentication Protocol is enabled and Smartcard or other certificate (TLS) is configured to use the installed machine certificate. Microsoft Encrypted Authentication version 2 (MS-CHAP v2) is also enabled. 

·
Encryption tab: Strongest is the only option that is selected. 

Notes

·
The Called-Station-ID is set to the IP address of the Internet interface for the branch office router. Only tunnels initiated from the Internet are allowed. Tunnels initiated from the Electronic, Inc. branch office network are not permitted. 

·
In the access-by-user administrative model, the remote access permission on the remote access policy has no effect on granting remote access permission. However, the network administrator for Electronic, Inc. set the remote access permission on the policy to Grant remote access permission so that an eventual transition to an access-by-policy in a native mode domain administrative model does not require changing all the remote access permission settings on all of the configured remote access policies. 

IP address pool configuration

IP address pools must be configured at the corporate router, the Chicago router, and the Phoenix router.

IP address pool configuration at the corporate router

The IP address pool configuration for the corporate router is the same as described in Common configuration for the VPN server.

IP address pool configuration at the Chicago router

A static IP address pool with an IP address of 192.168.9.248 and a mask of 192.168.9.253 is configured. This creates a static address pool for up to five VPN clients.

For more information, see To create a static IP address pool.

IP address pool configuration at the Phoenix router

A static IP address pool with a starting IP address of 192.168.14.248 and an ending IP address of 192.168.14.253 is configured. This creates a static address pool for up to five VPN clients.

For more information, see To create a static IP address pool.

For more information about the corporate router and branch office router configuration, see: 

·
The Chicago office: PPTP-based persistent branch office 

·
The Phoenix office: L2TP-based persistent branch office 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

PPTP-based persistent branch office

The Chicago branch office is a PPTP-based branch office that uses a Windows 2000 router to create a persistent, router-to-router VPN connection with the corporate office router in New York. The connection is never terminated even when idle.

To deploy a PPTP, two-way initiated, persistent, router-to-router VPN connection to the corporate office based on the settings configured in Common configuration for the VPN server and Persistent branch office, the following settings are configured on the corporate router and Chicago router.

Corporate router configuration

The corporate router is configured with a demand-dial interface and a static route.

Demand-dial interface for router-to-router VPN connection

To connect the corporate office router to the Chicago router by using a router-to-router VPN connection over the Internet, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


VPN_Chicago

·
Connection type 


Connect using virtual private networking (VPN) is selected.

·
VPN type 


Point to Point Tunneling Protocol (PPTP) is selected.

·
Destination address 


131.107.0.1

·
Protocols and security 


The Route IP packets on this interface check box is selected. 

·
Dial-out credentials 

·
User name: VPN_CorpHQ 

·
Domain: electronic.microsoft.com 

·
Password: o3\Dn6@`-J4 

·
Confirm password: o3\Dn6@`-J4 

Once the demand-dial interface is created, the following change is made:

·
For the properties of the demand-dial interface, on the Options tab, under Connection type, the Persistent connection option is selected. 

Static route for Chicago office network

To make all locations on the Chicago network reachable, the following static route is configured:

·
Interface: VPN_Chicago 

·
Destination: 192.168.9.0 

·
Network mask: 255.255.255.0 

·
Metric: 1 

Chicago router configuration

The Chicago router is configured with a demand-dial interface and a static route.

Demand-dial interface for router-to-router VPN connection

To connect the Chicago office router to the corporate office router by using a router-to-router VPN connection over the Internet, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


VPN_CorpHQ

·
Connection type 


Connect using virtual private networking (VPN) is selected.

·
VPN type 


Point to Point Tunneling Protocol (PPTP) is selected.

·
Destination address 


207.46.130.1

·
Protocols and security 


The Route IP packets on this interface check box is selected. 

·
Dial-out credentials 

·
User name: VPN_Chicago 

·
Domain: electronic.microsoft.com 

·
Password: U9!j5dP(%q1 

·
Confirm password: U9!j5dP(%q1 

Once the demand-dial interface is created, the following change is made:

·
For the properties of the demand-dial interface, on the Options tab, under Connection type, the Persistent connection option is selected. 

Static route for the Internet

To make all locations on the Internet reachable, the following static route is configured:

·
Interface: The WAN adapter attached to the Internet 

·
Destination: 0.0.0.0 

·
Network mask: 0.0.0.0 

·
Gateway: 0.0.0.0 

·
Metric: 1 

Note   Because the WAN adapter creates a point-to-point connection to the ISP, any address can be entered for the gateway. The gateway address of 0.0.0.0 is an example. 0.0.0.0 is the unspecified IP address. 

Static route for corporate intranet

To make all locations on the corporate intranet reachable, the following static route is configured:

·
Interface: VPN_CorpHQ 

·
Destination: 172.16.0.0 

·
Network mask: 255.240.0.0 

·
Metric: 1 

PPTP packet filters on the Internet interface

To ensure that only PPTP-based traffic is allowed on the connection to the Internet, PPTP packet filters are configured on the Internet interface. For more information, see Add PPTP filters.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

L2TP-based persistent branch office

The Phoenix branch office is an L2TP-based branch office that uses a Windows 2000 router to create a persistent, router-to-router VPN connection with the corporate office router in New York. The connection is never terminated even when idle.

To deploy an L2TP, two-way initiated, persistent, router-to-router VPN connection to the corporate office based on the settings configured in Common configuration for the VPN server and Persistent branch office, the following settings are configured on the corporate router and Phoenix router.

Corporate router configuration

The corporate router is configured with a demand-dial interface and a static route.

Demand-dial interface for router-to-router VPN connection

To connect the corporate office router to the Phoenix router by using a router-to-router VPN connection over the Internet, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


VPN_Phoenix

·
Connection type 


Connect using virtual private networking (VPN) is selected.

·
VPN type 


Layer-2 Tunneling Protocol (L2TP) is selected.

·
Destination address 


131.107.128.1

·
Protocols and security 


The Route IP packets on this interface check box is selected. 

·
Dial-out credentials 

·
User name: VPN_CorpHQ 

·
Domain: electronic.microsoft.com 

·
Password: o3\Dn6@`-J4 

·
Confirm password: o3\Dn6@`-J4 

Once the demand-dial interface is created, the following change is made:

·
For the properties of the demand-dial interface, on the Options tab, under Connection type, the Persistent connection option is selected. 

Static route for Phoenix office network

To make all locations on the Phoenix network reachable, the following static route is configured:

·
Interface: VPN_Phoenix 

·
Destination: 192.168.14.0 

·
Network mask: 255.255.255.0 

·
Metric: 1 

Phoenix router configuration

The Phoenix router is configured with a demand-dial interface and a static route.

Demand-dial interface for router-to-router VPN connection

To connect the Phoenix office router to the corporate office router by using a router-to-router VPN connection over the Internet, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


VPN_CorpHQ

·
Connection type 


Connect using virtual private networking (VPN) is selected.

·
VPN type 


Layer-2 Tunneling Protocol (L2TP) is selected.

·
Destination address 


207.46.130.1

·
Protocols and security 


The Route IP packets on this interface check box is selected. 

·
Dial-out credentials 

·
User name: VPN_Phoenix 

·
Domain: electronic.microsoft.com 

·
Password: z2F%s)bW$4f 

·
Confirm password: z2F%s)bW$4f 

Once the demand-dial interface is created, the following change is made:

·
For the properties of the demand-dial interface, on the Options tab, under Connection type, the Persistent connection option is selected. 

Static route for the Internet

To make all locations on the Internet reachable, the following static route is configured:

·
Interface: The WAN adapter attached to the Internet 

·
Destination: 0.0.0.0 

·
Network mask: 0.0.0.0 

·
Gateway: 0.0.0.0 

·
Metric: 1 

Note   Because the WAN adapter creates a point-to-point connection to the ISP, any address can be entered for the gateway. The gateway address of 0.0.0.0 is an example. 0.0.0.0 is the unspecified IP address. 

Static route for corporate intranet

To make all locations on the corporate intranet reachable, the following static route is configured:

·
Interface: VPN_CorpHQ 

·
Destination: 172.16.0.0 

·
Network mask: 255.240.0.0 

·
Metric: 1 

L2TP over IPSec packet filters on the Internet interface

To ensure that only L2TP over IPSec-based traffic is allowed on the connection to the Internet, L2TP over IPSec packet filters are configured on the Internet interface. For more information, see Add L2TP over IPSec filters.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Extranet for business partners

The network administrator for Electronic, Inc. has created an extranet, a portion of the Electronic, Inc. private network that is available to business partners through secured VPN connections. The Electronic, Inc. extranet is the network attached to the Electronic, Inc. VPN server and contains a file server and a Web server. Parts distributors Tasmanian Traders and Parnell Aerospace are Electronic, Inc. business partners and connect to the Electronic, Inc. extranet by using on-demand, router-to-router VPN connections. An additional remote access policy is used to ensure that the business partners can only access the extranet file server and Web server.

The file server on the Electronic, Inc. extranet is configured with an IP address of 172.31.0.10 and the Web server is configured with an IP address of 172.31.0.11. Tasmanian Traders uses the public network ID of 131.107.254.0 with a subnet mask of 255.255.255.0. Parnell Aerospace uses the public network ID of 131.107.250.0 with a subnet mask of 255.255.255.0. To ensure that the extranet Web server and file server can reach the business partners, static routes are configured on the file server and Web server for each of the business partner networks that use the gateway address of 172.31.0.1

To simplify configuration, the VPN connection is a one-way initiated connection. The connection is always initiated by the business partner router. For more information, see One-way initiated demand-dial connections.

The following illustration shows the Electronic, Inc. VPN server that provides extranet connections for business partners.

To deploy business partner, on-demand, one-way initiated, router-to-router VPN connections to connect Tasmanian Traders and Parnell Aerospace to the Electronic, Inc. extranet based on the settings configured in Common configuration for the VPN server, the following additional settings are configured.

Domain configuration

For the VPN connection to Tasmanian Traders, the user account PTR_Tasmanian is created with the following settings:

·
Password of Y8#-vR7?]fI. 

·
For the dial-in properties on the PTR_Tasmanian account, the remote access permission is set to Allow access and the static route 131.107.254.0 with a subnet mask 255.255.255.0 is added. 

·
The PTR_Tasmanian account is added to the VPN_Partners group. 

For the VPN connection to Parnell Aerospace, the user account PTR_Parnell is created with the following settings:

·
Password of W@8c^4r-;2\. 

·
For the dial-in properties on the PTR_Parnell account, the remote access permission is set to Allow access and the static route 131.107.250.0 with a subnet mask 255.255.255.0 is added. 

·
The PTR_Parnell account is added to the VPN_Partners group. 

Certificate configuration

For the business partner routers to perform certificate-based authentication to the corporate office router, certificates must be exchanged between Electronic, Inc. and the business partner. For more information, see Business partner demand-dial connection.

Remote access policy configuration

To define the authentication and encryption settings for business partner VPN connections, the following remote access policy is created:

·
Policy name: VPN Partners 

·
Conditions: 

·
NAS-Port-Type is set to Virtual (VPN) 

·
Windows-Groups is set to VPN_Partners 

·
Called-Station-ID is set to 207.46.130.1 

·
Permission is set to Grant remote access permission 

·
Profile settings: 

·
On the IP tab, the following TCP/IP packet filters are configured: 


From client 

·
Filter action: Deny all traffic except those listed below 

·
Filter 1: Destination network IP address of 172.31.0.10 and subnet mask of 255.255.255.255 

·
Filter 2: Destination network IP address of 172.31.0.11 and subnet mask of 255.255.255.255 


To client 

·
Filter action: Deny all traffic except those listed below 

·
Filter 1: Source network IP address of 172.31.0.10 and subnet mask of 255.255.255.255 

·
Filter 2: Source network IP address of 172.31.0.11 and subnet mask of 255.255.255.255 

·
Authentication tab: Extensible Authentication Protocol is enabled and Smartcard or other certificate (TLS) is configured to use the installed machine certificate. Microsoft Encrypted Authentication version 2 (MS-CHAP v2) is also enabled. 

·
Encryption tab: Strongest is the only option that is selected. 

Notes

·
The Called-Station-ID is set to the IP address of the Internet interface for the VPN server. Only tunnels initiated from the Internet are allowed. Tunnels initiated from the Electronic, Inc. intranet are not permitted. Electronic, Inc. users that require Internet access from the Electronic, Inc. intranet must go through the Electronic, Inc. proxy server (not shown), where Internet access is controlled and monitored. 

·
In the access-by-user administrative model, the remote access permission on the remote access policy has no effect on granting remote access permission. However, the network administrator for Electronic, Inc. set the remote access permission on the policy to Grant remote access permission so that an eventual transition to an access-by-policy in a native mode domain administrative model does not require changing all the remote access permission settings on all of the configured remote access policies. 

For more information about the business partner router configuration, see: 

·
Tasmanian Traders: PPTP-based extranet for business partners 

·
Parnell Aerospace: L2TP-based extranet for business partners 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

PPTP-based extranet for business partners

Tasmanian Traders is a business partner that uses a Windows 2000 router to create an on-demand, PPTP-based, router-to-router VPN connection with the Electronic, Inc. corporate office router in New York as needed. When the connection is created and is idle for five minutes, the connection is terminated. The Tasmanian Traders router is connected to the Internet by using a permanent WAN connection.

To deploy a PPTP, one-way initiated, on-demand, router-to-router VPN connection to the corporate office based on the settings configured in Common configuration for the VPN server and Extranet for business partners, the following settings are configured on the Tasmanian Traders router:

Demand-dial interface for router-to-router VPN connection

To connect the Tasmanian Traders router to the corporate router by using a router-to-router VPN connection over the Internet, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


Electronic

·
Connection type 


Connect using virtual private networking (VPN) is selected.

·
VPN type 


Point to Point Tunneling Protocol (PPTP) is selected.

·
Destination address 


207.46.130.1

·
Protocols and security 


The Route IP packets on this interface check box is selected. 

·
Dial-out credentials 

·
User name: PTR_Tasmanian 

·
Domain: electronic.microsoft.com 

·
Password: Y8#-vR7?]fI 

·
Confirm password: Y8#-vR7?]fI 

Static route for Electronic, Inc. extranet

To make all locations on the Electronic, Inc. extranet reachable, the following static route is configured:

·
Interface: Electronic 

·
Destination: 172.31.0.0 

·
Network mask: 255.255.0.0 

·
Metric: 1 

PPTP packet filters on the Internet interface

To ensure that only PPTP-based traffic is allowed on the connection to the Internet, PPTP packet filters are configured on the Internet interface. For more information, see Add PPTP filters.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

L2TP-based extranet for business partners

Parnell Aerospace is a business partner that uses a Windows 2000 router to create an on-demand, L2TP-based, router-to-router VPN connection with the Electronic, Inc. corporate office router in New York as needed. When the connection is created and is idle for five minutes, the connection is terminated. The Parnell Aerospace router is connected to the Internet by using a permanent WAN connection.

To deploy an L2TP, one-way initiated, on-demand, router-to-router VPN connection to the corporate office based on the settings configured in Common configuration for the VPN server and Extranet for business partners, the following settings are configured on the Parnell Aerospace router.

Demand-dial interface for router-to-router VPN connection

To connect the Parnell Aerospace router to the corporate router by using a router-to-router VPN connection over the Internet, a demand-dial interface is created by using the Demand-Dial Interface wizard with the following settings:

·
Interface name 


Electronic

·
Connection type 


Connect using virtual private networking (VPN) is selected.

·
VPN type 


Layer-2 Tunneling Protocol (L2TP) is selected.

·
Destination address 


207.46.130.1

·
Protocols and security 


The Route IP packets on this interface check box is selected. 

·
Dial-out credentials 

·
User name: PTR_Parnell 

·
Domain: electronic.microsoft.com 

·
Password: W@8c^4r-;2\ 

·
Confirm password: W@8c^4r-;2\ 

Static route for Electronic, Inc. extranet

To make all locations on the Electronic, Inc. extranet reachable, the following static route is configured:

·
Interface: electronic 

·
Destination: 172.31.0.0 

·
Network mask: 255.255.0.0 

·
Metric: 1 

L2TP over IPSec packet filters on the Internet interface

To ensure that only L2TP over IPSec-based traffic is allowed on the connection to the Internet, L2TP over IPSec packet filters are configured on the Internet interface. For more information, see Add L2TP over IPSec filters.

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Dial-up and VPNs with RADIUS

In addition to VPN-based remote access, the network administrator for Electronic, Inc. wants to provide modem-based dial-up remote access for employees of the New York office. All employees of the New York office belong to a Windows 2000 group called NY_Employees. A separate remote access server running Windows 2000 provides dial-up remote access at the phone number 555-0111. Rather than administer the remote access policies of both the VPN server and the remote access server separately, the network administrator is using a computer running Windows 2000 with the Internet Authentication Service (IAS) as a RADIUS server. The IAS server has an IP address of 172.31.0.9 on the Electronic, Inc. extranet and provides centralized remote access authentication, authorization, and accounting for both the remote access server and the VPN server.

The following illustration shows the Electronic, Inc. RADIUS server that provides authentication and accounting for the VPN server and the remote access server.

Domain configuration

For each New York office employee that is allowed dial-up access, the remote access permission for the dial-in properties of the user account is set to Allow access.

Remote access policy configuration

Remote access policies must be modified in two ways:

 1.
The existing remote access policies that are configured on the VPN server running Windows 2000 must be copied to the IAS server. 

 2.
A new remote access policy is added for dial-up remote access clients on the IAS server. 

Copying the remote access policies

Once the VPN server running Windows 2000 is configured to use RADIUS authentication, the remote access policies stored on the VPN server are no longer used. Instead, the remote access policies stored on the IAS server running Windows 2000 are used. Therefore, the current set of remote access policies is copied to the IAS server.

For more information, see To copy the IAS configuration to another server.

Creating a new remote access policy for dial-up remote access clients

To define the authentication and encryption settings for dial-up connections by employees of the New York office, the following remote access policy is created on the RADIUS server computer:

·
Policy name: Dial-Up for New York Employees 

·
Conditions: 

·
NAS-Port-Type is set to all types except Virtual (VPN) 

·
Windows-Groups is set to NY_Employees 

·
Permission is set to Grant remote access permission 

·
Profile settings: 

·
Authentication tab: Extensible Authentication Protocol is enabled and Smartcard or other certificate (TLS) is configured to use the installed machine certificate. Microsoft Encrypted Authentication version 2 (MS-CHAP v2) and Microsoft Encrypted Authentication (MS-CHAP) are also enabled. 

·
Encryption tab: All options are selected. 

Note   In the access-by-user administrative model, the remote access permission on the remote access policy has no effect on granting remote access permission. However, the network administrator for Electronic, Inc. set the remote access permission on the policy to Grant remote access permission so that an eventual transition to an access-by-policy in a native mode domain administrative model does not require changing all the remote access permission settings on all of the configured remote access policies. 

RADIUS configuration

To configure RADIUS authentication and accounting, the network administrator for Electronic, Inc. configures the following:

·
The RADIUS server is a computer running Windows 2000 with the Internet Authentication Service networking component installed. The Internet Authentication Service is configured for two RADIUS clients; the remote access server and the VPN server. For more information, see Internet Authentication Service and To register RADIUS clients. 

·
The remote access server running Windows 2000 is configured to use RADIUS authentication and accounting at the IP address of 172.31.0.9 and a shared secret. For more information, see To use RADIUS authentication and To use RADIUS accounting. 

·
The VPN server running Windows 2000 is configured to use RADIUS authentication and accounting at the IP address of 172.31.0.9 and a shared secret. For more information, see To use RADIUS authentication and To use RADIUS accounting. 

Dial-up remote access client configuration

The Make New Connection wizard is used to create a dial-up connection with the following setting:

·
Phone number: 555-0111 

Note   The example companies, organizations, products, people and events depicted herein are fictitious. No association with any real company, organization, product, person or event is intended or should be inferred. 

Resources

This section covers:

·
References 

·
Virtual private networking RFCs 

·
Troubleshooting tools 

References

The Windows 2000 router is intended for use by system administrators who are already familiar with routing protocols and router services. For more information about the TCP/IP and IPX protocols, and routing and dynamic routing protocols, you can consult the following references:

·
Chappell, Laura A., and Hakes, Dan E. Novell's Guide to NetWare LAN Analysis. San Jose, California: Novell Press, 1994.

·
Comer, Douglas. Internetworking with TCP/IP, Volume 1. Englewood Cliffs, New Jersey: Prentice Hall, 1991.

·
Huitema, Christian. Routing in the Internet. Englewood Cliffs, New Jersey: Prentice Hall, 1995.

·
Perlman, Radia. Interconnections: Bridges and Routers. Reading, Massachusetts: Addison-Wesley, 1992.

·
Stevens, W. Richard. TCP/IP Illustrated, Volume 1, The Protocols. Reading, Massachusetts: Addison-Wesley, 1994.

Virtual private networking RFCs

Requests for Comments (RFCs) are an evolving series of technical reports, proposals for protocols, and protocol standards used by the Internet community. Standards are defined in RFCs published by the Internet Engineering Task Force (IETF) and other working groups.

Virtual private networking RFCs 

RFC number
Title

2637
Point-to-Point Tunneling Protocol (PPTP)

2661
Layer Two Tunneling Protocol "L2TP"

Virtual private networking Internet drafts 

Draft name
Title

draft-ietf-pppext-l2tp-security-x.txt
Securing L2TP using IPSEC

Obtaining RFCs

You can obtain RFCs from the Request for Comments Web site. (http://www.rfc-editor.org/) This site is currently maintained by members of the Information Sciences Institute (ISI) who publish a classified listing of all RFCs. RFCs are classified as one of the following: approved Internet standard, proposed Internet standard (circulated in draft form for review), Internet best practices, or For Your Information (FYI) document.

You can find Internet drafts on the Internet Drafts Web site. (ftp://ftp.ietf.org/internet-drafts/)

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Troubleshooting tools

To help you gather information to troubleshoot problems with the remote access server, the following troubleshooting tools are available:

·
Authentication and accounting logging. For more information see Logging. 

·
Event logging records errors, warnings, and events in the system event log. 

·
PPP logging creates a log file of the PPP control messages that are sent and received during a PPP connection. 

·
Tracing records the sequence of programming functions called during a process to a file. For more information, see Using tracing. 

·
Network Monitor captures traffic sent between a remote access server and dial-up client during the PPP connection process and during data transfer. 

Event logging

You can use Windows 2000 event logging to record remote access server errors, warnings, and other detailed information in the Windows 2000 system event log. You can enable event logging on the Event Logging tab on the properties of a remote access server. For more information, see To view properties of the remote access server.

PPP logging

PPP logging records the series of programming functions and PPP control messages during a PPP connection and is a valuable source of troubleshooting information when you are troubleshooting the failure of a PPP connection. To enable PPP logging, select the Enable Point-to-Point Protocol (PPP) logging option on the PPP tab on the properties of a remote access server. For more information, see To view properties of the remote access server.

The PPP log in Windows NT 4.0 has been replaced by the tracing function. To duplicate the PPP log, you need to enable file tracing for the PPP key. By default, the PPP log is stored as the ppp.log file in the systemroot\Tracing folder. For more information on tracing options, see Using tracing.

Network Monitor

Network Monitor can capture the network traffic between a dial-up networking client and the remote access server. By analyzing remote access traffic, you can find answers to remote access problems and possible solutions or workarounds.

Note   The proper interpretation of remote access traffic with Network Monitor requires an in-depth understanding of PPP and other protocols. For more information, see the Windows 2000 Resource Kit or Remote access RFCs. You can save Network Monitor traces as files and send them to Microsoft Product Support Services for analysis. 

Troubleshooting

This section covers:

·
Troubleshooting remote access VPNs 

·
Troubleshooting router-to-router VPNs 

Troubleshooting remote access VPNs

What problem are you having?

Unable to establish a remote access VPN connection.

Cause: The Routing and Remote Access service is not started on the VPN server.

Solution: Verify the state of the Routing and Remote Access service on the VPN server.

See also: To monitor the Routing and Remote Access service; To start and stop the Routing and Remote Access service

Cause: Remote access is not enabled on the VPN server.

Solution: Enable remote access on the VPN server.

See also: To enable the remote access server

Cause: PPTP or L2TP ports are not enabled for inbound remote access requests.

Solution: Enable PPTP or L2TP ports, or both, for inbound remote access requests.

See also: To configure ports for remote access

Cause: The LAN protocols being used by the VPN clients are not enabled for remote access on the VPN server.

Solution: Enable the LAN protocols being used by the VPN clients for remote access on the VPN server.

See also: To view properties of the remote access server

Cause: All of the PPTP or L2TP ports on the VPN server are already being used by currently connected remote access clients or demand-dial routers.

Solution: Verify that all of the PPTP or L2TP ports on the VPN server are not already being used by clicking Ports in Routing and Remote Access. If necessary, change the number of PPTP or L2TP ports to allow more concurrent connections.

See also: To add PPTP or L2TP ports

Cause: The tunneling protocol of the VPN client is not supported by the VPN server.

By default, Windows 2000 remote access VPN clients use the Automatic server type option, which means that they try to establish an L2TP over IPSec–based VPN connection first, and then they try a PPTP-based VPN connection. If VPN clients use either the Point-to-Point Tunneling Protocol (PPTP) or Layer-2 Tunneling Protocol (L2TP) server type option, verify that the selected tunneling protocol is supported by the VPN server.

By default, a computer running Windows 2000 Server and the Routing and Remote Access service is a PPTP and L2TP server with five L2TP ports and five PPTP ports. To create a PPTP-only server, set the number of L2TP ports to zero. To create an L2TP-only server, set the number of PPTP ports to zero.

Solution: Verify that the appropriate number of PPTP or L2TP ports is configured.

See also: To add PPTP or L2TP ports

Cause: The VPN client and the VPN server in conjunction with a remote access policy are not configured to use at least one common authentication method. 

Solution: Configure the VPN client and the VPN server in conjunction with a remote access policy to use at least one common authentication method. 

See also: To configure authentication

Cause: The VPN client and the VPN server in conjunction with a remote access policy are not configured to use at least one common encryption method.

Solution: Configure the VPN client and the VPN server in conjunction with a remote access policy to use at least one common encryption method.

See also: To configure encryption

Cause: The VPN connection does not have the appropriate permissions through dial-in properties of the user account and remote access policies.

Solution: Verify that the VPN connection has the appropriate permissions through dial-in properties of the user account and remote access policies.

In order for the connection to be established, the settings of the connection attempt must:

·
Match all of the conditions of at least one remote access policy. 

·
Be granted remote access permission through the user account (set to Allow access) or through the user account (set to Control access through Remote Access Policy) and the remote access permission of the matching remote access policy (set to Grant remote access permission). 

·
Match all the settings of the profile. 

·
Match all the settings of the dial-in properties of the user account. 

See also: Introduction to remote access policies; Accepting a connection attempt

Cause: The settings of the remote access policy profile are in conflict with properties of the VPN server.

The properties of the remote access policy profile and the properties of the VPN server both contain settings for:

·
Multilink 

·
Bandwidth allocation protocol 

·
Authentication protocols 

If the settings of the profile of the matching remote access policy are in conflict with the settings of the VPN server, the connection attempt is rejected. For example, if the matching remote access policy profile specifies that the EAP-TLS authentication protocol must be used and EAP is not enabled on the VPN server, the connection attempt is rejected.

Solution: Verify that the settings of the remote access policy profile are not in conflict with properties of the VPN server.

See also: To enable authentication protocols; To configure authentication

Cause: The credentials of the VPN client (user name, password, and domain name) are incorrect and cannot be validated by the VPN server.

Solution: Verify that the credentials of the VPN client (user name, password, and domain name) are correct and can be validated by the VPN server.

Cause: There are not enough addresses in the static IP address pool.

Solution: If the VPN server is configured with a static IP address pool, verify that there are enough addresses in the pool. If all of the addresses in the static pool have been allocated to connected VPN clients, the VPN server is unable to allocate an IP address, and the connection attempt is rejected. Modify the static IP address pool if needed.

See also: TCP/IP and remote access; To create a static IP address pool

Cause: The VPN client is configured to request its own IPX node number and the VPN server is not configured to allow IPX clients to request their own IPX node number.

Solution: Configure the VPN server to allow IPX clients to request their own IPX node number.

See also: IPX and remote access

Cause: The VPN server is configured with a range of IPX network numbers that are being used elsewhere on your IPX internetwork.

Solution: Configure the VPN server with a range of IPX network numbers that is unique to your IPX internetwork.

See also: IPX and remote access

Cause: The authentication provider of the VPN server is improperly configured.

Solution: Verify the configuration of the authentication provider. You can configure the VPN server to use either Windows 2000 or RADIUS to authenticate the credentials of the VPN client.

See also: Authentication and accounting providers; To use RADIUS authentication

Cause: The VPN server cannot access Active Directory.

Solution: For a VPN server that is a member server in a mixed-mode or native-mode Windows 2000 domain that is configured for Windows 2000 authentication, verify that:

·
The RAS and IAS Servers security group exists. If not, then create the group and set the group type to Security and the group scope to Domain local. 

·
The RAS and IAS Servers security group has Read permission to the RAS and IAS Servers Access Check object. 

·
The computer account of the VPN server computer is a member of the RAS and IAS Servers security group. You can use the netsh ras show registeredserver command to view the current registration. You can use the netsh ras add registeredserver command to register the server in a specified domain. 


If you add (or remove) the VPN server computer to the RAS and IAS Servers security group, the change does not take effect immediately (due to the way that Windows 2000 caches Active Directory information). For the change to take effect immediately, you need to restart the VPN server computer.

·
For a native-mode domain, the VPN server has joined the domain. 

See also: To add a group; To verify permissions for the RAS and IAS security group; NetShell commands for remote access

Cause: A Windows NT 4.0 VPN server cannot validate connection requests.

Solution: If VPN clients are dialing in to a VPN server running Windows NT 4.0 that is a member of a Windows 2000 mixed-mode domain, verify that the Everyone group is added to the Pre-Windows 2000 Compatible Access group with the net localgroup "Pre-Windows 2000 Compatible Access" command. If not, type net localgroup "Pre-Windows 2000 Compatible Access" everyone /add at a command prompt on a domain controller computer and then restart the domain controller computer.

See also: Windows NT 4.0 remote access server in a Windows 2000 domain

Cause: The VPN server is unable to communicate with the configured RADIUS server.

Solution: If your RADIUS server is only reachable through your Internet interface, add an input filter and output filter to the Internet interface for UDP port 1812 (based on RFC 2138, "Remote Authentication Dial-In User Service (RADIUS)") or UDP port 1645 (for older RADIUS servers) for RADIUS authentication and UDP port 1813 (based on RFC 2139, "RADIUS Accounting") or UDP port 1646 (for older RADIUS servers) for RADIUS accounting.

See also: To add a packet filter

Cause: Cannot ping the VPN server from the Internet.

Solution: Due to the PPTP and L2TP over IPSec packet filtering that is configured on the Internet interface of the VPN server, Internet Control Message Protocol (ICMP) packets used by the ping command are filtered out. To enable ping capability on the VPN server, you need to add an input filter and an output filter that allow traffic for IP protocol 1 (ICMP traffic).

See also: To add a packet filter

VPN clients are unable to access resources beyond the VPN server.

Cause: The LAN protocols used by remote access VPN clients are not enabled to allow access to the network to which the VPN server is attached.

Solution: Configure the LAN protocols used by the remote access VPN clients to allow access to the network to which the VPN server is attached.

See also: To view properties of the remote access server

Cause: A static IP address pool is configured but there are no routes back to the remote access VPN clients.

Solution: If the VPN server is configured to use a static IP address pool, verify that the routes to the ranges of addresses defined by the static IP address pool are reachable by the hosts and routers of the intranet. If not, then IP routes consisting of the address ranges of the static IP address pool, as defined by the IP address and mask of each range, must be added to the routers of the intranet, or the routing protocol of your routed infrastructure on the VPN server must be enabled. If the routes to the remote access VPN client subnets are not present, remote access VPN clients cannot receive traffic from locations on the intranet. A route for the network is implemented either through static routing entries or through a routing protocol, such as Open Shortest Path First (OSPF) or Routing Information Protocol (RIP).

If the VPN server is configured to use DHCP for IP address allocation and no DHCP server is available, the VPN server allocates addresses from the Automatic Private IP Addressing (APIPA) address range from 169.254.0.1 through 169.254.255.254. Allocating APIPA addresses for remote access clients works only if the network to which the VPN server is attached is also using APIPA addresses.

If the VPN server is using APIPA addresses when a DHCP server is available, verify that the proper adapter is selected from which to obtain DHCP-allocated IP addresses. By default, the VPN server randomly chooses the adapter to use to obtain IP addresses through DHCP. If there is more than one LAN adapter, then the Routing and Remote Access service may choose a LAN adapter for which there is no DHCP server available.

If the static IP address pool consists of ranges of IP addresses that are a subset of the range of IP addresses for the network to which the VPN server is attached, verify that the ranges of IP addresses of the static IP address pool are not assigned to other TCP/IP nodes, either through static configuration or through DHCP.

See also: TCP/IP and remote access; To create a static IP address pool

Cause: Packet filters on the remote access policy profile are preventing the flow of IP traffic.

Solution: Verify that there are no configured TCP/IP packet filters on the profile properties of the remote access policies on the VPN server (or the RADIUS server if Internet Authentication Service is used) that are preventing the sending or receiving of TCP/IP traffic.

You can use remote access policies to configure TCP/IP input and output packet filters that control the exact nature of TCP/IP traffic allowed on the VPN connection. Verify that the profile TCP/IP packet filters are are not preventing the flow of needed traffic.

See also: To configure IP options

Troubleshooting router-to-router VPNs

Unable to establish a router-to-router VPN connection.

Cause: The Routing and Remote Access service is not started on the VPN client (the calling router) and the VPN server (the answering router).

Solution: Verify the state of the Routing and Remote Access service on the VPN client and the VPN server.

See also: To monitor the Routing and Remote Access service; To start and stop the Routing and Remote Access service

Cause: LAN and WAN routing is not enabled on the calling router and the answering router.

Solution: Enable Local and remote routing (LAN and WAN router) on the calling router and the answering router.

See also: To enable LAN and WAN routing

Cause: PPTP or L2TP ports are not enabled for inbound and outbound demand-dial routing connections.

Solution: Enable PPTP or L2TP ports, or both, for inbound and outbound demand-dial routing connections.

See also: To enable routing on ports

Cause: All of the PPTP or L2TP ports on the calling or answering router are already being used by currently connected remote access clients or demand-dial routers.

Solution: Verify that all of the PPTP or L2TP ports on the VPN server are not already being used by clicking Ports in Routing and Remote Access. If necessary, change the number of PPTP or L2TP ports to allow more concurrent connections.

See also: To add PPTP or L2TP ports

Cause: The tunneling protocol of the calling router is not supported by the answering router.

By default, Windows 2000 demand-dial interfaces use the Automatic server type option, which means that they try to establish an L2TP over IPSec–based VPN connection first, and then they try a PPTP-based VPN connection. If calling routers use either the Point-to-Point Tunneling Protocol (PPTP) or Layer-2 Tunneling Protocol (L2TP) server type option, verify that the selected tunneling protocol is supported by the answering router.

By default, a computer running Windows 2000 Server and the Routing and Remote Access service is a PPTP and L2TP-capable demand dial router with five L2TP ports and five PPTP ports. To create a PPTP-only router, set the number of L2TP ports to zero. To create an L2TP-only router, set the number of PPTP ports to zero.

Solution: Verify that the appropriate number of PPTP or L2TP ports is configured on the calling router and answering router.

See also: To add PPTP or L2TP ports

Cause: The calling router and the answering router in conjunction with a remote access policy are not configured to use at least one common authentication method. 

Solution: Configure the calling router and the answering router in conjunction with a remote access policy to use at least one common authentication method. 

See also: To configure authentication

Cause: The calling router and the answering router in conjunction with a remote access policy are not configured to use at least one common encryption method.

Solution: Configure the calling router and the answering router in conjunction with a remote access policy to use at least one common encryption method.

See also: To configure encryption

Cause: The VPN connection does not have the appropriate permissions through dial-in properties of the user account and remote access policies.

Solution: Verify that the VPN connection has the appropriate permissions through dial-in properties of the user account and remote access policies.

In order for the connection to be established, the settings of the connection attempt must:

·
Match all of the conditions of at least one remote access policy. 

·
Be granted remote access permission through the user account (set to Allow access) or through the user account (set to Control access through Remote Access Policy) and the remote access permission of the matching remote access policy (set to Grant remote access permission). 

·
Match all the settings of the profile. 

·
Match all the settings of the dial-in properties of the user account. 

See also: Introduction to remote access policies; Accepting a connection attempt

Cause: The settings of the remote access policy profile are in conflict with properties of the answering router.

The properties of the remote access policy profile and the properties of the answering router both contain settings for:

·
Multilink 

·
Bandwidth allocation protocol 

·
Authentication protocols 

If the settings of the profile of the matching remote access policy are in conflict with the settings of the answering router, the connection attempt is rejected. For example, if the matching remote access policy profile specifies that the EAP-TLS authentication protocol must be used and EAP is not enabled on the answering router, the connection attempt is rejected.

Solution: Verify that the settings of the remote access policy profile are not in conflict with properties of the remote access router.

See also: To enable authentication protocols; To configure authentication

Cause: The credentials of the calling router (user name, password, and domain name) are incorrect and cannot be validated by the answering router.

Solution: Verify that the credentials of the calling router (user name, password, and domain name) are correct and can be validated by the answering router.

Cause: There are not enough addresses in the static IP address pool.

Solution: If the answering router is configured with a static IP address pool, verify that there are enough addresses in the pool. If all of the addresses in the static pool have been allocated to connected remote access clients or demand-dial routers, the answering router is unable to allocate an IP address, and the connection attempt is rejected. Modify the static IP address pool if needed.

See also: TCP/IP and remote access; To create a static IP address pool

Cause: The answering router is configured with a range of IPX network numbers that are being used elsewhere on your IPX internetwork.

Solution: Configure the answering router with a range of IPX network numbers that is unique to your IPX internetwork.

See also: IPX and remote access

Cause: The authentication provider of the answering router is improperly configured.

Solution: Verify the configuration of the authentication provider. You can configure the answering router to use either Windows 2000 or RADIUS to authenticate the credentials of the VPN client.

See also: Authentication and accounting providers; To use RADIUS authentication

Cause: The answering router cannot access Active Directory.

Solution: For an answering router that is a member server in mixed-mode or native-mode Windows 2000 domain that is configured for Windows 2000 authentication, verify that:

·
The RAS and IAS Servers security group exists. If not, then create the group and set the group type to Security and the group scope to Domain local. 

·
The RAS and IAS Servers security group has Read permission to the RAS and IAS Servers Access Check object. 

·
The computer account of the answering router computer is a member of the RAS and IAS Servers security group. You can use the netsh ras show registeredserver command to view the current registration. You can use the netsh ras add registeredserver command to register the server in a specified domain. 


If you add (or remove) the answering router computer to the RAS and IAS Servers security group, the change does not take effect immediately (due to the way that Windows 2000 caches Active Directory information). For the change to take effect immediately, you need to restart the answering router computer.

·
For a native-mode domain, the answering router has joined the domain. 

See also: To add a group; To verify permissions for the RAS and IAS security group; NetShell commands for remote access

Cause: An answering router running Windows NT 4.0 with the Routing and Remote Access Service (RRAS) cannot validate connection requests.

Solution: If calling routers are dialing in to a answering router running Windows NT 4.0 with RRAS that is a member of a Windows 2000 mixed-mode domain, verify that the Everyone group is added to the Pre-Windows 2000 Compatible Access group with the net localgroup "Pre-Windows 2000 Compatible Access" command. If not, type net localgroup "Pre-Windows 2000 Compatible Access" everyone /add at a command prompt on a domain controller computer and then restart the domain controller computer.

See also: Windows NT 4.0 remote access server in a Windows 2000 domain

Cause: The answering router is unable to communicate with the configured RADIUS server.

Solution: If your RADIUS server is only reachable through your Internet interface, add an input filter and output filter to the Internet interface for UDP port 1812 (based on RFC 2138, "Remote Authentication Dial-In User Service (RADIUS)") or UDP port 1645 (for older RADIUS servers) for RADIUS authentication and UDP port 1813 (based on RFC 2139, "RADIUS Accounting") or UDP port 1646 (for older RADIUS servers) for RADIUS accounting.

See also: To add a packet filter

Cause: Cannot ping the answering router from the Internet.

Solution: Due to the PPTP and L2TP over IPSec packet filtering that is configured on the Internet interface of the answering router, Internet Control Message Protocol (ICMP) packets used by the ping command are filtered out. To enable ping capability on the answering router, you need to add an input filter and an output filter that allow traffic for IP protocol 1 (ICMP traffic).

See also: To add a packet filter

Unable to send and receive data.

Cause: The appropriate demand-dial interface has not been added to the protocol being routed.

Solution: Add the appropriate demand-dial interface to the protocol being routed.

See also: To add a routing interface

Cause: There are no routes on both sides of the router-to-router VPN connection that support the two-way exchange of traffic.

Solution: Unlike a remote access VPN connection, a router-to-router VPN connection does not automatically create a default route. You need to create routes on both sides of the router-to-router VPN connection so that traffic can be routed to and from the other side of the router-to-router VPN connection.

You can manually add static routes to the routing table, or you can add static routes through routing protocols. For persistent VPN connections, you can enable Open Shortest Path First (OSPF) or Routing Information Protocol (RIP) across the VPN connection. For on-demand VPN connections, you can automatically update routes through an auto-static RIP update.

See also: To add an IP routing protocol; To add a static route; Perform auto-static updates

Cause: A two-way initiated, router-to-router VPN connection is being interpreted by the answering router as a remote access connection.

Solution: If the user name in the credentials of the calling router appears under Dial-In Clients in Routing and Remote Access, the answering router interpreted the calling router as a remote access client. Verify that the user name in the credentials of the calling router matches the name of a demand-dial interface on the answering router.

If the incoming caller is a router, the port on which the call was received shows a status of Active and the corresponding demand-dial interface is in a Connected state.

See also: To check the status of the port on the answering router; To check the status of the demand-dial interface

Cause: Packet filters on the demand-dial interfaces of the calling router and answering router are preventing the flow of traffic.

Solution: Verify that there are no packet filters on the demand-dial interfaces of the calling router and answering router that prevent the sending or receiving of traffic.

You can configure each demand-dial interface with IP and IPX input and output filters to control the exact nature of TCP/IP and IPX traffic that is allowed into and out of the demand-dial interface.

See also: Manage packet filters

Cause: Packet filters on the remote access policy profile are preventing the flow of IP traffic.

Solution: Verify that there are no configured TCP/IP packet filters on the profile properties of the remote access policies on the VPN server (or the RADIUS server if Internet Authentication Service is used) that are preventing the sending or receiving of TCP/IP traffic.

You can use remote access policies to configure TCP/IP input and output packet filters that control the exact nature of TCP/IP traffic allowed on the VPN connection. Verify that the profile TCP/IP packet filters are not preventing the flow of needed traffic.

See also: To configure IP options

For more information, see Troubleshooting demand-dial routing.

Internet Protocol Security (IPSec)

·
Checklist: Defining IPSec policies 

·
Best practices 

·
How to 

·
Concepts 

·
Troubleshooting 

Note   IPSec, Internet Key Exchange (IKE), and related services for Windows 2000 are jointly developed by Microsoft Corporation and Cisco Systems, Inc. 

Checklist: Defining IPSec policies


Step
Reference

q
Establish a security plan.
Establishing an IPSec security plan

q
Review IP Security policy concepts.
IPSec policy properties

q
Start IP Security Policy Management.
To start IP Security Policy Management

q
Define an IPSec policy for each scenario in your enterprise security plan.
To define IPSec policies

q
Assign IPSec policies.
To assign IPSec policy

Best practices

Planning an effective implementation

·
Evaluate the type of information being sent over your network. Is it sensitive financial data, proprietary information, or electronic mail? Because of their function, some departments may require a higher level of security than the majority of the enterprise. 

·
Determine where your information is stored, how it is routed through the network, and from what computers it will be accessed. This provides information about the speed, capacity, and utilization of the network prior to implementation, which is helpful for performance optimization. 

·
Evaluate your vulnerability to network attacks. 

·
Design and document an enterprise-wide network security plan. Take into account the security framework of Windows, including the Active Directory model, and how security is applied to Group Policy. For more information, see Active Directory overview. 

Consider:

·
What you should secure? Should you secure traffic between some computers or all computers; only certain protocols or ports? 

·
How should you secure it? Should you secure the traffic with integrity only or confidentiality also, and at what strength? 

·
Where should you secure it? Should you secure it just over remote access connections, or also through the local area network? 

·
Who will manage policy? Should domain administrators, server administrators, or local computer administrators? 

·
Will encryption settings work with all pertinent computers? Will data be accessed by computers using strong cryptography (3DES encryption) and those with standard cryptography? 

In addition:

·
Design, create, and test the IPSec policies, to clarify and refine what policies and policy structures are truly necessary. During testing of your deployment scenarios, run normal workloads on applications to gain realistic feedback. During initial tests, if you want to view the packet contents with Network Monitor or a sniffer, use the Medium security method level or a custom security method set to AH, since using High or ESP will prevent viewing of the packet. 

·
Reduce administrative overhead spent on policy by using the predefined policies, rules, and filter actions whenever possible. They can be activated, modified, or used as a template for defining your own. 

For information on security planning, see Establishing an IPSec security plan. For information on special requirements for deploying IPSec, see Special IPSec considerations.

How to ...

·
Start IP Security Policy Management 

·
Define IPSec policies 

·
Assign IPSec policy 

·
Manage IPSec policy 

To start IP Security Policy Management

 1.
Click Start, click Run, type MMC, and then click OK. 

 2.
In MMC, click Console, click Add/Remove Snap-in, and then click Add. 

 3.
Click IP Security Policy Management, and then click Add. 

 4.
Select the computer for which you want to manage IPSec policies: 

To
Do this

Only manage the computer on which this console is running
Click Local Computer.

Manage IPSec policies for any domain members
Click Manage domain policy for this computer's domain.

Manage IPSec policies for a domain of which the computer that is running this console is not a member
Click Manage domain policy for another domain.

Manage a remote computer
Click Another computer.

 5.
Click Finish, click Close, click OK, and then click Console and then Save to save the console settings. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
To view the saved console, click Start, point to Documents, and then click My Documents. 

·
If you need to revise your initial choice, you must start the Microsoft Management Console, add this snap-in again, and save the console again. (If you require multiple configurations, you should save it under another name.) 

Define IPSec policies

·
Add or edit IPSec policies 

·
Define rules 

·
Define advanced IPSec settings 

To add or edit IPSec policies 

 1.
In IP Security Policy Management, choose whether to define a new policy or edit a current one: 

To
Do this

Create a new policy
In the console tree, click IP Security Policies on Description, then on the Action menu, click Create IP Security Policy. Complete the instructions in the IP Security Policy wizard until the Properties dialog box for your new policy appears.

Edit an existing policy
Right-click the policy, and then click Properties.

 2.
Click the General tab, then in Name, enter a unique name. 

 3.
In Description, type a description of the security policy, such as which groups or domains it affects. 

 4.
If this computer is part of a domain, to specify how often the policy agent will check Group Policy for updates, type a value in Check for policy changes every number minute(s). 

 5.
If you have special requirements for the security on the key exchange, click Advanced. 

 6.
Click the Rules tab and create any necessary rules for the policy. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
If you are creating a new policy, and the new policy is not displayed in the console tree, right-click the IP Security Policies on Description folder and then click Refresh. 

Define rules

·
Add or edit rules 

·
Activate rules 

·
Define IPSec authentication methods 

·
Specify IPSec connection types 

·
Specify an IPSec tunnel 

·
Define IP filter lists 

·
Define filter actions 

To add or edit rules 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Decide whether or not you want to use the Add wizard: 

·
To use the Security Rule wizard to add a rule, confirm that the Use Add Wizard check box is selected, click Next, and then follow the instructions. 

·
To add or edit a rule manually, confirm that the Use Add Wizard check box is cleared, and then click Add or Edit and continue with this procedure. 

 3.
Define the IP Filter List, Filter Action, Connection Type, Authentication Methods, and Tunnel Setting properties. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
New rules are automatically applied to the policy being edited or created. 

·
The Default Response rule is automatically added (and activated if you so choose) in every new IPSec policy. If you do not want this rule to be part of your policy, deactivate it. (Predefined rules cannot be removed.) 

To activate rules 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Select the check box next to any rules you want to activate, or clear the check box to deactivate a rule. 

Notes   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

To define IPSec authentication methods 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the rule you want to modify, and then click Edit. 

 3.
On the Authentication Methods tab, click Add. Or, if you are reconfiguring an existing method, click the authentication method, and then click Edit. 

 4.
Define authentication methods: 

·
Click Windows 2000 default to use the Kerberos V5 security protocol for authentication services, if this rule applies to computers that are validated by a trusted Windows 2000 domain. 

·
To use a public key certificate for authentication services, click Use a Certificate from this certificate authority (CA). 

·
If you choose to use a certificate, click Browse to select a root CA. 

·
To specify your own key that will be used for authentication, click Use this string to protect the key exchange (preshared key). 

Important   The authentication key value is stored inside the IPSec policy in a readable format. By default, IPSec policy stored in Active Directory can be read by any authenticated user, but changed only by directory administrators. Therefore, specifying an authentication key value in directory-based policy is not a good security practice. Use authentication keys only when IPSec policy is stored and managed locally on the computer to which it applies. The IPSec Policy Management snap-in must be run on a domain controller to securely manage IPSec policy stored in Active Directory. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
If you choose to use a certificate for authentication, you must select a CA. You cannot leave this field blank. 

·
Each peer in the communication must use the same key for authentication, or authentication will fail. 

·
To delete the selected security method, click Remove. 

·
To move the selected security method up one level, click Move Up. Repeat until the security method is at the desired preference level. 

·
To move the selected security method down one level, click Move Down. Repeat until the security method is at the desired preference level. 

·
If filters in more than one rule apply to traffic between the same two IP addresses, then the authentication methods list should be identical in both rules. If not, then security requests initiated by one rule may match the filter of the other rule, yet have a different authentication method. In this case, the negotiation will fail. Once a rule has initiated a successful Internet Key Exchange (IKE) security association between two IP addresses, other rules that are filtering different traffic will not renegotiate the authentication and master key (the IKE security association). Instead, these other rules will use the same IKE security association to negotiate security (algorithms and session keys) for traffic that matches their particular filter. 

To specify IPSec connection types

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the rule you want to modify, and then click Edit. 

 3.
On the Connection Type tab, select the type of network connections to which this rule will apply: 

·
To apply this rule to all network connections you have created on that computer, click All network connections. 

·
To apply this rule to all LAN connections you have created on that computer, click Local area network (LAN). 

·
To apply this rule to any remote or dial-up connections you have created on that computer, click Remote access. 

Notes   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

To specify an IPSec tunnel

 1.
In the details pane of IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Select the rule you want to modify, and then click Edit. 

 3.
On the Tunnel Setting tab, specify the computer that will be the tunnel endpoint: 

To
Do this

Disable tunneling for this rule
Click This rule does not specify an IPSEC tunnel.

Use tunneled communications to a specific computer
Click The tunnel endpoint is specified by this IP Address.

Notes

·
To define IPSec policy for a computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
The tunnel endpoint is a static IP address at the other computer to which you want to tunnel the packets, for example, a gateway to a corporate network. 

·
You need two rules, one inbound and one outbound, for IPSec tunneling to function. Tunnel filters should not be mirrored. Two filter lists, each containing a one-direction filter, are required to specify a tunnel. Each filter list specifies a direction of traffic that corresponds to each tunnel end point. Example: From subnet A to subnet B, tunnel to the external gateway address for B. From subnet B to subnet A, tunnel to the external gateway address for A. 

·
IPSec tunnels should only be used for interoperability with other routers, gateways or end-systems which do not support L2TP/IPSec or PPTP Virtual Private Network (VPN) tunneling technology. IPSec tunnel mode is supported as an advanced feature, only in gateway-to-gateway tunneling scenarios and for server-to-server or server-to-gateway configurations. IPSec tunnels are not supported for client remote access VPN scenarios. L2TP/IPSec or PPTP should be used for client remote access VPN. 

Define IP filter lists

·
Add or edit IP filter lists 

·
Add or edit IPSec filters 

·
Configure advanced IPSec filter settings 

·
Activate an IP filter list 

·
Manage multiple IP filter lists 

To add or edit IP filter lists 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
In the IP Security Policy Properties dialog box, click the rule to which you want to add the new IP filter list, and then click Edit. 

 3.
If you are adding a new IP filter list, on the IP Filter List tab, click Add. If you are reconfiguring an existing filter list, click the filter list, and then click Edit. 

 4.
Type a unique name for the list. 

 5.
Type a description, for example, what traffic types this list represents. 

 6.
Create the filters. 

Notes   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

To add or edit IPSec filters 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the rule that contains the IP filter list you want to modify, and then click Edit. 

 3.
Do one of the following: 

·
If you are adding an IPSec filter, on the IP Filter List tab, click Add. 

·
If you are reconfiguring an existing IP filter list, click the IP filter, and then click Edit. 

 4.
In IP Filter List, do one of the following: 

To
Do this

Use the IP Filter wizard to create a filter
Confirm that the Use Add Wizard check box is selected.

Create a filter manually
Clear the Use Add Wizard check box, and then click Add. 

Reconfigure an existing filter
Clear the Use Add Wizard check box, and then click Edit.

 5.
On the Addressing tab, select the Source Address: 

Select
To secure packets from

My IP Address
All IP addresses on the computer for which you are configuring this filter.

Any IP Address
Any computer.

A Specific IP Address
The IP address you specify in IP Address.

A Specific IP Subnet
The IP address you specify in Subnet Mask.

 6.
Click the Destination Address and repeat step 5 for the destination address. 

 7.
Under Mirrored, select the appropriate setting: 

To
Do this

Create a filter to secure traffic between the source and destination computers. (Filtering to secure traffic in one direction is not supported.)
Select the Mirrored check box

Create a filter that will permit or drop traffic
You can select the Mirrored check box, but it is not required.

Create a filter for an IPSec tunnel
Clear the Mirrored check box and create two rules, each with a different filter list.

 8.
In Description, type a description for this filter. (For example, specify to what hosts and traffic types it applies.) 

 9.
(Optional) If you require additional IP filtering by a specific protocol or port number, on the Protocol tab, configure advanced filter settings. 

Caution

·
Filters are the most important part of IPSec policy for a host which is protected by IPSec. If you do not specify the proper filters in either client or server policies, or if the IP addresses change before the policy's filters are updated, security may not be provided. 

·
Never use DHCP-assigned IP addresses in an IPSec filter. Use My IP Address as a source or destination in the policy that is used by a host that uses a DHCP address. Changes in IP addresses will then automatically update a My IP Address filter. 

·
In the policy of a host that will be requesting IPSec protection for its traffic, make sure the filter destination address is a static IP address for the destination host. All IP addresses for the destination must be included in the filter list. 

·
When adding a new static IP address to a protected host: 

·
Modify the IPSec policy filters on all clients and hosts that make security requests to the protected host. Ensure that those clients updated their policy before adding the new address. 

·
Inspect the policy being used on the protected host. If the filters specify static IP addresses for local connections, after adding the new IP address to the interface, edit and save the new filter list to include the new static IP address or restart the Policy Agent service. My IP Address filters will be updated when the new static IP address is added. 

·
If the protected host is a web server and your clients use a proxy server, make sure that communications over all network paths are secured by IPSec: 

·
between the host and all clients that directly connect 

·
between the host and the proxy server 

·
between the proxy server and all clients of the proxy server 

·
The following filters are internally defined to permit (not secure) this traffic: 

·
Internet Key Exchange (IKE): Source Address = Any, Destination Address = Any, Protocol = UDP, Source port = 500, Destination port = 500 

·
Kerberos V5: Source Addr =Any, Destination Addr=Any, Protocol=UDP or TCP, Src port = 88, Dst port=88 

·
Resource Reservation Protocol (RSVP): Source=Any, Destination=Any, Protocol=46 

·
IP Multicast traffic 

·
IP Broadcast traffic 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
For IPSec tunnel rules, only address-based filters are supported. Protocol-specific and port-specific filters are not supported. Tunnel filters should not be mirrored. Two filter lists, each containing one direction filer, are required to specify a tunnel. Each filter list specifies a direction of traffic that corresponds to each tunnel end point. Example: From subnet A to subnet B, tunnel to the external gateway address for B. From subnet B to subnet A, tunnel to the external gateway address for A. 

·
Filters are applied in the order of most-specific filters first. Filters are not applied in the order in which they appear in the list. 

·
If an outbound packet does not match any filter, then it is sent unsecured. 

·
If an IKE security request is received , the source IP address of the request is used to find a matching filter. The security action and tunnel setting that is associated with that filter determines the IKE response. 

·
All filters used in tunnel rules are matched first before end-to-end transport filters are matched. 

To configure advanced IPSec filter settings 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the rule that contains the IP filter list you want to modify, and then click Edit. 

 3.
On the IP Filter list tab, click the filter you want to modify and then click Edit. 

 4.
Click the Protocol tab. 

 5.
Click a setting for Select a protocol type: 

To filter
Do this

Any packets sent or received on any protocol in the TCP/IP protocol suite
Click Any.

Traffic sent on a specific protocol
Click the protocol.

Packets sent on a custom protocol
Click Other, and then type the protocol number.

 6.
(Optional) If you chose TCP or UDP, you can also filter packets by the protocol source port. 

·
To attempt to secure any packets sent on any port used by the protocol type you selected, click From any port. 

·
To attempt to secure any packets sent on a specific port used by the protocol type you selected, click From this port, and then type a port number. 

 7.
Configure the destination port: 

·
To filter packets received on any port used by the protocol type you selected, click To any port. 

·
To only filter packets received on the port number you specify, click To this port. 

Important

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
If you are unsure of these values, contact your system or network administrator to obtain this information. An erroneous value may cause communication to be blocked or unsecured. 

·
Configuring advanced filter settings for tunnel mode rules is not recommended or supported. 

To activate an IP filter list

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the rule you want to modify, and then click Edit. 

 3.
On the IP Filter List tab, click the IP filter list that you want to designate as the active list for this rule. 


The IP filter list you selected is now the active list for the rule.

Note   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

To manage multiple IP filter lists 

 1.
In IP Security Policy Management, in the console tree, click IP Security Policies. 

 2.
On the Action menu, click Manage IP Filter Lists and Filter Actions. 

 3.
Click Add, or if you are reconfiguring an existing list, select that list and click Edit. 

 4.
Define filters. 

Notes   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

Define filter actions

·
Add or edit filter actions 

·
Add or edit IPSec security methods 

·
Configure advanced IPSec security methods 

·
Activate a filter action 

·
Manage multiple filter actions 

To add or edit filter actions 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the rule you want to modify, click Edit, and then click the Filter Action tab. 

 3.
Choose whether to use the Add wizard or not: 

·
To use the Add Filter Action wizard to guide you through the process, confirm that the Use Add Wizard check box is selected, and then follow the instructions that are given. 

·
To add or edit the filter actions manually, confirm that the Use Add Wizard check box is cleared, and then click Add to create a filter action, or click Edit to reconfigure a filter action. 

 4.
Choose a filter action: 

·
Click Permit to allow receiving or sending of packets in cleartext. Security will not be requested for these packets. 

·
Click Block to force packets that match the filter to be discarded immediately. Security will not be requested for these packets. 

·
Click Negotiate security to use the list of security methods in Security Method preference order to provide security for packets that match the filter. Security requests will be accepted for these packets. 

 5.
If you do not want to block incoming, unsecured communications, but you want to ensure that all outgoing communications and subsequent two-way communications are secured, select the Accept unsecured communication, but always respond using IPSec check box. 

 6.
If you want to enable communication with other computers that do not support IPSec and ensure that communication continues if there is no response to a request for IPSec negotiation, select the check box Allow unsecured communication with non-IPSec aware computers. After the initial IPSec negotiation has failed to a particular peer, this option will disable IPSec to that peer for a period of time. 

 7.
Select the Session key Perfect Forward Secrecy check box to guarantee that no master keys or master keying material will be re-used to generate the session key. 

 8.
On the General tab, type a unique name. 

 9.
Type a description. For example, you might type what security levels this filter action represents. 

10.
If you chose Negotiate security, add new security methods or edit the existing ones for the filter action. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
Allow unsecured communication with non-IPSec-aware computers and Accept unsecured communication, but always respond using IPSec are not available in the Default Response rule. 

·
Session Key Perfect Forward Secrecy will create a new master key during every session rekey operation. This is the most secure setting. However, it adds considerable overhead to servers and will increase the time required to complete a rekey operation. Both initiator and responder must be configured with the same setting for successful negotiation. Also, interoperability with other products may be affected when using this feature. 

To add or edit IPSec security methods 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the rule you want to modify, and then click Edit. 

 3.
On the Filter Action tab, click the filter action you want to modify, and then click Edit. 

 4.
Choose whether to add a security method or to edit an existing one: 

·
To add a new security method, on the Security Methods tab, click Add. 

·
If you are reconfiguring an existing method, click the security method and then click Edit. 

 5.
Select the security level: 

To
Do this

Use the ESP protocol to encrypt the data (provides confidentiality) using 56-bit DES as the algorithm, 128-bit MD5 for the integrity algorithm, and default key lifetimes (100mb, 1 hour).
Click High (ESP).

Use the AH protocol to sign (provide integrity for) both the packet's addressing information (IP header), and the data, using 128-bit MD5 as the integrity algorithm, and default key lifetimes (100mb, 1 hour).
Click Medium (AH).

Use custom security levels
Click Custom, click Settings, and then change the desired settings.

 6.
Repeat this procedure to configure additional security methods for the filter action. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
In Filter Action, click Remove to delete the selected security method. 

·
In Filter Action, click Move Up to move the selected security method up one level. Repeat until the security method is at the desired preference level. 

·
In Filter Action, click Move Down to move the selected security method down one level. Repeat until the security method is at the desired preference level. 

·
For information about how key lifetimes affect security, see the Windows 2000 Resource Kit. 

·
When negotiating security, the initiator proposes this list of security methods to the responder. The responder agrees to the first method (from the top down) that is found anywhere in its own security methods list. If none of the proposed security methods match an entry in the responder’s list, then the responder fails the negotiation. 

·
IPSec policies allow the choice of a strong encryption algorithm, 3DES, that uses a longer key length than DES for higher security. This policy will be received by all computers to which the policy is assigned. However, Windows 2000-based computers must have the High Encryption Pack installed in order to perform the 3DES algorithm. If a Windows 2000-based computer receives a 3DES setting, but does not have the High Encryption Pack installed, then the 3DES setting in the security method is set to the weaker DES. If this system receives a true 3DES security method proposal, it will fail to find any matching security method and will continue to evaluate the next proposal in the initiator’s security method list. If only 3DES is contained in the initiator’s list, then this system, as responder, will fail the negotiation. 

To configure advanced IPSec security methods 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the rule you want to modify and click Edit. 

 3.
On the Filter Action tab, click the filter action you want to modify, and then click Edit. 

 4.
Choose whether to add a new security method or edit an existing one. 

 5.
To add a new security method, on the Security Methods tab, click Add. 

 6.
To reconfigure an existing method, click the security method, and then click Edit. 

 7.
Click Custom, and then click Settings. 

 8.
To provide integrity for both the packet's addressing information (IP header) and the data, click Data and address integrity without encryption (AH). 

 9.
If you chose AH, select an algorithm for integrity: 

·
Click MD5 to use a 128-bit key value. 

·
Click SHA1 to use a 160-bit value. 

10.
To provide both integrity and encryption (confidentiality) for the data, click Data integrity and encryption (ESP) 

11.
If you chose ESP, click the algorithm you want to use for data integrity. If you have enabled AH, you can click None for the ESP integrity algorithm to improve performance. If AH is not selected, ESP must have an integrity algorithm selected. See step 9 for possible algorithms. 

12.
If you chose ESP, select an algorithm for confidentiality: 

To
Do this

Use the algorithm that provides the highest security 
Click 3DES.

Encrypt data for privacy, but not use the higher security and overhead of 3DES
Click DES.

Not use encryption for confidentiality
Click None.

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
For more information on cryptographic settings see Special IPSec considerations. 

·
Use caution when specifying lifetimes. The default internal lifetimes should work in most environments and be interoperable with other products. If your security requirements demand shorter lifetime values, you can explicitly set appropriate lifetime values in each security method. In general, the lowest values that are explicitly set on initiator and responder will be used. 

·
Using shorter lifetime values does not increase the security with which data is protected. Short key lifetimes will only decrease the amount of data that is revealed if an attacker discovers one encryption key. Instead of adjusting the lifetime values lower, consider using a stronger encryption algorithm to protect data, such as 3DES. 

·
Before changing the default lifetimes, to understand how lifetimes and rekeying work in detail, see the Windows 2000 Resource Kit. 

To activate a filter action 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Select the rule you want to modify, and then click Edit. 

 3.
On the Filter Action tab, click the filter action that you want to activate for this rule. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
You can always activate one of the two default filter actions, Request Security (Optional) and Require Security, provided you have not removed them. 

To manage multiple filter actions 

 1.
In IP Security Policy Management, click the IP Security Policies folder. 

 2.
Click Action, and then click Manage IP Filter Lists and Filter Actions. 

 3.
Click Add, or if you are reconfiguring an existing filter action, click that Action, and then click Edit. 

 4.
Configure the filter action. 

 5.
Define security methods for the filter action, if appropriate. 

Notes   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

Define advanced IPSec settings

·
Configure key exchange 

·
Create key exchange methods 

To configure key exchange

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the General tab, and then click Advanced. 

 3.
To force a master key to be rekeyed for every session key, click Master key Perfect Forward Secrecy. 

 4.
If you require a different setting, enter a value in Authenticate and generate a new key after every (minutes), which will cause a re-authentication and new key generation at that interval. 

 5.
If you require a different setting, enter a value in Authenticate and generate a new key after every (sessions) to set a maximum limit on the number of times a master key or its base keying material may be reused to generate the session key. This limit, when reached, will force a re-authentication and new key generation. 

 6.
If you have special requirements for security methods on the key exchange, click Methods. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
IPSec, Internet Key Exchange (IKE), and related services for Windows 2000 are jointly developed by Microsoft Corporation and Cisco Systems, Inc. 

·
Use Master key Perfect Forward Secrecy where it is required for interoperability. The default setting, Off, should work in most environments and be interoperable with most other products. 

·
A session limit of zero (0) will cause rekeys to only be determined by the time setting. 

To create key exchange methods 

 1.
In IP Security Policy Management, right-click the policy you want to modify, and then click Properties. 

 2.
Click the General tab, click Advanced, and then click Methods. 

 3.
Click Add, or if you are reconfiguring an existing method, click the security method, and then click Edit. 

 4.
Select an Integrity Algorithm: 

·
Click MD5 to use a 128-bit value. 

·
Click SHA to use a 160-bit value (stronger). 

 5.
Select a Confidentiality Algorithm: 

·
Click 3DES to use the highest security algorithm. 

·
Click DES if you are required to connect to computers that do not have 3DES or if you do not need the higher security and overhead of 3DES. For more information on cryptographic settings, see Special Considerations. 

 6.
Select a Diffie-Hellman Group to set the length of base keying material used to generate the actual keys: 

·
Click Low (1) to use 768 bits as a basis. 

·
Click Medium (2) to use 1024 bits as a basis (stronger). 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
IPSec, Internet Key Exchange (IKE), and related services for Windows 2000 are jointly developed by Microsoft Corporation and Cisco Systems, Inc. 

·
A method is a combination of three settings. The initiator and the responder must have a method in common, one that uses the same settings, for negotiations to succeed. 

·
In Key Exchange Security Methods, click Remove to delete the selected security method. 

·
In Key Exchange Security Methods, click Move Up to move the selected security method up one level. Repeat until the security method is at the desired preference level. 

·
In Key Exchange Security Methods, click Move Down to move the selected security method down one level. Repeat until the security method is at the desired preference level. 

·
For more information on cryptographic settings see Special IPSec considerations. 

Assign IPSec policy

·
Assign IPSec policy to Group Policy 

·
Activate IPSec policy on a computer 

To assign IPSec policy to Group Policy 

 1.
In the console from which you manage Group Policy, click the Group Policy object to which you want to assign an IPSec policy. 

 2.
Expand Computer Configuration, then Windows Settings, and then Security Settings. 

 3.
Click the IP Security Policies folder. 

 4.
Right-click the policy you want to assign, and then click Assign. 

Notes

·
To define IPSec policy for a computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
IPSec policy will remain active even after the Group Policy object to which it is assigned has been deleted. You must unassign the IPSec policy before you delete the policy object. If you delete the policy objects and keep the policy assigned, the IPSec Policy Agent will assume it simply cannot find the policy and use a cached copy. 

·
The settings will take effect the next time Group Policy is refreshed. For information on how to force an immediate refresh, see Group policy overview. 

·
To remove the IPSec policy assignment from the Group Policy, right-click the policy and click Unassign. If you need to disable IPSec only for a specific computer, you can disable the IPSec Policy Agent Service on that computer. 

To activate IPSec policy on a computer 

 1.
In IP Security Policy Management, click the IP Security Policies folder. 

 2.
Right-click the policy you want to assign, and then click Assign. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
To remove the IPSec policy assignment from the computer, right-click the policy and click Unassign. If you need to disable IP security, you can disable the IPSec Policy Agent Service on that computer. 

Manage IPSec policy

·
Test IPSec policy integrity 

·
Restore predefined IPSec policies 

·
Export an IPSec policy 

·
Import an IPSec policy 

·
Refresh the list of IPSec policies 

·
Delete an IPSec policy 

·
Rename an IPSec policy 

·
Export the list of IPSec policies 

To test IPSec policy integrity 

 1.
In IP Security Policy Management, click the IP Security Policies on folder. 

 2.
Click Action, point to All Tasks, and then click Check Policy Integrity. 

Notes   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

To restore predefined IPSec policies 

 1.
In IP Security Policy Management, click the IP Security Policies folder. 

 2.
Click Action, point to All Tasks, and then click Restore Default Policies. 

 3.
Click Yes. 

Notes   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

To export an IPSec policy

 1.
In IP Security Policy Management, click the IP Security Policies folder. 

 2.
Click Action, point to All Tasks, and then click Export policies. 

 3.
Type the path and the name of the file to which you want the policy information saved. 

 4.
Click Save. 

Notes   To define IPSec policy for a computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

To import an IPSec policy

 1.
In IP Security Policy Management, click IP Security Policies. 

 2.
Click Action, point to All Tasks, and then click Import policies. 

 3.
Type the path and the name of the file from which you are importing the IPSec policy information. 

 4.
If you want to override all existing policies with the imported information, select the Delete all existing policy information check box. 

 5.
Click Open. 

Notes   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

Refresh the list of IPSec policies

 1.
In IP Security Policy Management, right-click the IP Security Policies on folder. 

 2.
Click Refresh. 

Notes

·
This updates the list to reflect any additions or deletions. 

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

To delete an IPSec policy

 1.
In IP Security Policy Management, right-click the policy you want to remove. 

 2.
Click Delete. 

Notes   To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

To rename an IPSec policy

 1.
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

 2.
In IP Security Policy Management, right-click the policy you want to rename, and then click Rename. 

 3.
To save the change, type the new name and press Enter. 

To export the list of IPSec policies

 1.
In IP Security Policy Management, right-click IP Security Policies. 

 2.
Click Export List. 

 3.
Enter the file name to which you want to save the displayed list of IPSec policies. 

 4.
Click Save. 

Notes

·
To define IPSec policy for computers, you must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group. 

·
This does not export the IPSec policies, only a text list of the policies displayed in the console. 

Concepts

This section covers:

·
Internet Protocol Security overview 

·
Understanding Internet Protocol security 

·
Using Internet Protocol security 

·
Resources 

Internet Protocol security overview

This section covers:

·
Internet Protocol security: What it is 

·
Basis for using Internet Protocol security 

Internet Protocol Security: What it is

Internet Protocol security (IPSec) is: 

·
The long term direction for secure networking. 

·
Agressive protection against private network and Internet attacks, while retaining ease of use. 

·
A suite of cryptography-based protection services, and security protocols. 

·
End-to-end security. The only computers which must know about IPSec protection are the sender and receiver in the communication. 

·
The ability to protect communication between workgroups, local area network computers, domain clients and servers, branch offices which may be physically remote, extranets, roving clients, and remote administration of computers. 

The Windows 2000 implementation of IPSec is based on industry standards in development by the Internet Engineering Task Force (IETF) IPSec working group. 

Basis for Using Internet Protocol Security

·
Policy-based security 

·
In-depth defense 

·
Network security 

·
Cryptography-based protection 

Policy-based security

Stronger security methods that are based on cryptography have the potential to greatly increase administrative overhead. Windows 2000 avoids this pitfall by implementing policy-based administration for Internet Protocol security (IPSec). 

Instead of applications or operations systems, you use policies to configure IPSec. Network security administrators can configure IPSec policies ranging from those appropriate for a single computer to an Active Directory domain, site, or organizational unit. Windows 2000 provides a central management console, IP Security Policy Management, for defining and managing IPSec policies. The policies can be configured to provide variable levels of protection for most traffic types, in most existing networks.

In-depth defense

Because network attacks can result in system downtime, lost productivity, and public exposure of sensitive information, safeguarding that information from interpretation or modification by unauthorized parties is a high priority. 

Network protection strategies generally focus on perimeter security, preventing attacks from outside the private network by using firewalls, security gateways, and user authentication of dial-up access. However, this does not protect against attacks from within the network.

Focusing only on access control security (such as using smart cards and Kerberos) may not result in comprehensive protection, because these methods rely on user names and passwords. Many computers are shared by multiple users, resulting in an unsecured computer, since it is often left in a logged-on state. In addition, if a user name and password have been hijacked by an attacker, security based on access control alone will not stop the illegal access of network resources. 

Physical-level protection strategies, which are not commonly used, protect the physical network wires and access points from being used. However, it is unlikely this can guarantee protection of the entire network path, since the data will have to travel from the source to a destination. 

A good security plan combines several security strategies, to achieve in-depth protection. Any of these strategies may be combined with IPSec. This provides yet another layer of security, by ensuring that the sending computer secures each IP data packet prior to transmission, before it ever reaches the network wires, and the receiving computer unsecures the data only after it has been received and verified. 

Network security

The implementation of IPSec at the IP transport level (Network Layer 3) enables a high level of protection with little overhead. Deploying IPSec requires no changes to existing applications or operating systems. It can be deployed for your existing enterprise scenarios such as:

·
Workgroups 

·
Local Area Network (LAN): client/server, peer to peer 

·
Remote access: roving clients; Internet access; extranets; remote offices. 

Other security mechanisms which operate above Network Layer 3, like Secure Sockets Layer (SSL), only provide security to applications which know how to use SSL, such as Web browsers. You must modify all other applications to protect communications with SSL. Security mechanisms which operate below Network Layer 3, such as link layer encryption, only protect the link, but not necessarily all links along the data path. This makes link layer encryption unsuitable for end-to-end data protection on Internet or routed intranet scenarios.

The implementation of IPSec at Network Layer 3 provides protection for all IP and upper-layer protocols in the TCP/IP protocol suite, such as TCP, UDP, ICMP, Raw (protocol 255), and even custom protocols which send traffic at the IP layer. The primary benefit of securing information at this layer is that all applications and services that use IP for transport of data can be protected with IPSec, without any modification to those applications or services. (To secure protocols other than IP, the packets must be encapsulated by IP.)

Cryptography-based protection

IPSec protects the data so that an attacker will find it extremely difficult or impossible to interpret. A combination of an algorithm and a key is used to secure information. A high level of security is achieved by using cryptography-based algorithms and keys. An algorithm is the mathematical process by which the information is secured; the key is the secret code or number required to read, modify, or verify secured data. 

IPSec significantly prevents and reduces network attacks with features which include:

Automatic key management

Key generation

To enable secure communication, two computers must be able to establish the same, shared key, without sending that key across a network to each other. IPSec uses the Diffie-Hellman algorithm to enable this key exchange, and provide the keying material for all other encryption keys.

The two computers start the Diffie-Hellman computation, then exchange an intermediate result publicly and securely (using authentication). Neither computer ever sends the actual key. Using the shared information from the exchange, each computer generates the identical secret key. Expert users can change the default key exchange and data encryption key settings.

Key lengths

Every time the length of a key is increased by one bit, the number of possible keys doubles, making it exponentially more difficult to break the key. IPSec security negotiation between two computers generates two types of shared secret keys: master keys and session keys. Master keys are long, either 768 bits or 1024 bits. The master keys are used as a source from which session keys are derived. Session keys are derived from the master key in a standard way, one session key for each encryption and integrity algorithm required. For detailed information on how keys are managed, see Key Exchange.

Dynamic rekeying

IPSec can automatically generate new keys during a communication. This prevents an attacker from obtaining the entire communication with a single compromised key. Expert users can change the default keying intervals.

Security services

Integrity

Integrity protects information from unauthorized modification in transit, ensuring that the information that is received is exactly the same as the information that is sent. Mathematical hash functions are used to uniquely mark, or "sign," each packet. The receiving computer checks the signature before opening the packet. If the signature (and therefore, packet) has changed, the packet is discarded to prevent a possible network attack.

Authentication

Authentication verifies the origin and the integrity of a message by assuring the genuine identity of each computer. Without strong authentication, an unknown computer is suspect, with any information it sends. Multiple methods of authentication may be listed in each policy, to ensure that a common authentication method may be found for Windows 2000 domain members, computers not running Windows 2000, and remote computers.

Confidentiality (data encryption)

Confidentiality ensures that data is only disclosed to intended recipients. When it is selected, the Encapsulating Security Payload (ESP) format of IPSec packets is used. Packet data is encrypted before transmission, ensuring that the data cannot be read during transmission, even if the packet is monitored or intercepted by an attacker. Only the computer with the shared, secret key is able to interpret or modify the data. The United States Data Encryption Standard (DES) algorithms, DES and 3DES, are used to provide confidentiality of both the security negotiation and the application data exchange. Cipher Block Chaining (CBC) is used to hide patterns of identical blocks of data within a packet without increasing the size of the data after encryption. Repeated encryption patterns can compromise security by providing a clue which an attacker can use to attempt to discover the encryption key. An Initialization Vector (an initial random number) is used as the first random block to encrypt and decrypt a block of data. Different random blocks are used in conjunction with the secret key to encrypt each block. This ensures that identical sets of unsecured data are transformed into unique sets of encrypted data. For more information on cryptographic settings see Special IPSec considerations.

Nonrepudiation

Ensures the sender of a message is the only person who could have sent the message; the sender cannot deny having sent the message. 

Anti-replay

Also called replay prevention, it ensures the uniqueness of each IP packet. Messages captured by an attacker cannot be re-used or replayed to establish a session or gain information illegally. 

Understanding Internet Protocol Security

This section introduces the key concepts and terminology you should know before you deploy IPSec.

For information about specific topics, see:

·
IPSec security protocols 

·
IPSec policy agent 

·
IPSec security negotiation 

·
IPSec packet handling 

·
How IPSec works 

·
Virtual Private Networking with IPSec 

IPSec security protocols

Security protocols provide data and identity protection for each IP packet. Windows 2000 IPSec uses the Authentication Header and Encapsulating Security Payload to provide these services. 

·
Authentication Header (AH) 


AH provides authentication, integrity, and anti-replay for the entire packet (both the IP header and the data carried in the packet); AH signs the entire packet. It does not encrypt the data, so it does not provide confidentiality. The data is readable, but protected from modification. AH uses HMAC algorithms to sign the packet.


For example, Alice on Computer A sends data to Bob on Computer B. The IP header, the AH header, and the data are protected from modification by the signature. This means Alice can be certain it was really Bob who sent the data and that the data was unmodified. 



Integrity and authentication are provided by the placement of the AH header between the IP header and the transport protocol header (TCP or UDP).

·
Encapsulating Security Payload (ESP) 


ESP provides confidentiality, in addition to authentication, integrity, and anti-replay. 


ESP does not normally sign the entire packet unless it is being tunneled. Ordinarily, only the data is protected, not the IP header. 


For example, Alice on Computer A sends data to Bob on Computer B. The data is encrypted because ESP provides confidentiality. Upon receipt, after the verification process is complete, the data portion of the packet is decrypted. Alice can be certain it was really Bob who sent the data, that the data is unmodified, and that no one else was able to read it. 



Security is provided by by the placement of the ESP header between the IP header and the transport protocol header (TCP or UDP). 

Expert users can select which protocol will be used for a communication by configuring security methods in the IPSec policy. For information on how to configure security methods, see To add or edit security methods.

IPSec Policy Agent

The IPSec Policy Agent is a mechanism that resides on each Windows 2000 computer, that appears in the list of system services. The Policy Agent retrieves the active IPSec policy information, and passes it to the other IPSec mechanisms which require that information to perform security services.

The Policy Agent starts automatically at system start time. If there are no active IPSec policies, or if the Policy Agent cannot connect to Active Directory for some reason, the Policy Agent will continue to poll Active Directory for an assigned policy, or check the registry for a locally-assigned policy.

IPSec security negotiation

Before secured data can be exchanged, a contract between the two computers must be established. This contract is called a security association (SA). In an SA, both computers agree on how to exchange and protect information, as shown in the following figure.

Security Associations

An security association (SA) is a combination of a policy and keys which defines the common security services, mechanisms, and keys used to protect the communication from end to end. The security parameters index (SPI) is a unique, identifying value in the SA used to distinguish among multiple security associations that exist at the receiving computer. For example, multiple associations may exist if a computer securely communicates with multiple computers simultaneously. This situation occurs mostly when the computer is a file server or a remote access server which serves multiple clients. However, one computer can have multiple SAs with a single computer. In these situations, the receiving computer uses the SPI to determine which SA will be used to process the incoming packets.

To build this contract between the two computers, the IETF has established a standard method of security association and key exchange resolution, which combines the Internet Security Association and Key Management Protocol (ISAKMP) and the Oakley key generation protocol. ISAKMP centralizes security association management, reducing connection time. Oakley generates and manages the authenticated keys used to secure the information.

This process protects not only computer-to-computer communications, but also protects remote computers that are requesting secure access to a corporate network or any situation in which the negotiation for the final destination computer (or endpoint) is actually performed by a security router or other proxy server. In the latter situation, referred to as ISAKMP client mode, the identities of the endpoints are hidden to further protect the communication.

To ensure successful, secure communication, ISAKMP/Oakley performs a two-phase operation. It assures confidentiality and authentication during each phase by the use of negotiated encryption and authentication algorithms that are agreed on by the two computers. With the duties split between two phases, keying can be accomplished with great speed when required. 

Key Exchange

During this initial phase, the two computers establish the first SA, called the ISAKMP SA. (This SA is named in order to differentiate between the SAs established in each of the two phases.) Oakley provides identity protection during this exchange, enabling total privacy. This can help prevent common types of network attacks which focus on hijacking identities.

The security negotiation process during this phase includes:

 1.
Policy Negotiation 


This determines:

·
The encryption algorithm: DES, 3DES, 40bitDES, or none. 

·
The integrity algorithm: MD5 or SHA. 

·
The authentication method: Public Key Certificate, preshared key, or Kerberos V5 (the Windows 2000 default). 

·
The Diffie-Hellman group. 


If certificates or preshared keys are being used for authentication, the computer identity is protected. However, if the default Windows 2000 method is used, the computer identity is unencrypted until the entire identity payload is encrypted during Step 3.

 2.
Key Information Exchange 


This results in each computer having the necessary information to generate the shared, secret key--the master key--for the ISAKMP SA. Actual keys are never exchanged; only the public information needed by Diffie-Hellman to generate the shared, secret key. The Oakley service on each computer generates the master key used to protect authentication. 

 3.
Authentication 


The computers attempt to authenticate the key information exchange. Without successful authentication, communication cannot proceed. The master key is used, in conjunction with the algorithms negotiated in Step 1. Regardless of which authentication method is used, the identity payload is protected from both modification and interpretation. 

The initiating peer sends an offer list of potential security levels to the responding peers. The responder cannot modify the offer. Should the offer be modified, the initiator will reject the responder's message. The responder sends a reply either accepting the offer, or it simply discards the offers and sends a message back indicating no offer was chosen. The process then begins again.

The negotiation messages that are exchanged are automatically resent five times. After three seconds, a soft SA will be established, if the active policies allow unsecured communications with non-IPSec capable computers. If an ISAKMP response is received before the cycle times out, the soft SA will be deleted and standard SA negotiation begins. The potential number of SAs that are formed is only limited by system resources. 

The ISAKMP SA is used to initiate the second phase of security negotiations.

Data Protection

A pair of SAs are negotiated on behalf of the IPSec service, and are referred to as IPSec SAs. Keying material is refreshed or new keys are generated if PFS or key lifetimes have been enabled, the ISAKMP SA has expired. 

The security negotiation process during this second phase includes:

 1.
Policy negotiation 


This determines:

·
The IPSec protocol: AH, ESP. 

·
The integrity algorithm: MD5, SHA. 

·
The encryption algorithm: DES, 3DES, 40bitDES, or none. 


A common agreement is reached, and two SAs are established: one for inbound communications and one for outbound communications.


Oakley refreshes the keying material and new, shared, secret keys are generated for authenticating and, possibly, encrypting the packets. If a new key is required, a second Diffie-Hellman exchange takes place. Unless a key or SA has expired, Oakley refreshes the keying material from the Diffie-Hellman exchange that was performed during the key exchange. 

 2.
The SAs and keys are passed to the IPSec driver, along with the SPI. 

The entire negotiation is protected by the ISAKMP SA. Except for the ISAKMP header on the packets, all of the message packets are encrypted, and an integrity signature following the ISAKMP header authenticates the message. Oakley prevents replays of negotiation messages, providing anti-replay protection. 

The automatic message retry process is almost identical to the process discussed in the key exchange negotiation, with one exception: if this process reaches a time-out for any reason during the second or greater negotiation of the same ISAKMP SA, a renegotiation of the ISAKMP SA is attempted. If a message for the data protection phase is received without establishing a ISAKMP SA, it is rejected.

The ability to use a single ISAKMP SA for multiple IPSec SA negotiations makes the security negotiation process extremely fast. As long as the ISAKMP SA does not expire, renegotiation and re-authentication are not necessary. The active IPSec policy determines the number of times this can occur .

SA Lifetimes

When a key lifetime is reached for the master or session key, the associated SA is renegotiated. An Oakley "delete" message is sent to the responding peer which requests the responder to mark the ISAKMP SA as "expired." This prevents bogus IPSec SAs from being formed from an old SA. Oakley expires ISAKMP SAs, and the IPSec driver expires IPSec SAs.

When the IPSec Policy Agent retrieves policy updates, it will update the IP filter list stored in the IPSec driver. Any SAs associated with old filters which no longer exist in the policy will be deleted, along with the old filters in the IPSec driver cache.

If the power save features in Windows 2000 cause the computer to hibernate or sleep and the SA expires during this period, the SA will be automatically renegotiated when the peer is re-activated. If Windows 2000 is shut down on one of the peers, the Oakley "delete"message cleans up any remaining SAs, and new SAs are renegotiated when the peers attempt communication again. If Windows 2000 terminates abnormally, the Oakley "delete" message will not be sent. In this case, the old SAs might still be in place until the default time-out period is reached. If this occurs, the SAs must be manually deleted. 

IPSec packet handling

The IPSec driver receives the active IP filter list from the IPSec Policy Agent, and then matches every inbound and outbound packet against the filters in the list. When a packet matches a filter, it applies the filter action.

If the filter action permits transmission, then the packet is received or sent with no modifications. If the action blocks transmission, then the packet is discarded.

Outbound and inbound processing uses the negotiated security association (SA) and keys. The IPSec driver stores all current SAs in an internal database. If multiple SAs are present, the driver uses the Security Parameters Index (SPI) to match the correct SA with the correct packet.

When an outbound IP packet matches the IP filter list with an action to negotiate security, the IPSec driver queues the packet, then notifies Internet Key Exchange (IKE), which begins security negotiations with the destination IP address of that packet. If several outbound packets going to the same destination match the same filter before IKE has finished the negotiation, then only the last packet sent is saved. 

Once the negotiations have successfully completed, IKE provides the IPSec driver with the parameters for the SA, including the session keys. The IPSec driver secures the queued outbound IP packet and sends it to the network card for transmission. If the negotiation failed, the IPSec driver discards the packet.

When an IPSec-secured inbound packet matches the IP filter list, the IPSec driver verifies the integrity of the packet, decrypts the packet if necessary, and translates it back into a normal IP format. The IPSec driver matches the IP packet again against the filter to make sure no traffic is received other than what was agreed upon during the negotiation. If the packet matches the filter, then the IPSec driver sends it back to TCP/IP for delivery up to the application.

When an unsecured, normal IP packet is received, the IPSec driver matches the packet against all filters in the filter list. If a match occurs and the filter action for that filter requires IP security, or blocks the packet, then the packet is discarded.

The IPSec driver matches all inbound unsecured packets against the list of filters that specify IPSec tunnels first, then matches the packet against all filters that specify end-to-end (transport) filters. The IPSec driver does not filter certain types of IP packets. For more information, see Filter actions.

How IPSec works

For simplicity, this example illustrates IPSec from a domain computer to a domain computer. Alice, using an application on Computer A, sends a message to Bob.

 1.
The IPSec driver on Computer A checks the IP Filter List in the active policy for a match with the address or traffic type of the outbound packets. 

 2.
The IPSec driver notifies ISAKMP to begin security negotiations with Computer B. 

 3.
The ISAKMP service on Computer B receives a request for security negotiations. 

 4.
The two computers perform a key exchange, establish an ISAKMP SA and a shared, secret key. 

 5.
The two computers negotiate the level of security for the data transmission, establishing a pair of IPSec SAs and keys for securing the IP packets. 

 6.
Using the outbound IPSec SA and key, the IPSec driver on Computer A signs the packets for integrity, and encrypts the packets if confidentiality has been negotiated. 

 7.
The IPSec driver on Computer A transfers the packets to the appropriate connection type for transmission to Computer B. 

 8.
Computer B receives the secured packets and transfers them to the IPSec driver. 

 9.
Using the inbound SA and key, the IPSec driver on Computer B checks the integrity signature and decrypts the packets, if necessary. 

10.
The IPSec driver on Computer B transfers the decrypted packets to the TCP/IP driver, which transfers them to the receiving application. 

Alice and Bob never see any of the process. The standard routers or switches in the data path between the peers do not require IPSec. They will automatically forward the encrypted IP packets to the destination. However, if a router is functioning as a firewall, security gateway, or proxy server, you must enable special filtering to enable the secured IP packets to pass through. For more information, see Special IPSec considerations.

Virtual Private Networking with IPSec

The entire process of encapsulation, routing, and de-encapsulation is called tunneling. Tunneling hides, or encapsulates, the original packet inside a new packet. This new packet may have new addressing and routing information, which enables the new packet to travel through networks. When tunneling is combined with privacy, the original packet data (as well as the original source and destination) is not revealed to those listening to traffic in the network. The network could be any internetwork: a private intranet, or the Internet. Once the encapsulated packets reach their destination, the encapsulation header is removed and the original packet header is used to route the packet to its final destination. 

The tunnel itself is the logical data path through which the encapsulated packets travel. To the original source and destination peer, the tunnel is usually transparent and appears as just another point-to-point connection in the network path. The peers are unaware of any routers, switches, proxy servers, or other security gateways between the tunnel’s beginning point and the tunnel’s end point. When tunneling is combined with privacy, it can be used to provide Virtual Private Networks (VPN).

In Windows 2000, two types of tunneling are provided that use IPSec: 

 1.
Layer 2 Tunneling Protocol (L2TP/IPSec), in which L2TP provides encapsulation and tunnel management for any type of network traffic and IPSec in transport mode provides the security for the L2TP tunnel packets. 

 2.
IPSec in tunnel mode, in which IPSec itself does the encapsulation for IP traffic only. 

Before using either type of tunneling, a complete understanding of the functionality should be obtained. For more information, see "Virtual Private Networking and IPSec" in the Windows 2000 Resource Kit.

The encapsulated packets travel through the network inside the tunnel. (In this example, the network is the Internet.) The gateway may be an edge gateway which stands between the outside Internet world and the private network--a router, firewall, proxy server, or other security gateway. Also, two gateways may be used inside the private network to protect traffic across less trusted parts of the network.

L2TP and IPSec

IPSec and L2TP are combined to provide both tunneling and security for IP, IPX and other protocol packets across any IP network. IPSec can also perform tunneling without L2TP, but it is only recommended for interoperability, when one of the gateways does not support L2TP or PPTP. 

L2TP encapsulates original packets inside a PPP frame, performing compression when possible and then inside a UDP-type packet assigned to port 1701. Since the UDP packet format is an IP packet, L2TP automatically uses IPSec to secure the tunnel, based on the security settings in the user configuration of the L2TP tunnel. The IPSec Internet Key Exchange (IKE) protocol negotiates security for the L2TP tunnel using certificate-based authentication by default. This authentication uses computer certificates, not user certificates, to verify that both source and destination computers trust each other. If IPSec transport security is successfully established, then L2TP negotiates the tunnel, including compression and user authentication options and performs access control based on the user identity. Thus, L2TP/IPSec is the easiest, most flexible, most interoperable and more secure tunneling option for both client remote access VPN and gateway-to-gateway VPN tunnels.

Configuration for L2TP/IPSec VPN remote access clients is performed using Network and Dial-up Connections. Configuration for the VPN remote access server and for gateway-to-gateway tunnels is performed using the Routing and Remote Access console.

The original packet header, shown here as the IP or IPX header, carries the original and ultimate source and destination addresses (addresses used on the private network), and the outer IP header, shown as New IP Header contains the source and destination addresses of the tunnel end points (addresses used in the public network). The L2TP header carries tunnel control information. The PPP header identifies the protocol of the original packet, for example IP or IPX. For more information on L2TP/IPSec, see Network and Dial-up Connections in Windows 2000 Server Help.

IPSec Tunneling

The primary reason for using IPSec tunnel mode is for interoperability with other routers, gateways, or end-systems which do not support L2TP/IPSec or PPTP VPN tunneling technology. IPSec tunnel mode is supported only in gateway-to-gateway tunneling scenarios and for certain server-to-server or server-to-gateway configurations as an advanced feature. The Windows 2000 Resource Kit chapter on IPSec describes these scenarios and configurations in more detail and should be understood before using IPSec tunnel mode. IPSec tunnel mode is not supported for client remote access VPN scenarios. L2TP/IPSec or PPTP should be used for client remote access VPN.

The two formats of IPSec packets can be used also in tunnel mode:

·
ESP Tunnel Mode 


The original IP header (which is the original packet header) usually carries the ultimate source and destination addresses, while the outer IP header usually contains the source and destination address of security gateways. The ESP tunnel format always provides strong integrity and authenticity for traffic carried inside the tunnel. The ESP tunnel is used mainly to provide privacy for the tunneled packets using DES or 3DES encryption. The level of encryption is specified in the Filter Action of the tunnel rule, and thus could also be configured for no encryption if the contents of the tunnel traffic does not require privacy.



In the preceding illustration, the original packet between the ultimate source and destination is encapsulated by the new IP and ESP headers. The Signed area indicates where the packet has been protected with integrity. The Encrypted area indicates that the entire original packet may be encrypted.


The information in the new IP header is used to route the packet from origin to the tunnel destination end point; usually a security gateway. The new IP ESP header is not protected by the integrity hash. This is the IETF RFC design to allow the packet header to be modified by network components as necessary to provide additional services, such as changing the source or destination IP address, or giving it higher priority over other packets.

·
AH Tunnel Mode 


AH tunnel mode does not provide encryption privacy for the contents of the tunnel, only strong integrity and authenticity.



The entire packet is signed for integrity, including the new tunnel header. Thus, no change in the source or destination address can be made once the packet is sent by the source of the tunnel. The IETF RFC design still allows for a few fields in the new IP header to be modified by network components to provide priority for certain packets, and to delete stray or old packets. ESP and AH can be combined to provide tunneling, which includes both integrity for the entire packet and confidentiality for the original IP packet.

IPSec tunnels provide security for "IP only" traffic. The tunnel is configured to protect traffic either between two IP addresses or between two IP subnets. If the tunnel is used between two hosts instead of between two gateways, the outer IP address is the same as the inner IP address. In Windows 2000, IPSec does not support protocol-specific, port-specific, or application-specific tunnels. Configuration is performed using the IPSec Policy console by specifying a security rule containing a filter to describe the traffic that goes into the tunnel, a filter action for securing the tunnel and an authentication method to be used by the tunnel end points. Three types of authentication are supported: certificates, pre-shared key, and Kerberos.

For conceptual information on IPSec policy tunnel settings, see IPSec tunneling. For information on configuring an IPSec tunnel, see To specify an IPSec tunnel.

Using Internet Protocol Security

You must have appropriate administrator rights to Group Policy or be a member of the local system Administrators group in order to define IPSec policy for a computer.

·
IPSec policy planning 

·
Description of an IPSec policy 

·
IPSec scenarios 

IPSec policy planning

This section suggests ways to plan for and deploy IPSec for your enterprise. You should also review Best Practices for general information on IPSec deployment.

For information on specific topics, see:

·
Establishing an IPSec security plan 

·
Predefined IPSec policies 

·
Assign IPSec policy 

·
Special IPSec considerations 

·
Managing multiple IP Filter Lists and Filter Actions 

Establishing an IPSec security plan

Whether for a large domain or a small workgroup, implementing IPSec means finding a balance between making information easily available to the largest number of users, and protecting sensitive information from unauthorized access. 

Finding the proper balance requires:

·
Assessing the risk and determining the appropriate level of security for your organization. 

·
Identifying valuable information. 

·
Defining security policies that use your risk management criteria and protect the identified information. 

·
Determining how the policies can best be implemented within the existing organization. 

·
Ensuring that management and technology requirements are in place. 

·
Providing all users with both secure and efficient access to the appropriate resources, according to their needs. 

Security considerations are also influenced by the way the computer will be used. For example, the required security may differ, depending on whether the computer is a domain controller, Web server, remote access server, file server, database server, intranet or remote client. The Windows 2000 security framework is designed to fulfill the most stringent security requirements. However, software alone may be less effective without careful planning and assessment, effective security guidelines, enforcement, auditing, and sensible security policy design and assignment. 

There is no exact definition of the measures that define standard security. These can vary widely, depending on an organization's policies and infrastructures. The following security levels can be considered as a general basis for planning your IPSec deployment:

·
Minimal security 


Computers do not exchange sensitive data. IPSec is not active by default. No administrative action to disable IPSec would be required.

·
Standard security 


Computers, especially file servers, are used to store valuable data. Security must be balanced so it does not become a barrier to legitimate users trying to perform their tasks. Windows 2000 provides predefined IPSec policies which secure data, but do not necessarily require the highest level of security: Client (Respond Only) and Server (Request Security). These, or similar custom policies, will optimize efficiency without compromising security.

·
High security 


Computers that contain highly sensitive data are at risk for data theft, accidental or malicious disruption of the system (especially in remote dial-up scenarios), or any public network communications. Secure Server (Require Security), a predefined policy, requires IPSec protection for all traffic being sent or received. Secure Server (Require Security) includes strong confidentiality and integrity algorithms, Perfect Forward Secrecy, key lifetimes and limits, strong Diffie-Hellman Groups. Unsecured communication due to non-IPSec aware computers, or failed security negotiation is blocked. 

Predefined IPSec policies

Windows 2000 provides a set of predefined IPSec policies. By default, all predefined policies are designed for computers which are members of a Windows 2000 domain. They may be assigned without further action, modified, or used as a template for defining custom policies. 

Predefined policies

Client (Respond Only)

This is used for computers which should not secure communications most of the time. For example, intranet clients may not require IPSec, except when requested by another computer. This policy enables the computer on which it is active to respond appropriately to requests for secured communications. The policy contains a default response rule, which enables negotiation with computers requesting IPSec. Only the requested protocol and port traffic for the communication is secured. 

Server (Request Security)

This is used for computers which should secure communications most of the time. An example would be servers which transmit sensitive data. In this policy, the computer accepts unsecured traffic, but always attempts to secure additional communications by requesting security from the original sender. This policy allows the entire communication to be unsecured if the other computer is not IPSec-enabled.

Secure Server (Require Security)

This is used for computers which always require secure communications. An example would be a server which transmits highly sensitive data, or a security gateway which protects the intranet from the outside. This policy rejects unsecured incoming communications, and outgoing traffic is always secured. Unsecured communication will not be allowed, even if a peer is not IPSec-enabled. 

Predefined rules

Like the predefined policies, the default response rule is provided for activation without further action or it may be modified to fit specific needs. It is added to each new policy you create, but not automatically activated. It is for any computers which do not require security, but must be able to appropriately respond when another computer requests secured communications. 

Predefined filter actions

Like the predefined rules, these are provided for activation without further action, modification, or as a template for defining custom filter actions. They are available for activation in any new or existing rule:

·
Require Security. High security. Unsecured communication will not be allowed. 

·
Request Security (Optional). Medium to low security. Unsecured communication is allowed, to enable communication with computers that do not or can not negotiate IPSec. 

Assigning IPSec policy

Internet Protocol Security Policy Management

Internet Protocol Security Policy Management is used to create and configure IPSec policies through the Microsoft Management Console (MMC). It can manage policy centrally (for Active Directory clients), manage policy locally (the computer on which you are running the snap-in), or manage policy remotely for a computer or domain.

You must add the snap-in to the MMC. A wizard guides you through the correct snap-in configuration. The customized console can then be saved so that it is available to you again at any time. 

Policies stored in Active Directory

A Group Policy object defines access, configuration and usage settings for accounts and resources. IPSec policies can be assigned to the Group Policy object of a computer account, site, domains, or organizational unit. When the IPSec policy is applied to the Group Policy object for the Active Directory object, the IPSec policy is propagated to any computer accounts affected by that Group Policy object. For more information, see Active Directory overview.

There are some things to keep in mind when assigning an IPSec policy.

·
IPSec policies that are applied to domain policy will override the local, active IPSec policy when that computer is a member of the domain. 

·
IPSec policies that are assigned to organizational units in Active Directory will override domain level policy for any members of that organization unit, and the lowest-level organizational unit IPSec policy will override IPSec policy for higher-level organizational units for any members of that organizational unit, not merge with them. 

·
Assigning policies at the highest possible level provides the greatest breadth of effect with the least amount of administrative effort. 

·
IPSec policy will remain active even after the Group Policy object to which it is assigned has been deleted. You must unassign the IPSec policy before you delete the policy object. If you delete the policy objects and keep the policy assigned, the IPSec Policy Agent will assume it simply cannot find the policy and use a cached copy. 

·
Backup and restore of Group Policy in Active Directory must also include IPSec policies to ensure consistency. 

The IPSec Policy Agent only checks Active Directory for updates to the active or assigned IPSec policy. If new IPSec policies have been created in Active Directory, or an IPSec policy has been changed and assigned to a client computer, the Winlogon service will discover these changes during its next polling cycle for Group Policy changes, it will notify the IPSec Policy Agent, and then the changes will be applied to the client computer.

For information on how to assign IPSec policy to objects in Active Directory, see To assign IPSec policy to Group Policy overview.

Local Computer Policy

Each computer running Windows 2000 has exactly one local Group Policy object, often called the Local Computer Policy. Using this local Group Policy object, Group Policy settings can be stored on individual computers whether or not they are part of an Active Directory environment or a networked environment. Because its settings can be overwritten by Group Policy objects associated with sites, domains, or organizational units, the local Group Policy object is the least influential one in an Active Directory environment. In a non-networked environment (or in a networked environment lacking a Windows 2000 domain controller), the local Group Policy object's settings are more important because they are not overwritten by other Group Policy objects.

For information on how to assign IPSec policy locally, see To activate IPSec policy on a computer.

For more information on Group Policy, see Group Policy overview.

Special IPSec considerations

The following considerations will help simplify administration of IPSec policies:

Windows 2000 Encryption Requirements

The availability of IPSec encryption features in Windows 2000 is subject to United States export regulations, and may also be subject to your local and national regulations. The Internet Key Exchange (IKE) uses encryption to protect the security negotiation, and the IPSec component of TCP/IP uses encryption to protect application data packets. IKE must be able to use at least DES encryption, as provided by the Cryptographic API (CAPI), to protect the negotiation. Windows 2000-based computers must be able to perform DES in CAPI in order to secure traffic with any type of IPSec packet format.

IPSec policies allow the choice of a strong encryption algorithm, 3DES, that uses a longer key length than DES for higher security. This policy will be received by all computers to which the policy is assigned. However, Windows 2000-based computers must have the High Encryption Pack installed in order to perform the 3DES algorithm. If a computer receives a 3DES setting, but does not have the High Encryption Pack installed, then the 3DES setting in encryption policy is set to the weaker DES. For more information on US export regulations, see the Microsoft Web site (http://www.microsoft.com/).

Authentication

If the computers in your enterprise are part of a Windows 2000 domain, IPSec authentication can be accomplished with the default Windows 2000 authentication protocol (Kerberos V5). You do not have to deploy public key certificates for intranet communication.

IP Filter Lists

·
Try to use general filters, covering a group of computers with only one filter. For example, try to use Any IP address or an IP subnet address, rather than specifying a specific computer's source and destination IP address. 

·
Define filters which allow you to group and secure traffic from segments of your network that are related. 

Filter Actions

·
If you need to prevent communication with unauthorized computers, ensure that security is not negotiated for non-essential data or when peers are not IPSec-enabled, and make use of filter actions as blocking (Block) or pass-through policies (Permit). 

·
When configuring custom security methods, set only the ESP confidentiality selection to None when a higher-layer protocol will provide data encryption. 

·
For remote communication scenarios (including IPSec tunneling), consider a list of security methods which specifies high levels of security, such as 3DES only, short key lifetimes (less than 50Mb), and Perfect Forward Secrecy for the master and session keys. This will help protect against known key attacks. 

Remote Access Communications

·
If you will be using L2TP, the list of authentication methods must include certificates, and at least one computer-level public key certificate must be configured on each peer (remote client or remote access server). Windows 2000 domain controllers can be configured to auto-enroll domain members in a certificate authority. For more information on certificates, see Overview of public key policies. 

·
To help protect against network attacks on a remote access server, the predefined filter action, Require Security, should be active (or a similar custom filter action). In addition, take caution when enabling Allow unsecured communication with non-IPSec aware computers and Accept unsecured communication but always respond using IPSec. Allowing unsecured communications may cause security problems. 

·
When configuring the IP Filer List for a remote access server (which usually has multiple interfaces and addresses), do not set the filters to My IP Address. Otherwise, IPSec will attempt to enforce that filter on all interfaces on the server. Instead, configure the filter to the IP address of the interface which sends and receives the traffic you want to secure. 

·
If you administer computers in your enterprise remotely, you must add a rule to your active IPSec policy to prevent RPC TCP traffic from being blocked when it comes from the internal network. (This type of traffic is used by the remote access configuration tools in Windows 2000). For example: 

 1.
The IP filter list in the rule should specify an outgoing address of the corporate subnet (which is the location of your administrative console), and an incoming address of the managed computer's internal IP address. The protocol type should be set to TCP. 

 2.
The filter action in the rule should enable Accept unsecured communication and Allow communication with non-IPSec-enabled computers. 

SNMP

If a computer will be running an SNMP service, you must add a rule to prevent SNMP messages from being blocked: 

 1.
The IP filter list should specify the source and destination addresses of the SNMP management systems and agents. The Protocol type should be set to UDP, to and from ports 161 and 162. This will require two filters: one for UDP, to and from port 161, and the other for UDP, to and from port 162. 

 2.
The filter action should be set to Permit, which blocks negotiation for security and passes through any traffic which matches the IP filter list. 

Security Gateways

For a security gateway, firewall, proxy server, router or any server which is an access point from the intranet to the outside world, special filtering must be enabled on that computer to ensure that packets secured with IPSec are not rejected. At a minimum, the following input and output filters must be defined for Internet interface on the computer:

Input Filters

 1.
IP Protocol ID of 51 (0x33) for inbound IPSec Authentication Header traffic. 

 2.
IP Protocol ID of 50 (0x32) for inbound IPSec Encapsulating Security Protocol traffic. UDP port 500 (0x1F4) for inbound ISAKMP/Oakley negotiation traffic. 

Output Filters

 1.
IP Protocol ID of 51 (0x33) for outbound IPSec Authentication Header traffic. 

 2.
IP Protocol ID of 50 (0x32) for outbound IPSec Encapsulating Security Protocol traffic. UDP port 500 (0x1F4) for outbound ISAKMP/Oakley negotiation traffic. 

DHCP, DNS, and WINS services; Domain Controllers

Before enabling IPSec for servers functioning in any of the above capacities, determine if all the clients are also IPSec-capable. Otherwise, secure negotiation might erroneously fail, and access to network resources may be blocked. 

DNS

If you want to specify a DNS name in an IP filter list, but your DNS servers are not IPSec-enabled, a special policy setting is required. Otherwise, IPSec and other services on the server may not be able to successfully resolve the DNS computer name to a valid IP address.

 1.
Set the IP filter list to exempt traffic between the computer and the DNS server from requiring IPSec: 

·
Set the Source address to My IP address. 

·
Set the Destination address to the IP address of your DNS server. 

·
Enable Mirrored to automatically create the inbound filter. 

·
Configure the protocol settings, From this Port and To this Port, to the port which your DNS server has been configured to use for traffic. It is generally port 53. 

 2.
Set the filter action to Permit, to ensure that DNS traffic passes through and security is never negotiated for traffic which matches this IP filter list. 

Caution   Using a DNS name in the IPSec policy instead of an IP address allows easier administration, however, it should only be utilized when the computer has a static IP address (one not obtained automatically from DHCP) to which the DNS name will be resolved. For example, if an attacker breaks into the DNS server and changes the IP addresses associated with DNS names, IPSec will resolve the name to a different IP address, resulting in unsecured traffic. 

Managing multiple IP filter lists and filter actions

You can define a global pool of IP filter lists and filter actions, which are then available in any new or existing rule. This method can be used as an alternative to configuring the IP filter list or filter action as you define each rule. In this way, all the IP filter lists and filter actions necessary for your security plan may be defined in one place.

For information on how to centrally configure IP filter lists and filter actions, see To manage multiple IP filter lists or To manage multiple filter actions.

The IP filter list and filter action procedures are the same procedures which appear when you are defining these within a rule. For help with defining an IP Filter List, see To add or edit IP filter lists. For help with defining a filter action, see To add or edit filter actions. 

Description of an IPSec policy

·
IPSec policy properties 

·
Rules 

·
IP filter lists 

·
Filter actions 

·
IPSec security methods 

·
IPSec authentication 

·
IPSec tunneling 

·
IPSec connection types 

·
Advanced IPSec settings 

IPSec policy properties

IPSec policies can be applied to local computers, domain members, domains, organizational units, or any Group Policy object in Active Directory. Your organization's IPSec policies should be based on your organization's written guidelines for secure operations. Policies may store multiple security actions, called rules, so that one policy may be applied to multiple computers. 

There are two storage locations for IPSec policies: 

 1.
Active Directory 

 2.
Locally defined in the registry for stand-alone computers and computers which are not always part of a trusted Windows 2000 domain. If the computer is temporarily unconnected to a trusted Windows 2000 domain, the policy information is cached in the local registry. For more information, see Active Directory overview. 

Windows includes predefined policies which can be activated, modified to meet your needs, or used as a template for your own custom policies. Each policy you define should apply to a scenario in your security plan. Special configuration settings may apply if you are assigning policies to a DHCP server, Domain Name System (DNS), WINS, Simple Network Management Protocol (SNMP), or remote access server. 

Group Policy

IPSec policies which are assigned to a Group Policy object in Active Directory become part of Group Policy, and are transferred to the member computers each time Group Policy propagates. For more information on Group Policy, see Group Policy overview.

When assigning an IPSec policy in Active Directory, consider the following:

·
IPSec policies assigned to a domain policy will override any active, local IPSec policy only when that computer is connected to the domain. 

·
IPSec policies assigned to an organizational unit will override an IPSec policy assigned to the domain policy, for any member computers of that organizational unit. The IPSec policy assigned to the lowest-level organizational unit will override an IPSec policy assigned to a higher-level organizational unit, for any member computers of that organizational unit. 

For information on how to define IPSec policies, see To add or edit IPSec policies.

Rules

IPSec rules govern how and when communication is secured. Each rule contains a list of filters, and a collection of security actions that will take place upon a match with that list.

·
IP filter lists 

·
Filter actions 

·
IPSec security methods 

·
IPSec authentication 

·
IPSec tunneling 

·
IPSec connection types 

·
Advanced IPSec settings 

IP filter lists

An IP filter list triggers security negotiations based on a match with the source, destination, and type of IP traffic. This type of IP packet filtering enables a network administrator to precisely define what IP traffic will be secured. Each IP filter list contains one or multiple filters, which define IP addresses and traffic types. One IP filter list can be used for multiple communication scenarios.

IPSec requires both an inbound and outbound filter between the computers specified in the filter list. Inbound filters apply to incoming traffic, enabling the receiving computer to respond to requests for secure communication; or match traffic against the IP filter list. Outbound filters apply to traffic leaving a computer towards a destination, triggering a security negotiation which takes place before traffic is sent. For example, if Computer A wants to securely exchange data with Computer B:

·
The active IPSec policy on Computer A must have a filter for any outbound packets to Computer B. Source=A and Destination=B. 

·
The active IPSec policy on Computer A must have a filter for any inbound packets from Computer B. Source=B and Destination=A. 

Each peer must also have the reverse filter:

·
The active IPSec policy on Computer B must have a filter for any inbound packets coming from Computer A. Source=A and Destination=B. 

·
The active IPSec policy on Computer B must have a filter for any outbound packets to Computer A. Source=B and Destination=A. 

Filter settings

Each filter defines a particular subset of inbound or outbound network traffic which should be secured. You must have a filter to cover any traffic to which the associated rule applies. A filter contains the following settings:

·
The source and destination address of the IP packet. This may be configured at a granular level, using a single IP address or DNS name, or groups of addresses, subnets, or networks. 

·
The protocol over which the packet is being transferred. This automatically defaults to cover all protocols in the TCP/IP protocol suite. However, it can be configured to an individual protocol level to meet special requirements, including custom protocols. 

·
The source and destination port of the protocol for TCP and UDP. By default, all ports are covered, but this can be configured to apply to only a specific port. 

For information on how to configure IP filter lists, see To add or edit IP filter lists.

Special filters may be required for certain types of traffic, such as SNMP traffic or security gateways. For more information, see Special IPSec considerations.

Filter actions

A filter action defines the security requirements for the data transmission. A filter action can be configured to:

·
Function as a passthrough policy ("Permit"). This does not allow negotiation for secure communication. IPSec simply ignores traffic in this case. This is appropriate for traffic from computers such as Web TV servers, which are solely broadcasting communication which should never be secured. Be sure to limit the IP filter list to a minimal scope when using this type of filter action, so you don't let traffic through which should be secured. 

·
Block traffic ("Block"). This stops communication from a unauthorized computer. Be sure to use the smallest IP filter list you can when using a blocking filter action so that you do not block valid computers from communicating. 

·
Enable communication with non-IPSec enabled computers ("Accept unsecured communication, but always respond using IPSec" and "Allow unsecured communication with non-IPSec aware computers"). This is a filter action which falls back to unsecured communication, if necessary. Again, you may need to limit the IP filter list to a minimal scope. Otherwise, any communications affected by the rule in which this filter action resides could result in data being sent without security if negotiation fails for any reason. If you are concerned about denial of service attacks, you might consider disabling these settings. However, communication with computers which cannot initiate IPSec, such as legacy systems, may be blocked. 

·
"Enable Session Key Perfect Forward Secrecy (PFS)." This determines how a new key is generated. Enabling PFS ensures that a key used to protect a transmission cannot be used to generate any additional keys. In addition, the keying material for that key cannot be used to generate any new keys. Session Key PFS does not require a re-authentication, and is therefore uses less resources than Master Key PFS. When Session Key PFS is enabled, a new key exchange is performed to accumulate new key material before the new session key is generated. 

·
Specify security requirements ("Use these security settings"). The list of security requirements which must be negotiated is called security methods. Each one defines which algorithms, security protocols, and key lifetimes should be negotiated. 

For information on how to configure filter actions, see To add or edit filter actions.

IPSec security methods

Each security method defines the security requirements of any communications to which the associated rule applies. Creating multiple security methods increases the chance that a common method can be found between two computers. 

The ISAKMP/Oakley service reads the list of security methods in descending order, and exchanges negotiation messages with the other peer until a common method is found. 

Predefined security methods

·
High. Uses the Encapsulating Security Payload (ESP), to provide confidentiality (data encryption), authentication, anti-replay, and integrity, making this appropriate when high security levels are required. ESP does not provide integrity for the IP header (addressing). If you require both data and addressing protection, can create a custom security method. If you do not require encryption, use Medium. 

·
Medium. Uses the Authentication Header (AH) protocol to provide integrity, anti-replay, and authentication. This is appropriate when your security plan calls for standard levels of security. AH provides integrity for both the IP header and data, but does not encrypt the data. 

Custom security methods

Expert users can specify custom security methods, if both encryption and addressing integrity, stronger algorithms, or key lifetimes are required:

·
Security Protocols 


Both AH and ESP may be enabled in a custom security method, if you require IP header integrity and data encryption. If you chose to enable both, you do not need to specify a second integrity algorithm for ESP; the algorithm you select for AH will provide integrity.

·
Integrity 

·
Message Digest 5 (MD5), which produces a 128-bit key. 

·
Secure Hash Algorithm (SHA), which results in a 160-bit key. Longer key lengths provide greater security, so SHA would be considered stronger. 

·
Confidentiality 

·
3DES is the most secure of the DES combinations, and somewhat slower in performance. 3DES processes each block three times, using a unique key each time. 

·
DES is to be used when the high security and overhead of 3DES is not necessary, or for interoperability. DES uses only 56 bits of keying material. 

·
Key Lifetimes 


Key lifetimes determines when a new key is generated, rather than how it is generated. You can specify a lifetime in kilobytes, seconds, or both. For example, if the communication takes 100,000 seconds and you specify the key lifetime as 1000 seconds, 10 keys will be generated to complete the transfer. This ensures that, even if attackers gain part of a communication, they will not be able to gain the entire communication. Automatic key regeneration is provided; configuration is optional. Note that any time a key lifetime is reached, the SA is also renegotiated in addition to the key refresh or regeneration.

Interoperability of encryption settings

When IPSec provides confidentiality of data between a Windows 2000-based computer that has the High Encryption Pack installed and another computer that does not use 3DES, your list of security methods must include DES. Otherwise, the computer that you are trying to communicate with may not be able to reach a common security agreement with your computer. If confidentiality of the data is not needed, you can select ESP format with an integrity algorithm only, and set the encryption to None. Alternately, you can select an AH format with an integrity algorithm.

For information on how to configure security methods, see To add or edit security methods.

IPSec authentication

Each rule defines a list of authentication methods. Each authentication method defines the requirements of how identities will be verified in communications to which the associated rule applies. The two peers must have at least one common authentication method or communication will fail. Creating multiple authentication methods increases the chance a common method between two computers can be found. 

Only one authentication method may be specified between a pair of computers, regardless of how many are configured. If you have multiple rules which apply to the same pair of computers, you must configure the authentication methods list in those rules to enable the pair to use the same authentication method. For example, if a rule between a pair of computers specifies only Kerberos for authentication and filters only TCP data and, in another rule, specifies only Certificates for authentication and filters only UDP data, authentication will fail. 

·
The Kerberos V5 security protocol is the default authentication technology. This method can be used for any clients running the Kerberos V5 protocol (whether or not they are Windows 2000-based clients) which are members of a trusted domain. 

·
A public key certificate should be used in situations which include Internet access, remote access to corporate resources, external business partner communications, or computers which do not run the Kerberos V5 security protocol. This requires that at least one trusted certificate authority (CA) has been configured. Windows 2000 supports X.509 Version 3 certificates, including CA certificates generated by commercial certifying authorities. 

·
A preshared key may be specified. This is a shared, secret key which is previously agreed upon by two users. It is quick to use and does not require the client to run the Kerberos V5 protocol or have a public key certificate. Both parties must manually configure IPSec to use this preshared key. This is a simple method for authenticating computers that are not based on Windows 2000, stand-alone computers, or any clients not running the Kerberos V5 protocol. Note that this key is for authentication protection only. 

For information on how to configure authentication methods, see To define authentication methods.

IPSec tunneling

As discussed in Basics of IPSec tunneling, IPSec can perform Layer 3 tunneling for scenarios in which L2TP cannot be used.

The receiving computer is the IPSec tunnel endpoint to the sender. In this example, the Remote Gateway is the tunnel endpoint in the Remote Client IPSec policy, and vice-versa.

If you are using the Layer 2 Tunneling Protocol (L2TP) for remote communications, the tunnel setting should be set to No IPSec tunneling, which is the default.

If you are specifying IPSec tunneling for interoperability, when one of the peers is not L2TP-capable, a tunnel setting can be configured for each rule. These settings are:

·
This rule does not specify an IPSec tunnel (default). Disables IPSec tunneling for communications covered by the rule. 

·
The tunnel endpoint is specified by this IP Address. 

For information on how to configure an IPSec tunnel, see To specify an IPSec tunnel.

IPSec connection types

For each IPSec rule, you must define which connection types on your computer will be affected. The connection types apply to all connections in Network and Dial-up Connections on the computer for which you are configuring IPSec policy.

Each rule has one connection type setting:

·
All Network Connections. The rule will apply to communications sent via any of the network connections you have configured on the computer. 

·
Local Area Network (LAN). The rule will only apply to communications sent via LAN connections you have configured on the computer. 

·
Remote Access. The rule will only apply to communications sent via any remote access or dial-up connections you have configured on the computer. 

For information on how to configure connection types, see To specify connection types.

For information on configuring network connections on a computer, see Configuring a network or dial-up connection.

Advanced IPSec settings

The following topics review the concepts necessary for advanced policy settings, in case your deployment scenarios have special requirements which are not met by the default settings.

·
Key exchange 

·
Key exchange methods

Key exchange

The strength of the keys which protect the key exchange phase is enhanced by the following features:

Key Lifetimes

Lifetime settings determine when a new key is generated. Any time a key lifetime is reached, the associated SA is also renegotiated. The process of generating new keys at intervals is called dynamic rekeying or key regeneration. Lifetimes allow you to force a the generation of a new key (regeneration) after a specific interval. For example, if the communication takes 100 minutes and you specify the key lifetime as 10 minutes, 10 keys will be generated, one every 10 minutes, during the exchange. Using multiple keys ensures that if attacker manages to gain the key to one part of a communication, the entire communication is not compromised. Automatic key regeneration is provided by default. Expert users may override the default and specify a master key lifetime in minutes, by session key, or Perfect Forward Secrecy.

Caution should be taken when setting very disparate key lifetimes, since they also determine the lifetime of the SA. For example, setting a master key lifetime of 8 hours (480 minutes), and a session key lifetime (set within a Filter Action) of 2 hours may result in an IPSec SA in place for almost 2 hours after the ISAKMP SA expired. This has the potential to occur if the new IPSec SA is generated right before the ISAKMP SA expires.

·
Session key limit 


Repeated rekeying off the same master key may eventually compromise the key. For example, if Bob on computer A sends a message to Alice on computer B, and then a few minutes later sends another message to Alice, the same master key material can be re-used since a security association was recently established with that computer. If you want to limit the number of times this re-use occurs, expert users can specify a session key limit.


Note that if you decide to enable Perfect Forward Secrecy for the master key, the Session key limit will be ignored; PFS forces key regeneration each time. For example, enabling Master key Perfect Forward Secrecy is the same as specifying a Session key limit of one.


Note that, if you specify both a master key lifetime in minutes, and a session key limit, whichever interval is reached first will trigger a new key. 

·
Master key Perfect Forward Secrecy (PFS) 


Determines how a new key is generated. Enabling PFS ensures that a key used to protect a transmission, in whichever phase, cannot be used to generate any additional keys. In addition, the keying material for that key cannot be used to generate any new keys. 


Master key PFS should be used with caution as it requires re-authentication. This may cause additional overhead for any domain controllers in your network. It is not required to be enabled on both peers.

For information on how to configure key exchange settings and methods, see To configure key exchange and To create key exchange methods.

Key exchange methods

In addition to key properties, advanced users can set security methods for Phase I (Main Mode) of IKE negotiation. It is generally recommended that all the IKE settings (PFS, key lifetime) and security methods remain at the defaults, to avoid unnecessary overhead. This will provide a standard (medium) level of security. If your security plan calls for a high level of security, you may consider modifying the default security methods.

You can specify which algorithms will be used for integrity and confidentiality (optional). The same algorithms available for Phase II security methods are available here: MD5 and SHA for integrity; DES and 3DES for confidentiality.

Diffie-Hellman Groups

Diffie-Hellman groups are used to determine the length of the base prime numbers used during the key exchange. The strength of any key derived depends in part on the strength of the Diffie-Hellman group the prime numbers are based on: 

Group 2 (medium) is stronger than Group 1 (low). Group 1 will provide 768 bits of keying material, while Group 2 will provide 1,024 bits. If mismatched groups specified on each peer, negotiation will fail. The group cannot be switched during the negotiation.

A larger group results in more entropy and therefore a key which is harder to break.

The Diffie-Hellman group is configured as part of the Phase I (Main Mode) key exchange settings and is considered a master key. New keys generated during the data protection Phase II (Quick Mode) are derived from the Diffie-Hellman Phase I master key material, unless Phase II Perfect Forward Secrecy is being used.

For information on how to configure key exchange settings and methods, see To configure key exchange and To create key exchange methods.

IPSec scenarios

This section describes how to deploy common IPSec configurations. Each scenario reviews the IPSec policy settings that are necessary for successful, secured communication. While your network configuration may be different than those discussed here, the basic concepts apply.

This section discusses the following IPSec scenarios:

·
Domain, Peer to Peer: IPSec 

·
Remote communications: IPSec 

Domain, Peer to peer: IPSec

In order to provide security for groups which normally exchange highly sensitive information, you often had to segment the intranet. Groups of computers on different, physical segments prevented security violations. IPSec provides protection while still allowing groups of secure computers to reside within the same physical intranet. 

This figure represents a domain comprised of computers in the finance department of an enterprise. Most intranet clients do not need to communicate securely. However, a group of servers in the network store highly sensitive information which some intranet clients will need to access. All computers have computer accounts in an Active Directory domain or object. The computers are grouped into Active Directory organizational units for security reasons. This enables the appropriate assignment of IPSec policies, based on the function of the computers: 

·
Servers which store and exchange highly sensitive information belong to the Highest Security Servers organizational unit. 

·
Other servers which may use unsecured communication to enable data exchange with non-IPSec capable computers in the domain belong to the Secure Servers organizational unit. 

·
Clients which require the ability to appropriately respond when secure communications are required belong to the Secure Computers group. 

·
Clients which do not require the ability to talk to the secure servers belong to the default Computers group. 

When you group computers into organizational units, you can assign IPSec policies to only those computers which require IPSec. It also allows the appropriate level of security to be assigned, avoiding excessive security overhead. In this scenario, Active Directory stores the IPSec policies for all computers. 

High security between the clients and the domain controller is unnecessary: Kerberos-related exchanges between the clients and the domain controller are already encrypted, and the IPSec policy transmission from Active Directory to the member computers is protected by Windows LDAP security. 

IPSec should be combined here with access control security. User permissions are still a necessary part of using security to protect access to the file shares available on any of the Highest Security of Very Secure Servers. IPSec secures the network level traffic, so that attackers can not interpret or modify the data.

Predefined Configurations

Windows 2000 provides a set of predefined IPSec configurations. By default, all predefined policies are designed for computers that are members of a Windows 2000 domain. Following are descriptions of Windows 2000 predefined policies. The pre-defined policies, filter lists, and filter actions provided in both the local computer and Active Directory are not intended for immediate use. They are intended to show differences in behavior that are possible with different policy settings. 

Computers: Client (Respond Only)

This policy is for computers that do not secure communications for the majority of the time. For example, intranet clients may not require IPSec except when it is requested by another computer. This policy enables the computer on which it is active to respond appropriately to requests for secured communications. It contains a Default Response rule, which enables negotiation with computers requesting IPSec. Only the requested protocol and port traffic for the communication is secured.

Secure Servers: Server (Request Security)

This policy is for computers that secure communications for the majority of the time, such as servers that transmit sensitive data. This policy enables the computer to accept unsecured traffic, but always attempt to secure additional communications by requesting security from the original sender. This policy allows the entire communication to be unsecured if the other computer is not IPSec-enabled.

Highest Security Servers: Secure Server (Require Security)

This policy is for computers that always require secure communications, such as a server that transmits highly-sensitive data. This policy accepts unsecured, incoming communications, and always secures outgoing traffic.

Remote communications: IPSec

Secure, remote communication is achieved by combining the Layer 2 Tunneling Protocol (L2TP) and IPSec. L2TP is used to build the tunnel through which the data will travel, and IPSec secures the data. 

Roving clients

A common requirement is securing communications between remote clients and the enterprise network. This may be a sales consultant who spends most of the time on the road, or an employee working from a home office.

In this figure, the remote gateway is a server which provides edge security for the enterprise's intranet. The remote client represents a roving user who needs regular access to network resources and information. The client may or may not be going through an Internet service provider (ISP); it is shown here to represent the path of communication if the client is using an ISP to access the remote gateway. L2TP is combined with IPSec to provide a simple, efficient way to build the tunnel and protect the data across the Internet. The tunnel itself is between the Remote Client and the remote gateway, since it is used only to protect communication through the Internet. 

Branch offices

A large enterprise will often have multiple sites which need to communicate, for example, a corporate office in New York, and a sales office in Washington. As in the previous scenario, L2TP is combined with IPSec to provide the tunnel and protect the data between the sites.

In this figure, the Windows 2000 routers provide edge security and a communication route between the two sites. The routers may have a lease line, demand dial, or other type of connection. The tunnel runs between the routers only, since it is being used to protect communication through the Internet. However, the virtual private network (VPN) extends between the intranet computers at each site that are exchanging data.

Securing remote communication

Instead of configuring IPSec policies, these remote communication scenarios require configuration of the L2TP security properties in Windows 2000.

When L2TP is configured to use IPSec for security:

·
The required IP filter and filter action lists are dynamically set in the IPSec Policy Agent for the duration of the connection. 

·
Authentication is determined by L2TP, which requires a computer public key certificate and its associated private key. 

·
Default key exchange settings are in effect. 

The level of Internet Protocol security that is used for the duration of the connection is dependent upon the L2TP security configuration:

·
No encryption. IPSec still requires a certificate and will negotiate AH. 

·
Optional encryption. If the other computer requests or requires secured communication, IPSec can offer security levels ranging from ESP/3DES to AH/MD5. 


Session key Perfect Forward Secrecy is not enabled unless the other computer requests it.


You can fall back to unsecured communication.

·
Required encryption. The computer will require secured communication. The security that is offered is identical to that under optional encryption, except that you cannot fall back to unsecured communication. 

For information on configuring L2TP encryption settings, see Dial-up remote access security.

Resources

The Microsoft Windows 2000 Resource Kit contains advanced information on how to configure, administer, optimize, and troubleshoot IPSec.

For other sources of additional information for IPSec, see these sources:

·
Internet drafts contain detailed, technical information on IPSec architecture, including the algorithms and protocols used. The Internet drafts directories provide authors with the ability to distribute and solicit comments on documents that they may eventually submit for publication as an RFC. To see the most current Internet drafts on IPSec architecture and mechanisms, see the IETF Web site. 

·
RFCs are an evolving series of reports, proposals for protocols, and protocol standards used by the Internet community. IPSec standards are defined in RFCs published by the Internet Engineering Task Force (IETF) and other working groups. To see the most current Internet Drafts on IPSec architecture and mechanisms, see the IETF Web site. 

·
For the latest information on Windows 2000 Security, see the Microsoft Security Advisor page on the Microsoft Web site (http://www.microsoft.com/). 

·
For information on the standards and technology for IPSec, as well as other computer security topics, see the Computer Security Division of the National Institute of Standards and Technology Information Technology Laboratory. 

Note   Web addresses can change, so you might be unable to connect to the Web site or sites mentioned here.

Troubleshooting

What problem are you having?

Verifying the network connection between two computers.

Cause: Separate network problems may be causing what appears to be communication failures related to Internet Protocol security (IPSec).

Solution: The TCP/IP utility, ping, can be used to determine if IPSec-secured communication can take place when a predefined policy is assigned to a computer. This will allow you to separate network problems from IPSec issues. When verifying network connectivity, make sure the computer has no IPSec policy assigned. Stopping the policy agent is a good way to make sure there is no policy. 

See also: To verify valid IPSec connections.

Verifying the IPSec policy on a computer is active and in effect.

Cause: IPSec-secured communication may not be responding as expected.

Solution: You can use several tools to view which IPSec policy is in effect on the computer.

See also: Verifying IPSec policy assignment.

Verifying the active IPSec policy is responding properly.

Cause: Separate network problems may be causing what appears to be IPSec-related communication failures.

Solution: The TCP/IP utility, ping, can be used to determine if IPSec-secured communication can take place when a predefined policy is assigned to a computer. This will allow you to separate network problems from IPSec issues. If the ping is trying to negotiate security, then the computer has policy to protect that traffic (which uses ICMP to the destination) and is trying to negotiate a security association with the peer computer.

See also: Testing IPSec policy assignment.

Basic IPSec troubleshooting.

Cause: IPSec-secured communication is failing. This may be due other network problems, IPSec policy consistency or assignment issues, or because the computer has been removed from the domain and is now using local policy. Note that failure in core networking services, such as DHCP, DNS, and WINS, can cause unpredictable IPSec failures.

Solution: The TCP/IP utility, ping, can be used to separate other network issues from IPSec-related problems. Restarting the policy agent may be necessary to force a policy update. You can use several tools to view which IPSec policy is in effect on the computer. Make sure the traffic that is supposed to be protected has an appropriate filter. Make sure both sides have a matching filter action. Also, make sure both sides have matching authentication methods.

See also: To restart the IPSec Policy Agent; To verify valid IPSec connections; Verifying IPSec policy assignment; Testing IPSec policy assignment.

Errors in Event Viewer related to IPSec.

Cause: There may be a problem with the IPSec Policy Agent, or the Oakley service.

Solution: To determine why IPSec is not functioning correctly, you can view the Security Audit log for messages which may help pinpoint the origin of the problem.

See also: IPSec: Security Audit Log.

Verifying successful, IPSec-secured communications and statistics.

Cause: A pattern of failures when attempting IPSec-secured communications.

Solution:Use IPSec Monitor to confirm whether your secured communications are successful. It provides statistics that aid in tuning IPSec performance and troubleshooting. It can also be used in conjunction with Network Monitor. Use Network Monitor to view security protocol transmissions that have been transferred over the network. Network Monitor displays IPSec packets as ISAKMP, AH, or ESP.

See also: Using IPSec Monitor; Using Network Monitor with IPSec.

Policy location error.

Cause: This error may occur if the policy agent is retrieving policy from the incorrect storage location. 

Solution: Examine the policy agent logging events in Event Viewer, and the policy agent log itself for messages which indicate where policy is being retrieved from: the local registry or the domain. If the HKLM\SOFTWARE\Policies\Microsoft\Windows\IPSec\GPTIPSECPolicy is set, then policy will be downloaded from the directory service, otherwise, it will be downloaded from the registry. The local computer will also warn the user that the domain policy is in effect when it starts. If the policy is supposed to be domain based policy, but it is not being downloaded, then try deleting HKLM\SOFTWARE\Microsoft\Windows\CurrentVersion\Group Policy\History and then restarting the computer.

Caution   Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. 

See also: Wrong IPSec policy location error.

Policy mismatch error.

Cause: If negotiations are failing, it may be due to incompatible IPSec policy settings. 

Solution: You can use several tools to view which IPSec policy is in effect on the computer.

See also: IPSec policy mismatch error.

Bad SPI error in Event Viewer.

Cause: This error may occur if key lifetime values are not set properly or the security association has expired.

Solution: To determine and correct the problem, use IPSec Monitor to examine the number of rekeys. This event is usually logged when a security association (SA) has been deleted on one side, but the other side is still sending traffic on this security association. It is usually a temporary situation that fixes itself and occurs on systems that are busy.

See also: IPSec: Bad SPI error in Event Viewer.

IPSec Monitor shows no security associations established.

Cause: This may be due to soft security associations between the computers, which prevent hard (secured) security associations from being established. 

Solution: You may have to restart the IPSec Policy Agent. Confirm that you need the Allow unsecured communications with non IPSec-aware computers filter action option, which causes soft security associations to show up with computers that do not respond to IPSec requests. 

See also: Soft SAs are preventing hard SAs.

Restarting the IPSec Policy Agent.

Cause: This may be necessary as part of another troubleshooting step. It can be used to clear old or soft security associations or to force a policy download from the domain or local policy store.

Solution: Restart the IPSec Policy Agent.

See also: To restart the IPSec Policy Agent.

IPSec component files are missing.

Cause: The files necessary for IPSec components such as ISAKMP/Oakley, the IPSec Policy Agent, or the IPSec driver have been removed or deleted.

Solution: Reinstall TCP/IP.

See also: Reinstalling IPSec components.

Other protocols

This section covers:

·
NetBEUI defined 

·
IPX/SPX defined 

·
L2TP defined 

·
PPTP defined 

·
RADIUS defined

NetBEUI defined

NetBIOS Enhanced User Interface (NetBEUI) is a non-routable network transport suited for use in small networks that consist of a single network segment with less than 50 computers. NetBEUI is one of two network solutions for supporting Network Basic Input Output System (NetBIOS) usage, which is required by earlier versions of Windows for network name resolution. The other NetBIOS-based solution, used for larger or routed networks, is NetBIOS over TCP/IP (NetBT).

For more information, see either NetBEUI or NetBIOS over TCP/IP (NetBT) concepts.

IPX/SPX defined

Internetwork Packet Exchange (IPX) and Sequenced Packet Exchange (SPX) are transport protocols used in Novell NetWare networks. Together, they correspond to the Internet Protocol (IP) and Transport Control Protocol (TCP), which are used in the TCP/IP protocol suite.

Windows 2000 implements IPX through the NWLink. For more information, see The NWLink IPX/SPX/NetBIOS Compatible Transport Protocol.

L2TP defined

Layer Two Tunneling Protocol (L2TP) is networking technology that supports multiprotocol virtual private networks (VPNs), which enable remote users to access corporate networks securely across the Internet. Like the Point-to-Point Tunneling Protocol (PPTP), it can be used to provide securing of tunneled end-to-end Internet connections through other remote access technologies, such as Internet access provided through DSL.

Unlike PPTP, L2TP is not dependent on vendor-specific encryption technologies for a fully secured and successful implementation. For this reason, it is likely to become the standard for securing virtual private network connections throughout the Internet.

Windows 2000 implements L2TP support through IP Security (IPSec) technology and the Routing and Remote Access service. For more information, see PPTP defined, IP Security (IPSec), or Virtual private networks.

PPTP defined

Point-to-Point Tunneling Protocol (PPTP) is networking technology that supports multiprotocol virtual private networks (VPNs), enabling remote users to access corporate networks securely across the Internet. Unlike the Point-to-Point Protocol (PPP), which is designed to support a dial-up network connection to the Internet, PPTP does not rely upon a dial-up connection. It can be used to provide secure, tunneled end-to-end Internet connections through other remote access technologies, such as Internet access provided through DSL.

Windows 2000 implements PPTP client-side support through Network and Dial-up Connections and server-side support through Routing and Remote Access. For more information, see Point-to-Point Tunneling Protocol (PPTP) or Virtual private networks.

RADIUS defined

Remote Authentication Dial-In User Service (RADIUS) is a security authentication client/server protocol widely used by Internet service providers on other remote access servers. RADIUS is the most common means of authenticating and authorizing dial-up and tunnelled network users.

Windows 2000 implements a RADIUS server through the Internet Authentication Service. For more information, see RADIUS or Internet Authentication Service.

